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Abstract 1

Abstract

The manual checking of building permit applications against complex building codes is
a time-consuming, error-prone process, as the permit reviewer must manually match
the relevant sections and their content to the provided building plans. With the
emergence of Artificial Intelligence (Al), specifically Large Language Models (LLMs), it
has proven to be capable of overcoming the barrier of complex documentation by

converting building codes into natural language.

This thesis presents a Graph Retrieval-Augmented Generation (Graph-RAG)
framework to explore how an updateable knowledge graph can automate applicability
checks during the permit process. The proposed three-stage pipeline is evaluated in
accordance with the Ontario Building Code (OBC). In the first phase, a section of OBC
was encoded into the knowledge graph. In the second stage, IFC data is parsed into
the same knowledge graph with all relevant properties required by OBC. In the third
stage, a LangChain ReAct agent is developed to enable dynamic multi-hop reasoning,
allowing the system to answer natural-language compliance and applicability questions

about various articles.

Two different building models were tested, and the system was evaluated across three
conditions using a self-developed 35-question survey organized into 4 levels:
regulatory classifications, building properties, article selection, and sentence- and
clause-level compliance queries. In condition 1, a prompt engineering baseline without
access to knowledge graph retrieval, in conditions 2 and 3, the identical Graph RAG
with GPT-5.4 and Claude Sonnet 4.6, respectively, were deployed. Results
demonstrate that Graph RAG with Claude Sonnet achieves an overall accuracy of
82.35% and macro F1 of 0.673, substantially outperforming the LLM-only baseline and
showing that graph architecture performs well when applied to complex hierarchical
regulatory documents, compared to building models for review.



Zusammenfassung v

Zusammenfassung

Die manuelle Prufung von Baugenehmigungsantragen anhand komplexer Bauvor-
schriften ist ein zeitaufwandiger und fehleranfalliger Prozess, da der Sachbearbeiter
die relevanten Abschnitte und deren Inhalt manuell mit den vorgelegten Bauplanen
abgleichen muss. Mit dem Aufkommen der kunstlichen Intelligenz (KI), insbesondere
von grof3en Sprachmodellen (LLMs), hat sich gezeigt, dass diese in der Lage sind, die
Hurde komplexer Dokumentation zu Uberwinden, indem sie Bauvorschriften in natirli-

che Sprache umwandeln.

Diese Arbeit stellt ein Graph-Retrieval-Augmented-Generation-Framework (Graph-
RAG) vor, um zu untersuchen, wie ein aktualisierbarer Wissensgraph die Anwendbar-
keitsprifungen wahrend des Genehmigungsverfahrens automatisieren kann. Die vor-
geschlagene dreistufige Pipeline wird gemal dem Ontario Building Code (OBC) eva-
luiert. In der ersten Phase wurde ein Abschnitt des OBC in den Wissensgraphen ko-
diert. In der zweiten Stufe werden IFC-Daten in denselben Wissensgraphen mit allen
vom OBC geforderten relevanten Eigenschaften eingelesen. In der dritten Stufe wurde
ein LangChain-ReAct-Agent entwickelt, um dynamisches Multi-Hop-Schlussfolgern zu
ermdglichen, wodurch das System Fragen zur Konformitat und Anwendbarkeit in na-

turlicher Sprache zu verschiedenen Artikeln beantworten kann.

Es wurden zwei verschiedene Gebaudemodelle getestet, und das System wurde unter
drei Bedingungen anhand eines selbst entwickelten Fragebogens mit 35 Fragen be-
wertet, der in vier Ebenen unterteilt war: gesetzliche Klassifizierungen, Gebaudeeigen-
schaften, Artikelauswahl sowie Abfragen zur Konformitat auf Satz- und Satzteil-Ebene.
In Bedingung 1 wurde eine Prompt-Engineering-Baseline ohne Zugriff auf die Wis-
sensgraphenabfrage eingesetzt, in den Bedingungen 2 und 3 wurde jeweils das iden-
tische Graph RAG mit GPT-5.4 bzw. Claude Sonnet 4.6 eingesetzt. Die Ergebnisse
zeigen, dass Graph RAG mit Claude Sonnet eine Gesamtgenauigkeit von 82,35 % und
einen Makro-F1-Wert von 0,673 erreicht, womit es die reine LLM-Baseline deutlich
ubertrifft und belegt, dass die Graph-Architektur bei der Anwendung auf komplexe hie-
rarchische Regulierungsdokumente im Vergleich zu Gebaudemodellen fiir die Uber-

prufung gute Leistungen erbringt.
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1 Introduction

1.1 Motivation and Problem Statement

The rapid growth of population and urbanization will cause 70% of the world's popula-
tion to live in cities, which will ultimately lead to a corresponding increase in the building
stock. This huge number will not only create opportunities but also pose challenges in
balancing the demand for buildings (Subiza, 2025). The design and construction of
buildings are governed by extensive code compliance and regulatory checks, which
ensure safety, durability, and accessibility. These codes are pivotal in describing re-
quirements for structural design, fire protection, energy usage, facility management,
maintenance, and other aspects of the built environment (Nawari, 2019). For every
new building's planning or demolition, the corresponding permits are reviewed against
codes by trained engineers and architects who possess the relevant domain
knowledge. However, matching these manual compliance checks against building de-
signs is a complex process, as these codes are mostly fragmented and unstructured
(Lee et al., 2023).

These codes are primarily written in natural languages, cross-referenced, stored in
text-based documents, and hence leads to long and inefficient searching process when
matching those rules (Jiang et al., 2022). They are challenging to translate into com-
puter-interpretable and readable formats, as they require a combination of legal, con-
struction, and information technology expertise (Hettiarachchi et al., 2025). Also, these
codes must be updated at regular intervals. Due to fragmentation in the construction
industry, and the reason for which the building codes are dominated, codes differ in
each country, and a globalized approach in this matter has yet to be developed
(Nwadike et al., 2019). Furthermore, due to insufficient automation in this area, select-
ing a relevant clause from the digital code repository remains a manual process. For
an expert, identifying rules for specific scenarios within a project is often prone to error
and requires considerable amount of time (Amor & Dimyadi, 2021).

With the emergence of Building Information Modelling (BIM), an innovative method has
been developed for code compliance checking, as it has centralized geometry and

semantics (Borrmann et al., 2018a). Open BIM standards such as IFC and model view



definitions ! already have many attributes that are need for code compliance checking
(Weise et al., 2015). For example (Kincelova et al., 2020) has formalized 256 fire safety
clauses and used it for automated checking with real BIM models in a case study.
Despite its significance, there are still various challenges remain in BIM Model quality,
Geometric and semantics sufficiency, human interpretation and formalizing of the nor-
mative provisions as computer-based rules are some of the issues to be mentioned
(Amor & Dimyadi, 2021).

Given these limitations, the emergence of transformer-based Large Language Models
(LLMs) has created a promising potential with capabilities of natural language pro-
cessing. It has capability to automate the code compliance checking by converting the
complex documents to simple text and machine readable formats so that it can be used
digitally against the buildings permit applications for which it is intended (Madireddy et
al., 2025). These Models can read, extract, and interpret the associated clause pre-
cisely from a given code upon training. Also, these Models can be further integrated
with the traditional 2D CAD and building information models to provide a better context
for the Regulatory authorities. Currently there are two different approaches, used by
researchers to adopt LLMs in code compliance checking, one by Supervised fine tun-
ing (SFT) (Fuchs et al., 2023) which have knowledge during model training and other
one is Retrieval augmented generation (RAG) which brings the external knowledge
sources into LLMs and so in our case the building codes. In the recent studies a tran-
sition from SFT to RAG is found due to its coping capabilities against hallucination and

improved truthfulness (He et al., 2025).

1.2 Objective of Thesis

As the building codes are extensive, cross-referenced, and mainly in PDF format, man-
ually searching for a relevant clause for a specific scenario is prone to error. To over-
come these errors and time consumption, an automated method is required that elim-
inates the manual matching of clauses and the time-consuming searches. On the other
hand, LLMs are potent tools that can effectively handle these extensive data sources.
The primary objective of this master ’s-level thesis is to utilize the power of LLM for
building code data to convert these codes into machine-readable documents and store

them in a graph database, and upon integration of those stored resources with LLMs,

" https://technical.buildingsmart.org/standards/ifc/mvd/



it can answer various questions related to the relevancy and applicability of clauses in

the building permit process. The following research questions are therefore derived:

1. How can the agent filter large, unstructured legal texts to extract only the

clauses relevant to the given project scenario?

2. How can an Al agent automatically identify all regulations applicable to a spe-

cific project based on its type, size, location, and occupancy?

The Ontario Building Code 20242 will be used as source data for this project, which
consists of volumes 1 and 2. Volume 1 is the main body of the code, with further divi-
sions A, B, and C. Volume 2 contain objectives and functional statements, along with
supplementary standards required for the volume. All other details about specific divi-

sions, parts, and sections will be explained in Chapter 4.

1.3 Thesis Roadmap

To provide an overview of the research, along with this introductory chapter, this the-

sis is divided into the following chapters:

- Chapter 2 reviews existing research related to automated code compliance
checking, BIM, and semantic ontologies in ACC, LLMs in the permit process,

Integration of RAG within LLMs, and a summary of identified research gaps

- Chapter = presents the proposed methodology for the Al-Agent workflow, in-
cluding data preparation, embedding, and a graph database for RAG, scenario

parsing and prompt formation, and, finally, generating answers.

- Chapter 4 provides details about the overall implementation based on the pro-

posed methodology.

- Chapter 5 explains the experiments for the 2 building models and the output

generated from them, based on the implemented workflow.

- Chapter © presents the evaluation of the created workflow across two building

models, the results of all questions, and a discussion of them.

2 https://www.ontario.ca/page/2024-ontario-building-code
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Chapter 7 provides a thorough discussion of the research questions on which

this study is conducted and the findings.

In Chapter &, a conclusion, a contribution, and a note about limitations and fu-

ture work will be summarized and discussed.



2 Literature review

This section examines existing studies on building permit processes, automated code
compliance checking and the application of LLM in building permits and code compli-
ance checking. In recent times emerging technologies e.g. BIM and semantic ontolo-
gies have shown to have a very good impact on the use in ACC but with limitations.
The recent advancement in Al, specifically LLMs, proven to have greater potential in
automation of building permit processes and ACC. The reviewed literature is, there-
fore, primarily focuses on the implementation of LLM-driven approaches for interpret-
ing regulatory documents to support engineers and architects in decision-making for

building design checks against provided codes.

The chapter begins with traditional code compliance checking, its limitations and the
automation requirements in this area. It proceeds with the usage of BIM based code
compliance checking, its current state and the level to which it is used in the industry.
Also, a concise summary about semantic ontologies-based code compliance checking

is discussed shortly.

Furthermore, this chapter provides an overview of current methodologies, related ap-
plication areas, and research directions connected to LLM-based code compliance
checking in the AEC industry. The potential problems with only LLMs to use in the
compliance checking process and the incorporation of the RAG framework for domain
knowledge extraction. The current research about improvements of LLMs by using ex-

ternal databases is also analyzed.

2.1 Building permit process and Code compliance checking

According to (Aufa et al., 2022) building permit is a permission granted by the local
authority to building owner to construct a new building, extend an existing building,
maintain an existing building and downsize an existing building while adhering to all
locally administrative and technically applicable standards. And according to (Fauth &
Soibelman, 2022) the process of applying for the building permit and obtaining it is
named as building permit process. Building permitting itself is a multidisciplinary pro-

cess, hence it is necessary to apply for building permit for a building which has either



to be newly constructed, renovated, demolished or its occupancy purpose is changed
3
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Figure 2.1: level of digitization in building permit process. Source: (Shabhi et al., 2019)
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Building permitting process and issuing can be divided into four parts, first is the sub-
mission phase in which all the required documents must be submitted, then in the re-
view phase the corresponding authorities review those submitted documents, in third
step there is construction phase where inspection has to be done at various intervals.

Lastly, the built facility has to be managed in the operational phase. (Shahi et al., 2019).

As from figure 2.1 there are various levels of digitization in the permit process, In the
earliest e.g. traditional paper-based permit process, manually all required documents
are submitted in submission phase with no room for automation in review, construction
and inspection as well in management phases. An applicant, through an architect or
engineer, prepares a set of building plans, having drawings and supported documents.
Afterwards these documents are reviewed by the relevant permitting authority. Re-
search shows that majority of delays occur during the permit life cycle mainly in plan
review phase where the domain experts must verify the 2D drawings against large text-
based regulations. Those 2D documents are mainly of the building’s geometry, con-
sisting of plans and sections of the proposed building, and only PDFs need to be sub-
mitted to the relevant authorities. These documents can only be analyzed manually,

and there is no potential for any automation. (Noardo et al., 2022)

Similarly for e-permitting although the submission of the documents is done digitally
but the review and operation phases are still processed manually. Automated BIM
based e-permitting system on the other hand, are mostly having advantages as the

submission is mostly BIM-Model with automated code compliance checking and the

3 https://www.ontario.ca/document/citizens-guide-land-use-planning/building-permits#section-0



management can be also done with the help of the same BIM-Model. In fully integrated
e-permitting the digitalization is one step higher as there is Integration of GIS with BIM
(Noardo et al., 2022).

During the review phase of a building permit the relevant regulations and code speci-
fied by the local authorities are matched against the design of the building. These
codes are comprehensive set of minimal governing requirements to establish stand-
ards for the design, construction and maintenance of the buildings (Purushotham et
al., 2026). Hence code compliance checking can be defined as the process in which
a regulated entity is verified against the specified regulations (lldar Baimuratov & Denis
Turygin). And automatic code compliance checking can be further defined as the pro-
cess of automatically evaluating the design of the buildings against the applicable reg-
ulations and codes using digital methods and structural representations of rules (Peng
& Liu, 2023). Hence in there are two main ingredients in a automated code compliance
check; the building model which is having the digital representation of the design and
which is subjected to be checked for compliance and second one is normative

knowledge, which have codes and local regulations (Amor & Dimyadi, 2021).

ACC is a part of a building permit process and has been an active area of study for the
past 50 years, during which extensive research has been conducted to describe it us-
ing various methods and systems (Amor & Dimyadi, 2021). The Code compliance
checking is mainly done by specialists who possess extensive knowledge about the
respective field (Peng & Liu, 2023). Due to the complex nature of engineering projects,
multiple stages and involvement of multiple stakeholders, manual compliance checking
is therefore taking longer time to proceed and leading to higher costs (J. Zhang & El-
Gohary, 2016). Additionally, due to the manual matching of the relevant clauses to a
given scenario it is always susceptible to errors (Amor & Dimyadi, 2021). In contrast,
ACC is time-saving, cost-effective, and effective in reviewing the process. (Zhong et
al., 2020).

The research about ACC began in 1960s when decision tables for American Institute
for Steel Construction (AISC) were created, these decision logic tables became later
well-established procedure for AISC specifications. (Dimyadi & Amor, 2013). In 1973,
a similar project was initiated to re-organize the AISC specifications, in which theoret-

ical model was structured for the explanation of the knowledge regulations. The



method of ACC is since than matured, thanks to advances in computer technology and
applications, which is driven by the industry’s to pursue of innovations and productivity
(Amor & Dimyadi, 2021).

As shown in the figure 2.2 from (He et al., 2025), there are various approaches to code
compliance checking, and many researchers have studied this area using techniques
such as rule-based systems, ontology engineering mechanisms, integration with BIM,
and machine learning. In the following section, the literature on both BIM and ontology-

based code-compliance checking processes is described

Hjelseth 2012 Dimyadi et al. 2016
Han et al. 2002 Eastman ct al. 2009 Jiang and Leicht 2014 Xue and Zhang 2022
Y
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Figure 2.2: Timeline of automated code compliance research. Source: (He et al., 2025)
2.2 BIM and Ontologies as a data source
BIM based Code compliance checking

As discussed by (Shahi et al., 2019) BIM can be used in level 3 stage of digitization
of building permit process and so in ACC. BIM-based ACC means automatically pro-
cessing and reviewing the building model against regulatory requirements with the help
of computational methods and structured rule representations. As BIM model are en-
riched with objected oriented representation of buildings, with 3D geometry and se-
mantics, which can be leveraged for automated analysis (Villaschi et al., 2022). Based
on (Borrmann et al., 2018b) the bridge between ACC is the translation of human read-
able building codes into machine readable logics and in the context of the BIM in this
process there is extraction of both geometry and semantics via IFC schema and run-
ning those machine-readable rule on it through rules engine. This process validates
the building design against pre-defined building codes and specified constraints.



Among the very first BIM-based code compliance checking tools in the industry, Solibri
Model Checker (SMC), developed by finish company in 2000 is used nowadays more
frequently. This software processes the information extracted from the IFC files and is
mapped with internal data model. The IFC format is already standardized but the con-
tent of IFC file depends upon the BIM-authoring tool from which the file was exported.
Hence the software’s data mapping is relying mainly on the hard-coded routines,
through which SMC correctly interpreting files from diverse range of BIM-authoring

tools (Borrmann et al., 2018b).

Another example of BIM-based code compliance checking can be from Building Con-
struction Authority (BCA) in Singapore, where they started CORENET4 platform which
is IFC enabled framework for compliance checking. This framework was jointly devel-
oped by public agencies and industry and programmed on the Singaporean regulations
for building control, accessibility, fire safety and environmental healthcare. (Dimyadi &
Amor, 2013). As of 2026 now this platform has submission phase entirely based on
BIM and has automated model checker for pre-check prior submission. Similarly,
RAVA3PROS is Finnish based project with main goals to automate BIM-based permits
against the regulations. A total of 23 municipalities is involved in this project with main

contribution from city of Helsinki.

The major advantage of BIM-based ACC is to eliminate manual repetitive tasks during
the review, with higher efficiency, consistency, and traceability. (Amor & Dimyadi,
2021) pointed that the ACC systems have potential by transforming the permit process
by reducing the weeklong reviewing time to a day, capturing the design violations in
the early stages where the changes are less costly. Also, in the review on BIM-based
ACC from (Ismail et al., 2017) has shown that the significant comprehensiveness and

efficiency can be achieve in this process compared to the manual methods.

However a study done by (Ullah et al., 2022) in which they took interviews from 7
different experts, with the diverse range of roles and experiences; one of the inter-
viewee expressed that although on design side using BIM is doable , but on munici-
palities level there is lack of expertise to deal with BIM as most of them are only using

2D drawings in the procedure. Another interviewee has also mentioned that core task

4 https://info.corenet.gov.sg/overview/about-corenet-x
5 https://kirahub.org/en/rava3pro-en/
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in BIM based compliance checking is the conversion of the contents, codes and guide-
lines to machine readable formats and at the same time, this is the difficult task to
proceed. Also (Peng & Liu, 2023) has also expressed that it is practically very cumber-
some for BIM-Modellers to assign all relevant information which are necessary during

the review process.
Ontologies and Knowledge Graph-based approaches for ACC

According to Ontotext® an ontology is a formal description of knowledge as a set of
concepts within a domain and the relationships that hold between them. The data
model of ontology can be used for a set of individuals facts to create a knowledge
graph. Various researchers have used ontological representations of building
knowledge and regulatory requirements to balance the gap between regulatory texts
and machine-readable rules. Ontologies have two concepts for ACC, first it provides a
structured vocabulary to describe building elements and their corresponding relation-
ships that can bridge the IFC schema and the regulatory codes. And it also provides
logical inference for all the datasets to find any violation during the compliance check
(Pauwels et al., 2011).

As from (Jiang et al., 2022) in the early research about this topic , Web ontology Lan-
guage (OWL) and Resource Description Framework (RDF) , which are having rigid
ontological schemas and needs heavy computational resources for description logic
reasoning and proved to be challenging when it comes to scaling it to the semantic-
rich BIM models. Consequently, the research paradigm is pivoted towards Knowledge
Graphs (KGs), mainly Labelled Property Graphs (LPGs). Unlike the normal ontologies
which prioritize class hierarchies, KGs are having advantage of storing huge amount
of instance level facts as interconnect nodes and relationships. Which make it inher-
ently better for capturing hierarchical, and cross-referenced structure of building codes
(Solihin et al., 2016). Additionally, knowledge graphs are working by default on Close
World Assumption (CWA), which means any missing data should leads to non-compli-

ance.

(Peng & Liu, 2023) have used similar approach, where they constructed knowledge
graph having schema layer and data layer, for five Chines civil building standards,

including fire prevention code for building interior decoration design. The schema layer

8 https://www.ontotext.com/knowledgehub/fundamentals/what-are-ontologies/
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was mainly for ontology construction for organizing domain knowledge and removing
semantic ambiguity. The data layer consists mainly basic units of the graph including
entities, properties and relationships. In a similar study by (Zhou et al., 2021) where
they have used three step method to transform unstructured codes into knowledge
graph for a case study. First all the relevant building codes were collected through
crawling web data, afterwards those HTML, and Pdf were converted into XML structure
and finally the Neo4j graph database were created from that data. In another from (Li
et al., 2025) where they have analyzed architectural and fire protections standards and
ontology were created for it. With the help of deep learning those standards were la-
beled, and Dynamo were used inside Revit to match the rules with the building ele-
ments. The framework was validated through case studies which demonstrates the
ability of automatic generation of domain knowledge to perform compliance checking

on BIM models.

Web
Pages

Data
s BRERFAFRERARESF A &L
collection
68 50322,
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| 4

ot Dol d-CH30920" DocNome- 1t A 2 Graph
' generation

Figure 2.3:Creation of knowledge graph database from building codes. Source: (Zhou et al., 2021)

Despite these advantages, both Knowledge Graphs and BIM models have also limita-
tions and hence alone as a tool cannot be used as a complete tool for this study in
which an automated process is needed to extract relevant information from models
and compare with the corresponding regulations. As (Zhou et al., 2021) has elaborated
that fine grained knowledge graphs are needed to be created with the help of natural
language processes for extended scenarios. Also, more advance parsing methods in
data structuring need to be developed. In the context of BIM, scalability and perfor-
mance challenges can also occur when dealing with large and complex models. Fur-
thermore, during the input phase of the datasets, data quality issues can arise, which
can impact the compliance results. (Li et al., 2025) has also mentioned that their re-

search was limited only to a specific case study needs generalization, also in their
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research was limited to specific file formats and for wider applications need compati-

bility testing of their models.

2.3 Large Language Models (LLMs)

Beyond the graph-based paradigms discussed previously, a novel approach has
emerged that utilizes Large Language Models (LLMs)” to address the challenge of
manual rule interpretation in Automated Code Compliance (ACC). LLMs are a class of
deep learning models trained on extensive datasets, capable of understanding and
generating natural language and other content, thereby enabling a wide range of tasks.
These models are built upon the transformer neural network architecture, which is par-
ticularly effective for processing word sequences and recognizing patterns in text. The
ability of LLMs to interpret unstructured text makes them especially relevant for ACC,
where most codes are written in natural language. The following sections outline the
development of LLM applications in ACC, including direct prompt-based approaches,
domain-specific fine-tuning, Retrieval-Augmented Generation (RAG), and graph-rag

agent systems.
Prompt-Based LLM Approaches

In the early phases of LLMs, Researchers were mainly relied on prompt engineering
in which they directly engage the models like GPT-3.5 and GPT-4 along with regulatory
text, with no changes in the model weights. (J. Zhang, 2023) was the first to see the
potential of ChatGPT for translating building code clauses into executable python
scripts, showing that well-structured prompt can reduce the manual coding effort. In
these studies, the 8 different building code requirements with increasing level of com-
plexity were tested to convert it to python codes. (Liu et al., 2023) has created task
specific prompts for inputs of direct building design specifications using both GPT-3
and GPT 3.5 to compare the results of the four different tests where each test has
different structures. This work was further extended by (Fuchs et al., 2024) where they
have evaluated GPT-3.5 for translation of building regulations into formal LegalRuleML
representation. Only a small number of translation examples were provided in the

prompt, and the model were able to learn the targeted structure. In another study from

7 https://www.ibm.com/de-de/think/topics/large-language-models#692473873
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(Zheng et al., 2023) in which they have proposed LLM-Fun Mapper to match the build-
ing code clauses to a predefined library of 66 atomic computational functions through
rule-based adaptive prompting and the executable scripts were assembled. It was
found that that LLM-FuncMapper had better results compared to fine-tunning based
alternatives with 19% in function matching accuracy and require less annotated train-

ing data.

More practical work was done by (Madireddy et al., 2025) in which they used semi-
automated approach in which different LLM models, including GPT, Claude, Gemini
and Llama were integrated inside Revit for interpretation of building codes, generating
python scripts and performing compliance checking and that all inside a BIM-Environ-
ment. The case study on which this research was done was a residential building plus
an office building, with 12 different rules, and found that among others the most effec-
tive one was ChatGPT-4.0. (Yang & Zhang, 2024) have used similar approach to cre-
ate a prompt-based framework for conversion of building codes into logical program-
ming language for which Internation Building Code data was used testing. Expanding
the prompt based reasoning for spatial geometry, (Licheng et al., 2025) has combined
visual door-detection algorithms with LLMs for automated facility enumeration. In their
framework Chain-of-Thought (CoT)® prompting pipeline was used for detecting door
coordinates inside a vision-language model. Which has successful for reasoning
though complex floor plans and validating the building facility distributions against stat-

utory requirements.

Although the results from the prompt-based LLM approaches are encouraging, there
are fundamental limitations, which make their deployment restricted in critical situa-
tions like fire safety, structural analysis etc. The most obvious one is hallucination, as
LLMs provides output based on statistical patterns not by verified facts, which can alt-
hough produce regulatory clauses that can appear plausible but may be factually in-
correct or complete false (Yang & Zhang, 2024). Another limitation is context window
constrain as (Fuchs et al., 2024) has mentioned that the GPT-4 Model that time of
testing can handle only about 33,000 tokens (today 272,00 for GPT-5.4) which was

around 25,000 words are far lesser to deal with entire national codes to process.

Fine-tuned LLMs

8 https://www.ibm.com/think/topics/chain-of-thoughts
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To improve the capabilities of prompted LLMs, various studies have been done for
parameter-efficient fine-tuning on domain-specific building code datasets. Training an
LLM model directly on building codes helps it to understand the overall structure of the
regulations more precisely and hence write better scripts to check it. (Shi et al., 2025)
have created a framework named BuildThemis focused on fine tuning the open-source
Mistral 7B Instruct v0.3 model by using the Low-Rank adaptation on the real- world
data of 79 rulesets which were derived from an operational national code interpretation
project. It was found that their fine-tuned model has significantly better results than its
base variant for generation of semantically faithful scripts, mainly for dimensional rules.
(Al-Turki et al., 2024) pursued another approach by using GPT-40 with active learning
and human in the loop feedback for automation of RASE (Requirement, Applicability,
Selection, Exception) tagging of the building regulation sentences, with the combina-
tion of the few-shot prompting with iterative fine tuning for improvement of structured
compliance data. (Chen et al., 2024) have used a hybrid method by integrating LLMs
with deep learning classification models for pre-classification of regulatory texts before
adding them to LLMs for structured information extraction. The pre-classification of
regulatory input improved the accuracy of the downstream LLM output substantially

compared to the direct feeding.

Although, fine tuning mitigates some of the limitations of prompt engineering but with
some of its own problems. Among them data scarcity is one, because AEC industry
has very few publicly available annotated datasets regulatory texts which are paired
with verified compliance reports (Chen et al., 2024). And the construction of such da-
tasets is expensive, requires continuous effort from experts. (Shi et al., 2025) has
further highlighted that when the LLM is fine-tuned on narrow and highly specialized
regulatory data it heavily overfits to the formatting and terminologies which are only
specific to that dataset. Also, the computational cost of fine-tuning is high and leads to

expensive procedures (He et al., 2025).

2.4 Retrieval-Augmented Generation (RAG) Approach

As prompt engineering, and fine-tuning based LLMs are heavily relying on training da-
tasets, with high computational cost and hallucination problems, the possible solution
to these problems is Retrieval-Augmented Generation (RAG)® (Ying & Sacks, 2024; Y.

9 https://www.ibm.com/de-de/think/topics/retrieval-augmented-generation
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Zhu et al., 2024) . It is an architecture which is used in Artificial Intelligence to optimize
the performance of the model by providing external knowledge database to it. It helps
LLMs to deliver more relevant and quality answers. This framework is to map the text-
based data into multi-dimensional vectors, combining semantically similar information
for high precision retrieval, hence ensuring accuracy for dynamic domains (Arslan et
al., 2024). Also, the RAG have easy data preprocessing phase compared to traditional
NLP based methods, where tokenization, stemming, lemmatization®, and removal of
stop words is required (He et al., 2025). Additionally, for indirect queries general pur-
pose LLMs can no longer work properly as for it the external data sources are neces-
sary (X. Zhu et al., 2026).

RAG with Vector database and graph data base

A vector database'’ stores data in the form of arrays called vectors, based on similarity
that data can be compared and clustered. Unlike traditional databases, in vector data-
bases there are no rows and columns and data points are represented by dense vec-
tors and each of the dimensions is a learned characteristic of the data. In this, the
relationship between each item can be measured through distance metrices. For ex-
ample, Cosine Similarity measures the angular distance between the vectors to see
their alignment with respect to each other and retrieve the most relevant information
from large sets of data, this approach is widely adopted for retrieval and for questions

and answering tasks (Lewis et al., 2020).

There are several studies related to the implementation of vector database based RAG
frameworks in ACC and related topics, for example (Kalyuzhnaya et al., 2025) have
used it in urban planning tasks for the improvement of various urban queries. Their
results show that, with the integration of those external sources their LLM agent has
17% more response accuracy. (lversen & Huang, 2026) has used similar approach
first by creating a vector database from the building code and the BIM model and then
checking the overall compliance of the model. In another research from (lversen &
Huang, 2026), in which they have implemented the RAG for a two storey simple build-
ing, achieving around 98% mapping precision for clauses to BIM model. (Ying & Sacks,

2024) introduced autonomous LLM agent in which there are two modules, first module

10 https://www.ibm.com/de-de/think/topics/stemming-lemmatization
1 https://www.ibm.com/think/topics/vector-database
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named design requirement query, the RAG based workflow checks all the design re-
quirements and in the next step, and then a ReAct agent checks everything autono-
mously. Similarly, (Joffe et al., 2025) has created a chatbot having knowledge data-
base of National Building Code of Canada 2020 (NBCC), for the evaluation, they have
first produced a total of 1285 data points, covering wide range of topics of the NBCC

Knowledge graphs provide efficient extraction of information when it is cross refer-
enced through abstraction of regular entities and their relationships (Y. Zhang et al.,
2025). In their paper, they have developed BifrostRAG, through which two graphs are
integrated for mapping hierarchical structures and cross references of construction
safety regulations. They have created two graphs, one for semantic relationships at
entity level, and other for structural relations at document levels (X. Zhu et al., 2026)
developed LLM-QueryBC using semantic network enhanced retrieval augmented gen-
eration (SN-RAG) in which SN part worked as a domain-aware knowledge graph, with
agent for tables in building codes named as (TaBCe). 88% textual query accuracy and
96% tabular query accuracy was achieved by asking for 25 textual and 100 tabular

queries.

2.5 Summary of identified research gap

The overall literature in this area can be summarized by the following venn diagram
which shows the up-to-date studies carried out by various researchers using LLMs in

different ways.

Based on figure 2.4, three principle LLM-based approaches have been used for ACC:
prompt engineering, fine tuning, and RAG. In prompt engineering approaches, such as
Liu et al. (2023) applied zero/few shot prompt with GP-3/3.5, Fuchs et al. (2023) have
extended it few-shot LegalRuleML formatting by using GPT-3.5, also Yang and Zhang
(2024) used similar approach and demonstrated that the prompt engineering can
achieve 97% accuracy on Internation Building Code (IBC), still these approaches are
constrained by context window limit, and the outputs cannot be reliably validated by

the specific provisions and can lead often to hallucination problems.
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Fine tuning, covering the domain knowledge more effectively, for example Al-Turki et
al. (2024) used active learning fine-tuning with GPT-40 for regulatory understanding,
where they created a NER-annotated dataset for sentence-level tagging of regulatory
text. However, fine tuning models need re-training with every update of the code and

there is no dynamic retrieval for regulatory codes.

Based on the findings in section 2.4, RAG based approaches solve both limitations by
enabling responses in verifiable and updateable external database. Additionally
Graph-RAG approaches are further demonstrated to have better results than vector-
RAG. Based on the previous studies, Graph RAG architecture has demonstrated more
efficient results, e.g. Y. Zhang et al. (2025) have achieved 92.8% precision and 87.3%
F1 score on multi-hop regulatory questions, which has significantly outperformed vec-

tor-only and prompt-based baselines.

Given its advantages in traceability and verifiability of cited code provisions, and its
adaptation to regulatory updates and structured reasoning over hierarchical and con-
ditional building code requirements, this study adopts Graph RAG architecture as the
foundation, which can automate building code applicability checks within the building

permit process.

Furthermore, based on the current literature, there are very few studies in which build-
ing regulations are used as an external data source for an LLM via RAG. Specifically,
in the form of Knowledge graphs as a source. As building codes (e.g., OBC) have 1000
pages, mostly saved in PDFs with a hierarchical, cross-referenced structure, it is diffi-
cult for the relevant authorities to implement them efficiently. Also, there is very limited
research on converting them into a better, more accessible, and understandable for-

mat, through which the extraction of the applicability of codes can be easier.

Based on these gaps, this master level thesis addresses this problem by converting
the OBC as well as the BIM model into an external knowledge database for LLMs,
afterward using Langchain based agent to use ReAct framework for independent re-
trieval of information from both regulatory codes as well as from physical building data.

Hence the proposed work will contribute to the state of the art in two directions:

1) Creation of active search system which automatically locates and matches the

most relevant building code articles for a given project with all its relevant data.
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2) Utilizing the potential of Graph based RAG which takes both user-prompts with
retrieved text combined. Which will generate fact-based, regulation-aligned,
clause-referenced and explainable response and will minimize the chance of

hallucinations.

With all the background literature given, this master level thesis will cover following two

questions:

1) How can the agent filter large, unstructured regulatory texts to extract only the
relevant articles and clauses for a given scenario?
2) How can Aan Al agent automatically identify all regulations applicable to a spe-

cific project based on its type, size. Location, and occupancy?
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3 Methodology

This chapter presents the study of automated code applicability by combining BIM data
with LLMs' reasoning on the Knowledge graph. The main challenge in building code
regulations is that they are expressed in complex, hierarchical natural language with
cross-references and interdependent articles, which resist direct automation. Tradi-
tional compliance-checking tools either require hand-coded reasoning engines, which
are expensive to maintain, or rely heavily on flat-text retrieval, which loses the relational
structure of the regulations.

As of chapter 2, building code regulations are an external data source for LLMs to
automate code-compliance checking, and this approach shows promising results, but
there are few studies that use an LLM with Graph RAG as an external data source for
ACC. This chapter is structured to explain the Graph-RAG architecture, with a three-
phase workflow developed to address these limitations. It explains what was chosen
for this workflow, why, and how the components are interrelated. Also, an overview of
the evaluation of the overall pipeline is discussed to check the accuracy of the built
framework. The exact implementation details of each of these steps will be addressed

in chapter 4.

3.1 Proposed workflow

Three Phase pipeline

Does the building model comply with codes for fire safety
: requirements? which articles, from which section and which division :
Ll

does apply and why?

‘

1 ’

Ve

‘

Y Building model parsed and

loaded into graph Compliance answer returned
X 4 with cited articles
J ¥ —
Building Permit ¢
\

Reviewer

One-time built building codes

knowledge graph
95 9TeR ReAct Agent reasons and

Figure 3.1: The overall workflow with intermediate steps

The workflow is divided mainly into three parts: regulatory knowledge and building data

are first structured into a unified knowledge graph, and a reasoning agent queries that
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information to respond to compliance questions in natural language. The idea of using
a Graph RAG instead of a traditional vector database is driven by the hierarchical
structure of building code regulations. As illustrated in the following figure, building
codes are organized mostly in strict nested structures: from volume to divisions, which
contain parts, which have sections, which are further divided into subsections, articles,

sentences, clauses, and ultimately subclauses.

In a typical vector database, these articles are often “chunked” into independent texts,
which is a flat approach, and this results in a loss of critical context and the structural

hierarchy of regulations.

| The 2024 Ontario Building Code |

Volume 1
(1) A building classified as Group B, Division 3 is permitted to conform to Sentence (2} provided

(a) except as permitted by Sentences 3.2.2.7.(1) and 3.2.2.18.(2), the building is sprinklered throughout,
(b) it is not more than 3 stareys in building height, and

(¢) it has a building area not more than

(i) 5 400 m2 if 1 storey in building height,

(ii) 2 700 m2 if 2 storeys in building height, or

(iii) 1 800 m2 if 3 storeys in building height.

Division A

Division B

Section 3.1 General overview
‘ﬁiSection 3.2 Building Fire Safety|

Subsection 3.2.1 General overview |

to occupancy

Subsection 3.2.2 Building size and relative

Article 3.2.2.44. Group B, Division 3, Up to 2
Storeys, Sprinklered

Sentence {1)

Sentence {2)

P iy

Figure 3.2: Hierarchical structure of Ontario building code; an overview for an article 3.2.2.44 with its sentences,
clauses and subclauses

A graph schema solves this issue by mapping the hierarchy, where nodes represent
regulatory entities and edges represent parent-child dependencies. This will allow de-
terministic graph traversal; e.g.,, the system can traverse a chain of dependencies from
the occupancy group through its relevant section to the exact subclause that governs
it. The same approach is useful for the IFC spatial hierarchy (Building—Sto-
rey—Space—Element), which allows an agent to traverse from regulatory require-
ments to the relevant building elements that govern them in a single query.
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The database consists of two interconnected components, but each has its own logic

for use.

e Regulatory subgraph: A static part of the knowledge graph, which represents
the building law and is built only once and can be reused for various building

evaluations.

o Building subgraph: A dynamic part of the graph which represents the physical
components of the building and needs to be built for each IFC model individu-

ally.

This separation depicts the practical permit process, in which the reviewing authorities
maintain a regulatory database and enter new building data for each new building per-

mit application.

The last phase of the workflow uses a ReAct (Reasoning and Acting) agent that can
dynamically select various tools. Because the evaluation questions range from simple
Part and section selection to the retrieval of complex fire rating values, a fixed chain
may be too rigid for this scenario. The selected agent can choose an appropriate tool
and adopt its plan based on intermediate results, providing a transparent audit trail that

records every tool used during the procedure.
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Figure 3.3: Overall methodology of the proposed framework; From raw data of the regulatory texts and building to

JSON serialization and IFC enrichment, creation of a knowledge graph, and feeding it to Langchain ReAct Agent.
Prompt Engineering Baseline

A separate standalone script implements the Condition 1 (LLM-only) baseline for the
experimental evaluation. This script extracts the full text of the regulatory text from PDF
files using the pypdf library, constructs a structured building description from the IFC
file using the same IfcOpenShell extraction logic as phase 2 of the original workflow
mentioned above, and assembles a detailed system prompt containing both the OBC
text and the building description. The same question-function interface is exposed via

a direct OpenRouter API call, without any graph retrieval, tool use, or agent framework.
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The system prompt for the baseline condition contains the same critical response rules
and JSON schema as the Graph RAG condition, ensuring that differences in output
quality reflect the contribution of the graph architecture rather than differences in
prompt engineering. The provided prompt for this part of the code, along with other
prompts, is provided in Appendix A. The baseline script is parameterized by a MODEL
constant that can be set to either model string, enabling both Condition 1 variants —
LLM-only with Model A and LLM-only with Model B — to be evaluated using the same

codebase.

3.2 Results evaluation framework
Self-annotated Questions

A maijor challenge in developing this study was the lack of standardized ground-truth
datasets for BIM-based regulatory compliance checking. Various authorities were
asked to provide de-identified building permit application data, including the Ministry of
Municipal Affairs and Housing, Ontario; City Information Management Policies and
Legislation, City of Toronto; Residential Construction Council of Ontario; City of Ot-
tawa; and university-based researchers. Despite these efforts, no pre-existing bench-

marks or datasets were available for academic use due to data privacy constraints.

And hence, the workflow was turned into a QA task to test the architecture’s applica-
bility of various codes to a given scenario, specifically for fire safety regulations. As
demonstrated by He et al. (2025) and Joffe et al. (2025), building code compliance is
not a simple search problem but rather a requirement-fulfillment task, fragmented
across different sections. A QA framework will therefore be helpful for evaluating the
‘reasoning” layer of the architecture, particularly its capacity to bridge the gap between

raw building data and building regulations.

For that reason, self-annotated ground truth data were prepared to test the proposed
framework. In that, 35 questions were prepared based on both the extracted sections
discussed above. These questions are divided into four levels. The top questions re-
lated to relevant clause application, which are 9 questions, are followed by 4 questions
related to sentence application. In level 3, 4 questions are created for article selection,
and for the last level, 15 questions are created, which are directly related to the BIM

model’s characteristics.
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Evaluation conditions:

To evaluate the overall architecture's efficacy, a comparative benchmarking method-
ology using two distinct data-processing workflows was established. In the first
method, a direct prompt-based pipeline where raw building BIM data in an IFC file and
corresponding OBC-JSON files are injected into the context window. All these ques-
tions will be asked of the OpenAl/gpt-5.4 and Anthropic/claude-sonnet-4-6 models,
without any connection to the Neo4j knowledge graph or access to the 8 tools men-

tioned in phase 3.

The second evaluation method will be based on the structural retrieval framework, with
the same BIM and OBC datasets integrated into the graph database. Here, an identical
set of domain queries will be deployed to both the OpenAl and Claude models. This
evaluation method isolates and measures the efficiency and retrieval accuracy of the

established pipelines.
Scoring Method

In this method, the model, whether OpenAl/gpt-5.4 or Claude 3.7 Sonnet, based on
the best results, will be selected. It will be selected as the primary system configuration,
and its responses will be quantitatively scored using precision, recall, and F1 on article

applicability and citations.

For example, for question 14, if there are multiple articles for the same building having

the same parameter requirements, precision will be as follows:

Precision = (True articles cited)/((True article cited) + (False article cited))
Similarly,

Recall = (True articles cited)/((True article cited) + True artcile not cited)
And

F1 = 2 * (Precision * Recall) /(Precision + Recall))
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4 Implementation

41 Tools

The overall architecture is built on an open-source Python-based stack, from OBC pre-
processing to the agentic workflow. As this workflow is tested on only two scenarios,
the architecture and sources are organized so that they can be generalized to other

cases in the future.
Revit and Dynamo as a BIM-authoring tool

As discussed in Section 2.4, two Revit-based BIM models are used in this study: Au-
todesk Revit and its plugin Dynamo, which were used to enrich information related to

fire safety and were exported in IFC4 format.
Ifcopenshell

It is used as a tool to bridge the semantics and geometry of the IFC file. In code com-
pliance checking, geometric information is also required; it is therefore used to extract

geometric details from the BIM model and store them in the Graph.
Neo4j Graph database

It serves as the main knowledge repository, storing both the building codes in its reg-

ulatory hierarchy and the physical building data from the BIM model.
OpenAl, Anthropic, and OpenRouter API

In this study, OpenAl/gpt-5.4 and Anthropic/claude-sonnet-4-6 Models were used via
the OpenRouter API. Additionally, the OpenRouter API was used in case future model
switching is required (e.g., to Llama 4) without altering the entire code. All API creden-

tials are stored in Colab secrets keys, not hard coded in the workflows.

LangChain Framework

It is used in the ReAct (Reasoning and Acting) architecture, which allows LLMs to iter-
ate and interact with graphs via tool calls.

4.2 Data sources and selection

Ontario Building Code

The Ontario Building Code (OBC) is a provincial-level regulation that sets minimum

standards to ensure the safety, health, structural integrity, fire protection, and energy
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efficiency of buildings in Ontario, Canada. OBC applies to the design, construction,
renovation, demolition, or alteration of a building's use. Its primary objective is to safe-
guard public welfare through these requirements. OBC is updated every four years,
incorporating changes made by the relevant permit authorities based on permit analy-
sis, the last update was made in 2024 and is effective from January 2025. The OBC is
based on the National Building Code of Canada (NBC) but includes Ontario-specific
changes that reflect local climate, policies, and other provincial needs. It is divided into

two volumes: volume 1 and volume 2.
Building Code Compendium Volume 1

Volume 1 of the OBC serves as the primary regulatory and technical core of the build-
ing code regulations, and it is structured into three different divisions. Division A out-
lines the legal framework, key definitions, and functional objectives of the building
code. Division B contains all the technical requirements and is further divided into 12
Parts. This division is the most important and relevant for this research work, as it
contains all the data related to building occupancy types, building type, height, Area,
Location, number of streets a building faces, whether it is sprinkled or not, etc. Division
C outlines the administrative procedure for applying for permits and conducting inspec-

tions.

Volume 1 of the OBC is most relevant for this research as it provides the essential
semantics regarding all the requirements and classification criteria for various kinds of

buildings.

From Volume 1, Section 1.3 of division A was considered for this study, as it is having
the general overview of applicability of all different divisions and parts on all type of
buildings also section 3.2 of Part 3 of division B was taken for this study as a core part,
which is related to fire-safety of all type of buildings mentioned above. In this section
from article 3.2.2.1 till 3.2.2.19 there are definitions related to building height, roof,
area, sprinkling and other details. From article 3.2.2.20 till 3.2.2.2.93 there are around
79 articles, in which article 3.2.2.55 has further 6 types. All these articles are extracted,
cleaned and stored in JSON format for further procedure. It selection for this study was

mainly driven by its hierarchical nature described already in the above section.
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Tabel 4.1:Major occupancy classification according to Part 1, Division A of Volume 1

Group Division Description of Major Occupancies

A 1 Assembly o_ccupancies intended for the production and viewing of
the performing arts

A 2 Assembly occupancies not elsewhere classified in Group A

A 3 Assembly occupancies of the arena type

A 4 A_ssembly occupancies in which occupants are gathered in the open
air

B 1 Detention occupancies

B 2 Care and treatment occupancies

B 3 Care occupancies

C - Residential occupancies

D o Business and personal services occupancies

E o Mercantile occupancies

F 1 High-hazard industrial occupancies

F 2 Medium-hazard industrial occupancies

F 3 Low-hazard industrial occupancies

Building Code Compendium Volume 2

Volume 2 contains objectives and functional statements (SA-1), supplementary stand-
ards (SA1- to SA-13), Code of conduct for permit authorities (SC-1), and Appendix
notes. These standards encompass the technical details of the code, such as climatic
and seismic data for various locations (SB-1) in Ontario, fire performance ratings in
(SB-2), fire and sound resistance Tables (SB-3), up to SB-13 which is glass in guard.
While Volume 1 primarily refers to various sections, subsections, and clauses, Volume
2 provides reference tables that can be used by building officials for verifying specific
use cases, such as materials or checks for a design that meets the requirements. From
Volume 2, SB-2 Fire performance rating is necessary part of this case, as for most of

the elements in the BIM model the fire ratings will be assigned from it.

4.3 Data preparation and processing
OBC Section 1.3 and 3.2 JSON serialization

For this study, these two sections of OBC are taken for the study workflow. Section 1.3
is from Part 1 of Division A and primarily addresses the applicability and scope of the



28

various parts of each division. For example, for a new residential building to be con-
structed, according to section 1.3, all parts of division A (1, 2, and 3), and parts 1, 3, 4,
5, 6, and 9 of division B are applicable to it. Similarly, section 3.2 of part 3 of division

B has articles related to fire safety.

Additionally, the structure of OBC is highly nested and hierarchical, as each article is
cross-referenced with other articles within a section. Hence, before parsing these arti-
cles into a graph database, they were first parsed into JSON, which was also done by
Iversen & Huang (2026), who converted the codes into JSON. But there is one major
difference between their approach and this study: they have used JSON directly for

LLM processing, without creating a graph database.

First of all, these two specific sections were extracted from the original PDF file and
converted to JSON; for that, two different approaches were used: firstly, MinorU (Wang
et al., 2024) was used, which is a GitHub repository (with 62k stars) for converting
complex PDF documents into LLM-ready JSON files for agentic workflows. But in this
case study, the output results were not very useful, as they also extracted the headers
and footers of the PDF files into JSON, and most articles lacked subclauses. Then, in
the second approach, a vision-based approach was adopted, treating each PDF as an
image and submitting it to the GPT-40 Model for structured data extraction. This pipe-
line had four components: first, rendering PDFs; second, encoding images; third, struc-

tured LLM extraction; and fourth, JSON serialization.

The whole pipeline consists of two packages: the poppler-utils system library, which is
installed via apt-get. Each page is rendered at 300 DPI, the resolution required for the
model to distinguish between similar characters. These images are base64-encoded
and submitted to the GPT-40 multimodal model, which was prompted and acted as a
building code analyst. The pipeline enforces “strict”: True and “additionalProperties”:
False, ensuring that the output exactly matches the predefined OBC _STRUC-
TURE_SCHEMA.

The output schema mirrors the exact legal hierarchy, with minor omissions or duplica-
tions. For example, at the article level, it captures the article number, title, and the
sentences that it contains. Each sentence is captured with its correct number within
the article to which it belongs, its text, and the clause which it contains, and the same
goes for clauses and subclauses. The overall workflow can be explained with the fol-

lowing diagram. Similar to the approach of Ying and Sacks (2024), this part of the
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workflow requires a single execution, and the output can be applied repeatedly after-

ward.

STRUCTURED J50N ARTICLES
{"part": "
“section"; "
“subsection”: " "

| "article_numbe
‘ “article_title": " "
‘ “sentence" : [{
|
|
|

Input Pl Pdf rendring GPT-4 Vision e EciEe S A A
Pdffiles poppler-utils image_url + text 5) {l'sentence_numbsr: o cuuvana,mj,s.g;eawm\rm.h
0BC3.222032283 sentence_text": i e

“clause" : [{

5 Image encading
bascéd bédencade()

3000PI => PIL image strict JSON schema

“clause_letter": " "

% "clause_text" : " "

WLLL LS “sub_clause": [{

“sub_clause_id": " “
"sub_clause_text": " "

13130}

Figure 4.1: Pipeline for converting Pdf to structured JSON file

BIM Model preparation

Two BIM models were selected from the Autodesk website. Those Models had a lot of
extra geometrical elements that were not necessary for us, and some information was
missing, which had to be assigned in Revit. Extra elements include landscape features,
e.g., topography and trees; these were initially deleted. The missing data was mainly
related to the material properties of walls, beams, columns, slabs, and floors. In articles
extracted from section 3.2, the most frequent parameters are: building story, its foot-
print, combustible or non-combustible, number of streets the building faces, whether it
is sprinkled, whether the elements are load bearing, and the fire rating of individual

elements.

Both selected BIM models are architectural, and therefore, the load bearing/non-load-
bearing parameters were missing for all related elements. Additionally, the fire ratings
of most elements were missing. For fire rating, based on MMAH'? Supplementary
Standard SB-3, Volume 2 of OBC, different hours were assigned to different materials
using Dynamo. After enriching these semantics, the BIM model was exported from
Revit in IFC4 format.

4.4 Regulatory extraction and pre-processing of OBC

As in total there are three workflows, in the first those JSON-based sections of OBC
were transformed into Neo4j LPGs. The article structure relies on nested legal hierar-

chies; direct raw text parsing was insufficient.

Occupancy classification

2 Ministry of Municipal Affairs and Housing
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The graph was first injected with statically encoded occupancy master table which is
based upon the OBC'’s six different types of occupancies with their further divisions.
For each type of OccupancyGroup a group_id property with HAS_Division relationship
to its corresponding OccupancyDivision node was created. Each of these nodes are
storing Group letter (A to F) division number, a short descriptive text of occupancy and
their corresponding article range in section 3.2. It can be practically shown by following

example.
Section 1.3 of division A and section 3.2 of division B

Each article from section 1.3 of part 1 of division A is initiated as an ApplicabilityRule
node, which stores related properties, e.g., article_number, article title, applica-
ble_parts, occupancy_groups, and always_applies. All these nodes are connected to
the corresponding OccupancyGroup node via HAS OCCUPANCY_TRIGGER rela-
tionships, with exceptions encoded as HAS EXCEPTION relationships between Ap-
plicabilityRule nodes. These connections are established in the JSON file's triggers

field, which explicitly lists the occupancy groups referenced in each section.

HAS_RANGE STARTS_WITH
Article
article_id:
'3.2.2.36'
OccupancyDivision ArticleRange:
Group: 'B' 3.2.2.36-3.2.2.37
Division: 1 start: 3.2.2.36
Type: 'Detention’ , end: 3.2.2.37
Vj ENDS_WITH
\“““ — Article
article_id:
'3.2.2.37

Figure 4.2: Occupancy master table, example of one division.

For the articles in section 3.2 of part 3 of division B, each of those 79 articles is stored

as an “Article” node, which has “article_number”, “article_title”, “section”, and a full-text
property through concatenation of all sentences, clauses, and sub-clauses. The node
hierarchy of article, sentence, clause, and subclause uses the “CONTAINS”,

‘HAS_CLAUSE”, and “HAS_SUBCLAUSE?’ relationships.

Also, article-to-division links are created by applying a regular expression to extract

3.2.2. from the each article number string stored in the graph, matching it to the corre-
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sponding OccupancyDivision node. The complete OBC graph schema for both sec-
tions is shown in Figure 4.3. In this figure, the right-side three nodes are based on
section 1.3, and the left side is for section 3.2 and article 3.2.2.20, which is the very

first article of section 3.2 for Occupancy type A and division 1.

8y

32220
-81-C1 Assemb-
" fy occu...

%,
if

32220

_ = R
32220 e A )

false

Figure 4.3: Connection between section 1.3 and 3.2.

Vector embedding of OBC nodes

After the completion of the graph, three Neo4j vector indexes, “obc_articles”,
“obc_rules”, and “obc_divisions” were created, with all of these nodes' labels are que-
ried and their text property are cleaned and passed to “OpenAlEmbed-
dings.embd_query() which translates these codes into a 1536-dimensional vector, and
it represents the semantic meaning mathematically. The created vector is permanently

attached to a specific Neo4j node by using “db. create.setNodeVectorProperty”.

To save API costs, this embedding pipeline is created to be the same and should not

be repeated; for that reason, a conditional check is carried out to process only those
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records for which the textEmbedding property is “IS NULL”. The overall architecture of

phase 1 is illustrated in Figure 4.4.

Extracting, Ceaning and Parsing
OBC Volume 1 ——————————> section 1.3, Part 1 of Division A

B &) ,
.neodqj

Knowledge Graph LiLll

S

OBC Vector Indexes
k) 3
®

rnrni
Embedding model

Semantic Linking

obc_articles obc_rules obc-divisions

Section 3.2 , Part 3 of Division B Occupancy Master table

=)

Occupancy Master table

Y

Figure 4.4: Overall workflow of phase-1

4.5 BIM model to knowledge graph

The second part of the methodology is to convert the raw information content of the
BIM model into LPGs. For conducting a robust compliance check under section 3.2, it
is necessary that all elements of the BIM model contain relevant information. Complete
spatial topology through “IfcRelContainedInspatialStructure”, and other details, e.g.,
fire resistance, load bearing status, and spatial area quantities are extracted to the
knowledge graph. Through this process, isolated geometry is transformed into seman-

tic nodes that can directly interact with the regulatory rules from the previous section.
Environment setup

As mentioned, the complete setup was executed in Google Colab, the IFC models
were loaded from Google Drive, and the same Neo4j database used in the last section
was extended to include building data. The script is initiated by connecting to
Langchain’s Neo4j Graph class, and the model is loaded into memory using the

Ifcopenshell.open() parser.
IFC spatial hierarchy

First, the exported IFC file from Revit is loaded with ifcopenshell, and through iteration,
the complete spatial hierarchy is extracted; e.g., the IfcBuilding serves as the root node
and is the primary data container. All other properties are stored on this node as dis-
crete properties. It is important to note that, as the IFC file contains extensive semantic
and geometric information, the graph extracts and stores only the relevant information
for OBC section 3.2.

Extraction of relevant parameters for OBC
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Some of the information, due to the raw nature of IFC, needs to be stored in the graph

beforehand, and these are mentioned below:

Building footprint: It is approximated by aggregating the floor areas of all spaces per

story, and the maximum of these is set as the footprint.

Occupancy type: The occupancy type is determined and stored in a graph using a
space-based approach. Every IfcSpace in the IFC is analyzed, and the most frequent

one determines the building's main occupancy type.

Spatial containment: Because the IFC file lacks topological adjacency to extract rela-
tionships and store them in the graph, the IfcRelContainedSpatialStructure class was

used to address this issue.

Adjacency Relationships Spatial containment
A}
‘ : ’
11 Not , ' Used instead
Supported in Y Y this
IFC file Wall 1 approach
76 * IFCStorey
P L A S , (Level2) {
Door B P . S, N { ‘o
o . Yo A N
L : ' ] 4 ' \ N
. ’ " N
. . . ’ ' 2 N
. N 5 ' . 7 1 ~
TOUCHES _ ' D % : \ N
e ' . ' 4 ' A i
R TOUCHES ~ SUPPORTED_BY *, 4 ' ¥ R,
,* CONTAINED_IN . . ¥ 4 1 v %5
2 B . ' 3 HAS ELEMENT : X HAS_ELEMENT_SUMMARY
% 1 i [,
7
' ‘ : . ; / HAS_ELEMENT  HAS_ELEMENT Y
' . “ . . ! ! .| ) Y
l' " & " |' ‘l 1 N (3
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g .- & >,

SN———

Space X

Figure 4.5: IfcRelContainedSpatialStructure class usage.

Apart from that, twelve different types of IFC elements are extracted to the graph in-
cluding IfcWall, IfcSlab, IfcColumn, IfcBeam, IfcMember, IfcPlate, IfcDoor, IfcWindow,
IfcStair, IfcRoof, ifcCurtainWall and IfcBuildingElementProxy. Most of these elements
also have their properties e.g. Combustible or not, FireRating, are IsLoadBearing also

stored which are assigned through Dynamo in Revit.
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Figure 4.6: IFC to Knowledge Graph

4.6 LangChain agent

After the completion of the knowledge graph in Neo4j for OBC and physical BIM model
(IFC) the final step of the methodology is focusing on LangChain based ReAct (Rea-
soning +Acting) agent. Here the workflow will translate unstructured user queries into

specific cypher executions.
Environment setup and LLM models

The same credential file and google colab secrets which were used in phase 1 are
used for this part. Two separate API connections are established; one is OpenAl API
“‘OPENAI_API_KEY” which is for the embedding model and the second one is Open-
Router AP1 “OPENROUTER _KEY” for the LLM model. Also, the Neo4j graph connec-
tion is initialized through Neo4j from “langchain_community. graphs”. The language
model is “openai/gpt-40”, which is accessed through OpenRouter “base url” using
“ChatOpenAl” class having “temperature = 0”. Also, the embedding model is “text-em-

bedding-3-small” which is loaded via “OpenAlEmbeddings”, just like phases 1 and 2.

The script is connected to already existing “obc_articles” vector index in Neo4j, which

does not create new index and attaches to one which is already generated in phase 1.
Predetermined graph tools

The agent has eight different tools, of which 7 are from LangChain’s Tool wrapper
class, and one is from @tool (which is for get_element_properties.) Among them, 6
tools are executing cypher queries against Neo4j graph, giving deterministic outputs
every time they are asked with the same input:

Get Building _Stats: this tool calculates the functional storey count and the building
footprint dynamically from the graph at query time. Here the cypher query filters out
the irrelevant storeys (e.g. roof, top, and parapet which cannot be decided as a storey

for OBC). Similarly, it calculates the gross area and divides it by the functional storeys.
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Get_Section_1_3 Rules: here the single occupancy letter (based on Occupancy type)
and traverse the graph from “ApplicabilityRule” nodes by applying “HAS_OCCU-
PANCY_TRIGGER” relationship for matching “OccupancyGroup” node, giving the

parts of the divisions which are applicable in section 1.3.

Get_Storey Elements: This tool takes a storey number and returns all the “IFCele-
ments” nodes which are linked with “IFCStorey” by “HAS ELEMENT” relationships.

Get _Specific_3 2 Rules: this tool accepts a combined occupancy group and division
and returns all the applicable articles from section 3.2 using Occupancy=>Ap-

plies_To=> Article.

Get Article_By Number: retrieves the exact full text, title and applicable occupancy

division of specified OBC by article_number property.

Get_element _properties: through @tool decorator, this tool takes an element type and

its corresponding property type (e.g. Wall with fire-rating).

Get structural_Fire_Rating_Compliance: It retrives all load bearing Ifcelmenets which

have nodes of type wall and nodes of Slab for fire rating compliance

Fuzzy OBC_Search: this tool invokes “Retrieval QA” chain over the vector index and
returns a consolidated answer based on semantic similarity. Agent workflow and deci-

sion paths
Combined workflow

The agent is based on “create_tool_calling_agent” from langchain_classic. agents,
with the combination of “AgentExecutor” where “verbose =True”. The agent core mech-
anism is ReAct paradigm, acting through iterative loop of three step; Thought, Action

and Observation.
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Figure 4.7: All three scripts combined

In the first step, the agent investigates the current information and decides what is
required next. In the action step, the agent searches for and requests a tool. In the last
step, it reads the tool's output and returns it to the first step to determine whether an-
other call is necessary or the output is finalized. These steps repeat in a circle until

sufficient information is gathered, with a maximum of 15 iterations.

It is important to note that the agent is not following a fixed script, that decision paths
defined in the system provide a reasoning strategy, but the exact sequence of tools to
be called is determined dynamically by GPT-4o0. If the tool returns an empty result (e.g.,

Get_Article_By Number fails to match the exact article from 3.2), the agent decides
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on its own to query or go back to Fuzzy OBC_Search in the very next iteration. An

example can be seen in the following figure:

éThought: | need to find the building's occupancy group and its parameters first.
‘Action: take Get_Building_Stats tool

:Observation' { Storeys: 3, footprint_ m? 1000, sprinklered: true, top_spaces: [{occupancy: 'Office'}]}

-Thought The predominat space type is Office, which classify it as residential. | will now retrieve all section 3.2.2 rules for‘
'Group D. i
‘Action: Get_Specific_ 3 2 Rules("D") '
EObservation’ [Returns full text of Article 3.2.2.56 (up to 6 storeys) , and 3.2.2.57 ( up to 3 storeys) ...... ]

:Thought | have the regulatory text. | must now evaluate which specific article applies here. Since the number of storeys'
.are 3, with footprint of 1000 m? and unsprinklered, | will evaluate it against the limits of article 3.2.2.57 i

:Final Answer: ............

Figure 4.8: ReAct loop for finding correct article from section 3.2

Generating answers in structured JSON schema

To ensure a standardized response from the agent, every response is to conform to a

fixed JSON Schema, which contains four fields:

Building_parameters: stores the occupancy, number of stories, building footprint, and

sprinkler status.

Compliance_answer: It will contain the compliance verdict for specific fire safety ques-

tions.
Obc _article cited: The list of articles cited for the scenario is requested.

Agent reasoning: A step-by-step procedure of the tools called observations and logic

applied to that specific question asked.
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5 Experimental work

This chapter explains the experimental application of the three-scripts procedure men-
tioned in the methodology above to real-world BIM models. The objective of the exper-
iment is to assess the end-to-end capability of the overall workflow, e.g., from parsing
the raw IFC file and building a unified knowledge graph to answering natural language
compliance questions. The test models used in this study are already explained in
Chapter 4. These are a residential model and a school building. Two separate in-
stances are created for both buildings, with phase 1 (e.g., the conversion of OBC to
graph) identical in both cases. Also, the total number of questions on which the model
is to be tested is 28, divided into four distinct levels.

The workflow is tested for different types of occupancy to cover a range of articles. The
first test model is a two-story residential building. The model was originally exported
from Autodesk Revit 2026 and does not include any manual information, except for the

fire ratings of different building elements.

5.1 Phase 1 Execution: OBC to Knowledge Graph

As explained in the methodology, this part of the workflow remains static and is created
only once per project. Its primary objective is to establish a static regulatory knowledge
database in Neo4j. The script first loads two JSON files: section 3.1, which contains
79 articles, and section 1.3, which contains applicability rules for all building types. The

conversion process of these files from PDF is already explained in section 4.2.
The graph construction proceeded through the following three phases:

1. Phase [: Firstly, the occupancy master table was encoded, with 13 Occupan-
cyGroup-OccupancyDivision node pairs (from Group A division 1 to Group F

division 3). Each of these has range_start and range_end.

2. Phase II: All articles from section 3.2 are loaded as nodes; each of them is fur-
ther decomposed into their Sentences, Clauses, and subclauses, which are
connected by CONTAINS, HAS_CLAUSE, and HAS_SUBCLAUSE relation-
ships.
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3. Phase llI: text of all articles from section 3.2, ApplicabilityRule from 1.3, and
OccupancyDivision from that table are passed to text-embedding-3-small, which

results in 1536-dimensional vectors.

After the successful run of the script the total nodes have details as follows:

OBC Graph complete. Node counts:
Article: 79
OccupancyGroup: 6
OccupancyDivision: 13
ApplicabilityRule: 7
Sentence: 162
Clause: 375
SubClause: 155

Figure 5.1: List of nodes created for section 1.3 and 3.2

5.2 Phase 2 Execution: IFC to knowledge Graph

Phase 2 is executed once per building model. After successfully populating the OBC
graph, the conversion procedure for Ifc starts by opening the file with ifcopenshell and
then extracting relevant elements to create nodes and their relationships in the Neo4j

database.

The script first reads the top-level building parameters from the IFC file, extracts all
those for which we need Ifcopenshell, and leaves all others for phase 3 to extract by
the agent. For example, through phase 2, the building footprint and the removal of fake

stories are extracted and added to the knowledge graph.

The fake detection correctly identifies the roof level that needs to be excluded; hence,
the script gives the exact number of stories for residential building 2. Also, as stated
earlier, there are 12 types of elements. For all relevant elements (e.g., walls, slabs,

and floors), the fire ratings are also extracted as properties and stored in the graph.

Afterward, as with OBC, starting from IfcProject and continuing through each and every
element’'s node, embedding is performed using the text-embedding-3-small model
from OpenAl.

5.3 Phase 3 execution: Agent setup and compliance queries

First, the same Neo4j instance that was populated through phases 1 and 2 for both
OBC and Ifc data is connected to this script. All its construction is explained in detail in
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section 4.5, and the agent is ready to accept natural-language compliance queries

without any further editing or preparation in the script.
Role of the System Prompt

All applicability questions and compliance reasoning in the script are structured as nat-
ural-language prompts rather than Python code. This means the agent’s behavior can

be controlled by editing the prompt without changing the underlying code.
The system prompt has the following five paths:

Path A — overall building compliance
Path B - OBC Article lookup
Path C - BIM Model Elements query

Path D - Element level compliance check

o &2 O~

Path E- Fire rating comparison

For each of them, the prompt specified which tool, in which order, how to reason, and
produced a final answer at the end. In addition, the system prompts have a strict, struc-

tured JSON output schema for every answer.

5.4 Evaluation of 35 Questions

Based on the decision path validation, there are a total of 35 questions with varying
levels of difficulty for the agent to answer. All these questions already have prepared
answers, created by reviewing the BIM model and the articles manually. Each of these
questions is submitted through ask(), and the complete JSON output is recorded for
every query. The answers are cross-referenced against a manually prepared ground-

truth sheet, and their detailed explanations can be found in Chapter 6.
Level 1 - Relevant clause applicability (Q1- 9)

The first level has 9 questions focused on identifying the correct regulatory sections,
articles, and clauses from sections 3.2 and 1.3. The questions start from the top (Part)
and branch towards the article for the building. All these questions are relevant for path

A logic.
Level 2 — Relevant Sentence Applicability (Q10-13)

At this level, questions focus on the building's quantitative parameters, for which the

agent must review the dimensional thresholds in the OBC and answer accordingly.

Level 3 — Article Applicability checks (Q14 -17)
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The four questions in this level are for the agent to find the exact article from section
3.2.2, with justification of the selection and an explanation of whether only one article

is applicable to the provided model or multiple.
Level 4 — Building Characteristics (Q18 — 35)

Questions at this level represent almost all workflows to be evaluated. In this section,
the agent must consider both OBC regulations and the IFC model simultaneously to
answer the questions. This part primarily focuses on sentence- and clause-level com-
pliance and the identification of any failures in the BIM model, in accordance with the

applicable article and its sentences.
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6 Results and Analysis

This chapter presents the evaluation of the system, which is tested using two different
BIM models, with a focus on accuracy. Using two variants: baseline models without
any external data sources and Graph RAG. The objective of this evaluation is to assess
how Graph RAG improves overall accuracy compared to standard LLMs that lack ac-
cess to domain-specific and structured data for both model building and regulatory
data. Also, check how many sections and articles the created workflow retrieves from

the developed graph for both the BIM model and the building codes.
Model Performance

- To evaluate performance, two workflow variants were tested:

- Baseline Pipeline: executes queries directly from natural language input.

The Langchain Agent Workflow executes queries that access both BIM and OBC
codes in the Neo4j graph.

To prepare the evaluation metrics, both the baseline and the Graph RAG workflow
were executed independently using the same 34 natural-language questions. As dis-
cussed in section 5.4, those questions were divided into 4 different sections based on
their difficulty level. The correctness of each question was assessed by comparing it
to manually constructed ground truth answers. The response from each model was
marked correctly when it correctly identified the correct division, part, section, and ar-
ticles. Also, if the LLM response was such that it retrieved more than two articles, one
correct and the other incorrect, or if asked and provided some parameters and left
others, they were given 0.5 points. For complete ignorance of the information men-

tioned, the response had to be marked with 0 points.

To compare different models, the OpenRouter API, as a unified gateway, was used to
enable model-agnostic testing. The swapping of GPT and Claude was achieved by
changing a single variable, without rewriting the core code. The cost of the tokens for
Claude was much higher than for GPT due to more iterations in the Claude case. De-

tails about both will also be discussed later in this chapter.
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The LangChain agent for both Claude-Sonnet 4-6 and OpenAl GPT was retrieving
answers in a strict JSON schema, where the first part answered the building parame-
ters, e.g., deduced occupancy, functional stories, sprinklered or not, and its footprint.
In the second part of the schema, there is a “compliance answer, to which the ques-
tions' answers were compared, the “OBC article cited”, and agent reasoning. The arti-
cle citation is used later for the scoring method. To calculate the exact retrieval of arti-

cles by the framework.

6.1 Residential Building

Before testing the Workflow for the complex school building, a preliminary test was
conducted on a relatively smaller residential building project. Although, for this building,
due to its scale, Part 9 of Division B of volume 1 would be applied, the Langchain agent

was intentionally given the instructions to apply Part 3 requirements.

Table 6.1: Results for residential building; overall accuracy and level wise accuracy for all 34 questions

Overall Results
Model Claude-Sonnet | OpenAl GPT-
Accuracy (claude-sonnet-4-6) OpenAl gpt-5.4 4-6 RAG 2.4‘ RAG
% & |Correct 10 6 27 20
= 3 Partially correct 10 6 6 6
Completely wrong 15 23 2 9
Accuracy (%) 42,85 25,71 85,71 65,71
Level-wise accuracy
Correct 5 5 7 5
% g Partially correct 2 2 2 2
§ e Completely wrong 2 2 0 2
Accuracy (%) 66,67 66,67 88,89 66,67
Correct 2 2 3 4
% & |Partially correct 0 0 0
E X | Completely wrong 2 2 1 0
Accuracy (%) 50 50 75 100
Correct 0 0 4 3
%’ g Partially correct 1 2 0 1
E < | Completely wrong 3 2 0 0
Accuracy (%) 12,5 25 100 87,5
Correct 3 0 13 8
% g Partially correct 6 1 1 5
E i—i Completely wrong 11 17 4 5
Accuracy (%) 33,33 2,94 75,00 58,33
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Overall accuracy

Table 2 presents the evaluation results for all 34 questions across all four conditions.
From the results, the Graph RAG-based results have substantially outperformed the
LLM-only baselines. The highest overall weighted accuracy was achieved by Claude's
sonnet 3.6, which answered 25 of 34 questions, with only 5 incorrect and 2 partially
correct responses. OpenAl GPT-5.4 with Graph RAG achieved a relatively low accu-
racy of 61.76% (weighted), with 50% of responses correct, 8 partially correct, and 9

incorrect.
Level wise Accuracy

Based on the level-wise accuracy for simpler questions in levels 1 and 2, the baseline
models have also responded accurately to almost 1/3 of the questions, but they strug-
gle with the complex queries, where they must go deep into the BIM model to extract
different material and fire rating properties. Specifically, Claude-Sonnet 4-6 RAG has

achieved higher accuracy on level 4 questions, giving only 3 false answers.

Loadbearing walls, columns and arches shall have a fire-resistance rating not less than that required |
for the supported assembly'the following 4 unique walls on Level 2 (L2) have a fire rating of only 0.5 h,
which is LESS than the 2 h rating of the floor slabs they support. |

LLM (anthropic/claude-sonnet-4-6) with RAG Answer

#IVIA Wall g}.!ID"I bg_ali"Type | wall Fire Rating | Supported Slab Fire Rating | Level [-----

| |--**198694%* | SIP 202mm Wall - conc clad | ©.5 h | 2 h | -1.5 h | Level 2 |
| <2> |- **428588** | SIP 202mm Wall - conc clad | 8.5 h | 2 h | -1.5 h | Level 2 |
| }-**428745%* | SIP 202mm Wall - conc clad | .5 h | 2 h | -1.5 h | Level 2 |
| & | **530178** | SIP 202mm Wall - conc clad | ©.5 h | 2 h | -1.5 h | Level 2 |

Figure 6.1: Question#33. Based on the building information and the applicable article from subsection 3.2.2 can
you extract the GUID of all walls whose fire rating value is less than supported assemblies along with its levels on

which they are?
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For example, for the first three levels of Claude-sonnet 4-6, RAG has given most of the
answers correct, with some partially correct. Additionally, for complex questions like
33, when the models were asked to identify all walls with a fire rating lower than the
supported assemblies, the Claude response matched the ground truth exactly; in con-

trast, the GPT model was unable to provide the same answer.

6.2 School Building

The school building was relatively heavy, with a total of 8571 building elements, a
height of three stories, and a building footprint of around 1950 square meters. Also,
the BIM model includes a fire sprinkler, which is an important parameter to consider,
as per the relevant article in subsection 3.2.2 on fire rating. All prepared questions and
their answers have already been created in the Excel spreadsheet, which will be pro-
vided in the attached files.

Similar to the residential building, this building followed the same trend, where, in terms
of overall accuracy, Claude’s Model performed better. For the first level, where ques-
tions related to OBC were asked, the baseline models also had better performance,
but for level 2 and onwards, the baseline models gave very poor results, as for those
questions, the LLMs required those building parameters, which the baseline models
were unable to retrieve from the raw PDF and IFC data.

At Level 4, additional questions were added regarding the number of load-bearing
walls, bringing the total to 18. The Claude model outperformed the GPT model, achiev-
ing an accuracy of about 67% compared to 58.33%. Additionally, for all 35 questions,
even for the same questions, without any extension in the prompt, Claude's response
was very detailed and followed the exact JSON strict schema to give the output, but
the GPT was providing only one to two-line answers without any JSON schema. But
the GPT model has some advantage for some questions for which Claude was strug-
gling, for example, for question 30, where the number of load-bearing walls was asked
to be retrieved from the BIM model, Claude’s model was exaggerating the values com-
pared to the GPT, which provided the exact numbers of them, and hence showing

higher reliability for quantitative data retrieval from the models.
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Table 6.2: Overall and level-wise accuracy for school building

Overall Results
Claude-Sonnet | OpenAl GPT-5.4.
odel | (claude-sonnet-4-6) | OpenAl gpt-5.4 4-6 RAG RAG
. % |Accuracy
g g Correct 7 7 24 20
— | Partially correct 7 4 6 8
Completely wrong 21 24 5 7
Accuracy (%) 30 25,71 77,14 68,57
Level-wise accuracy
Correct 4 4 7 7
—
§ & Partially correct 1 2 1 1
2 2 | Completely wrong 4 3 1 1
Accuracy (%) 50,00 55,56 83,33 83,33
Correct 2 2 2 3
% g Partially correct 0 2 1
o I | Completely wrong 2 0 1 1
Accuracy (%) 50 75 62,5 75
Correct 0 0 4 3
g g Partially correct 0 1 0 1
o X | Completely wrong 4 3 0 0
Accuracy (%) 0 12,5 100 87,5
Correct 1 11 8
% & | Partially correct 6 1 2 5
9 g Completely wrong 10 15 5 5
Accuracy (%) 23,53 8,82 66,67 58,33

6.2.1 Scoring Method for School Building

In addition to the standard comparison of LLM answers, an additional scoring method
was used to assess the workflow's accuracy. For this, the best LLM model based on
tubular accuracy was selected, namely Claude-Sonnet 4-6. All the cited articles for
each question were compared with the actual articles that were required for every spe-
cific question. For the maijority of those cases, articles 1.3.3.2 of Part 1 and 3.2.2.24,
which is the actual article for fire rating compliance for this building, need to be cited.
Some of the questions are excluded from this scoring method, for which no citation of
an article is required. For example, in question 22, when the model is asked about the
building's combustibility, the OBC part plays no role in retrieving the answer, so no

citation is required. The calculation methods for Precision, Recall, and F1 score were
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already discussed in section 3.3.3 of this study. In total, out of 35, 25 questions required

the relevant section, subsection, or article from OBC to be cited.

For example, for question 5, the required article, which needed to be cited, is 1.3.3.2
from section 1.3, but the LLM model has cited two additional articles from section 3.2:
3.2.2.23 and 3.2.2.24. In this scenario, there are two false ositives and one true positive

article cited. For each true positive, false positive, one point is given.

[13.2.2] = 1
([1.3.3.2] = 1) + ([3.2.2.23 &3.2.2.24] = 2)

Precision =

Precision = 0.33
Similarly,

[1.3.2.2] = 1
([1.3.2.2] = 1) + (True artcile not cited = 0)

Recall =

Recalled = 1.0, as no true article was missed

And

Precision * Recall
Fl1= 2

E3
Precision + Recall

F1=0.5

By using the same approach for all articles where the citation of the article was re-
quired, all these three parameters are calculated accordingly. The results were com-
piled for each level and can be depicted from the following table. In level 2 all of the
four questions were related to the building parameters and therefore no citation of ar-

ticle was required.

Table 6.3: Precision, Recall and F1 Score of the Claude-Sonnet 4-6 Model for levels where the citations of relevant

article were required. For level 2 there were no article citations required therefore its scoring method is NA

Level Included in

Total Questions P/R/F1 Macro Precision | Macro Recall Macro F1
Level 1 9 6 0,67 0,76 0,71
Level 2 4 0 NA NA NA
Level 3 4 4 0,71 1,00 0,83
Level 4 18 14 0,58 0,64 0,61
Overall 35 24 0,63 0,73 0,67
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7 Discussion

This chapter explains the research outcomes and addresses the key questions raised
by the research gap identified in Chapter 2. The discussion is based on the results, the
overall implementation and system design, and the limitations encountered during the
development and evaluation of this study.

This study evolved significantly from its original design due to challenges and the na-
ture of the data used. Initially, a vector-based RAG via semantic-similarity retrieval,
with manually constructed building parameters, relied on manual text processing rather
than automated IFC parsing. As the research progressed, the method was found to be
inadequate for the hierarchical and conditional reasoning required for the OBC, spe-
cifically for section 3.2 of Part B of volume 1. As a result, the pipeline was redesigned
to use Graph RAG architecture in Neo4j. In which both the OBC regulatory hierarchy
and IFC building data were encoded and interconnected as graph subgraphs, replac-
ing the semantic similarity search mechanism with a cipher-based traversal that in-
cludes an automated IFC-to-graph pipeline.

An additional insight concerns the ground truth data for the proposed framework. Due
to the unavailability of required ground truth data, the proposed framework was restruc-
tured into a question-answer pipeline, where all questions were generated from both
the OBC and the tested BIM models. This pipeline was developed only for the fire
safety section of OBC, and hence most of the applicability check questions were also
related to it. A more flexible, code-compliant system that can also cover other important
sections of the building codes can be developed by first gathering ground-truth data
from relevant building permitting authorities and applying the same procedure to the
bottlenecks in that data.

Based on the overall implementation, another insight found to be that a fundamental
precondition for automated applicability checks is that it needs a enriched BIM models
which have all the compliance-relevant properties, for example, for this study, the mod-
els were populated with fire resistance ratings, load bearing status, and the material
properties of the different elements. Al agents can demonstrate sufficient intelligence
to identify and retrieve required properties from the knowledge graph when they are
there, but it cannot independently resolve situations when the BIM models are not fed
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with the properties that are explicitly referenced in the regulatory text. In such a sce-
nario, the agent either gives incomplete answers or defaults on false assumptions.
These types of problems were encountered in Level 2 and 4 questions of this study

during the evaluation.
The remainder of this section covers each of the research questions in detail.

RQ 1: How can the agent filter large, unstructured regulatory texts to extract only

the relevant articles and clauses for a given scenario?

The answer to this question and the extent to which it is covered can be addressed in
the proposed implementation and its evaluation. As the Graph RAG architecture was
designed to start from the top of the regulatory text, moving from division to subclause.
In level 1 of the evaluation, queries extract the relevant sections, subsections, and
articles for the intended BIM models. Based on the outcomes, the proposed framework
answered 7 out of 9 questions correctly, 1 was partially correct, and 1 was answered

incorrectly.

As an example, when the agent was asked; rFor fire safety, which Section of the
Ontario building code and the corresponding Part and division of Volume 1 of

OBC are applicable for this case??

The response of the model was: ror fire safety, the applicable reference in the
Ontario Building Code (OBC) Volume 1 is DIVISION B PART 3 - Fire Protection,
Occupant Safety and Accessibility SECTION 3.2 - Building Fire Safety. This
is confirmed by OBC Article 1.3.3.2, which mandates that Group A (Assembly)
occupancies must comply with Part 3 of Division B (among Parts 4, 5, and 6).
The agent covers the exact division as well as the section from OBC volume 1. Simi-
larly, at level 3 of the evaluation, when the questions were further strained to the article
and clause levels, the agent correctly provided all articles and clauses for the school
building. However, one potential problem was that it had a macro precision of 0.708,
which shows that the agent has also retrieved the neighboring articles for the same
occupancy group alongside the correct one, particularly when those articles have the
same applicability conditions, indicating that further constraints are required to sup-
press the extra retrieval in scenarios where article boundaries are aligned with each
other. But for the overall coverage of this question the implemented framework has
achieved good results compared to the base results, where the normal LLMs models
were only able to give the division and parts but did not answer the article and clause

level questions.
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RQ 2: How can Aan Al agent automatically identify all regulations applicable to

a specific project based on its type, size. Location, and occupancy?

This question is addressed in the proposed system by parsing all the mentioned pa-
rameters from the IFC into the knowledge graph, along with the relevant articles from
sections 1.3 and 3.2, which were automatically retrieved in phase 3 of the pipeline. The
only missing parameter among them was the location, for which the number of streets
a building faces must be extracted from the IFC and from the tabular data in the regu-
latory texts. The evaluation results at Levels 1, 3, and 4 confirm that the integration of
those physical building characteristics with the building code parameters is effective,
as the agents correctly identified the building occupancy and its division, and based on

the building parameters, the applicable article from section 3.2.

As an example, when the agent was asked: Based on ontario Building Code Section
1.3, 3.2, and information about the building, which exact article or subsec-

tion of Section 3.2 is applicable for this scenario?

The model's response was: The exact applicable OBC article is Article 3.2.2.24,
Group A, Division 2, up to 6 Stories, Any Area, Sprinklered'. Full content:
(1) A building classified as Group A, Division 2, that 1is not Ilimited by
building area, 1s permitted to conform to Sentence (2) provided (a) except
as permitted by Sentences 3.2.2.7.(1) and 3.2.2.18.(2), the building 1is
sprinklered throughout, and (b) it 1is not more than 6 storeys in building
height.

For this querey, there was also article 3.2.2.23 in section 3.2, but based on all available

parameters in the building, the closest answer the agent retrieved is 3.2.2.24.
Summary

In summary, this study demonstrated that an LLM-powered Al compliance agent can
effectively query and reason over regulatory texts and structured building data by cre-
ating Graph RAG architecture, integrating IFC and building codes. The results demon-
strate that graph-based retrieval significantly outperforms prompt engineering for the
complex, multi-hop task of code reasoning, providing a technically viable and practi-
cally promising foundation for Agentic Al in the applicability of codes in the permit pro-

cess.
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8 Contribution and future work

This chapter summarizes the contributions of this study, highlighting its limitations, and

provides insights into future work in this direction. It also provides a closing reflection

on the findings in the building code applicability checks in the building permit process.

Contribution

The key contributions of this study are as follows, provided in the order in which

they were developed, implemented, and evaluated:

Pipeline of PDF to JSON for OBC: A pipeline was developed to convert the
OBC articles into structured JSON format, which starts from the top (section) till
the bottom(subclause) level and stores each of it in the original hierarchical

structure.

Knowledge graph for OBC and IFC data: architecture for a structured Neo4;
knowledge graph that has both articles from OBC and the IFC data. The OBC
has two sections, and, according to IFC 12, 12 different types of elements are

encoded in the knowledge graph.

Development of a ReAct agent: Based on the knowledge graph data, a
LangChain agent with eight graph query tools and five decision paths was de-
veloped, enabling dynamic multi-hop reasoning. Which answers natural lan-
guage compliance questions related to the building codes applicability for differ-

ent scenarios.

Structured evaluation framework: The designed framework was evaluated by
creating 35 question-answer pairs related to both OBC and IFC data, dividing
them into four levels based on difficulty, and aligning them with the OBC hierar-

chy.

Limitation and future work

As this study is one of the early-stage efforts in Agentic Al for automated code compli-

ance checking, it has several limitations that need to be noted.

First, as mentioned earlier, due to the unavailability of ground truth data, 35 questions

were created for the evaluation of the framework, which may not exactly match the

permit reviewer questions when they review buildings during the permit process.
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Secondly, due to the limited time and scope of this study, only one part in division B of
volume 1 of the OBC, i.e., building fire safety requirements, is covered; other important
parts, e.g., structural analysis, energy efficiency, accessibility, and mechanical sys-
tems installations, are not covered. Also, for the same part, the tabular data were ex-
cluded, which mainly focused on the relationship between building footprints and the
number of streets a building faces.

Also, during the design of the framework, the IFC graph pipeline relied on IFCRelCon-
tainedInspatialStructure as the main mechanism for assignment of elements to their
corresponding stories as a fallback. Some BIM authoring tools use non-standard spa-
tial hierarchies, which may result in elements being unassigned at their levels and thus
invisible to the agent during compliance checking.

The ReAct agent has a maximum number of iterations imposed by the LangChain
framework, after which it stops without producing a complete answer. This was ob-
served in one evaluation question, where the agent's response terminated prema-
turely, resulting in a failure that was not caused by missing data or incorrect graph
content but by a structural constraint in the agent's framework.

Lastly, both BIM datasets and regulatory data as input tokens, as well as the generation
of compliance descriptions, incur computational costs and require careful optimization

to be economically viable at scale.

Based on the evaluation of this study and its limitations, several promising directions

can be pursued to improve this system's capabilities.

Extension to multi-domain compliance: The current agent has shown good perfor-
mance for reasoning over only a specific part of OBC and the corresponding building
data. However, it can be extended for a multi-domain knowledge graph in which sub-
graphs of different code sections are interconnected with each other by using the
shared occupancy and building parameter nodes. This can enable the ReAct agent to
query across domains for cross-domain compliance and select relevant articles for a
given scenario. This will require extending the current JSON serialization pipeline and
expanding the IFC parameters to include dimensional and geometric properties.

Automated IFC semantic enrichment: In the current pipeline, the BIM model was
first enriched with required attributes for fire resistance ratings and other material prop-

erties. This process was manual, and in the future, an automated semantic enrichment
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module that infers missing properties from the model's geometric and topological prop-
erties using IfcOpenShell geometry engine outputs and rule-based inference can re-
duce the preconditions required for reliable level compliance checking. This process
can be linked with phase 2 of the framework, which validates the property sets com-
pleteness against the compliance checklist.

Validation against real permit applications: The framework was evaluated on two
synthetic IFC test buildings with manually verified ground truth, which may not fully
reflect the complexity and variability of BIM models submitted for real building work-
flows. In the future, the proposed system needs to be validated against a dataset of
real permit applications sourced from the relevant municipal authority, covering diverse
occupancy types and parts of the codes that were not represented in this study, which

can provide a more rigorous performance benchmark.

In addition to the directions mentioned above, we can also explore by deploying this
framework on web-based viewers through which a permit reviewer who does not have

any programming knowledge can use it easily.
Conclusion

This master’s-level thesis explored the integration of regulatory data and building mod-
els in the form of knowledge graphs and the creation of an Al agent that has a graph
RAG architecture. The overall aim was to enable and explore an LLM-based method
for assessing the applicability of building codes to building models during the permit
review process. The created platform was evaluated using 35 questions based on both
BIM data and regulatory text. It was revealed that Graph RAG-based workflows can
significantly outperform standard prompt-based LLMs when asked about various
codes required for a given building model and questions related to building parameters.
As Agentic Al evolves, further research and, hence, the performance of such studies

in this area can be improved.
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Appendix A

A.1 Prompt for Langchain agent

prompt = ChatPromptTemplate.from messages ([

("system", """You are a highly versatile AI Agent specializing in the Ontario

Building Code (OBC) and BIM models.
HOW TO DECIDE YOUR WORKFLOW:

Analyze the user's prompt to determine the category of the question, then select

the appropriate path:

PATH A - OVERALL BUILDING COMPLIANCE:

1. Use [Get Building Stats] to extract the building's core parameters.
2. DEDUCE the OBC Occupancy Group by reasoning over the top spaces list:
- Predominantly bedrooms, living rooms, kitchens - Group C (Residential)
- Predominantly offices, meeting rooms, reception — Group D (Business)
- Predominantly assembly halls, theatres, restaurants — Group A (Assembly)
- Predominantly retail, shops, showrooms — Group E (Mercantile)
- Predominantly wards, clinics, patient rooms — Group B (Care/Treatment)
- Predominantly warehouses, storage — Group F (Storage)
State your deduction explicitly in agent reasoning.
3. ONLY call [Get Specific 3 2 Rules] or [Get Section 1 3 Rules]
if the question asks for articles, sections, or compliance
requirements. If the question asks only for Division, Part,
or Group — stop after Step 2 and answer directly.
Do NOT populate obc articles cited unless articles were
explicitly requested or are necessary for the answer.

CRITICAL SCOPE RULE: This system evaluates compliance under

Division B Part 3 Section 3.2 ONLY. You MUST always query
Section 3.2 articles regardless of building size.

NEVER redirect to Part 9 even if the building appears small
enough to qualify. If a tool returns no results, try

[Fuzzy OBC_Search] before drawing on pre-trained knowledge.

NEVER cite articles that are not returned by the graph tools.




PATH B - GENERAL OBC KNOWLEDGE & GRANULAR LOOKUPS (e.g., "What does Article 3.2.2.41

say?") :

1. DO NOT query the specific building stats.

2. Use [Get Article By Number] to retrieve the full text of the requested article.
3. Extract ONLY the requested portion for your final answer.

4. Set building parameters in the JSON to "N/A" or 0.

PATH C - BIM ELEMENT QUERIES (e.g., "What structural elements are on storey 12",

"List the fire ratings of walls"):
1. To list general elements, use [Get Storey Elements].

2. If asked about specific properties (fire rating, material, area), you MUST use

[get _element properties] to query the graph directly for those values.
3. Do not check building code compliance unless explicitly asked.

PATH D - ELEMENT-LEVEL COMPLIANCE (e.g., "Do the walls comply with the fire rating

rules?") :

1. First, use [get element properties] to find the physical elements and their

current “fire rating’ in the BIM model.
2. Second, use [Get Building Stats] to find the building's Occupancy Group.

3. Third, use [Get Specific 3 2 Rules] to find the required fire rating for those

specific elements.

4. Finally, COMPARE the physical BIM rating against the OBC required rating and

state whether it complies or fails.

PATH E - STRUCTURAL FIRE RATING COMPLIANCE

(e.g. "Do load-bearing walls comply with fire ratings vs supported slabs?",
"Check OBC clause c) for load-bearing walls"):
1. Use [Get Structural Fire Rating Compliance] — this tool runs the full
wall-vs-slab comparison internally using spatial containment as proxy.
2. Use [Get Building Stats] to confirm the occupancy group.
3. Use [Get Specific 3 2 Rules] to cite the applicable OBC article.

4. Report the per-storey COMPLIES or FAILS verdict in compliance answer.




REQUIRED JSON SCHEMA FOR ALL RESPONSES:

{{

"building parameters": {{
"deduced occupancy group and division": "string (or 'N/A'")",
"functional storeys": "integer (or 0)",
"building footprint m2": "double (or 0.0)",
"is sprinklered": "boolean (or false)"
Py
"compliance answer": "string (Your direct answer, compliance check, or specific

sentence extraction)",

"obc articles cited": ["list", "of", "article numbers", "leave empty if no articles
apply"l,
"agent reasoning": "string (Explain your step-by-step logic, which tools you used,

and how you compared the data)"

H}

nwn H)

("human", "{input}"),

("placeholder", "{agent scratchpad}"),




Appendix B

- The complete code of all 3 phases is in the shared folder

- The neo4j credentials as well as the tested IFC files are in the shared folder

- All created figures in draw.io as well as JPEG images are in the shared folder
- All 35 ground truth questions are provided in the attached XLS sheet

- The extracted answers for both cases are also in the XLS sheet

- All obtained results in tabular data are in the XLS sheet
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