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Abstract: This study proposes a multimodal large language model (MLLM)-driven
framework for substantial similarity comparison, supporting the identification of
architectural copyright infringement. Architectural copyright law protects only architect’s
creative design expressions, not generic or functional building elements. Substantial
similarity of those protectable architectural expressions is one of the essential criteria of
copyright infringement or plagiarism judgments. Conventional image-similarity metrics,
such as pixel- or embedding-based comparisons, cannot capture these legally relevant
features since they measure general overall visual similarity, resulting in legally misaligned
assessments. To address this gap, the proposed MLLM-based method extracts protectable
architectural expressions and filters out generic or functional elements based on a
taxonomy derived from architectural copyright infringement cases. Substantial similarity
is then reasoned solely by these protectable expressions. Validation on a synthetic dataset
of 37 architectural images, including both plagiarized and non-plagiarized variants,
demonstrates that the method outperforms image-based and MLLM-based baselines,
achieving an Fl-score of 0.87 in infringement classification. This work establishes a
legally grounded quantitative framework for assessing substantial similarity in
architectural design plagiarism.

1. Introduction

Architectural plagiarism is increasingly reported in practice, education, and design competitions (Kim
and Choi, 2019). However, there is no reliable quantitative method to support or refute these claims.
For example, when two buildings look similar, architects and reviewers often have only subjective
visual judgment to rely on. This makes it difficult to determine whether the similarity is accidental or
an actual case of plagiarism. As a result, many disputes lack clear evidence, leading to inconsistent
decisions. The advancement of visual generative models has intensified these problems. Al tools, such
as text-to-image and image-to-image models, are incorporated into early-stage architectural design
workflows, shaping conceptual development and expanding designers’ ideation processes (Li et al.,
2025). As these tools become more pervasive, concerns regarding plagiarism and copyright
infringement have intensified, especially when generated outputs bear a high degree of resemblance to
existing, legally protected architectural designs (Albaghajati et al., 2023). However, visual similarity in
architectural design alone does not constitute copyright infringement. Architectural copyright protects
only the architect’s original expressive contributions, while excluding commonplace or functional
building components (Adibfar et al., 2020).

For an infringement claim to succeed, three criteria must be met: (1) the plaintiff’s work must qualify
as a copyrightable architectural work; (2) the defendant must have had access or reference to the original;
and (3) substantial similarity must be found between the protectable expressions rather than generic or
functional elements of the two designs (Lee and Shon, 2025). In this study, architectural protectable
expression is defined as the original design choices and creative contributions of an architect that are
eligible for copyright protection, specifically excluding functional features (e.g., doors, windows) and
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elements common to the building type (e.g., standard shapes or materials). Despite its importance,
substantial similarity assessment remains highly subjective. Current practice relies on expert-driven
visual comparison, with no standardized method for isolating and quantifying the protectable
architectural expression (Lee and Shon, 2025). This methodological gap has led to inconsistent judicial
outcomes, imprecise plagiarism evaluations, and limited guidance for designers seeking proactive
compliance when using generative tools. Furthermore, while architectural similarity analysis is
important not only for plagiarism detection but also for precedent retrieval, and design reuse (He et al.,
2018), existing computational measures primarily capture functional or spatial layout similarity rather
than an architect’s expressive and legally protectable design choices. Exterior representations
encapsulate these expressive features from the architecture’s intent (Yoshimura et al., 2019); yet
prevailing image-based methods, from pixel-level metrics to MLLM-based evaluators (Liu et al., 2025),
fail to distinguish legally protectable architectural expression from generic visual features.

The research gap we found is no computational method that isolates protectable architectural expression
and quantifies substantial similarity in a way that aligns with legally addressed criteria in real world.
Therefore, this study proposes a MLLM-based framework for quantifying substantial similarity in
architectural images. Our method is inspired by the abstraction—filtration—comparison (AFC) test from
CopyJudge (Liu et al., 2025) but grounds it in architecture-specific copyright legal reasoning. We
analyzed major copyright infringement legal cases to extract how courts define protectable architectural
expressions and examined them. Leveraging the legally defined protectable elements, we developed a
taxonomy that guides MLLMs in filtering out generic or functional elements and focusing only on
expressive design features when comparing two exterior images.

This paper makes two focused contributions: (1) A legally grounded prompting formulation was
introduced, which translates legal reasoning into protectable architectural attributes, enabling MLLMs
to explicitly distinguish expressive design features rather than generic visual elements. (2) The proposed
method, based on synthetic variations and real legal disputes, showed superior infringement
identification with substantial similarity assessments compared to state-of-the-art image-based models
and the existing MLLM-based framework, CopyJudge (Liu et al., 2025).

2. Related works

Recent related works have focused on semantic and legally sensitive approaches to similarity evaluation.
A reinforcement learning-based copyright protection (RLCP) method demonstrated that combining
perceptual and semantic cues to approximate human judgments of infringement (Shi et al., 2025). Wang
et al. further showed that MLLMs can detect copyrighted stylistic or conceptual features and use them
as “negative prompts” to steer generation away from infringing outputs (Wang et al., 2024). Although
these methods do not incorporate formal legal doctrines, they collectively demonstrate that intellectual
property (IP)-sensitive features can be surfaced through targeted prompting and semantic reasoning.
This shift from pixel-wise comparison toward legally meaningful reasoning is further exemplified in
CopyJudge (Liu et al., 2025), a state-of-the-art framework for automated infringement identification in
text-to-image diffusion models. This previous study adopted the AFC legal standard by translating
images into textual abstractions and filtering out unprotectable elements before comparing protected
characteristics. The AFC is a judicial test that evaluates copyright infringement by abstracting works
into elements, filtering out unprotectable or functional components, and comparing only the remaining
protected expressions (Abramson, 2002). Multiple MLLM agents score similarity, generate rationales,
critique each other’s interpretations, and converge toward a consensus, culminating in a meta-judge
decision. This yields structured reasoning that more closely reflects legal evaluation practices.
Although this AFC framework was developed for media such as illustrations, fictional characters, and
artworks, its logical foundation is directly relevant to architectural works. Architectural copyright
disputes revolve not around surface-level resemblance, but rather around whether later works replicate
protectable expressive decisions, such as distinctive massing arrangements. These facade rhythms
convey spatial hierarchies, iconic roof forms, or conceptual compositional logic. Copyright explicitly
excludes common building features such as flat fagades, standard window grids, or code-determined
systems. This boundary aligns with the filtration logic at the core of AFC.
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While the AFC-based framework, an image-to-text abstraction, provides a principled mechanism for
making architectural expressiveness analyzable, a direct adaptation to architecture is insufficient.
Architectural expressions operate through spatial and formal compositions or hierarchical articulation,
rather than merely relying on salient visual motifs. Architectural images embody compositional
ordering, tectonic intentionality, and hierarchical articulation that differ fundamentally from general
aesthetics captured in artwork-based datasets or generative models.

Existing similarity metrics, such as embedding-distance measures, geometric matching, or spatial layout
comparison, fail to separate expressive elements from generic ones. Among current approaches, the
AFC framework most closely simulates human legal judgment by operating specifically at the level of
protectable expression. Therefore, its underlying paradigm offers a promising foundation for adaptation.
However, architectural application requires domain-specific filtering criteria and systematic
operationalization of legally recognized expressive elements.

3. Proposed Method

Figure 1 illustrates the workflow of the proposed method. While the overall structure follows the AFC
framework, the key modification lies in the prompting strategy that guides abstraction and filtration. By
embedding domain knowledge derived from legal analysis of architectural copyright cases, the method
directs MLLM:s to focus specifically on design features historically regarded as protectable, shifting the
evaluation from general visual similarity to legally grounded architectural similarity.
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Figure 1. Overall workflow of the proposed method
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As in the AFC framework, the method proceeds through abstraction, filtration, and comparison. Each
image is first translated into structured textual expressions, which are then filtered to exclude generic
architectural features and retain unique expressive ones. The filtered representations are compared to
produce individual similarity scores and reasoning statements for each comparison agent. Using these
scores and rationales, the agents engage in a multi-round debate. The meta-judge then consolidates these
debated outcomes, producing the final similarity score and infringement decision.

The remainder of this section focuses on the component where our method diverges most significantly
from the AFC framework: the development of legally grounded prompts informed by architectural case-
law analysis.



GNI Symposium on Artificial Intelligence for the Built World

Technical University of Munich, May 18-20, 2026

3.1. Protectable expressions analysis of architectural infringement legal cases

To adapt AFC logic to the architectural domain, our first step was to derive a set of protectable-
expression categories grounded in real judicial reasoning. The aim of this legal review was not to
reproduce a complete doctrinal analysis, but to extract practical cues about how courts isolate expressive
architectural features from functional or commonplace construction elements during infringement
disputes.

We collected U.S. architectural copyright cases from LexisNexis legal database by issuing targeted
queries such as ‘architectural similarity, architectural copyright infringement, or design copying.” We
collected 15 cases and examined what types of architectural features were treated as meaningful
evidence of substantial similarities. This study compiled all instances in which a court characterized a
specific physical feature as part of the architect’s creative contribution. Each reference, whether a
description of a facade gesture, spatial configuration, or ornamental detail, was treated as a candidate
element. We did not assume protectability; instead, we investigated the explicit elements that the court
used when determining whether that element contributed to the “substantial similarity” of the design.
These extracted phrases were then grouped according to their shared conceptual roles within the
building. Through manually repeated sorting and consolidation, six high-level categories emerged
(Table 1). These categories capture the kinds of features courts repeatedly emphasized when evaluating
similarity, including site-related relationships, overall formal composition, aperture configuration,
distinctive material treatments, ornamental characteristics, and structural or form-defining components.
While the specific terminology varies from case to case, the recurrent patterns provide a stable
conceptual structure that can guide computational filtering.

Table 1. Categories of historical subjects of architectural protectable expressions.

Category Subject

Site and Landscape Elements Building placement, exterior ground conditions, site orientation, and
surrounding context relationships

Spatial and Form Elements Overall spatial composition, volumetric configuration, massing,
hierarchy, and circulation layout

Openings Windows, doors, skylights, and any penetrations in the building
envelope that allow light, access, or ventilation

Material and Texture Concrete, wood, glass, brick, metal, and other surface treatments or
visually distinctive material characteristics

Decorative and Finish Elements Ornamentation, stylistic details, finishing components, aesthetic
embellishments
Structural and Supporting Columns, beams, load-bearing walls, structural frames, and form-
Elements defining supportive components

Courts routinely decide protectability in context, with outcomes shaped by the uniqueness of the design,
the evidence presented, and the competing arguments of the parties. Accordingly, the categories in Table
1 represent types of building features that have historically the potential to be identified as the subject
of protective expressions, not a checklist for legal classification. These elements were incorporated into
the AFC workflow. In the abstraction-filtration step, the MLLM is instructed to extract only those
features falling within the six categories. These filtered descriptions then serve as the basis for similarity
evaluation between pairs of exterior images. By grounding the protectable expressions from case law,
the framework becomes capable of detecting architectural plagiarism scenarios that hinge on expressive
design choices rather than broad stylistic resemblance.
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3.2. Adaptive prompt development

The proposed method adapts the AFC framework by incorporating protectable architectural expressions
derived from legal analysis into its prompting formulation. The prior AFC framework relies on general
image-decomposition prompts. In contrast, our method embeds protectable architectural expressions
derived from legal case analysis directly into the prompting process, as shown in Table 2. These
modifications reshape three key stages. First, the abstraction prompt no longer describes broad visual
concepts but explicitly extracts the six protectable expression categories identified in Section 3.1.
Second, the filtration stage separates generic architectural attributes from distinctive expressive ones
rather than asking the model to judge legal protectability directly. Finally, the comparison stage operates
solely on filtered expressive features when producing similarity scores and reasoning narratives.
Although the debate procedure remains structurally identical to the AFC framework, the content being
debated is fundamentally different, shifting from general visual characteristics to legally relevant
architectural expression.
Table 2. Differences between the prior AFC framework and the proposed method

Component AFC framework Proposed method
(Liu et al., 2025)
Basis of visual decomposition Generic visual attributes Six architectural protectable-
(composition, themes, colors, expression categories derived
textures) from legal cases (site,

spatial/form composition,
openings, materials, decorative
elements, structure)

Abstraction focus Broad, non-domain-specific Extraction of architectural
visual cues expressions by architectural
elements that courts have
repeatedly cited as the subjects
of expressive contributions

Features used for comparison “Unprotectable vs. Separation of generic/common
original/creative” under architectural features vs.
copyright law distinctive expressive features,
guided by case-law-derived
categories
Features used for comparison General abstract visual Legally grounded expressive
elements architectural features relevant to

similarity analysis

4. Experiment

The proposed method is evaluated by testing whether it can accurately distinguish between plagiarized
and non-plagiarized architectural designs. For quantitative assessment, we constructed a synthetic
dataset containing paired architectural images with both plagiarized and non-plagiarized variations. The
following sections describe the dataset generation process and the experimental design used to compare
our method against similarity-based baselines and the original AFC framework.

4.1. Synthetic dataset generation

To evaluate whether the proposed method can distinguish plagiarized from non-plagiarized designs, we
constructed a synthetic dataset consisting of paired architectural images. Each case includes an original
image, a plagiarized variation (P), and a non-plagiarized variation (NP), derived from 37 publicly
recognized architectural works that have been previously discussed in legal or public plagiarism
disputes.
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Figure 2. Workflow for generating synthetic plagiarized and non-plagiarized architectural cases.

Figure 2 outlines the generation process of synthetic datasets of architectural image triples. For
plagiarized (P) samples, the original image was shown to the generator, and prompts were explicitly
requested to retain the same architectural expressions. Superficial attributes, such as lighting, season,
camera view, and material tone, were altered post-generation, preserving the underlying design while
adjusting the presentation.

For non-plagiarized (NP) samples, the original image was not shown; instead, only a textual description
of the design was provided. This prevented factual copying and led to reinterpretations that intentionally
modify massing, facade configuration, spatial relationships, and articulation. Atmospheric cues were
maintained to allow a comparable visual impression without expressive replication.

All generated samples were manually inspected to ensure that (i) P images remained architecturally
derivative, and (ii) NP images were sufficiently distinct while visually comparable. Table 3 presents
four representative image triples, including Crystal Island Tower, VitraHaus, and Villa Savoye (in the
first to third row), which correspond to historically disputed but non-infringing similarities, whereas
Wave On Café (in the fourth row) reflects a case deemed infringing. The P variations shown are synthetic
and not actual dispute materials; NP variations highlight expressive divergence despite a similar visual
tone.



GNI Symposium on Artificial Intelligence for the Built World

Technical University of Munich, May 18-20, 2026

Table 3. Examples of a synthetic dataset

Original image (P) Plagiarized image (NP) Non-plagiarized image

4.2. Experiment design

To evaluate the effectiveness of the proposed method, we compare its performance against two
categories of baselines: (i) conventional similarity-based approaches and (ii) the original AFC
framework (Liu et al., 2025). The first baseline includes L.2 distance and self-supervised copy detection
(SSCD) (Pizzi et al., 2022), representing two contrasting similarity strategies.

L2 provides a simple pixel-level comparison, while SSCD learns transformation-invariant embeddings
that are more robust to variations typical in architectural imagery, such as lighting, viewpoint, or color
calibration. Together, these baselines represent both naive visual comparison and advanced feature-level
measures. For each similarity metric, we conducted a grid search to determine the optimal threshold
that separates plagiarized (P) and non-plagiarized (NP) images, and evaluated performance using the
F1-score for consistent comparison.

The second baseline is the original AFC framework, which provides legal-style reasoning but has no
architectural domain adaptation. Therefore, although it simulates infringement-oriented reasoning, it
does not explicitly capture expressive architectural attributes such as massing composition, fagade
organization, aperture thythm, or structural articulation that often drive legal decisions. SSCD was
implemented using its official repository with default configurations. The AFC framework was
implemented following its released specification, with one modification: we replaced its GPT-based
backbone with Gemini 2.5. This substitution was made after preliminary testing indicated that Gemini
2.5 produced more coherent reasoning outputs and better alignment with the characteristics of our
dataset.

5. Results and discussions

Table 4 summarizes the quantitative performance of plagiarism-identification methods. Conventional
similarity metrics show limited capability in distinguishing derivative designs. Pixel-based L2 distance
achieves an F1-score of 0.667, and SSCD improves performance to 0.757 by offering transformation-
invariant embeddings. Nevertheless, both metrics lack mechanisms to isolate expressive architectural
attributes and therefore struggle to reflect derivative intent.
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Table 4. Performance comparison of plagiarism identification methods

Method F1-Score
L2 Norm 0.667
SSCD (Pizzi et al., 2022) 0.757
AFC Framework (Liu et al., 2025) 0.790
Proposed Method 0.865

The previous AFC framework achieves stronger performance than similarity-based metrics (F1 =
0.790), reflecting the advantage of legal-style reasoning. Yet, because it lacks architectural domain
knowledge, the previous AFC framework frequently fails when derivative structural forms are visually
masked by superficial variations. Figure 3 illustrates such a case, where the previous AFC framework
incorrectly concludes non-infringement while the proposed method correctly identifies expressive
derivation.
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Figure 3. Comparative examples showing correct infringement detection by the proposed method and
failure cases of the AFC framework baseline

The proposed method obtains the highest overall performance (F1 = 0.865). This improvement stems
not from altering the debate architecture but from reformulating the AFC processes around expressive
architectural categories historically treated as protectable. This leads to similarity assessments that
better align with historical judicial reasoning.

However, Figure 4 reveals cases where the opposite occurs, showing situations in which the proposed
method predicts infringement while the previous AFC framework yields the correct outcome. Even in
these failure cases, the proposed method assigns relatively high similarity scores (0.70—0.72), indicating
that meaningful architectural correspondence was captured, albeit under-weighted.

Reviewing the final judge agent’s explanations reveals the source of disagreement. In the first case of
Figure 5, although the facades share a similar conceptual strategy, differences in graphical execution
were judged sufficient to avoid infringement. In the second case, despite both designs employing a
carved-volume massing approach, the facade treatment and material expression were considered
distinct.
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Figure 4. Examples where the proposed method fails to identify plagiarism, while the AFC framework
baseline produces the correct judgment

6. Conclusions

This study introduces an architectural-specific AFC framework that demonstrates improved
performance through enhanced prompting based on protectable architectural elements identified from
copyright infringement legal cases. Through a manual analysis of 15 legal cases, we identified six
categories of architectural protectable elements that are frequently considered in legal assessments of
alleged architectural plagiarized images. Leveraging these categories, the proposed method
reformulates the prompting structure of the AFC framework, enabling MLLMs to more clearly extract
architectural expressions and distinguish between common, generic, and distinctive ones that represent
architects’ intent. The results show that incorporating architectural protectable elements into the
prompting strategy enables MLLMs to decompose architectural images into meaningful elements
representing architects’ creative intent and to generate similarity assessments that closely align with
reasoning patterns observed in legal decisions. The proposed approach achieved the highest
performance with an F1 score of 0.865, indicating that architectural protectable-elements-aware
prompting enables the AFC processes to successfully detect architectural substantial similarity in
accordance with legal judgment criteria.

The major contributions of this study lie in translating legal discourse into a structured prompt design,
enabling automated reasoning that reflects the logic of protectable versus non-protectable expression.
By embedding legally grounded criteria within the abstraction, filtration, and comparison stages, the
proposed approach moves beyond generic visual similarity and quantifies resemblance at the level
relevant for infringement determination.

Despite these contributions, several limitations remain. First, even with legally informed prompts,
MLLM-generated similarity scores are inherently interpretive and reflect linguistic inference rather than
deterministic measurement. Second, the current framework considers only exterior images, whereas
real infringement disputes may also involve floor plans, spatial configurations, sectional organization,
and other three-dimensional features that may also constitute protectable expressions. Third, although
the method highlights potentially protectable expressions, judgments of legal protectability rely on
MLLM interpretation and would benefit from systematic expert validation. At last, the synthetic dataset
used in this study for validation is limited in scale and diversity and does not capture variations in which
images of the same building vary due to camera angle, occlusion, or temporal changes.
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Future work should expand the evaluation dataset. Additionally, rather than relying solely on MLLM-
generated similarity scores, similarity estimation could incorporate embedding-based measurements
derived from image features that capture specific expressive attributes. Such integration would allow
the agent to access a more stable computational similarity metric. For more robust validation,
incorporating human-in-the-loop validation, particularly in selecting which extracted features should
contribute to similarity assessment, will serve as an important safeguard and increase reliability in legal
and industrial decision-making contexts.
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