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Abstract— We investigate the problem of finding the linear
precoder that maximizes the sum-rate for the vector broadcast
channel. In contrast to previous work, we examine the dual uplink
problem, where the optimal power allocation must be found.
This point of view leads to the observation that considering only
uniform power allocations on a user subset yields nearly optimal
performance, simplfying the problem to a combinatorial problem.
We furthermore present two algorithms with complexity growing
only quadratically with the number of users in the system, but
with performance comparable to more complex existing schemes.

I. INTRODUCTION

The optimal strategy, in terms of achievable throughput,
for transmitting from a multi-antenna base station (BS) to a
number of non-cooperating single antenna receivers is suc-
cessive encoding [1], [2]. The data streams are encoded one
after another, taking into account the interference caused by
the previously encoded data streams by means of dirty paper
coding (DPC) [3], leading to a very complex transmitter. An
alternative approach is to encode the data streams separately
and to apply a linear precoding matrix to remove interference
between the intended receivers’ channels. It has recently been
shown that the linear zero-forcing (ZF) precoding technique,
for example, has the potential of performing nearly as well
as DPC in some scenarios [4], [5], [6]. Although linear
precoding has many advantages over DPC, the task of finding
the optimum precoder is much more difficult, as it is a non-
convex problem with potentially multiple local maxima.

Much of the existing work on this problem has focussed
on ZF precoding, where all interference between the users
that are to be served is removed by the linear precoder. The
problem of which user subset to serve has been approached
by means of clique search techniques involving the notion of
semiorthogonality [7], as well as through greedy algorithms
that add one user at a time to the subset [6], [5].

Furthermore, in [8] an algorithm that converges to a locally
optimal non-ZF linear precoder is presented. In [9], the error
covariances resulting from the use of the optimal non-linear
precoder are used as a basis for designing the linear precoder.
Here, a complex greedy user selection algorithm is required.

We examine the problem from a different point of view,
making use of the dual uplink problem, which enables us
to present a nearly-optimal combinatorial user selection tech-
nique and a suboptimal successive user selection technique,
both of which do not require any further optimization of
the power allocation or the precoder. Also, we present an
iterative algorithm that converges towards a locally optimal
power allocation from an initial value. The proposed schemes

are compared to existing work in terms of performance and
computational complexity.

A. Notation

Throughout the paper, we denote vectors and matrices by
lower and upper case bold letters, respectively. We use (•)∗,
E[•], (•)T, (•)H, (•)+, and tr(•) for complex conjugate,
expectation, transposition, conjugate transposition, the Moore-
Penrose pseudo inverse, and the trace of a matrix, respectively.
The M ×M identity matrix is IM , ei specifically denotes the
i-th column of IK , and 0 is a zero vector, the dimensionality
of which depends on the context.

II. SYSTEM MODEL AND DUAL UPLINK PROBLEM

We consider a system with K single-antenna users and
N antennas at the BS. For notational simplicity later on,
we define the channel matrix H ∈ CN×K such that the
i-th column contains the channel coefficients from each of
the N transmit antennas to receiver i. Note that this is the
transpose of the usual definition of the downlink channel
matrix. The receivers experience additive white Gaussian noise
with variance σ2

n, the power of the transmit signal (in sum over
the antennas) may not exceed Ptx.

A. SINR Duality

In this section, we show that when linear equalization is
employed the uplink multiple access channel (MAC) and the
downlink broadcast channel (BC) achieve the same SINR
region under a sum-power constraint, and therefore have
the same rate region. The following signal-to-interference-
and-noise ratio (SINR) duality is derived according to the
framework of our mean square error (MSE) duality in [10].

In the uplink MAC, every user i has its own precoding
scalar ti, i ∈ {1, . . . ,K}, of which the squared magnitudes
represent the users’ individual transmit powers. Due to our
definition of the channel matrix, the channel from transmitter i
to the receiver now is the i-th column of H , referred to as
hi =Hei ∈ CN in this section. Assuming unit variance data
symbols, the SINR of user i can be expressed as

SINRUL
i =

|hT
i gi|

2|ti|2
∑K

j=1,j 6=i|h
T
j gi|

2|tj |2 + σ2
n‖gi‖

2
2

(1)

where the (non-zero) vectors gi ∈ CN represent the linear
equalization at the receiver. Since the uplink SINRs do not
depend on the phases of the precoding scalars t1, . . . , tK , we
can assume w. l. o. g. that all ti are non-negative and real-
valued.



The downlink SINR of user i is defined by

SINRDL
i =

|hT
i pi|

2

∑K

j=1,j 6=i|h
T
i pj |

2 + σ2
n

(2)

where the precoding vectors p1, . . . ,pK ∈ CN map each
user’s signal to the input signal of the N transmit antennas.

Introducing the transformation formula

pi = αigi, i = 1, . . . ,K (3)

with real-valued non-negative scalars αi, the downlink SINRs
can be computed to

SINRDL
i =

α2
i |h

T
i gi|

2

∑K

j=1,j 6=i |h
T
i gj |

2α2
j + σ2

n

. (4)

We disregard the case hT
i gi = 0, as such a choice of gi

obviously does not optimize any reasonable cost function in
the uplink. Equating SINRDL

i from (4) and SINRUL
i from (1)

for all i, we obtain

α2
i

( K
∑

j=1
j 6=i

|hT
j gitj |

2 + σ2
n‖gi‖

2
2

)

−
K
∑

j=1
j 6=i

α2
j |h

T
i gjti|

2 = σ2
nt

2
i .

(5)
Since gi 6= 0, ti = 0 implies that αi = 0, and thereby
pi = 0. Eq. (5) can conveniently be expressed in matrix vector
notation:

Z · [α2
1, . . . , α

2
K ]T = σ2

n[t21, . . . , t
2
K ]T (6)

with the column diagonally dominant matrix

[Z]i,k =

{
∑K

j=1,j 6=i|h
T
j gitj |

2 + σ2
n‖gi‖

2
2 for i = k

−|hT
i gkti|

2 for i 6= k.

Since Z is real-valued and has only non-positive off-diagonal
entries, it is a Z-matrix [11]. Furthermore, it is strictly column
diagonally dominant, due to σ2

n > 0, so its inverse exists and
Z is also an M-matrix [11]. As a consequence, its inverse
Z−1 has only non-negative entries [11], [12], [13], and the
solution vector [α2

1, . . . , α
2
K ]T also becomes non-negative and

thus feasible, as its entries are squared real values. Summing
up the rows of (6), we obtain σ2

n

∑K

i=1‖gi‖
2
2α

2
i = σ2

n

∑K

i=1 t
2
i ,

which, in conjunction with (3), shows that

K
∑

i=1

‖pi‖
2
2 =

K
∑

i=1

t2i .

This means that the precoders p1, . . . ,pK resulting from (3)
and (6) require the same transmit power in the downlink as
the precoding scalars t1, . . . , tK in the uplink. At the same
time, the same individual SINRs are obtained in the uplink
and in the downlink, as (6) follows from equating SINRDL

i

and SINRUL
i for all i. We thus have proven that any SINR-

tuple that is feasible in the uplink can also be achieved in the
downlink. Conversely, we can use the same framework to show
that any SINR-tuple achieved in the downlink is also supported
by the uplink. This means that for linear equalization the SINR
regions, and therefore also the rate regions, of the MAC and
BC are identical under a sum power constraint.

When linear equalization is employed, the rate that can
be achieved in the uplink for the data stream of user i is
log2(1+SINRUL

i ). Assuming that the uplink power allocation
t21, . . . , t

2
K is given, the receive filters that maximize the

individual rates, and therefore also the sum-rate, read as

ǧT
i = arg max

g
T

i

SINRUL
i = βih

H
i

(

HT 2HH + σ2
nIN

)−1

where βi is an arbitrary non-zero complex scalar and the
diagonal matrix T ∈ R

K×K
+,0 contains t1, . . . , tK . From T and

ǧ1, . . . , ǧK , the corresponding precoding filters p1, . . . ,pK ,
that achieve the same sum-rate in the downlink, can be
computed with (6) and (3).

For K ≤ N , the number of floating point operations
required for the transformation of t1, . . . , tK to p1, . . . ,pK is
O(K3 +K2N). For K > N , we will assume in the following
that at most N scalars ti are different from zero, and the
computational complexity is only O(N 3).

B. Uplink Sum-Rate

The vector x = [x1, . . . , xK ]T ∈ CK contains independent
unit-variance random variables that represent the information
to be transmitted from each of the K users to the receiver,
scaled by the diagonal matrix T . n ∈ CN is the vector of
Gaussian noise with covariance E

[

nnH
]

= σ2
nIN . The signal

at the N receive antennas reads as y =HTx+ n.
The mutual information between the data symbols of one

user and the receive vector y, where the K − 1 other users
contribute to the noise, is

I(xi;y) = h(y)− h(y|xi) = log2

det(Ry)

det(Ry|xi)

where
Ry = E

[

yyH
]

=HT 2HH + σ2
nIN

and

Ry|xi = E
[

(y − E [y|xi]) (y − E [y|xi])
H ∣
∣xi

]

.

With E [y|xi] =HTeie
T
i x, we obtain

Ry|xi =HT
(

IK − eie
T
i

)

THH + σ2
nIN .

Using the identity det(AB + I) = det(BA+ I), the mutual
information can be written as

I(xi;y) =

log2

det(THHHTσ−2
n + IK)

det((IK − eieT
i )THHHT (IK − eieT

i )σ−2
n + IK)

.

In the denominator, the determinant of the same matrix as in
the numerator is taken, however with the i-th row and column
set to zero and the i-th diagonal element set to one. Therefore,
the denominator is the (i, i)-th element of the adjoint matrix.
An element of the adjoint matrix divided by the determinant
results in the corresponding element of the inverse, therefore
we can simplify the expression to

I(xi;y) = − log2 e
T
i

(

THHHTσ−2
n + IK

)−1
ei.



The sum-rate is obtained by adding up the mutual information
of all users:

Rsum = − log2

K
∏

i=1

eT
i

(

THHHTσ−2
n + IK

)−1
ei. (7)

Note that if the determinant of the inverse is taken instead
of the product of the diagonal elements of the inverse, we
arrive at the sum-rate of the multiple access channel without
the constraint of linear equalization.

The problem of finding the best power allocation T in terms
of sum-rate can be formulated as:

max
{t2

1
,...,t2

K
}
Rsum s. t.: tr

(

T 2
)

≤ Ptx. (8)

The sum-rate is a non-convex function of the power allocation
and can have several local maxima on the set of allowed power
allocations. Therefore, finding the global optimum requires
exhaustive search or complex global optimization methods,
which are not in the scope of this paper. Investigation of the
sum-rate optimization problem, however, reveals an interesting
property: the local maxima are usually close to a power
allocation at which several users share the available transmit
power in equal parts, while other users are turned off.

III. PROPOSED METHODS

A. Combinatorial User Selection

Based on the previous observation on the local maxima, we
propose trying out all possible user subsets and evaluating (7)
for the case where Ptx is shared equally among the users
in the subset. Furthermore, in the following we always make
the assumption that serving a number of users larger than the
number of transmit antennas cannot be optimal, i. e. at most
min(K,N) users have an allocated power greater than 0.

Algorithm 1 Combinatorial User Selection
1: Rcomb ← 0
2: for k = 1, . . . ,min(K,N) do
3: for all subsets S ⊆ {1, . . . ,K} with |S| = k do
4: for i = 1, . . . ,K do
5: if i ∈ S then
6: ti ←

√

Ptx/k
7: else
8: ti ← 0

9: R← − log2

K
∏

i=1

eT
i

(

THHHTσ−2
n + IK

)−1
ei

10: if R > Rcomb then
11: Rcomb ← R
12: Tcomb ← T

Performance of this scheme is extremely close to optimum
(cf. Section IV), but the complexity is non-polynomial: line 9
of Algorithm 1 must be evaluated 2K − 1 times if K ≤ N ,
otherwise

∑N

k=1

(

K
k

)

times.

B. Successive User Selection

The idea of successive or ‘greedy’ user selection is to
add one user at a time to the subset of users to be served
according to a certain metric, instead of exhaustively trying

out all combinations, thus achieving polynomial complexity
(cf. [7], [5], [9]). We would like to apply this principle to our
formulation of the problem in (8), in order to end up with a
complexity-reduced derivation of Algorithm 1.

We start with an empty user subset S0 = ∅ and add the user
that has the largest contribution to the sum-rate when served
together with the users already in the subset, with the power
being shared uniformly among the users. The k-th user subset
Sk = {u1, . . . , uk} leads us to the power allocation defined
by the matrix

Tk =

√

Ptx

k

k
∑

i=1

euie
T
ui

=

√

Ptx

k
ΠT
kΠk

with the (incomplete) permutation matrix Πk =
∑k

i=1 eie
T
ui

.
The rate contribution of the user added last can be written as

Rk(Sk) = − log2 e
T
uk

(

TkH
HHTkσ

−2
n + IK

)−1
euk

= − log2 e
T
k

(

Ptx

k
ΠkH

HHΠT
k σ
−2
n + IK

)−1

ek

The rule for choosing the (k+1)-th user thus reads as

uk+1 = arg max
u∈{1,...,K}\Sk

Rk+1 (Sk ∪ {u}) . (9)

We now assume that we are operating at high SNR, allowing
the simplification

Rk(Sk) ≈ ck − log2 e
T
k

(

ΠkH
HHΠT

k

)+
ek

where the use of the pseudo-inverse is necessary since
only the upper left block is non-zero. The constant ck =
− log2(σ2

nk/Ptx) does not depend on which users are in the
subset, only on the size of the subset. Now we perform a
Cholesky type decomposition

ΠkH
HHΠT

k = LkDkL
H
k

where Lk ∈ CK×K is a matrix with a unit-diagonal, lower
triangular k × k upper left block and zeros elsewhere, and
Dk ∈ RK×K is a diagonal matrix of which also only the
upper left k × k part contains non-zero elements. Both Lk
and Dk depend on the employed user subset Sk. Also, note
that Lk+1 and Lk differ only in the (k+1)-th row and column,
Dk+1 and Dk differ only in the (k+ 1)-th diagonal element.

It can now be shown that

eT
k

(

ΠkH
HHΠT

k

)+
ek = eT

kD
+
k ek

and therefore for high SNR the rule for determining uk+1 (9)
is equivalent to

uk+1 = arg max
u∈{1,...,K}\Sk

− log2 e
T
k+1D

+
k+1ek+1.

The simplifications now allow us to proceed in the following
manner: we compute the Cholesky factorization of HHH

and insert symmetric permutations every time an element of
Dk is to be computed, in order to maximize this element
(cf. [14]). This way, the suboptimal sequence of subsets
S1, . . . ,Smin(K,N) is obtained very efficiently, as shown in
Algorithm 2. Note that the successive projections are the same
as in the SUS Algorithm of [6] with the semiorthogonality
factor set to one.



Algorithm 2 Successive User Selection
1: Rsucc ← 0
2: Π ← IK

3: Φ←HHH

4: for i = 1, . . . ,min(K,N) do
5: q′ ← arg max

q∈{i,...,K}

Φ(q, q)

6: ϕ← Φ(q′, q′)
7: Πtmp ← IK with rows i and q′ exchanged
8: Π ←ΠtmpΠ

9: Φ←ΠtmpΦΠ
T
tmp

10: Φ(i :K, i)← Φ(i :K, i)/ϕ
11: Φ(i+1:K, i+1:K)← Φ(i+1:K, i+1:K) −

− Φ(i+1:K, i) ·Φ(i+1:K, i)H · ϕ

12: T ←
√

Ptx/i ·Π
T
i
∑

j=1

eje
T
j Π

13: R← − log2

K
∏

j=1

eT
j

(

THHHTσ−2
n + IK

)−1
ej

14: if R > Rsucc then
15: Rsucc ← R
16: Tsucc ← T

The computationally expensive parts of Algorithm 2 are
line 3, which requires O(K2N) floating point operations,
line 11 with O((K − i)2) operations, and line 13 with O(i3)
operations. Consequently, if K ≤ N , the cost is O(K4 +
K2N), otherwise it is O(N4 +K2N), and thus only quadratic
in K for a large number of users.

C. Iterative Local Optimum Search

The user selection techniques have so far only allowed for
the available power to be distributed evenly among a subset of
users. The resulting power allocations might be close to—but
in general not exactly at—a local optimum of the problem (8).
We now present an algorithm that uses some sort of ‘qualified
guess’ of a good power allocation as an initial value and then
quickly converges towards a locally optimum power allocation
in the vicinity. The starting point can be, for instance, the
result of any of the two previously discussed user selection
techniques, or a lower complexity method, such as SUS in [6],
or even a user selection obtained by a completely different
paradigm, such as the greedy algorithm in [5].

Our iterative algorithm works as follows: In a first step, we
calculate the derivatives of Rsum in (7) with respect to the
users’ powers. With the matrix inversion lemma, Rsum can be
expressed as

Rsum = −
K
∑

i=1

log2

(

1−t2ie
T
i H

H
(

σ2
nIN+HT 2HH

)−1
Hei

)

.

The derivative of Rsum with respect to an individual power t2i
can be shown to be

∂Rsum

∂(t2i )
=

1

ln 2





xi,i
1− t2i xi,i

−
K
∑

j=1

t2j |xi,j |
2

1− t2jxj,j



 (10)

where xi,j is the (i, j)-th element of the matrix

X =HH
(

σ2
nIN +HT 2HH

)−1
H .

In a second step, we construct an equivalent channel matrix
H̃ ∈ CK×K , in which no interference is present (i. e. H̃ has
diagonal structure), but for which the derivatives of the sum-
rate are the same as for the original channel matrix H at
the given power allocation T . The sum-rate of the equivalent
channel is given by

R̃sum =

K
∑

i=1

log2

(

t2i |h̃i|
2σ−2

n + 1
)

where h̃i denotes the i-th diagonal entry of H̃ . The derivatives
with respect to the power allocation consequently are

∂R̃sum

∂(t2i )
=

(

ln 2

(

σ2
n

|h̃i|2
+ t2i

))−1

. (11)

We can now determine our diagonal matrix H̃ by equat-
ing (10) and (11) for i = 1, . . . ,K.

The optimum power allocation for H̃ is well known: it
is easily obtained by ‘waterfilling’ over the inverse signal-
to-noise ratios σ2

n/|h̃i|
2. We now use the optimum power

allocation for H̃ , and go back to the first step, continuing the
procedure until convergence is reached. The motivation is the
following: R̃sum is the cost function of another optimization
problem with the same constraint as (8). When our algorithm
reaches a stationary point, we have found a power allocation at
which the KKT conditions of a different optimization problem
with the same constraint and with the same value of the
derivatives are fulfilled. As the KKT conditions depend on
the derivatives of the cost function and the constraints, the
KKTs of our original problem must also be fulfilled. We
have therefore found a candidate for a local optimum. The
advantage over standard gradient search techniques is that
there is no need to determine a suitable step-size.

Unfortunately, the equivalent channel H̃ does not always
exist, i. e. equating (10) and (11) would result in a negative
value for |h̃i|2. This seems to occur only when there is no
local optimum in the vicinity. In this case, we simply set
|h̃i|2 to 0. As a consequence, oscillations of the algorithm
have been observed for poorly chosen initial values, but
introducing a smoothing factor 0 < α < 1 solves this
problem. Simulations show good convergence behavior in a
small number of iterations.

The most complex part of Algorithm 3 is the computation
of X in line 2, which takes place once every iteration. If
K ≤ N , X can be computed in O(K3 +K2N) floating point
operations, if K > N , we need O(N 3 +K2N) operations.

IV. SIMULATION RESULTS

We numerically simulated the sum-rate achieved by dif-
ferent schemes and averaged it over 10000 realizations of a
channel matrix with unit-variance, i. i. d. entries. We assumed
K = 10 users and N = 4 transmit antennas, therefore the
selection of a user subset was necessary even for high SNR.
The investigated schemes turn out to perform very close to
each other. We therefore show two enlarged sections, one for
high SNR (Fig. 1) and one for moderate SNR (Fig. 2). In
the low SNR region, where only a single user is served, all
schemes are identical.



Algorithm 3 Iterative Local Optimum Search

Input: initial power allocation T 2, number of iterations Nit

1: for n = 1, . . . , Nit do
2: X ←HH

(

σ2
nIN +HT 2HH

)−1
H

3: for i = 1, . . . ,K do
4: di ← 1− t2ixi,i
5: for i = 1, . . . ,K do

6: `i ←





xi,i
di
−
K
∑

j=1

t2j |xi,j |
2

dj





−1

− t2i

7: if `i < 0 then
8: `i ←∞
9: compute T 2

tmp by ‘water-pouring’ transmit power Ptx

over K parallel AWGN channels with noise variances
`1, . . . , `K

10: T 2 ← αT 2 + (1− α)T 2
tmp
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Fig. 1. K = 10, N = 4, High SNR
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Fig. 2. K = 10, N = 4, Moderate SNR

For reference, we included the sum-rate achievable by DPC.
Also, we simulated the globally optimum linear precoder de-
termined by exhaustive search. As can be seen in both figures,
this is hardly any better than employing the combinatorial user
selection technique proposed in this paper, where only equal-
power points in the equivalent uplink are considered. The
difference turns out to be less than 0.05 dB in our scenario.

We simulated the following schemes with polynomial com-
plexity: on the one hand, the successive user selection and
the iterative local optimum search presented in this paper; for
the starting point of our iterative algorithm we used the SUS
method from [6] with the semiorthogonality factor set to one,
which performs poorly on its own. On the other hand, the
techniques proposed in [8], [9], [5], in that order. All of these
schemes turn out to perform comparably, with differences in
the order of magnitude of tenths of a dB. It appears that
the scheme by Stojnic et al. has slight trouble for high SNR,
while the ZF technique by Dimic̀/Sidiropoulos is significantly
worse for moderate SNR, where the constraint of complete
interference cancellation incurs a penalty. On the other hand,
the greedy user selection technique of Dimic̀/Sidiropoulos
yields a better user subset for high SNR than the other schemes
with polynomial complexity.

Nonetheless, the two methods presented in this paper are the
only ones with quadratic complexity in the number of users for
K > N . The procedure of [9] results in sixth-order polynomial
complexity, in [8], O(K3) operations per iteration are needed,
and in [5], the complexity is computed to be O(K3N).
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