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Target Problem: Bayesian inference of on-fault friction
parameter(s) using parallel Multilevel Delayed Acceptance

(c) MLDA algorithm
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Taufiqurrahman et al., 2023 Abram et al., 2023

Adapted from Kruse et. al. 2025 [3]: Scalable Bayesian Inference of Large Simulations via Aynchronous
Prefetching Multilevel Delayed Acceptance
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UM-Bridge: UQ and Modeling Bridge
L. Seelinger, V. Cheng-Seelinger, A. Davis, M. Parno, A. Reinarz [5]

Image from: https://um-bridge-benchmarks.readthedocs.io/

“Democratizing Uncertainty Quantification:” [6]
• Provides high-level abstraction and software API
• Connects UQ algorithms to simulator models – from local PCs to HPC
• Available open source on https://github.com/um-bridge
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Earthquake physics in SeisSol

qt + Aqx + Bqy + Cqz = 0

with q = (σ11, σ22, σ33, σ12, σ23, σ13, v1, v2, v3)
T

A =



0 0 0 0 0 0 −λ− 2µ 0 0
0 0 0 0 0 0 −λ 0 0
0 0 0 0 0 0 −λ 0 0
0 0 0 0 0 0 0 −µ 0
0 0 0 0 0 0 0 0 0
0 0 0 0 0 0 0 0 −µ

−ρ−1 0 0 0 0 0 0 0 0
0 0 0 −ρ−1 0 0 0 0 0
0 0 0 0 0 −ρ−1 0 0 0



• ADER-DG discretization [2] for high
order approximation in both space and
time

• Local time stepping to update cells
with time step sizes according to their
element sizes

• Non-linear earthquake sources with
dynamic rupture

• Off-fault plasticity to simulate nonlinear
inelastic deformation
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ADER-DG scheme in SeisSol
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Challenge: The scheme is
dominated by small, sparse
matrix-matrix multiplications.

Bottleneck: Degrees of Freedom
are padded to fulfill SIMD
vectorization

Solution: Batch simulations such
that SIMD vectors are fully loaded.
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Fused ADER-DG scheme
Methodology:
• Tensor Extension: Augment state tensor with a new dimension ‘simulation index’
• Unified Workflow: Load mesh, initialize the model, and compute DoFs for the entire batch in

a single simulation
Performance Benefits:
• Reduction in redundant memory loads
• No padding for SIMD vectorization and better SIMD vectorization
• Increases arithmetic intensity of the calculation (esp. for lower orders)

Special Handling: Non-linear kernels are computed in two ways:
• DoFs transposed, and the non-linear kernels are called in a loop of simulations
• DoFs stay as they are, and non-linear operations are done in an unrolled loop of simulations

and quadrature nodes.
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Constraints of fused simulations

• Number of fused simulations determined by SIMD length of the machine
• Same mesh, convergence order for batched simulations
• Same fault geometry, but parameters e.g., static friction, can change
• Same material parameter (for same time step), but plasticity can change
• Simulation time, output time, frequency etc. same for all simulations

Dependent on the compute architecture

Generally fulfilled for UQ workflows (depending on the exact setup)
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Performance measurement of wave propagation kernels
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Scaling of a medium size problem
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(b) Order 4

• 2019 Searles Valley earthquake with ≈ 4 million elements
• Vista supercomputer (TACC): NVIDIA Grace-Grace superchip (2×72 cores, 3.4 GHz, 64 KB

L1), SIMD width: 16 bytes (two double precision numbers)
• Discretization order 3 vs. 4
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Large size problem scaling
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(b) Order 4

• 2023 Kahramanmaras earthquake with ≈ 175 million elements
• SuperMUC supercomputer (LRZ): Intel Skylake (24 cores with 2-way hyperthreading,

2.7 GHz, 32 KB L1, SIMD width: 64 bytes (eight double precision numbers)
• Discretization order 3 vs. 4
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Reasons for speedup

• Code generation for element-local sparse/dense tensor/matrix operations
→ reduce overhead in sparse operations

• Local time stepping
→ better amortize overhead and performance loss for small clusters

• Increases the arithmetic intensity of the computations for lower orders
• Possible further savings in I/O, pre-/postprocessing, . . . ?
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Target Problem: Bayesian inference of on-fault friction
parameter(s) using parallel Multilevel Delayed Acceptance

(c) MLDA algorithm
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Adapted from Kruse et. al. 2025 [3]: Scalable Bayesian Inference of Large Simulations via Aynchronous
Prefetching Multilevel Delayed Acceptance
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UM-Bridge + MLDA client setup

MLDA Client
(login node)

Load Balancer
(login node)

Simulation Model 
Level 0

(compute node)

Simulation Model 
Level 1

(compute node)

Posterior

Schematic of MLDA workflow on HPC clusters with UM-Bridge
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Batching in MLDA
(with parallelization over multiple chains)

Coarse model
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Final posterior

Idea: Batch all parameters of parallel chains for fused simulations
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Batching in MLDA
(with parallelization over multiple chains)
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Final posterior
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Discarded

Discarded Discarded

Problem: What if a few samples get discarded due to sampling out of prior domain?
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Chain independent batcher

MLDA Client
(login node)

Simulation Model 
Level 0

(compute node)

Simulation Model 
Level 1

(compute node)

Posterior

Load Balancer
(login node)

● Collects queries 
independent of chain. 

● Sends jobs to load 
balancer
● If batch size is 

fulfilled
● Time exceeded 

timeout since last 
input 

Batcher
(login node)
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1D Parameter Inversion on Vista with Searles Valley earthquake
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• MLDA workflow for 2019 Searles Valley earthquake (Ridgecrest), 4 million elements
• Vista supercomputer (TACC): NVIDIA Grace-Grace superchip (ARM, 2X72 cores, 3.4 GHz,

64 KB L1)
• Parallelisation over parallel chains of MLDA
• Fused-x-y: x number of simulations on coarse level, y number of simulations on fine level
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Fused Simulations for Large Workflows
Summary and Next Steps:
• Ensemble simulations, partially supported by code generators [1]
• More “productive” FLOP/s (sparsity, padding)
• In general: particularly attractive for low-order simulations

(→ bulk of simulations in multi-level UQ workflows)
• Support for tensor instructions work-in-progress for GPUs – see MS40 by David Schneller
• Common challenge for high order: cache, shared memory, etc.
• Strong performance impact of local time stepping – Optimal graph partitioning considering

fused simulations
• Padding on batches creates an overhead due to wasted simulations

Acknowledgements: special thanks go to . . .
• Sebastian Wolf, Maximilian Kruse, Ian Wang, Wenyang Zuhang, John Cazes, Chung Ming Loi,

Anne Reinarz
• CPU time: TACC (Frontera, Vista), LRZ (SuperMUC-NG); EuroHPC JU
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and delays of the 2019 Ridgecrest rupture sequence. Nature 618, 2023.

V. Kurapati et al. | Fused Ensembles for UQ | SIAM PP 2026 | March 2026 19

https://doi.org/10.1145/3406835
https://doi.org/10.1145/3732775.3733581


Appendix



Summary: LTS Challenges
Partitioning

• Relies on graph partitioning (ParMetis) for weighted graphs
• Node weights: computational effort per element depends on mesh, size of clusters, and even

on the size of generated partitions
• Edge weights to reflect communication between clusters
• Multi-constraint partitioning: need to fit partitions into (esp. GPU) memory

LTS Algorithm and Implementation

• For small clusters: lack of parallelism is a fundamental limitation
⇝ use “part of a GPU” (or CPU instead of GPU)?

• Impact on clustering: “wiggle effect”, can/should small clusters be merged?
• Are clusters really such a good idea for GPUs?
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