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ScalaMIDA: Scalable Bayesian Inference
of Large Earthquake Simulations
Main Objectives of Project ScalaMIDA: ​
(1) develop prefetching as a new avenue for parallelism for

the Multilevel Delayed Acceptance (MLDA) algorithm for
uncertainty quantification (UQ) of compute intensive
simulation models, as well as an extension to multi-index
model hierarchies (MIDA) ​

(2) make these UQ algorithms readily available to users
across scientific domains, by integrating them into the
universal UQ/model interface UM-Bridge ​

(3) apply those new methods to challenging Bayesian
inference problems in earthquake simulation​

(4) optimize the earthquake simulation code SeisSol for
relevant EuroHPC target platforms, using hardware-aware
performance optimization.

For the first time, we constrain fault slip distribution and quantity
its uncertainty (Fig. 2a,b) using 3D physics-based models. The
Mw 7.1 Ridgecrest earthquake struck California on 5 July 2019.
The earthquake occurred across a complicated fault system.
Multiple types of observations captured the event, including
ground velocity from seismic stations, ground displacement from
global navigation satellite system (GNSS), and fault
displacement discontinuities from optical image correlation using
satellite images. We integrate these data to constrain model
parameters in the earthquake simulator, SeisSol. The model
resolves nonlinear friction and rock damage (Fig. 2c).

Figure 1: Top: Individual scaling behavior of model parallelism, parallel
MLDA chains and prefetching (each with diminishing returns). Bottom:
Optimal resource assignment between parallel chains (left) and prefetching
(right) depending on problem size M and resources N.

Asynchronous Prefetching MLDA

MLDA allows sampling Bayesian posteriors of compute
intensive inverse problems, using fast approximate simulation
models and requiring only few samples of the full simulation
model. Pushing the boundaries of MLDA in the strong scaling
regime (few but compute-heavy samples needed, many
resources), we introduce prefetching [Kruse, ‘25] of likely
upcoming simulation runs as a way to overcome the sequential
nature MLDA inherits from Markov chain Monte Carlo.
Balancing prefetching in conjunction with parallel chains and
model parallelism turns out optimal, with prefetching becoming
more relevant towards in the strong scaling regime (Fig. 1).
Allowing for vastly differing simulation times between full and
approximate models, our prefetching implementation is fully
asynchronous. We provide it as an open-source package that
operates on any simulation code through UM-Bridge.
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Figure 2: Uncertainties in the fault slip distribution among all models in the MLDA chains.
Panels (a) and (b) show, respectively, the mean and standard deviation. The white star
marks the onset of the earthquake. (c) Total slip distribution on the fault during the
earthquake and the rock damage (plastic strain) along the depths.

Fused Ensemble Simulations

Bayesian Inversion of the 2019 Ridgecrest
Earthquake

We combine concurrent evaluation of forward models of the UQ
workflow into fused ensemble simulations with SeisSol. Fusing
multiple simulations into a single program execution can better
exploit SIMD extensions of CPU architectures and improve
occupancy on GPUs. However, for high discretisation order,
cache sizes can limit performance.

Figure 3: Forward simulations (TPV13 benchmark, 1.4 mio elements) executed per node
hour for fused ensembles simulations (architecture: NIVIDA Grace-Grace Superchip)
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