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Abstract—Real-time semantic segmentation in traffic scenes
takes an essential part in the fields of autonomous driving. The
encoder-decoder-based network architecture can well combine
the context information and detailed information required for
the semantic segmentation task. Achieving the best balance
between inference speed and accuracy is a crucial challenge,
as considerable real-time semantic segmentation models process
information in real-time at the expense of accuracy degradation.
In this paper, we present a model with encoder-decoder architec-
ture based on Cross Stage Partial block for real-time semantic
segmentation in traffic scenes. The integration of the Cross Stage
Partial block can not only lessen the computational overhead but
also enhance the feature extraction ability of the network. In
addition, we append the Fast Spatial Pyramid Pooling module
to the backbone of the network, which can aggregate global
information at a low computational cost. On NVIDIA RTX
3090, the middle and large models of our method can achieve
a mIOU of 80.8% at 64.3 FPS and a mIOU of 81.5% at 48.4
FPS on the Cityscapes test set. Our source code is available on
https://github.com/zhouliguo/cspsg.

Index Terms—Real-time Semantic Segmentation, Cross Stage
Partial Block, Traffic Scene

I. INTRODUCTION

Semantic segmentation is an important task of computer
vision. With the popularity of Convolutional Neural Networks
(CNN), semantic segmentation has a broader range of ap-
plications in real-world scenarios, such as medical diagnosis
[1], self-driving car [2], and human-computer interaction [3].
Unlike traditional classification, which allocates one or several
labels to an image from a given set of categories, semantic
segmentation refers to each pixel assigned a corresponding
class, and its output should be consistent with the size of the
input image. Compared with classification models, semantic
segmentation models usually have higher computational com-
plexity and require enormous inference time.

The performance of semantic segmentation models depends
on the combination of global information and detailed in-
formation. However, the continuous downsampling of the
traditional CNN architecture results in the loss of a lot of fine-
grained information regarding the image thus the accuracy of
early semantic segmentation models based on CNN architec-
ture was relatively low. The proposal of fully convolutional
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network (FCN) [4] with an encoder-decoder architecture is a
breakthrough in the development of semantic segmentation,
since FCN can avoid the loss of spatial information caused by
fully connected layers and it takes the precision of semantic
segmentation to a new level. In the encoder-decoder architec-
ture, the encoder is usually a pre-trained classification network
to downsample to generate feature maps, while the decoder
projects the low-resolution features learned by the encoder to
a higher-resolution pixel space by upsampling. In recent years,
computationally efficient and real-time models have received
extensive attention. Because those complex and huge semantic
segmentation models are not conducive to deployment on
many edge devices with limited power and memory. For
example, SegNet [5] has 1.4 million parameters and runs
at only 9.2 FPS on NVIDIA RTX 3090, which is far from
the requirement of real-time inference. Generally speaking,
models with FPS above 30 are considered real-time models.
However, there is a trade-off between accuracy and inference
speed. Most efficient models suffer from accuracy degradation
after light-weighting [2], [6]. In practical application scenarios
such as autonomous driving and human-computer interaction,
real-time inference with relatively high accuracy is extremely
crucial. Therefore, we need to ensure accuracy as much as
possible while improving the model inference speed.

Our method adopts an encoder-decoder architecture with
Cross Stage Partial (CSP) block [17], which contributes to
reducing inference time and enhancing the learning capacity
of the model. The CSP contains two branches, one of which
performs a convolution operation on the input feature map,
the other performs a convolution operation on the feature
map first and then feeds it to a bottleneck block. Finally, the
outputs of the two branches are concatenated and fed into a
convolution operation. In this manner, the combination of gra-
dient information is enriched when the weights are updated,
which effectively improves the learning ability of CNN, while
mitigating the computational burden. We provide models of
three different sizes, namely small (S), middle (M), and large
(L), to further visualize the trade-off between latency and
accuracy. Experimental results on the datasets Cityscapes [18]
and CamVid [19] demonstrate that our method can achieve
a satisfactory balance between inference speed and accuracy.
As illustrated in Figure 1, our model outperforms other state-
of-the-art methods on the test set of Cityscapes.



Fig. 1. The comparison of trade-off between accuracy and inference speed
on the test set of Cityscapes, where the orange dots are our model and the
blue triangles are other real-time models, including MSFNet [7], DF2-Seg
[8], BiSeNet [9], BiSeNetV2 [10], CABiNet [11], STD [12], PP-LiteSeg [13],
HyperSeg [14], SFNet [15], DDRNet [16].

II. RELATED WORK

We analyze the semantic segmentation models from two
aspects, namely, high-accuracy models that focus on optimiz-
ing accuracy and high-efficiency models that are capable of
real-time inferring.

A. Semantic segmentation with high accuracy

Improving the accuracy of the semantic segmentation
model is the primary task. After the proposal of FCN, plenty
of models with encoder-decoder architecture based on FCN
have been introduced. SegNet [5] ameliorates boundary deter-
mination and preserves high-frequency details by transferring
pool indices from its encoder to its decoder. U-Net [1]
concatenates the feature map of the encoder to the upsampled
feature map of the decoder of the corresponding stage, and
through the architecture of skip connections, enables the
decoder to learn the relevant details lost in the pooling
of the encoder. Deeplab [20], [21] series of models adopt
atrous convolution to replace the pooling operation, which
can avoid reducing the details of the image while increasing
the receptive field.

Bottomed on the attention mechanism, the transformer
model has been widely applied in the field of computer
vision in recent years, namely visual transformer (ViT), which
further improves the accuracy of semantic segmentation. In
[22], the author proposed ViT-Adapter that can overcome
the shortcomings of poor performance on dense prediction
tasks of ViT, where the particular adapter introduces data and
prior information of the task into the model. The authors of
[23] increased the nonlinearity of the attention mechanism
by introducing a mixture of softmax and sigmoid to fit
more realistic and detailed outputs. Based on the trans-
former encoder-decoder framework, the proposal of object-
context representation (OCR) in [24] significantly improves
the segmentation quality. OCR combines each pixel with its
corresponding semantic information to learn the relationship

between pixels and object region features, which enhances the
representation of pixel features. These models are suitable for
high-resolution pictures. However, due to the complexity of
the computation and the huge size of the model, they are not
capable of dealing with real-time scenarios.

B. Semantic segmentation with real-time inference

With the intelligentization of various devices in life, se-
mantic segmentation also needs to develop in the direction of
real-time and lightweight, to be deployed on mobile devices.
In paper [25], the author summarized the existing real-
time semantic segmentation models and classified them by
encoder-decoder architecture, multi-branch architecture and
attention-based model. ENet [6] is one of the first models
that achieve real-time semantic segmentation. It adopts a
lightweight decoder and uses early downsampling to reduce
the size of feature maps. SQNet [2] realizes real-time infer-
ence on embedded devices based on the lightweight network
architecture SqueezeNet [26]. But the disadvantage of these
two models is that they sacrifice too much accuracy. Inspired
by ENet, the author of ERFNet [27] combined residual
network, factorized convolution, and dilated convolution to
achieve a certain balance between efficiency and accuracy. PP-
LiteSeg [13] lightens the decoder to speed up the computation,
and the size of the decoder can be flexibly adjusted accord-
ing to the encoder, which improves the overall computing
efficiency of the model. DFANet [28] incorporates a fully
connected attention module between the encoder-decoder,
where the encoder consists of three lightweight Xception
[29] branches, and the decoder fuses features from multiple
encoder by upsampling. HyperSeg [14], proposed in 2021,
designs an encoder that can generate weights for the decoder
to improve memory utilization and employs dynamic patch-
wise convolution to speed up computation. Scale-ware Strip
Attention Guided FPN [30] is a recently proposed lightweight
model based on the attention mechanism. It employs an
attention mechanism to learn different multi-scale features and
scale-aware attention to help encode the global context, which
contributes to associating pixels with semantic labels.

Encoder-decoder based models combine global and lo-
cal information by stepwise downsampling and upsampling,
while another model based on multi-branch architecture fig-
ures out this problem by extracting features at multiple scales.
Image Cascade Network [31] is a typical multi-branch model.
The input image is resized into 3 scales of 1, 1/2 , 1/4 and
sent to the model in three branches. The low resolution is
used to speed up the capture of semantic information, and
the high resolution is used to supplement details for more
accurate segmentation. BiSeNet [9] consists of two branches,
one is the context path with a fast downsampling rate, which
accepts an input of 1/4 of the original size, and the other
is a spatial path that accepts full-resolution input to preserve
spatial location information, and then designs a Feature Fu-
sion Module (FFM) to fuse the features of the two branches.
BiseNetv2 [10] simplifies the network architecture on the
basis of BiseNet and introduces an enhanced training strategy



to further improve the segmentation performance. Similarly,
PIDNet [32] utilizes three branches to extract details, context,
and boundary information respectively, then adopts boundary
attention to guide the fusion of details and context information
to achieve satisfactory real-time performance.

III. METHOD

In this section, we elaborate on the proposed method. We
first introduce the overall network architecture, then clarify the
structure of CSP and its function, and finally, we introduce
the loss function used to optimize the network.

A. Network Architecture

Fig. 2. The overview of the large model’s (Ours-L) architecture. In the
backbone, the kernel size is 3 and the stride is 2 for all convolutional layers
except for the first layer. In the segmentation head, the kernel size and stride
are both 1 for all convolutional layers. (In is number of input channels, Out
is number of output channels, K is kernel size, S is stride, P is padding,
N is the number of bottleneck)

Our network is an encoder-decoder architecture based on
CSP block. We propose three networks of different scales,

which facilitate the selection of the appropriate model accord-
ing to the practical application. Because the small model cor-
responds to lower latency but the accuracy loss is a bit higher,
the large model possesses higher accuracy but occupies more
memory, and the inference speed is slower than the former.
Therefore, our method is flexible for real-time scenarios.
Figure 2 demonstrates the network architecture of the large
model. The backbone is the encoder for feature learning and
the segmentation head is the decoder, which is responsible for
the classification of each pixel. The CSP blocks in the encoder
are interspersed between repeated downsampling operations
for better feature extraction. A Fast Spatial Pyramid Pooling
(SPPF) module is appended at the end of the encoder for
better feature fusion. The structure of SPPF is depicted
in Figure 3. Repeated max-pooling operations can quickly
enlarge the receptive field and the subsequent concatenation
directly fuses the information.

Fig. 3. The illustration of SPPF module.

Decoder consists of convolutional layers, upsampling lay-
ers, concatenation, and CSP blocks. We use bilinear interpola-
tion for upsampling. The feature map obtained after upsam-
pling is concatenated with the corresponding CSP block in
the encoder to fuse high-level semantic information and low-
level detailed information. After four upsampling operations,
the scale of the feature map is restored to the same size as
the original image.

The overall architecture of the three models is identical,
the dissimilarities lie in the number of channels in specific
layers and the number N of bottlenecks in the CSP block.
For a medium-sized model, the number of input channels of
the first convolutional layer and output channels of the last
convolutional layer is the duplicate in the large model, and
the number of channels of other convolutional layers is 3/4
of the corresponding layer in the large model. The number of
bottlenecks in CSP is also reduced to 2/3. Similarly, for the
small model, except for the first convolutional layer and the
last convolutional layer, the number of channels of each other
convolutional layer is 1/2 of the corresponding layer of the
large model, and the number of bottlenecks in CSP is down
to 1/3.



B. Cross Stage Partial Block
As shown in Figure 4, the CSP block inputs the original

feature map into two branches, one branch only performs
a convolution operation that reduces the number of output
channels by half, and the other branch performs the same
operation and then feeds it to the N bottleneck blocks.
Finally, the outputs of the two branches are concatenated,
and a convolution operation is performed again. In this
way, the combination of gradients is more diverse when the
weights are updated and CSP allows the model to learn more
features. On the other hand, by inserting the CSP Blocks, the
problem of gradient information redundancy is alleviated, the
computation burden is greatly lightened, and the inference
speed is effectively promoted. The structure of the bottleneck
is illustrated in Figure 5. Adding the residual block [33]
can increase the gradient value of back-propagation between
layers, avoiding the gradient vanishing due to the deepening
of the network, so that more fine-grained features can be
extracted without worrying about network degradation.

Fig. 4. The illustration of CSP block.

Fig. 5. The illustration of Bottleneck.

C. Loss Function
In the datasets of semantic segmentation, the label has the

same size as the image. Each pixel of the label represents the
class to which the corresponding pixel of the image belongs.
We use one hot to encode the label for training. Each pixel
of the encoded label is a vector Y ,

Y = (y0, y1, y3, ..., yn), (1)

where n is the number of classes. In the vector Y , the value
of the class’s corresponding position is 1 and the values of
the other position are 0.

The output of the network has the same shape as the
encoded label. Each pixel of the output is a n-dimension
vector X ,

X = (x0, x1, x3, ..., xn). (2)

In training, the values of X are encoded by Sigmoid [34],

y′ =
1

1 + e−x
, (3)

and get
Y ′ = (y′0, y

′
1, y

′
3, ..., y

′
n). (4)

The loss between each (y, y′) pair is

l = y log(y′) + (1− y) log(1− y′), (5)

and the loss between each (Y, Y ′) pair is

L =
1

n

n∑
i=0

li. (6)

In one batch, the loss is

Lb =
1

m

m∑
i=0

Li, (7)

where m is the number of labeled pixels in one batch.

IV. EXPERIMENT

A. Datasets

Cityscapes [18] is one of the most well-known urban scene
parsing datasets, which contains 5000 fine annotated images
collected from the car perspective in 5 different cities. These
5000 images are divided into groups with 2975, 500, and 1525
for training, validation, and testing. The annotation possesses
30 classes yet only 19 of them are utilized for semantic
segmentation. The image size for all the data is 2048×1024,
which is challenging for real-time segmentation. Here, we
only employ the fine annotated dataset to train our models
for a fair comparison with other models.

CamVid [19] provides 701 images of driving scenes, which
are partitioned into 367, 101, and 233 for training, validation,
and testing. The image resolution is 960×720 and the number
of annotated categories is 32, of which 11 classes are used
for semantic segmentation. Pixels outside these 11 classes are
ignored for an impartial comparison with others models.

B. Implementation Details

The network is implemented by PyTorch [35] and trained
on an NVIDIA V100 GPU. Random cropping, random hor-
izontal flipping, and random color jittering are adopted for
data augmentation. For Cityscapes, the size of the random
crop is 1024×512. For CamVid, the size of the random crop
is 704 × 704. We use Stochastic Gradient Descent [36] to
optimize the parameters of the network. The initial learning
rate is set to 0.01, then the learning rate decays linearly after
each epoch to 0.001. We train 300 epochs for both datasets
and select the weights of which epoch has the best validation
performance for testing.



TABLE I
COMPARISON OF SPEED AND ACCURACY ON CITYSCAPES

Model
Test Speed

Device Resolution FLOPs Params
(mIOU) (FPS) (×109) (×106)

MSFNet [7] 77.1 41 RTX 2080Ti 2048×1024 96.8 -

DF2-Seg1 [8] 74.8 67.2 GTX 1080Ti 1536×768 - -

DF2-Seg2 [8] 75.3 56.3 GTX 1080Ti 1536×768 - -

SwiftNetRN-18 [37] 75.4 39.9 GTX 1080Ti 2048×1024 104.0 11.8

SwiftNetRN-18 ens [37] 76.5 18.4 GTX 1080Ti 2048×1024 218.0 24.7

CABiNet [11] 75.9 76.5 RTX 2080Ti 2048×1024 12.0 2.64

BiSeNet(Res18) [9] 74.7 65.5 GTX 1080Ti 1536×768 55.3 49

BiSeNetV2-L [10] 75.3 47.3 GTX 1080Ti 1024×512 118.5 -

STDC1-Seg75 [12] 75.3 126.7 GTX 1080Ti 1536×768 - -

STDC2-Seg75 [12] 76.8 97.0 GTX 1080Ti 1536×768 - -

PP-LiteSeg-T2 [13] 74.9 143.6 GTX 1080Ti 1536×768 - -

PP-LiteSeg-B2 [13] 77.5 102.6 GTX 1080Ti 1536×768 - -

HyperSeg-M [14] 75.8 36.9 GTX 1080Ti 1024×512 7.5 10.1

HyperSeg-S [14] 78.1 16.1 GTX 1080Ti 1536×768 17.0 10.2

SFNet(DF2) [15] 77.8 87.6 RTX 3090 2048×1024 - 10.53

SFNet(ResNet-18) [15] 78.9 30.4 RTX 3090 2048×1024 247.0 12.87

DDRNet-23-S [16] 77.4 108.1 RTX 3090 2048×1024 36.3 5.7

DDRNet-23 [16] 79.4 51.4 RTX 3090 2048×1024 143.1 20.1

DDRNet-39 [16] 80.4 30.8 RTX 3090 2048×1024 281.2 32.3

Ours-S 78.5 84.9 RTX 3090 2048×1024 41.5 4.8

Ours-M 80.8 63.4 RTX 3090 2048×1024 118.8 14.1

Ours-L 81.5 48.4 RTX 3090 2048×1024 260.7 30.9

C. Evaluation Metrics

The Intersection-Over-Union (IOU), also known as the
Jaccard Index, is one of the most commonly used metrics
in semantic segmentation. For one class, IOU is the area of
overlap between the predicted segmentation and the ground
truth divided by the area of union between the predicted seg-
mentation and the ground truth. For multi-class segmentation,
the mean IOU (mIOU) of the image is calculated by taking
the IOU of each class and then averaging them.

D. Results

For a fair comparison with state-of-the-art methods, we test
our method utilizing the popular device NVIDIA RTX 3090.
Tabel I shows the result on Cityscapes. As shown in Tabel I,
our approach outperforms state-of-the-art methods on mIOU,
while maintaining a quiet high speed. Moreover, our method
does not significantly increase the number of parameters.
Figure 6 shows the visualization of the segmentation results
for some Cityscapes samples.

Since our network requires the input size to be a multiple of
32, the top and bottom edges of the image are zero-padded to
obtain an input size of 960× 736 before feeding the Camvid
set into the network. The top and bottom edges of the output

of the network are then cut off to obtain a 960× 720 result.
Tabel II shows the result on Camvid. The accuracy of our
method also exceeds the other methods on Camvid.

TABLE II
COMPARISON OF SPEED AND ACCURACY ON CAMVID

Model mIOU Speed (FPS) Device

MSFNet [7] 75.4 91.0 GTX 2080Ti

PP-LiteSeg-T [13] 75.0 154.8 GTX 1080Ti

TD2-PSP50 [38] 76.0 11.0 TITAN X

BiSeNetV2 [10] 76.7 124.0 GTX 1080Ti

BiSeNetV2-L [10] 78.5 33.0 GTX 1080Ti

HyperSeg-S [14] 78.4 38.0 GTX 1080Ti

HyperSeg-L [14] 79.1 16.6 GTX 1080Ti

DDRNet-23-S [16] 78.6 182.4 RTX 3090

DDRNet-23 [16] 80.6 116.8 RTX 3090

Ours-S 79.4 169.0 RTX 3090

Ours-M 81.3 105.3 RTX 3090
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Fig. 6. Our segmentation performance on the validation set of Cityscapes. The five rows from top to bottom respectively represent the original input image,
segmentation results of the small model (Ours-S), the middle model (Ours-M), the large model (Ours-L), and the ground truth.

V. CONCLUSION

In this paper we propose a real-time semantic segmentation
model on the basis of CSP block. Our intention is to achieve
low-latency semantic segmentation in traffic scene with pos-
sible minimal loss of accuracy. We present three models with
different scales to flexibly ajust to various tasks. Experimental
results reveal that our large model can still fulfill real-time
inference with a mIOU of 81.5% on Cityscapes test set which
contains images with 2048×1024 resolution.
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