
Fakultät für Informatik
Technische Universität München

Development of Vision-based Driving Strategies
for Traffic Junction Scenarios

Ee Heng Chen
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Prüfende der Dissertation:
1. Prof. Dr.-Ing. Darius Burschka
2. Priv.-Doz. Dr. Federico Tombari

Die Dissertation wurde am 27.10.2021 bei der Technischen Universität München
eingereicht und durch die Fakultät für Informatik am 15.06.2022 angenommen.





Abstract

The rapid advancement of science and technology in the past few decades has accelerated
the development of intelligent machines capable of carrying out near-human-level tasks
such as speech and image recognition. All this is made possible by breakthroughs in
different fields of information and communication technology, from manufacturing chips
with ever-increasing processing power to developing learning algorithms that can learn
from data without much human intervention. All of these form the brain that allows
machines to achieve things that are previously thought of as science fiction. Today, robot
vacuum cleaners are being used to clean houses, drones are being used for infrastruc-
ture inspection, and industrial robots are being used to automate the assembly lines of
factories. With the success of these intelligent machines, scientists and researchers are
racing to build the next generation of intelligent machines, i.e., autonomous vehicles.

Building an autonomous vehicle for real-world streets is not an easy task. An au-
tonomous vehicle must constantly perceive, make decisions, and plan trajectories to
navigate a dynamic environment without causing harm to other traffic participants or
breaking the traffic rules. The challenge of building an autonomous vehicle can be seen
in one of the most common traffic scenarios in urban environments, traffic junction
crossing. Here, an autonomous vehicle needs to plan a collision-free trajectory to cross
a traffic junction. The planning process is challenging due to the vastly diverse traffic
junction topologies found in the real-world. However, before the autonomous vehicle can
navigate along a planned trajectory, it must first decide whether the traffic junction is
safe to be crossed. This decision-making process is not a trivial task since the decision
depends on various factors such as the presence of stop signs, the state of traffic lights,
and the behavior of traffic participants approaching the traffic junction. Even with a
perfectly planned trajectory, the autonomous vehicle will not successfully cross a traffic
junction without making the right decision.

This work aims to tackle the decision-making task for traffic junction crossing by
developing a vision-based decision-making system for traffic junction scenarios which can
be used in an autonomous vehicle. The system uses camera images as input and outputs
a decision on whether a traffic junction is safe to be crossed by a vehicle as the vehicle
approaches a traffic junction. The system consists of two main stages, perception and
decision-making. For the first perception stage, information about the traffic junction
such as traffic junction, traffic sign, traffic light, and dynamic objects are obtained
through segmentation and detection models. Instead of being used for localization and
generation of an environment model, the information is transformed into intermediary
representations known as affordances. These affordances are used by a Bayesian network
for probabilistic inferencing in the second decision-making stage of the system. The
resulting decision probabilities thus represent the action that a vehicle should take.
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Abstract

Four main research topics based on the aforementioned system are pursued in this
work. Firstly, an improved architecture for a Convolutional Neural Network (CNN)-
based object detector is designed to increase the detection accuracy for small objects.
This architecture is crucial for traffic sign- and traffic light detection, where they are
generally small relative to other objects in a traffic scene image. Secondly, a CNN-based
instance segmentation model is extended to include the optical flow for each instance.
The resulting output enables the possibility of collision with another moving object to
be determined. Thirdly, the feasibility of formulating traffic junction identification as a
semantic segmentation task is investigated. Here, visual analysis is done on real-world
traffic scene images to build up a guideline on defining the area of a traffic junction
for segmentation. Finally, a Bayesian network is used to model the decision-making
process to decide whether a traffic junction can be crossed. The detection results from
the previous topics are represented as affordances and passed into the Bayesian network
to infer the decision.
Experiments using synthetic and real-world datasets are performed, which lead to

the following main findings. Firstly, it is possible to identify a traffic junction through
semantic segmentation. A semantic segmentation model trained in the experiments
achieved a precision of 0.94 in detecting a traffic junction from an image. Secondly,
the overall detection accuracy of a CNN-based object detector for traffic sign detection
and recognition can be increased by using low-level features for classification. This
modification over the standard CNN-based object detector resulted in a roughly 19pp
improvement in traffic sign detection and recognition accuracy. Thirdly, the decision-
making system reached an accuracy of up to 93% on deciding whether a traffic junction is
safe to be crossed based solely on camera images. This result shows the feasibility of the
vision-based decision-making system built using advanced computer vision and machine
learning techniques. Overall, the vision-based decision-making system developed in this
work has the potential to advance the development of autonomous vehicles.
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Kurzfassung

Der rasante Fortschritt von Wissenschaft und Technik in den letzten Jahrzehnten hat
die Entwicklung intelligenter Maschinen beschleunigt, die in der Lage sind, Aufgaben
wie Sprach- und Bilderkennung auf nahezu menschlichem Niveau zu erledigen. All dies
wurde durch Durchbrüche in verschiedenen Bereichen der Informations- und Kommu-
nikationstechnologie ermöglicht, von der Herstellung von Chips mit immer höherer Ve-
rarbeitungsleistung bis hin zur Entwicklung von Lernalgorithmen, die ohne große men-
schliche Hilfe aus Daten lernen können. All dies bildet das Gehirn, das es Maschinen
ermöglicht, Aufgaben auszuführen, die früher als Science-Fiction galten. Heute werden
Staubsaugerroboter für die Hausreinigung eingesetzt, Drohnen für die Inspektion von
Infrastrukturen und Industrieroboter für die Automatisierung der Fließbänder in Fab-
riken. Angesichts des Erfolgs dieser intelligenten Maschinen arbeiten Wissenschaftler
und Forscher hart daran, eine der nächsten Generationen intelligenter Maschinen zu
entwickeln, nämlich autonome Fahrzeuge.

Der Bau eines autonomen Fahrzeugs für den realen Straßenverkehr ist keine leichte
Aufgabe. Ein autonomes Fahrzeug muss ständig wahrnehmen, Entscheidungen treffen
und Trajektorien planen, um sich in einer dynamischen Umgebung zu navigieren, ohne
andere Verkehrsteilnehmer zu gefährden oder gegen die Verkehrsregeln zu verstoßen. Die
Herausforderung beim Bau eines autonomen Fahrzeugs zeigt sich in einem der häufigsten
Verkehrsszenarien in städtischen Umgebungen, dem Überqueren von Straßenkreuzun-
gen. Hier muss ein autonomes Fahrzeug eine kollisionsfreie Trajektorie planen, um eine
Straßenkreuzungen zu überqueren. Der Planungsprozess ist aufgrund der sehr unter-
schiedlichen Topologien von Straßenkreuzungen, die in der realen Welt vorkommen, eine
Herausforderung. Bevor das autonome Fahrzeug jedoch entlang einer geplanten Tra-
jektorie navigieren kann, muss es zunächst entscheiden, ob eine Straßenkreuzung sicher
überquert werden kann. Dieser Entscheidungsprozess ist nicht trivial, da die Entschei-
dung von verschiedenen Faktoren abhängt, wie z.B. dem Vorhandensein von Stopp-
schildern, dem Zustand von Ampeln und dem Verhalten von Verkehrsteilnehmern, die
sich der Straßenkreuzung nähern. Selbst mit einer perfekt geplanten Trajektorie wird
das autonome Fahrzeug eine Straßenkreuzung nicht erfolgreich überqueren können, ohne
die richtige Entscheidung zu treffen.

Diese Arbeit zielt darauf ab, die Entscheidungsaufgabe für das Überqueren von Straßen-
kreuzungen zu lösen, indem ein bildverarbeitungsbasiertes Entscheidungssystem für
Straßenkreuzungsszenarien entwickelt wird, das in einem autonomen Fahrzeug einge-
setzt werden kann. Das System verwendet Kamerabilder als Eingabe und gibt eine
Entscheidung darüber aus, ob eine Straßenkreuzung von einem Fahrzeug sicher überquert
werden kann, während sich das Fahrzeug die Straßenkreuzung nähert. Das System
besteht aus zwei Hauptphasen: Wahrnehmung und Entscheidungsfindung. In der ersten
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Kurzfassung

Wahrnehmungsphase werden Informationen wie Straßenkreuzung, Verkehrszeichen, Am-
pel und dynamische Objekte durch Segmentierungs- und Erkennungsmodelle ermittelt.
Diese Informationen werden nicht für die Lokalisierung und die Erstellung eines Umge-
bungsmodells verwendet, sondern in intermediäre Repräsentationen umgewandelt, die
als Affordanzen bekannt sind. Diese Affordanzen werden von einem Bayes’schen Netz
zur probabilistischen Inferenz in der zweiten Entscheidungsphase des Systems verwendet.
Die sich daraus ergebenden Entscheidungswahrscheinlichkeiten stellen somit die Aktion
dar, die ein Fahrzeug ausführen sollte.

In dieser Arbeit werden vier Forschungsschwerpunkte auf der Grundlage des oben
genannten Systems verfolgt. Erstens wird eine verbesserte Architektur für einen Ob-
jektdetektor auf Basis eines Convolutional Neural Network (CNN) entwickelt, um die
Erkennungsgenauigkeit für kleine Objekte zu erhöhen. Diese Architektur ist für die
Erkennung von Verkehrsschildern und Ampeln von entscheidender Bedeutung, da diese
im Vergleich zu anderen Objekten in einer Verkehrsszene im Allgemeinen klein sind.
Zweitens wird ein CNN-basiertes Instanzsegmentierungsmodell erweitert, um die op-
tischen Eigenschaften jeder Instanz einzubeziehen. Die daraus resultierende Ausgabe
ermöglicht es, die Möglichkeit einer Kollision mit einem anderen sich bewegenden Ob-
jekt zu bestimmen. Drittens wird untersucht, ob die Identifizierung von Straßenkreuzung
als semantische Segmentierungsaufgabe formuliert werden kann. Hier wird eine visuelle
Analyse von Bildern realer Verkehrsszenen durchgeführt, um einen Leitfaden zur Defini-
tion des Bereichs einer Straßenkreuzung für die Segmentierung zu erstellen. Schließlich
wird ein Bayes’sches Netzwerk verwendet, um den Entscheidungsprozess zu modellieren,
ob eine Straßenkreuzung überquert werden kann. Die Erkennungsergebnisse aus den vo-
rangegangenen Themen werden als Affordanzen dargestellt und in das Bayes’sche Netz
eingegeben, um die Entscheidung abzuleiten.
Experimente mit synthetischen und realen Datensätzen werden in dieser Arbeit durch-

geführt, die zu den folgenden Hauptergebnissen führen. Erstens ist es möglich, eine
Straßenkreuzung durch semantische Segmentierung zu identifizieren. Ein in den Exper-
imenten trainiertes semantisches Segmentierungsmodell erreichte eine Genauigkeit von
0,94 bei der Erkennung einer Straßenkreuzung in einem Bild. Zweitens kann die allge-
meine Erkennungsgenauigkeit eines CNN-basierten Objektdetektors für die Detektion
und Erkennung von Verkehrszeichen durch die Verwendung von Low-Level-Merkmalen
für die Klassifizierung erhöht werden. Diese Modifikation gegenüber dem CNN-basierten
Standard-Objektdetektor führte zu einer Verbesserung der Erkennungsgenauigkeit von
Verkehrszeichen um etwa 19 Prozentpunkte. Drittens erreichte das Entscheidungssystem
eine Genauigkeit von bis zu 93% bei der Entscheidung, ob eine Kreuzung sicher überquert
werden kann, allein auf der Grundlage von Kamerabildern. Dieses Ergebnis zeigt die
Machbarkeit des bildverarbeitungsbasierten Entscheidungssystems, das mit fortschrit-
tlichen Bildverarbeitungs- und des maschinellen Lernmethoden entwickelt wurde. Insge-
samt hat das in dieser Arbeit entwickelte bildverarbeitungsbasierte Entscheidungssystem
das Potenzial, die Entwicklung autonomer Fahrzeuge voranzutreiben.
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1 Introduction

One of the most revolutionary inventions of the 20th century is without a doubt the
wheeled motor vehicle, also known as the automobile, by Carl Benz in 1885 [1]. It
greatly increased personal mobility by allowing people to travel larger distances in a
shorter amount of time. This resulted in better connectivity between rural- and urban
regions, which enabled easier transport of agricultural products and improved access to
urban services such as health care and education for rural residents [22]. Moreover, the
automobile also brought about lasting changes in various ways. It created an industry
with one of the largest employment, providing one out of every six jobs in the United
States in 1982 [22]. It influenced the development of urban regions by allowing people
to live further away from their workplace, leading to the creation of suburbs in urban re-
gions. It gave rise to the tourism industry, making it easier for people to travel whenever
and wherever they wanted. All of these social- and economic impacts can be traced back
to the automobile, making it one of the greatest inventions in modern human history.

While the role played by the automobile stayed the same throughout the years, the
technology behind it has drastically changed. Back in 1885, the first automobile by
Carl Benz had a single-cylinder four-stroke engine with an output of 0.75hp [1] (see
Figure 1.1 left). Today, the engine found in a commercial automobile can have 184 hp
and allows the automobile to reach speeds of 250km

h [23] (see Figure 1.1 right). This is
made possible with the aerodynamically efficient body design and improvement in engine
technology, which have driven much of the automobile development throughout the last
century. However, in recent decades, electronics, or specifically the microprocessor, has
become the new driving force behind the development of modern automobiles. It is used
in various systems in an automobile, from the infotainment system for passenger comfort
[24] to the active- and passive safety systems for passenger safety to the automated
driving system that gradually takes over the tasks of a driver [25].

Figure 1.1: Comparison between the first automobile by Carlz Benz (1885/86) [1] and the
modern BMW 5 series sedan (2020) [2].
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1 Introduction

Since the introduction of the single-chip microprocessor by Intel in 1971 [26], the
automobile industry has gradually integrated it into the design and development of the
automobile. This lead to the introduction of the ECU by Toyota and General Motors
[27, 28]. ECU is an embedded system that uses a microprocessor to process sensor
data and uses it to control a specific function of an automobile. This can include using
oxygen sensor readings to control fuel injection in an internal combustion engine [29], or
preventing the locking of wheels during emergency braking with the help of wheel speed
sensors [30]. Today, a modern automobile may contain up to 80 or more ECUs [31, 32]
that work together to help improve fuel economy, safety and comfort during driving.

The functions that are built around an ECU to ease the stress of driving and improve
automobile safety are collectively known as ADAS [33, 34, 35], where each individual ap-
plication is referred to as an ADAS function. While early ADAS functions like anti-lock
braking system and cruise control depended only on information about the automobile
itself, modern ADAS functions require the automobile to have a basic understanding
of the surrounding environment. To achieve this, modern automobiles are fitted with
various sensors such as camera, Radar, Lidar, ultrasound and infrared [34]. These sen-
sors enabled the development of ADAS functions such as lane departure warning and
adaptive cruise control. The lane departure warning function issues warnings when the
automobile does not stay in the lane by monitoring lane markings and lane boundaries
using a camera. In the adaptive cruise control function, Radar and Lidar are utilized to
estimate the distance to the preceding automobile, which is then used to perform longitu-
dinal velocity control by maintaining a predefined distance to the preceding automobile
[36]. As reported in a survey on ADAS [33], these ADAS functions are production-ready
and offered by almost all major automobile manufacturers, albeit with different naming
and sensors.

With the success of ADAS, the focus shifted towards looking into the possibility of
building an ADS1. According to the SAE International J3016 (2021) standard [3], the
level of autonomy for an ADS can be classified into six levels as shown in Figure 1.2.
Level 0 - 2 ADS provide functions that support the human driver during driving, meaning
that the human driver is in control of an automobile at all times. Therefore, ADAS are
generally categorized as Level 0 - 2 ADS depending on the complexity of the functions
that ADAS provide. On the other hand, Level 3 - 5 ADS are capable of driving by
themselves, meaning that the automobile takes control away from the human driver
when activated. Even though the ADS for these three autonomy levels have self-driving
capabilities, only a Level 5 ADS can drive autonomously in all scenarios without human
intervention. Level 3 ADS will still require a human driver to take over and drive the
automobile when needed, while Level 3 - 4 ADS are only allowed to drive autonomously
under specific conditions in certain scenarios. For the remainder of this work, the term
”vehicle” will represent the automobile.

Early attempts on building ADS were research-oriented and driven by the research
project and challenges, such as the Eureka PROMETHEUS project [37] or the DARPA

1In this work, the term ADS will be used to refer to a Level 3 - 5 ADS if the autonomy level is not
specified.
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Figure 1.2: Overview of Level 0 - 5 automated driving systems according to the definition by
SAE International [3]. (© SAE International)

challenges [38, 39]. The research outcomes showed the feasibility of ADS in real-world
scenarios, paving the way for future ADS developments. Since then, the development
of ADS has accelerated thanks to the rise in AI, specifically deep learning [40], and the
availability of chips with high processing power [41, 42]. Today, companies around the
world such as BMW [43], Daimler [44], Ford [45], Tesla [25], Lyft [46] and Waymo [47]
are actively pursuing the dream of building the first commercially ready ADS for the
general public. As of 2020, Tesla [48], Lyft [46] and Waymo [49] are offering limited
access to their ADS in the United States.

The rest of this chapter will be structured as follows. In Section 1.1, the motivation
for this work will be presented. Afterward, the research questions and research goal for
this work will be introduced in Section 1.2 and Section 1.3 respectively. Then, a list of
contributions made for this work will be discussed in Section 1.4. Finally, the chapter
ends with an outline for this work in Section 1.5.
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1 Introduction

1.1 Motivation

Crossing a traffic junction is an integral task that must be performed as a vehicle nav-
igates in urban areas. Despite being a repetitive and trivial task, the risk of collision
associated with is often overlooked. According to statistics released by ERSO, around
20% of fatalities in road accidents within European Union between 2006 to 2015 occurs
at traffic junctions [50]. To put into perspective, the World Health Organization esti-
mated that 1.35 million people die from traffic accidents worldwide in 2016 [51]. If the
ERSO statistics were to be naively applied here, it would imply that close to 270,000
people lost their lives at a traffic junction in 2016. This number is likely to be higher
as the number of vehicles on the road increases annually, with Germany reporting an
increase of 1.6% to reach 65.8 million vehicles in 2019 alone [52]. The alarming number
of fatalities and the ever increasing number of vehicles on the road reflect the need to
develop methods or systems to improve vehicle safety during a traffic junction crossing.

A potential solution to reduce traffic accidents and fatalities at traffic junction is the
deployment of ADS. It promises to drastically reduce the number of traffic accidents
by removing the human factor [53]. This is supported by the fact that 94% of traffic
accidents in the United States between 2005-2007 are attributed to drivers, as reported
by the United States National Highway Traffic Safety Administration [54]. Similar trend
can also be observed in the statistics on traffic accidents released by Federal Statistical
Office of Germany for 2018 [52]. Besides improving safety, ADS can also help to reduce
the stress of driving by freeing up the driver to carry out other activities during the
ride. It allows them to experience the same level of comfort as a passenger. Instead of
driving, the would be driver could be reading a book and watching a film or listening
to music, which are the top participant preferences in a survey on public perception of
ADS [55].

Currently, the standard approach to build an ADS involves two main steps, generate
a model of the surrounding environment with the help of onboard sensors and HD maps,
and navigate a vehicle within the environment model. Such an approach is known as me-
diated perception [56, 57], and has been adopted by companies such as Waymo [58]2 and
Daimler [59] to build their own ADS. It has the benefit of being modular, which allows
the development of the aforementioned steps to be carried out separately. For example,
the trajectory planner in the navigation system and the object detectors used to detect
objects for the environment model can be developed independently from each other.
This benefit can be seen in [60, 61]. Here, the mediated perception approach allows the
works to focus solely on developing the best strategy to cross a traffic junction, without
having to deal with the generation of an environment model, i.e., the environment model
is assumed to be provided by some other models.

While the mediated perception approach enables an ADS to be developed modularly,
it causes the performance of the overall ADS to be dependent on the quality of the
generated environment model. This is because the environment model provides the in-

2Waymo is a spin-off company founded in 2016 from the Google’s self-driving car project mentioned
in the article.
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1.1 Motivation

formation that is used for decision-making and path planning in the navigation system,
meaning that any error in the environment model will directly result in navigation error
regardless of the performance of the navigation system. An alternative to mediated per-
ception approach is the direct perception approach [56]. In this approach, intermediary
representations are created from information extracted from sensor data, and used to di-
rectly navigate a vehicle. This removes the need to build a highly accurate environment
model, thus eliminating a potential source of error.
The direct perception approach has been investigated in various works, most of which

focuses on using camera images as the input data due to the high-level of contextual
information present in it. The works from [56, 62] proposed models that learn interme-
diate representation of the road for lane changing and lane keeping tasks. The authors
in [63, 64, 65] went a step further and developed models capable of navigating in urban
scenarios, which also includes traffic junction scenes, using this approach. Additionally,
the authors of [63] achieved this through imitation learning. Here, a model learns to
extract intermediate representations from human driving recordings, and uses it to de-
termine the driving action based on a reward function. While the method is end-to-end
trainable, it also bounds the model to the driving actions found in the recordings. This
meaning that the model will be unable to handle traffic scenes that is not available in
the recordings.
Instead of learning to extract intermediate representations by the model itself, [65]

defined a set of fixed intermediate representations that a model should learn such as the
presence of red traffic light and the distance to the center of a lane. These are then
used to control the vehicle for lane keeping and traffic junction crossing tasks. Similar
to [63], the final model is end-to-end trainable, but is much more transparent as the
fixed intermediate representations makes it easier to understand how the vehicle is being
controlled. However, the fixed intermediate representations are defined within specific
areas in the traffic scene relative to the ego vehicle. This does not fully reflect the
diverse traffic scenes, especially traffic junctions, found in the real-world. Moreover, it
is not easy to generate the ground truths for the location constrained representations
using real-world data since 3D data may not always be available. Similar to [65], [64]
introduces a model that learns to extract a set of fixed intermediate representations
that are defined beforehand. However, the authors utilized the learned features for the
predefined intermediate representations rather than the representations themselves in
the final model to predict the driving actions. While doing so reduces the computation
needed for the final model, it inadvertently makes the final model less transparent and
harder to determine how the driving actions are being predicted by the model.
Regardless of the approach used to build an ADS, an ADS needs to be capable of

obtaining information about the surrounding environment to perform navigation tasks
such as driving along a lane or traffic junction crossing. This is commonly achieved with
the help of active- and passive sensors, which includes Lidar, Radar, and camera. Among
these sensors, camera delivers the greatest amount of information through the images
that it captures, albeit with a shorter operating range compared to Lidar and Radar.
The information that can be extracted from a camera image ranges from the presence
of obstacles (i.e., pedestrians, cyclists, cars) to drivable path to contextual information

5



1 Introduction

such as the state of traffic lights and the type of traffic signs. These information is crucial
to an ADS as it enables an ADS to navigate safely without colliding with other obstacles
while at the same time obeying the traffic rules. The importance of camera can be seen
in [56, 62, 63, 64, 65], where navigation is performed using only camera images as input.

The extraction of high-level information from camera images is made possible thanks
to the advancements made in the field of computer vision and deep learning in the
past decade, specifically CNN. CNN is a supervised model that learns rich and distinct
features for tasks such as image recognition [66, 67, 68] and object detection [69, 70, 71]
from a large amount of labeled data. As shown in the aforementioned works, CNN
is robust against variations in the image and outperforms models that rely on expert
knowledge. This is especially crucial for ADS as it needs to operate reliably in the vastly
diverse real-world traffic scenes.

1.2 Research Questions

The mediated perception approach is the most commonly used approach to tackle the
task of traffic junction crossing in an ADS due to the environment model that is gen-
erated. This environment model is generated by combining information from various
inputs such as sensors and HD-map, thus removing the need for any single input to
provide all the information for traffic junction crossing all by itself. However, the ad-
vancements made in the field of computer vision and machine learning have greatly
increased the amount of high-level information that can be extracted from camera im-
ages. The question then arises: is it possible to tackle the traffic junction crossing task
using the direct perception approach instead of the standard mediated perception ap-
proach? More specifically, can a system be built to determine whether a traffic junction
is safe to be crossed based solely on camera images without the need for an environment
model? In order to answer this question, it is important to understand when a traffic
junction is safe to be crossed and the meaning of safe. Here, the term safe means that
a vehicle’s action should be in compliance with traffic rules and should not collide with
other traffic participants or surrounding objects. Figure 1.3 visualizes different examples
of a safe traffic junction crossing.

A traffic junction is considered safe to be crossed if it fulfills the following two re-
quirements. (i) The action of crossing the traffic junction obeys the traffic rules that
apply to the traffic junction, such as crossing when the traffic light turns green or in the
absence of a stop sign. (ii) The action of crossing the traffic junction does not lead to
a collision with another moving object, i.e., cars and pedestrians. This type of collision
may occur at an uncontrolled traffic junction or due to the presence of a rogue traffic
participant3. For this work, only collisions with dynamic objects will be considered as
the task of avoiding a static object should be handled by the path planner. Conversely,
a traffic junction is not safe to be crossed when a traffic light turns red, a stop sign
is present, and crossing the traffic junction leads to a collision with another dynamic
object entering the traffic junction.

3A traffic participant that does not follow the traffic rule is considered a rogue traffic participant.
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(a) (b)

Figure 1.3: Examples of a safe traffic junction crossing. (a) Vehicle e should stop before the
traffic junction due to the presence of the stop sign. (b) Vehicle e should only turn
left, if does not collide with vehicles 1 and 2.

The aforementioned examples on when a traffic junction is safe or unsafe to be crossed
are the most commonly encountered traffic junction scenarios around the world45. There-
fore, the system that will be built in this work, which decides if a traffic junction is safe
to be crossed from camera images, will be focusing primarily on handling these scenarios.
The scenarios include crossing a traffic light junction, crossing a traffic junction with the
stop sign and avoiding collision at a traffic junction. Despite knowing the purpose of
the system, the original question still remains unanswered. Can a system be built to
determine whether a traffic junction is safe to be crossed based solely on camera images
without the need of an environment model?

A closer look at the traffic junction crossing scenarios reveals that such a system
can be built by providing the system with the following two capabilities. Firstly, the
system must be able to understand the traffic junction scene and extract the relevant
information from camera images, i.e., perception. Secondly, the system must then be
able to use the extracted information to infer the decision on whether the traffic junction
is safe to be crossed, i.e., decision-making. By focusing on these two capabilities, the
original question can thus be reformulated into the following two main research questions
of this work.

R-1. How should the perception component of a vision-based decision-making system
for traffic junction crossing, which is used to obtain information about a traffic
junction scene, be built using only camera images as input?

R-2. How should a decision-making system for traffic junction crossing model the decision-
making process?

These two research questions will be examined further in the following two subsections.
Each subsection will discuss a research question in detail and break it down into specific
subquestions that will be tackled in this work.

4Roundabout will not be covered in this work.
5Country specific traffic junction scenarios such as the right-of-way in Germany will not be considered

in this work.
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1.2.1 Perception

The research question R-1 revolves around the perception component of a vision-based
decision-making system for traffic junction crossing. The perception component deals
with the ability to perceive the surrounding environment through sensor data, specif-
ically camera images for this work. It involves extracting high-level information from
camera images which can then be used to decide whether a traffic junction is safe to be
crossed. Based on the aforementioned examples of traffic junction scenarios, the crucial
information that must be extracted include the presence of stop signs, the presence as
well as the state of traffic lights, and the presence of dynamic objects. This leads to the
following specific subquestions for R-1 with regards to how the information should be
extracted.

R-1a. Can a generic object detector be utilized to detect traffic signs and traffic lights,
considering that these objects have low interclass variation6 and are small relative
to other objects within an image?

R-1b. Can optical flow be estimated just for objects, and can it be used to identify a
potential collision with a dynamic object?

R-1c. Is it possible to formulate the detection of traffic junction from camera images
as a semantic segmentation task by defining the traffic junction as a standalone
semantic class?

Subquestion R-1a aims to address the challenges of detecting traffic signs and traffic
lights using a generic object detector. Since generic object detectors are built to detect
a diverse set of objects, these detectors are commonly developed with the focus of max-
imizing the overall prediction accuracy across objects of various sizes and appearances
instead of the prediction accuracy for a particular object. This means that a generic
object detector might provide suboptimal detection results when employed directly to
detect traffic signs and traffic lights, which are small in size within an image and have
low interclass variation, thus leading to R-1a. Subquestion R-1b seeks to use optical
flow7 to identify potential collisions with dynamic objects. Since only the optical flow
of objects is relevant to the identification, R-1b is posed to investigate the possibility
of obtaining the required information from a single model that performs both object
detection and optical flow estimation tasks.
In addition to the information covered in R-1a and R-1b, the identification of a traffic

junction is another information about the traffic scene that is relevant for a vision-based
decision-making system for traffic junction crossing. It can be used as a trigger to activate
the system only when a vehicle approaches a traffic junction, which is the motivation

6Interclass variation refers to the variation in objects within an object class. Traffic signs and traffic
lights are considered to have low interclass variation as they can only be found with a set of fixed colors
and geometries according to traffic rules. In comparison, dogs have high interclass variation since they
differ greatly from each other in terms of appearance (i.e., fur color, fur pattern, facial features) and size.

7Optical flow describes the movement of pixels between two consecutive images caused by the relative
motion of an observer or the objects in the scene.
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behind subquestion R-1c. R-1c aims to not only determine the presence of a traffic
junction from camera images, but also provide fine grain information about the location
of the traffic junction within the images through semantic segmentation.

1.2.2 Decision Making

The research question R-2 focuses on the decision-making component of a vision-based
decision-making system for traffic junction crossing. This component is responsible for
deciding whether it is safe for a vehicle to cross a traffic junction using the information
obtained from the perception component of the system. As mentioned at the beginning
of this subsection, a traffic junction is safe for crossing when the traffic light is green,
there is no stop sign and there is no risk for a collision with a moving object. Otherwise,
the vehicle should stop before the traffic junction. In order to build the decision-making
component, the following specific subquestions for R-2 are posed.

R-2a. How can the high-level information extracted from camera images about the
traffic junction scene be used to directly infer the final decision without the need
for an environment model?

R-2b. How can the decision-making process for a safe traffic junction crossing be mod-
eled while taking into consideration the uncertainty in the input?

Subquestion R-2a is motivated by the direct perception approach discussed towards
the end of Section 1.1. This approach bypasses the need to generate an environment
model in the decision-making component of the system, and thus removes a source of
error in the system. It enables the final decision to be made based on the information
obtained from the perception component of the system through intermediate representa-
tion. Since the information extracted by the perception component contains uncertainty,
the decision-making component must be able to handle this uncertainty when inferring
the final decision. This leads to subquestion R-2b that will be investigated in this work.

Overall, the research questions and subquestions raised here will guide the design
and creation of a vision-based decision-making system for traffic junction crossing in
this work. Experiments will then be conducted on the system as well as the individ-
ual component within it in order to answer these questions. It is important to note
that a vision-based decision-making system for traffic junction crossing built based on
these research questions and subquestions will only cover three common traffic junction
scenarios. These scenarios are chosen based on the requirements for a safe traffic junc-
tion crossing, i.e., obeying traffic rules and avoiding collision. For the rest of this work,
the term research question will be used to refer to both the research questions and the
subquestions detailed in this section.

1.3 Research Goal

This work aims to contribute towards making the dream of building an ADS for the
general public a reality by developing a standalone system for ADS to tackle one of the
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most common traffic scenario in urban areas, traffic junction crossing. Crossing a traffic
junction involves mainly obeying the traffic rules associated with the traffic junction,
and being on the alert for rogue traffic participants approaching the traffic junction
that are not obeying the traffic rules. While these can be trivial to a human driver,
it is still a challenge to build a system to do so autonomously. For a system to cross
a traffic junction autonomously, it has to be capable of performing the following three
tasks. Firstly, it needs to be able to detect and understand the traffic junction scene and
obtain all the relevant information required to cross a traffic junction. Secondly, it must
be able to decide if the traffic junction can be crossed using the information about the
traffic junction scene. The decision must obey the traffic rules and does not lead to a
collision. Finally, it needs to plan a trajectory to cross or stop before the traffic junction
based on the decision made in order to control the vehicle.

The main research goal of this work is to develop a vision-based decision-making
system for ADS to perform the first two tasks required to cross a traffic junction. More
specifically, a system shall be built that takes in camera images of the traffic scene as
input, and decides whether a traffic junction is safe to be crossed. In this work, the use
of directed perception approach to build a system for traffic junction crossing that does
not rely on HD maps will be explored. Unlike [63, 64, 65] where the models are trained
and tested on virtual data from simulators, this work will be focusing on using real-world
data to build and evaluate the system. However, the use of real-world data poses the
following two challenges. Firstly, it may contain complex and unexpected scenarios such
as the presence of rogue traffic participants that do not follow traffic rules. Secondly,
real-world data may not contain dense and perfect ground truths needed to train models
for extracting the intermediate representations. Besides the focus on real-world data,
this work will also emphasize on building a modular system that is easily extendable,
which is not the case in [63, 64, 65]. This is crucial as it allows the system to be expanded
to handle the diverse traffic junctions present in the real-world.
In general, the research goal can be subdivided into perception and decision-making

topics as mentioned in Section 1.2. Perception involves all of the components in the
system responsible for extracting information from the camera image. These components
enable the system to understand the traffic junction scene. Inspired by the performance
achieved by CNN, this work will be exploring the use of CNN to build these components.
Since the use of CNN in the context of ADS is not new [72, 73, 74], this work will
instead be looking at ways to improve the performance of CNN. For example, generic
CNN-based object detectors [69, 70] often struggle to detect small objects, which leads
to subpar performance when used to detect traffic signs and traffic lights that are small-
sized relative to the image. As highlighted in [72], modifications are required to tackle
this issue. Besides improving the performance, this work will also be investigating new
approaches to utilize CNN to extract high-level information for traffic junction crossing.
New approaches include using CNN to segment the traffic junction area within an image
instead of imagewise traffic junction classification [74] and identify dynamic objects that
may cause collisions.
Once the information about the traffic junction scene is extracted, it can be utilized by

the decision-making component to decide if the traffic junction is safe to be crossed. This
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work will investigate the use of a probabilistic graphical model to model the decision-
making process. The model has the benefit of being modular, meaning that the graph
is easily expandable by adding more nodes. Moreover, since the model performs prob-
abilistic inferencing, it can also deal with uncertainty in the information obtained from
the perception component of the system. Based on the decision provided by the decision-
making component, an ADS can then plan a suitable path to cross a traffic junction if it
is safe to do so. However, this will not be included in this work as it is outside the scope
of the research goal. Since the system is built to tackle traffic junction crossing, it is only
useful for traffic junction scenarios and not for other situations such as navigating along
a straight road or parking. When used in an ADS, the system should only be activated
if a traffic junction is present in the traffic scene to free up computational resources and
reduce system errors. A component that triggers the activation of the system when a
traffic junction is detected will be explored and developed in this work.

As mentioned at the beginning of this section, the vision-based decision-making system
is built to be used by an ADS to decide whether a traffic junction is safe to be crossed.
The system should provide an ADS with the decision which is comparable or better than
the decision made by a human driver, thus enabling the system to replace the human
driver. However, further work such as rigorously testing and building redundant fallback
systems needs to be done8 before the system can fully replace a human driver due to the
safety-critical nature of ADS. Therefore, the system that will be developed in this work
is only suitable for ADAS and Level 3 - 4 ADS where a human driver is present9.

1.4 Contributions

The main contribution of this work is the development of an vision-based decision-
making system for traffic junction crossing for ADS. This system enables an ADS to
decide whether a traffic junction is safe to be crossed using only camera images as input.
It achieves this through five modules that are responsible for perception and decision-
making tasks. They include a traffic sign detection module that detects stop signs, a
traffic light detection module which detects the presence as well as the state of traffic
lights, an instance flow estimation module that identifies potential collision candidates,
a traffic junction detection module which activates the system in the presence of a traffic
junction, and an inference module which outputs the final decision. All five of these
modules that form the final system are introduced in this work.

In order to investigate the feasibility of the system, experiments are conducted for each
of the five modules using synthetic and real-world datasets. These experiments focus on
answering the research questions posed in Section 1.2. The following is a summary of
the main findings of these experiments, each of which is a contribution of this research
work.

8Verifying the deployability of the system in a Level 5 ADS without a human driver is out of scope
of the research goal and will not be covered in this work.

9For Level 3 - 4 ADS, the decision made by the system is used to control the vehicle. On the other
hand, the decision made by the system can be utilized as part of an early warning system in ADAS to
notify if the human driver has made a judgment error when crossing a traffic junction.
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i. A generic object detector can be modified to improve the performance of detecting
traffic signs and traffic lights [CRZB19]. The modification involves using only low-
level features to classify the localized objects. Compared to the original detector,
the AP achieved by the modified detector increased by up to 19pp and 3pp for traffic
sign and traffic light detection, respectively. These results suggest that the modified
detector is better suited for detecting small objects and objects with a low interclass
variation.

ii. A generic object detector can be extended to estimate the optical flow of object
instances, which is also known as instance flow in this work [CZB21b]. The resulting
detector can achieve similar performance as the baseline, where two separate models
are utilized to obtain the instance flow when synthetic data with dense ground truth
is used. However, it struggled if real-world data with semi-dense- or pseudo-ground
truth is used instead. All this highlights the importance of dense ground truth for
building an instance flow estimation model. It also suggests that there is still room
for improvement for the proposed extension in terms of performance and robustness
against the type of ground truth.

iii. Semantic segmentation can be used to identify a traffic junction as observed through
the experimental results [CHZB20]. The best segmentation model from the experi-
ments, which reached a mIoU of 59% for the traffic junction semantic class, achieved
an accuracy of up to 94% when used to identify the presence of a traffic junction.
An example application for the segmented traffic junction is investigated. The ap-
plication assesses the braking of a vehicle approaching a traffic junction.

iv. Bayesian network can be used to perform the decision-making process that deter-
mines whether a traffic junction is safe to be crossed without the need for an envi-
ronment model [CZB21a]. It is built by modeling affordances as random variables
and two aspects for a safe traffic junction crossing through its conditional probabil-
ities. Here, the affordances are intermediate representations of the information from
the various detection modules. Three affordances are defined based on the examples
mentioned in Section 1.2. The resulting Bayesian network can infer decisions with
an accuracy of up to 93%, as shown by the experimental results.

Overall, the research conducted in this work led to the creation of a system that can be
used to determine whether a traffic junction is safe to be crossed. The system is crucial
for an ADS as crossing a traffic junction is a common traffic scenario in urban areas.
Through the experiments that are conducted to validate the feasibility of the system,
multiple insights about the benefits and the limitations of the approaches pursued in this
work as well as the traffic junction crossing task itself are gained. All these are valuable
information that will undoubtedly aid in the development of future ADS.
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1.5 Thesis Outline

This thesis is organized as follows. Chapter 1 provides a brief overview of the current
developments in autonomous driving, before introducing the research topic and the main
goal of this work. Chapter 2 reviews related works in the literature and provides the
theoretical backgrounds that are relevant to this work. Chapter 3 presents a system that
is developed in this work. Chapter 4 reports the experiments carried out to investigate
the feasibility of the system and its individual modules, which includes the experimental
setup, the dataset used, and the results of the experiments. Finally, Chapter 5 concludes
with a summary of this work with all the main insights obtained in this work, and
provides future outlook for this work.
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2 Related Works

In this chapter, a detailed review of the related works in the literature will be presented.
They are divided into 10 different topics based on the generic or specialized task that
the related works aim to tackle. Each topic will be discussed in a separate section. In
each section, a brief description of the topic will be provided first before reviewing the
related works for the topic itself. The list of topics that will be covered in this chapter
are listed in Table 2.1.

Table 2.1: Related works grouped into generic- or specialized task categories.

Category Topic

Generic Task

Semantic Segmentation
2D Object Detection
Instance Segmentation
Optical Flow Estimation

Specialized Task

Traffic Sign Detection
Traffic Light Detection

Traffic Junction Detection
Vision-based Vehicle Navigation System
Vision-based Vehicle Braking System
Traffic Junction Crossing System

Besides reviewing the related works, this chapter will also provide the theoretical
background on two machine learning topics that will be touched on throughout this
work. The topics are artificial neural network and graphical model. Here, the theoret-
ical background will include the terms and concepts that are required to have a better
understanding of the system that will be introduced later in this work.

2.1 Semantic Segmentation

Semantic segmentation is a specialized image segmentation task in the field of computer
vision that aims to assign a label to each pixel of an image from a list of semantic class
labels. These labels are used to describe the semantic meaning of different regions in
an image, such as sky, building, vegetation, road, and vehicle for traffic scene images.
However, it does not differentiate between instances of the same semantic class, meaning
that a group of vehicles will all be labeled with the same vehicle class label.
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Figure 2.1: FCN model design [4]. The numbers refer to do for a single convolutional layer.

Early works on semantic segmentation revolved around graph-based approaches with
hand-crafted features [75]. [76] trained multiple class-wise support vector machines
(SVM) as classifiers to classify the object segments using the approach from [77]. The
segments are obtained in [77] by optimizing an energy function using min-cut max-flow
technique. Features such as color and extracted contours [78] are used to define the
unary and pair-wise potentials. [79] carried out semantic segmentation by classifying
each pixel of an image using a conditional random field (CRF) model. Here, a pair-wise
potential known as harmony potential to enforce class label consistency between class
labels for local nodes and the global node within the CRF. The nodes use bag-of-words
(BOW) features to carry out the classification.

In recent years, deep learning has become the standard approach for semantic seg-
mentation, especially through the use of CNN, as shown in the reviews [80, 81, 82, 83].
CNN-based semantic segmentation models can be trained end-to-end, and outperform
previous models that rely on hand-crafted features and a classifier. The first end-to-end
trainable CNN-based semantic segmentation model is introduced by [4] known as FCN
(see Figure 2.1). It takes in an image as an input and outputs directly the correspond-
ing semantic labels of each pixels. Almost all of the subsequent CNN-based semantic
segmentation models utilized the structure of FCN and improved upon it. The improve-
ments made included using multi-scale inputs [84, 85], adding global context module
[13, 14, 15] and incorporating attention modules [86].

2.2 2D Object Detection

Image-based 2D object detection DET is a computer vision task that identifies and
localizes objects that are present in an image. It involves determining the presence of
an object, and fitting a bounding box over the object with it’s axis aligned to the axis of
the image. The bounding box is represented by the top left and bottom right positions

16



2.2 2D Object Detection

in image space. Additionally, the class or identity of the object must also be recognized
for the case of multi-class object detection.
The early works on object detection can be summarized as building a system that

consists of two main components, feature extraction and classification. In feature ex-
traction, hand-crafted features are extracted from an image. This can include rectangle
features [87] or histogram of oriented gradients (HOG) [88, 89]. Once extracted, the
features are grouped together either by splitting up an image into a grid-like pattern
or using a sliding window-technique with a predefined window size. A classifier is then
trained using these features to classify whether an object is present, and thus detecting
them in the image. [87] trained a cascade of classifiers using AdaBoost to detect faces,
while [88] trained a linear support vector machine (SVM) to detect pedestrians. [89]
improved upon [88] for general object detection by adding deformable parts model. It
helped the system to refine the final detection by detecting different parts of an object.
Despite promising results, these works are mostly constrained to a specific use case, and
struggle to detect objects from a diverse and complex background.
As shown by the surveys conducted by [90, 91, 92, 93], there has been a surge of

works that use CNN for object detection within the last decade. Here, CNN models
[66, 67, 68] are utilized to extract rich features from images, replacing the need for
hand-crafted features. This is made possible thanks to the availability of large scale
dataset such as Imagenet [94] for training the models. The first work on CNN-based
object detector can be traced back to [95]. The authors used CNN to extract features
in ROI obtained from selective search, before passing them into a SVM and a regressor
to obtain an object’s bounding box and class. Instead of extracting features for each
ROI, [96] carried out feature extraction using CNN once for the entire image. This
lead to significant speed up compared to [95], and became the go-to method for future
CNN-based object detection models. [97] created the first end-to-end trainable object
detection model by combining the bounding box regression and object classification with
the CNN feature extractor using fully connected layers. [69] further improved upon [97]
with a two stage object detector known as FRCNN (see Figure 2.2a). FRCNN predicts
ROI in the first stage through a RPN instead of using a separate algorithm to obtain
them. The features in the ROI are then passed to the second stage to predict the final
bounding box and class of an object. By learning to predict ROI, FRCNN is able to
better select the relevant features for the final predictions.
Besides the two stage model architecture, there exist multiple object detection works

that uses a single stage model architecture. These single stage object detectors do
not require ROI predictions. They perform dense prediction directly on the features
extracted from a CNN, and are thus faster than two stage object detectors. [98] created
the first single stage object detector that splits up an image into grid cells and directly
predicts the bounding box and object class for each grid cell. Due to the lack of ROI,
[70] used features from different layers of the CNN feature extractor for multi-scale
prediction to better handle objects of various sizes. It also make use of anchors to help
constrain and guide the prediction of the boxes, which was later adopted by the authors
of [98] in [71]. [99] further improved multi-scale prediction by introducing FPN. Inspired
by [4], FPN improve multi-scale prediction by gradually upsampling features from the
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(a) FRCNN model design [69]. (b) MRCNN model design [101].

Figure 2.2: Different RCNN model designs with RPN for 2D object detection and instance
segmentation.

feature extractor and adding skip connections. In order to tackle the highly unbalanced
positive and negative predictions during training due to the lack of ROI, [100] proposed
a new weighted cross entropy loss for classification known as focal loss. At the time of
publication, [100] was able to match the performance of two-stage object detectors.

2.3 Instance Segmentation

Instance segmentation INS combines both object detection and semantic segmentation
into a single task of finding the pixel-wise location of objects in an image. More specifi-
cally, it identifies the presence of an object and segments out all the pixels that belongs
to that object. This allows it to provide information about the form of an object and the
number of distinct objects that are present, both of which are absent in 2D object de-
tection and semantic segmentation respectively. However, instance segmentation differs
from semantic segmentation in that it is only performed for objects.

Similar to semantic segmentation, early works on instance segmentation relied on
graph-based approaches. [102] used a CRF model to segment multiple object instances in
an image, which was capable of handling occlusion. The CRF consists of unary classifiers
that predicts object parts based on decision trees, an asymmetric pairwise potential to
enforce spatial consistency between the predicted parts, and an instance potential that
transforms the parts into their expected positions within an object. Despite the lack
of object class, [77] can also be considered as example of instance segmentation since
it is capable of segmenting out the different objects in an image. Here, an energy
function is defined to obtain different potential object segments through min-cut max-
flow technique. These segments are then refined and filtered out by scoring them based
on mid level features that represent properties such as proximity, scale and similarity.
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With the success of applying CNN for object detection, various works utilizing CNN
for instance segmentation have emerged in the years that followed [103]. These works can
be divided into either proposal-based or proposal-free instance segmentation. Proposal-
based approaches [104, 101, 105, 106] generally involve detecting proposals or ROI of
objects, and predicting a binary mask for the detected objects. [104] is widely con-
sidered to introduce the first proposal based instance segmentation model. It builds
upon the CNN-based object detector [95] by introducing a classifier to perform fore- and
background segmentation on each of the detected objects with features extracted from
a parallel CNN model. Using the same concept, [101] extended FRCNN [69] to include
a segmentation branch in the second stage of the model, creating the widely known in-
stance segmentation model MRCNN [101]. Compared to [104], MRCNN is a standalone
model and is end-to-end trainable (see Figure 2.2b). Besides two stage detector models,
proposal based approach for instance segmentation was also successful applied to single
stage detector models [105][106].

Unlike proposal-based approaches, proposal free approaches are not constrained to
only segment instances from detected objects [107, 108, 109, 110]. [107] used a CRF
to fuse information obtained from object detection, semantic segmentation and shape
priors to obtain object instances. The CRF is unrolled as a recurrent neural network
(RNN), allowing it to be end-to-end trainable with the CNN feature extractor. [108]
trained a CNN model to learn the energy landscape of watershed transform, allowing it
to segment instances based on the final output energy values. [109] proposed to directly
predict the instances by training the network to cluster pixels that belongs to a specific
instance using FCN. [110] introduced a CNN model to extract instance-specific features
by learning to estimate an instance’s size and the offset vectors pointing to the center
of an instance. They are then clustered in a post-processing step to obtain the final
instance prediction.

2.4 Optical Flow Estimation

Optical flow is a representation in computer vision that describes the movement of
pixels between two consecutive images in image space. This movement is caused by
the relative motion between an observer and the scene. The idea of optical flow was
first introduced in the 1940s by psychologist Gibson [111] to explain the deformation
of surfaces observed by a human in motion. It took another 40 years before early
mathematical models [5, 112, 113] for optical flow estimation were proposed. [5] applied
variational methods for the estimation, and added a global smoothness regularizer to
constrain the estimation. While the work in [112] was aimed at image registration,
the least square technique proposed can be applied to optical flow estimation. Another
notable work was done by Farneback [113] that utilizes the coefficients of polynomial
expansion to estimate optical flow. These works generally aim to estimate optical flow
by matching pixels based on brightness consistency and small displacement assumptions.
Since these assumptions might not be valid for every pixel of an image, the resulting
optical flow estimate is usually very sparse as only strong matches are kept.
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Figure 2.3: Left: Traditional optical flow estimation pipeline such as the one used in [5].
Right: PWCNet model design. Figure obtained from [6].

The first end-to-end CNN-based model for optical flow estimation is introduced in [17],
which is known as Flownet. It takes in two consecutive images as input, and uses CNN
to extract features and to output dense optical flow estimation. The features extracted
from the two images are fused together before the final estimation, either through feature
concatenation or correlation calculation. [114] extended the work from [17] by stacking
multiple Flownet sequentially, leading to a significant boost in the quality of the esti-
mation. [6] further pushed the limit of CNN-based optical flow estimator by proposing
PWCNet. It has a pyramidal CNN feature extractor that extracts features with different
spatial sizes for two input images. After the features are extracted, PWCNet repeatedly
perform optical flow upsampling, feature warping, correlation calculation, and optical
flow estimation, starting with the feature with the smallest spatial size. At the time
of publication, PWCNet outperformed all CNN based and non CNN-based optical flow
estimation model. It is important to note that the performance achieved by these CNN-
based models are made possible with the availability of large scale synthetic optical flow
datasets such as FlyingChairs [17] and FlyingThings3D [18] for training.

2.5 Traffic Sign Detection

Traffic sign detection is an example use case of 2D object detection, where traffic signs
are the target objects that need to be detected. Traffic signs are signs that are erected
next to the road or on gantries that either provide information about the road ahead
or dictate the traffic rule that a vehicle must follow. This makes the detection of traffic
signs especially crucial for self-driving vehicles as it directly affects the future actions
that the vehicle should take. Besides this, it can also be used to develop assist functions
in ADAS systems, such as warning a driver about the speed limit or the presence of a
stop sign. It is important to note that the task of traffic sign detection is not trivial due
to the diverse real-world traffic scenes and weather conditions.

The early works on traffic sign detection generally follow a two step detection approach
as shown by the survey conducted by [115]. In the first step, a binary traffic sign detector
is used to localize traffic signs in an image. The detector uses features such as color [116],
haar wavelet features [117] or a combination of both [118, 119] for the detection process.
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Once detected, a separate classifier such as SVM or extreme learning machine (ELM)
[119] can then be trained to classify the detected traffic sign in the second step. If a
video sequence is available, a tracking module can be incorporated to track the traffic
signs [118], and thus improve the detection results.

Similar to the development in 2D object detection, CNN was gradually adopted for
traffic sign detection [120, 10, 121, 72, 122]. It began by using a CNN to classify traffic
signs that are detected by a separate model [120, 122]. [121] further integrated CNN into
the detection pipeline by using FCN to identify potential locations of traffic signs in the
form of heatmaps. Ultimately, [72] proposed to use the end-to-end trainable FRCNN
to integrate both traffic sign detection and classification into a single CNN model. [72]
modified the original FRCNN by including dilated convolutions and fully convolutional
layers in order to better detect traffic signs which are usually small in an image due to
distance and the actual size.

2.6 Traffic Light Detection

Similar to traffic sign detection, traffic light detection is a 2D object detection task that
involves detecting traffic lights and the corresponding states. Traffic lights are installed
primarily at traffic junctions in order to control the flow of traffic at the traffic junction.
It is done through the use of different colored lights, representing different traffic light
states that a vehicle must follow. For example, a vehicle must stop before the traffic
junction if it is a red light, while a green light allows a vehicle to cross without stopping.
All this makes the detection and identification of traffic light crucial for autonomous
vehicles to successfully navigate in real-world urban scenarios, and useful for ADAS
systems to warn and notify drivers about a red traffic light. Again, the task of traffic
light detection is not trivial due to the diverse real-world traffic scenes and weather
conditions.

Early works on traffic light detection are strongly based on heuristics such as color of
the traffic light states and the geometry of the traffic lights. [123] tried to detect traffic
lights by using morphological operations to find bright spots in an image. Template
matching is then performed on these bright spots using the geometry and colors of the
traffic lights to obtain the final detection. Besides relying on color and geometry to
detect traffic lights, [124] also incorporated a hidden markov model (HMM) to improve
the estimation of the traffic light state between frames in a video sequence. [125] built a
prior map of the surrounding area that contains information about traffic signs at traffic
junctions, and used it for online detection by localizing the vehicle in the map. In recent
years, CNNs are gradually being utilized to detect traffic lights, replacing heuristics
based approaches. [126] proposed using a CNN to recognize the state of traffic lights.
However, these traffic lights are still being detected in a prior stage with the help of color
and geometry. A fully end-to-end approach that uses CNN to both detect the traffic
light and to recognize the state was investigated in [127]. The authors carried out their
investigation using the SSD model [70] and recommended suggestions to improve the
detection performance for traffic light detection, such as using a more powerful feature
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extractor backbone, changing the striding values, and adapting the predefined boxes
(anchors) based on the aspect ratio of traffic lights.

2.7 Traffic Junction Detection

Traffic junction detection is the task of identifying the presence of a traffic junction in a
traffic scene. A traffic junction is an area where two or more roads intersect each other.
The identification of such an area is important for self driving vehicles. This is because
specialized driving strategies are required to cross a traffic junction due to traffic rules
and the danger of collision with other traffic participants coming from an intersecting
road.

The works on traffic junction detection in the literature can be divided into either
map-oriented detection or vehicle-oriented detection. Map-oriented detection involves
detecting traffic junctions from map-like data such as aerial images [128] or GPS data
[129] for analysis purposes. In order to carry out the detection, [128] trained a small
three layer neural network on aerial images, while [129] proposed to classify features
extracted from GPS data using a shape descriptor.

On the other hand, vehicle-oriented detection aims at providing real-time information
about the presence of a traffic junction, and is generally performed using vehicle sensor
data such as Lidar point cloud [130, 131, 132] or camera images [133, 134, 74, 135].
In the works that uses Lidar point cloud, the authors formulated the detection task
as a classification problem by determining whether a traffic junction is present in the
point cloud. [130] proposed training a SVM classifier for the classification using features
such as normalized length of beams and speed of vehicle extracted from a beam model.
Similarly, [131] also used a beam model to represent the Lidar point cloud, but simplifies
the classification problem by analyzing the curb pattern from the beams. In contrast,
[132] worked to extract a set of hand-crafted features directly from raw Lidar data for
classification. 5 different classifier were explored and experimented on in [132].

For works that carry out traffic junction detection using camera images, both tra-
ditional computer vision techniques and deep learning based approach were explored.
[133] analyzed the shape and form of road segments that were projected into BEV in
order to determine the presence of a traffic junction. Similar to [130], [134] trained SVM
to identify traffic junction based on road boundary extracted with traditional computer
vision methods. [74] built a hybrid model that identifies traffic junction from video se-
quences. The model consists of CNN and LSTM modules, and outputs a binary decision
on whether a traffic junction is present in the sequence that was fed to the model. [135]
extended the work from [74] by incorporating a siamese network for view invariant traf-
fic junction detection. The siamese network learns a distance function that enables the
model to identify the same traffic junction from different trajectories.
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2.8 Vision-based Vehicle Navigation System

The goal of autonomous vehicles is to navigate autonomously through real-world traffic
while transporting passengers between different locations. Such navigation system must
be capable of understanding the surrounding traffic environment, deciding what actions
to take, and planning the trajectory for navigation.

As discussed in [56, 136, 137, 57], there exists mainly three approaches for building
a navigation system for autonomous vehicles in the literature. The first approach is
mediated perception. It involves constructing a detailed model of the surrounding envi-
ronment in cartesian space, and carrying out decision-making and trajectory planning
within it. Since the latter two processes are carried out in cartesian space, they can be
developed independent of the environment model or the vehicle sensors that are used to
create the model. However, it also causes the performance of the navigation system to
rely heavily on the accuracy of the environment model constructed. Nevertheless, this
is a commonly used approach due to its modularity.

The second approach is known as behavior reflex. It performs navigation by directly
controlling the vehicle using sensor data without an environment model [138, 139, 140,
141]. [138] trained a CNN using a simulator to directly steer a vehicle using only front
facing camera images as input. Similarly, a CNN is also used in [139] for steering angle
prediction with a focus on lane keeping. [140] took it a step further and created a CNN
and LSTM hybrid model that predicts both the future steering and throttle control for
a vehicle. In [141] the authors combined the output of a CNN model trained for steer-
ing angle prediction with a probabilistic sampling technique to generate a probabilistic
trajectory for navigation.

The third approach to building a navigation system for autonomous vehicles is di-
rect perception. Here intermediary representations of the surrounding environment are
derived from sensor data before being used for navigation. This intermediary represen-
tation differentiates it from behavior reflex. [140] is thus categorized as using behavior
reflex based on this distinction. On the other hand, unlike the environment model in
mediated perception, the representations are not created in cartesian space and can vary
based on how it is used for navigation.

Example works that utilizes direct perception approach include [142, 136, 56, 65, 63,
62, 64]. [142] trained a CNN and LSTM hybrid model to learn a cost map for identifying
the road’s topology. It allows the vehicle to be localized within a map using particle
filter and controlled to follow a known path. [136] predicts the view ahead angles using
CNN, and used it to estimate the curvature of the road and steer the vehicle along the
road with the help of dynamic bayesian network (DBN) and road geometry. [56, 65]
formulated the intermediary representations as affordances and trained CNNs to learn
them. These affordances are can then be used by a vehicle controller to control the
vehicle. Examples of affordances include angle between vehicle and lane, distance of
vehicle to lane boundaries, and distance to preceding vehicles. [63, 62, 64] applied
reinforcement learning (RL) to learn the correct policy or driving action based on a
reward function. The RL agent uses features extracted from a CNN that is either
trained using auxiliary tasks [62, 64] or ground truth actions of an expert driver [63].
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The features learned by the CNNs can be viewed as implicit affordances that are used
by the agent to find the optimal driving action.

2.9 Vision-based Braking System

A vision-based braking system is a system that uses camera images to automatically
brake a vehicle if needed. This system is primarily aimed at improving vehicle safety
by preemptively braking the vehicle if needed. However, there is currently no work
in the literature on building such system. However, there exists works on collision
warning systems [143, 144, 145] that can be easily extended into an automated braking
system when the warning becomes critical. [143] proposed an improved time to contact
calculation (TTC) in order to warn if there is a risk of collision with the forward vehicle.
The improvement involves modeling the acceleration of the forward vehicle and its lateral
displacement in the TTC calculation. Similar to the focus of [143], [144] introduced a
warning system for potential collision with forward vehicle. Here the authors used a
generic vehicle model that enables the distance to forward vehicle to be estimated. On
the other hand, [145] used a stereo camera system to detect dangerous obstacles and
warns the ego vehicle when one such obstacle is detected. Overall, a braking system
based on the warning systems from these works can only be applied for obstacle avoidance
and do not cover cases where braking is needed due to traffic rules.

2.10 Traffic Junction Crossing System

The task of crossing a traffic junction is not trivial. As it is a place where road and
traffic flow intersects, vehicles crossing a traffic junction must be able to coordinate with
other traffic participants in order to prevent a collision. This coordination exists in the
form of traffic rules that applies at traffic junction such as stopping when the traffic light
is red or when a stop sign is present. Moreover, vehicles must also be able to identify
the presence of a rogue traffic participant that does not obey traffic rules and posses a
huge risk for collision.

In the context of autonomous vehicles, the works on the topic of traffic junction cross-
ing system revolve around two types of system, communication-based and ego vehicle-
based system. A communication-based system solves the task by jointly sharing infor-
mation about the vehicles approaching a traffic junction among themselves and plan-
ning the order in which the vehicles cross the traffic junction. This can be achieved
either through vehicle to vehicle communication (V2V) or vehicle to infrastructure com-
munication (V2X). [146] proposed a V2V communication method that prevents vehi-
cles from entering the traffic junction at the same time by monitoring a conflicting
area that represents the traffic junction, with a focus on unsignaled traffic junction.
[147, 148, 149, 150, 151] used V2X communication approach to prevent collision in the
traffic junction with the help of an external computing agent. The vehicles approach-
ing a traffic junction communicates with this agent, which is also known as intersection
controller [147], intersection manager [148], intersection control agent [149], intersection
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management system [150] or server [151], who coordinates how the vehicles should cross
the traffic junction. Similar to [146], the agent carries out the coordination by monitoring
when each approaching vehicle enters the traffic junction area.

The second type of system, ego vehicle-based system, aims to tackle the task with
only information from the ego vehicle [61, 60]. [61] formulates the task using a Partially
Observable Markov Decision Process (POMDP) model. POMDP allows the ego vehicle
to update its decision under uncertainty when crossing a traffic junction. The uncertainty
arises due to the unobservable behavior of the other traffic participants entering or within
the traffic junction. [60] proposed using the RL model Deep Q-Networks (DQN) to learn
the best policy for crossing a traffic junction with occlusions. The best policy included
”creeping behavior” or exploratory action which allows the ego vehicle to gradually
discover the occluded traffic junction before confidently crossing it.

2.11 Theoretical Background

This section provides an overview of the two machine learning topics in this work. The
topics include artificial neural network for extracting high-level information from images,
and graphical model for probabilistic inferencing. The overview only explains the im-
portant terms and concepts for these two topics that are relevant to this work. Further
detailed information for each individual approaches can be found in the books used to
compile the information in this section. Unless stated otherwise, the backgrounds, theo-
ries and equations on neural network and Bayesian network in this section are based on
the books Learning Bayesian Networks by Richard E. Neapolitan [152], Pattern Recog-
nition and Machine Learning by Christopher M. Bishop [7], Bayesian Reasoning and
Machine Learning by David Barber [153], and Deep Learning by Goodfellow et. al.
[154].

2.11.1 Graphical Model

This Section provides the theoretical background on the graphical model, Bayesian net-
work. It begins with a brief review on the basics of probability theory. This is followed
by an introduction to graphs, before delving into Bayesian network at the end of this
section.

2.11.1.1 Probability Theory

In probability theory, probability p is defined as the measure of certainty between 0 to 1
that an event will occur. An event describes the state or the value of a random variable.
For example, by modeling the outcome of a coin toss as a random variable XA that has
the states heads or tails, an event would be either XA = heads or XA = tails. Here, the
probability of either events (p(XA = heads), p(XA = tails)) is calculated by determining
the fraction of times that the corresponding event occurs over the total number of trials,
i.e., total number of coin toss. If half of the tosses results in heads and the rest in tails,
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then the resulting probabilities of the events will be p(XA = heads) = p(XA = tails) =
0.5. This by definition leads to the normalization condition

∑

a

p(XA = a) = 1 (2.1)

for any discrete random variable XA. For the purpose of simplification, the notation
p(XA) will be used from here onwards to denote a probability distribution over the
random variable XA that represents all the possible events for XA.
Probabilities with multiple random variables - When a probability involves

more than one random variable, i.e., XA and XB, it will either result in joint probability
or conditional probability. Joint probability p(XA, XB) is the probability that XA and
XB occur simultaneously, while conditional probability p(XA|XB) describes the proba-
bility of XA occurring given that XB is known or fixed. These two probabilities lead to
the two fundamental rules in probability theory, which are the sum rule

p(XA) =
∑

B

p(XA, XB) (2.2)

and the product rule

p(XA, XB) = p(XA|XB)p(XB) (2.3)

p(XA, XB|XC) = p(XA|XB)p(XB|XC) (2.4)

p(XA, XB|XC) = p(XA|XB, XC)p(XB|XC) . (2.5)

Conditional independence - When dealing with a conditional probability that has
multiple random variables, i.e., p(XA|XB, XC) or p(XA, XB|XC), it is possible that not
all of the random variables have a dependency between them. This phenomenon is
called conditional independence and is denoted by ⊥⊥. For example, p(XA|XB, XC) can
be reformulated as

p(XA|XB, XC) = p(XA|XC) (2.6)

if XA is conditionally independent of XB given XC (XA ⊥⊥ XB|XC). Here, the proba-
bility of XA occurring depends only on XC and is not affected by the knowledge about
XB. When the same conditional independence applies to p(XA, XB|XC), the product
rule of Equation 2.5 changes to

p(XA, XB|XC) = p(XA|XC)p(XB|XC) . (2.7)

Bayes’ theorem - Based on the product rule of Equation 2.3 and the fact that joint
probability is symmetric p(XA, XB) = p(XB, XA), the Bayes’ theorem or Bayes’ rule
can be formulated as follows

p(XB|XA) =
p(XA|XB)p(XB)

p(XA)
. (2.8)

It is commonly used to find p(XB|XA) in cases where XA is unknown and XB is known.
Here, p(XB) is called the prior probability as it is the probability before knowing the state
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of XA for p(XB|XA). p(XA|XB) is known as the likelihood function because it describes
how likely XA will occur given that XB is known. p(XA) is a normalization constant
which ensures that the normalization condition of Equation 2.1 is valid for p(XB|XA),
and can be obtained from the numerator on the right hand side using the sum rule of
Equation 2.2. Lastly, p(XB|XA) is called posterior probability as it is obtained after
knowing XA by applying the Bayes’ theorem.

2.11.1.2 Bayesian Network

Graphical model - In graph theory, a graph G is a model that expresses the relationship
among a set of elements (nodes) through a set of element pairs (edges). A graph can be
categorized into undirected- and directed graph. Undirected graph has a set of unordered
pairs as edges, which is visualized by the straight lines that connects the circular nodes
in Figure 2.4a. On the other hand, directed graph has a set of ordered pairs as edges,
which is represented by the arrows that connects the circular nodes in Figure 2.4b.
The presence of ordered pairs allows a directed graph to model the causal relationship
between two nodes, i.e., how changes in one node affects another node. This is especially
useful for tasks such as decision-making where the final decision depends directly on the
input provided. For the rest of this section, the focus will be placed on directed graph
as it will be utilized later in this work.
Directed acyclic graph - A directed graph which does not have a closed path within

it when following along the direction of the edges is called a DAG. This means that a child
node will never be connected back to any parent nodes or any of the ancestral parent
nodes1 as shown in Figure 2.4b. DAG can be expressed as a probabilistic graphical model
by modeling it as a joint probability distribution. Here, random variables and conditional
probabilities are used to represent the nodes and the directed edges respectively. This
form of DAG is known as Bayesian network or belief network. Based on the definition of
DAG and the product rule of Equation 2.3, the joint probability for a Bayesian network
with K nodes is given by

p(x, ..., xK) =

K∏

k=1

p(xk|pak) (2.9)

where pak is the set of parent nodes for x. For example, assuming that each node of the
DAG in Figure. 2.4b represents a random variable xk, the resulting joint probability of
the graph has the form

p(x1, ..., x7) = p(x1)p(x2)p(x3)p(x4|x1, x2, x3)p(x5|x1, x3)p(x6|x4)p(x7|x4, x5) . (2.10)

It is important to note that the joint probability is obtained by satisfying the markov
condition, where a node is conditionally independent of all the non-descendant nodes
given the parent nodes.

1In a directed graph, there exist four types of nodes. The node that the edge connects to is called
child node, while the node that the edge connects from is called a parent node. Any subsequent nodes
that is connected to the child node by following the directed edge is called descendant nodes, and any
previous nodes that the parent node connects from by following the directed edge backwards is called
ancestor nodes.
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(a) Undirected graph [153]. (b) Directed acyclic graph [7]2

Figure 2.4: Graphical models.

2.11.2 Artificial Neural Network

In this section, the theoretical background on artificial neural network will be discussed.
Firstly, details on how a neural network is constructed and trained will be provided.
This is then followed by a brief review techniques used to aid the training of the neural
network in practice. Afterward, two types of neural networks will be examined, where
the different layers of the network will be introduced.

2.11.2.1 Neural Network

Biological neuron - Neural network is a computational model inspired by nerve cells or
neurons in the nervous system. A neuron is the basic building block within the nervous
system that consists of dendrites, cell body and axon with its terminals. (see Figure 2.5a).
It functions by receiving electrical signals from the dendrites and periodically ”fires” an
electrical charge (impulse) or spike through the axon [155]. The axon of a neuron is
connected to the dendrite of another neuron through synapses3, which allows electrical
signal to pass through them. Multiple neurons (∼ 86 billion in human [156]) connect
with each other to form the nervous system, enabling information to flow throughout
the whole system in the form of electrical signals.

Artificial neuron - In order to model the inner workings of a biological neuron,
[157, 158] developed the artificial neuron known as perceptron. A perceptron is a math-
ematical model that sums up multiple real-value inputs xi that are weighted indepen-
dently with the weight wi, and passes the summation through an activation function
φ to produce an output value y. In general, it is a function parameterized by wi that
maps inputs to an output. This model aims to mimic two components of a biological
neuron. Firstly, the magnitude of the input signals depends on the synaptic strength of
the synapse. Secondly, input signals from the dendrites are compressed and transformed

2The xk in the figure corresponds to xk, which is a random variable of a node in a graph.
3Electrical signals are converted to chemical signals in the synapses, and are converted back to

electrical signals in the dendrites [155].
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(a) Representation of a biological neuron found
in the human brain.

(b) Computational model of an artificial neu-
ron. Here the activation function is shown
as f instead of φ.

Figure 2.5: Comparison between a biological neuron and an artificial neuron.4

into a single output signal at the axon [159]. An overview of a perceptron is shown in
Figure 2.5a, which takes the form

y = φ

(∑

i

wixi

)
. (2.11)

Here, the bias term b is merged into the weight by introducing w0 and assigning x0 = 1.

Neural network design - Similar to the design of a nervous system where multiple
neurons are connected with each other, a feedforward neural network, also known as
MLP, can be formed by stacking multiple layers of perceptrons consecutively. Each layer
itself consists of multiple perceptrons and is connected to the next layer by connecting
the output of the current layer to the input for the next consecutive layer. Figure 2.6
shows an example of a two layer network. Here, the input signals first pass through the
intermediate layer called hidden layers or hidden units zj where j ⊂ {0...JNN} and JNN

refer to the jth perceptron and the number of perceptrons in this layer respectively. It
takes the form

zj = φ(1)

(
IINN∑

i=0

w
(1)
ji xi

)
(2.12)

with the superscripts of wl
ji and φ(l) referring to the layer index and the subscripts of

wl
ji denoting the index of the perceptron in the layers that are being connected. The

4https://cs231n.github.io/neural-networks-1/ Accessed: 21.02.21
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Figure 2.6: A two layer feedforward neural network [7]. Here, D is the same as IINN .

overall function for this network can then be expressed as

yk = φ(2)




M∑

j=0

w
(2)
kj zj


 (2.13)

= φ(2)




M∑

j=0

w
(2)
kj

(
φ(1)

(
IINN∑

i=0

w
(1)
ji xi

))
 (2.14)

with k ⊂ {1...K} and K being the number of target outputs. As can be seen from Equa-
tion 2.14, the network can be easily expanded to include more hidden layers, resulting
in DNN5. From this point onward, feedforward neural network will only be referred to
as neural network.

Non-linearity in neural network - The activation function φ chosen for each
hidden layer in a neural network has the requirement that it must be a non-linear
function. Without the non-linearity, the overall network function can be simplified to
a single linear function, meaning that the entire neural network can be collapsed into a
single layer. Examples of non linear function include the hyperbolic tangent function,
the sigmoid function

φsigmoid(x) =
1

1 + exp(x)
, (2.15)

rectified linear unit (ReLU) [160]

φReLU (x) = max(0, x) (2.16)

and the leaky ReLU (LReLU) with the parameter αLReLU [161]

φLReLU (x) = max(αLReLUx, x) . (2.17)

5It is widely accepted that DNN refers to any neural network with more than 2 hidden layers.
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The non-linearity requirement does not apply to the final output layer. Here, the activa-
tion function is chosen based on the desired output, which can generally be categorized
as being either a regression task or a classification task. For the regression task, an
identity function is normally used to return the logits or the value after the summation
in the final layer. This is because a real number output in the range of −∞ to +∞ is
desired for the task. On the other hand, φsigmoid is used as the activation function for
binary classification, while a softmax function

φsoftmax(x) =
exp(xk)∑K
j=0 exp(xj)

(2.18)

is used as the activation function for multiclass classification with K classes. Both
functions φsigmoid and φsoftmax convert logits into output probabilities that lie in the
interval between 0 to 1.

Neural network training - With the help of wi and the non-linear φ, a neural
network can in theory be used to approximate any arbitrary function6. This is commonly
achieved through supervised learning, where a neural network learns to approximate a
function using a large amount of input data and the corresponding labels through a
process known as training. During training, all the weights in the neural network W
are tuned so that the overall network outputs the correct labels given the corresponding
input data. Since labeled data is available, the tuning process can be done by minimizing
an error function E. An example is the least-squares function

E(W ) =
1

2

K∑

k=1

||yk − ŷk||2 (2.19)

where yk is the prediction output of the network and ŷk is the corresponding label for the
input data used by the network. The minimum of this error function occurs at the point
where the first derivative with respect to weights δE

δW or the gradient ∇E(W ) becomes
zero7. In order to reach this point, W is iteratively updated by taking small steps in the
direction of negative gradient that is evaluated for each input data sample n, gradually
reducing ∇E(W ). This approach is known as SGD [162], which takes the form

W (τ+1) = W (τ) − η∇En(W ) (2.20)

where η is the learning rate that controls how much W is updated in each iteration τ .

The calculation of ∇En(W ) can be performed using the back-propagation algorithm
[163]. It propagates the gradient backwards from the final layer to the first layer of
a neural network through the hidden layers, enabling the weights in the layers to be
updated by means of SGD along the way. For example, the gradient for a single weight

6This is assuming that the neural network has an unlimited number of hidden layers.
7In practice, ∇E(W ) will only be close to zero due to noise in the training data
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w
(2)
kj in Equation 2.13 is obtained using

∇En(w
(2)
kj ) =

δEn

δw
(2)
kj

(2.21)

=
δEn

δφ(2)

δφ(2)

δakj

δakj
δwkj

(2.22)

=
δEn

δφ(2)

δφ(2)

δakj
zj (2.23)

where akj represents the summation term in Equation 2.13. Equation 2.23 can also be

used to calculate the gradient for a single weight w
(1)
ji in Equation 2.12 by substituting

the relevant terms. For the case where a batch of input data (n > 1) is used for training,
the gradients obtained for each sample in the batch are averaged before being used for
weight update in Equation 2.20.
Training losses - As mentioned previously, the training of a neural network involves

minimizing an error function, which is commonly known as a loss function. The two
widely used loss functions are MSE and CE. MSE, also known as L2 loss, is utilized
for regression tasks where the output of the neural network is a continuous real value,
such as the location of a bounding box for object detection or the optical flow values for
optical flow estimation. It is based on Equation 2.19, and has the form

MSE =
1

K

K−1∑

k=0

(yk − ŷk)
2 . (2.24)

MSE can be combined with L1 loss or mean absolute error (MAE) to form Huber loss
[164], which takes the form

Huberk =

{
1
2 (yk − ŷk)

2 if |yk − ŷk| ≤ δhuber

δhuber
(
|yk − ŷk| − 1

2δhuber
)

otherwise
(2.25)

where δhuber is a threshold that controls how the loss is calculated. It uses MAE when
the absolute error is greater than δhuber, and switches to MSE when the absolute error
is less than or equal to δhuber. This prevents data points with large absolute error from
disproportionately affecting the loss calculation, thus making it more robust against
outliers.
CE on the other hand is used primarily for classification tasks that aims to infer

a target class from a set of predefined classes, i.e., image classification and semantic
segmentation. It takes the form

CE = −
K−1∑

k=0

ŷk log(pk) ; ŷk ∈ {0, 1}K ,

K−1∑

k=0

ŷk = 1 (2.26)

where p is the prediction probability of the network and ŷ is ground truth represented
as an one-hot vector. Since the prediction probability of multi-class classification is
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obtained through softmax function as defined by Equation 2.18, CE can be reformulated
as

CE = −
K−1∑

k=0

ŷk log

(
exj

∑K−1
j exj

)
(2.27)

to directly use logits from the neural network. If there are only two classes [0, 1] in
the classification task, a binary version of cross entropy, BCE, can be derived from
Equation 2.26 as follows

pt =

{
p, ŷ = 1

1− p, ŷ = 0
(2.28)

BCE(pt) = − log(pt) . (2.29)

For the case where the input data has a high-level of class imbalance8, BCE can be
extended with weighting coefficients to tackle this problem. The resulting modified
BCE is known as FL [100]. It has the form

FL(pt) = −αFL
t (1− pt)

γFL
log(pt) (2.30)

where αFL
t is a weighting factor αFL

t ∈ [0...1], and γFL is a focusing factor that gives
less focus on predictions with high prediction probability.

Techniques to improve training - In practice, there are various techniques that
are used to aid the training of a neural network. Firstly, a L2-regularizer term can be
added to the error function from Equation 2.19, which takes the form

E(W ) =
1

2

K∑

k=1

||yk − ŷk||2 +
λL2

2
W TW (2.31)

where λL2 is the regularization coefficient that controls the strength of the regularization.
The addition of a regularizer constrains the magnitude of the weights to smaller values.
This not only help to improve generalization9 and prevent overfitting10 of the neural
network, but also reduce the risk of exploding weights11. Secondly, momentum can be
added to the SGD optimization in the form

δW (τ+1) = γMOW
(τ) + η∇En(W ) (2.32)

W (τ+1) = W (τ) − δW (τ+1) (2.33)

where γmo is the momentum coefficient that determines how much momentum to apply to
the gradient [163]. It helps to accelerate the training process by increasing the magnitude

8Class imbalance exists when the distribution of samples for each classes in a dataset is not even,
meaning that a certain class has a lot more samples compared to other classes.

9The ability of a trained model to perform well on unseen data.
10The situation where a trained model performs extremely well on the training data but fails com-

pletely on unseen data. Such model has low generalization.
11A situation where the weights become extremely large.
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of the gradient if the direction of the gradient is roughly the same between update
iterations.

Thirdly, running neural network on GPU instead of CPU can drastically speed up
the compute process during training, e.g. using GPU leads to more than 10x speedup
compared to using CPU [165]. Since the perceptrons in each layer of a neural network
involves mostly matrix multiplications and operate independent from each other, their
computation can be accelerated by using GPU which is designed to process large blocks
of data in parallel. Fourthly, mixed-precision training strategy (MP) [166] can be em-
ployed to help reduce hardware memory constrain during training. Here, the weights
are updated using the standard single precision floating-point FP32 data type format
during back propagation, but are converted to half precision floating-point FP16 data
type format during forward propagation12. This is especially crucial when the input
data is large or when the memory of the compute hardware is limited.

Batch normalization - Despite using the techniques mentioned previously, the train-
ing of neural networks is still very challenging, especially for DNN with a high number
of hidden layers. This is evident in early neural networks that consists of only less
than 20 layers [8, 66, 67]. An efficient method to overcome this is BN [167]. During
training, it normalizes the output distribution to zero mean and unit variance over the
input batch size for each layer independently. Two trainable BN parameters are added
to shift and scale the normalized distribution before being used as input for the next
layer. This effectively helps to reduce the effect of distribution shifts between the layers
during training, and enabled the successful training of very large or deep DNN such as
[68]. Besides normalizing and training the parameters, BN also keeps a running mean
and running variance in parallel to capture data statistics. They are then used during
inference to replace the normalization step since inference is usually performed per data
sample.

2.11.2.2 Convolutional Neural Network

CNN [162, 8] is a type of neural network that contains the discrete convolution operation
in one of it’s layers. It is commonly used to process data with a known grid-like topology
such as image data which is made up of pixels arranged in a two-dimensional grid as
shown in Figure 2.6. The idea behind CNN is to extract local features through the
convolution operation. They are then gradually merged together as they passes through
the various layers of the CNN. This allows the formation of stronger and more distinct
features that can be used by the final output layer for a specific task. Figure 2.7 shows
an example of a CNN that is used for digit recognition.

Convolution operation in neural network - The convolution operation in CNN
Conv is based on the signal filtering operation in DSP. When the signal and filter
functions are substituted with a 2D image I ∈ Rh×w, and a 2D-filter κ ∈ Rkh×kw , the

12Forward propagation or forward pass is used to refer the process of computing the output of a
neural network given some input data.
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Figure 2.7: The architecture of LeNet, a CNN used for digit recognition [8].

discrete convolution operation with output O takes the form

O(i, j) = (κ ∗ I)(i, j) =
kw/2∑

m=−kw/2

kh/2∑

n=−kh/2

I(i−m, j − n)κ(m,n) (2.34)

where (i, j) refer to the 2D grid coordinates of I and O, and (m,n) is the 2D grid
coordinates of κ13. However, Conv is commonly implemented without the flipping of κ,
which has the form

O(i, j) = (κ ∗ I)(i, j) =
kw/2∑

m=−kw/2

kh/2∑

n=−kh/2

I(i+m, j + n)κ(m,n) (2.35)

and is much more closely related to cross-correlation in DSP instead. Nevertheless,
it is still being referred to as convolution in the context of CNN. This definition of
convolution will be used throughout the rest of this work. The convolution operation in
Equation 2.35 can be applied to any layer within the CNN. It replaces the multiplication
and summation function of a perceptron by substituting the input x with I and weight
w with κ14. Therefore, I is commonly refered to as simply input with data arranged
in a 2D grid-structure. An example of a convolution step is visualized in Figure 2.8.
It transforms a local patch from the input using a 3x3 κ (kw = 3, kh = 3) to a single
different and new representation or feature. The local patch covered by the kernel is
known as receptive field and represents the amount of data being processed to obtain a
single feature.
Convolutional layer - A layer in CNN where only Conv is performed is called a

convolutional layer l. In general, it repeats the the operation of Equation 2.35 for each
input grid, resulting in a grid of features called feature map. Since the same κ is used
in each repeat, the resulting CNN is translation invariant16. For the case where the

13I and κ are flipped. This is possible due to the commutative property of convolution.
14The terms filter and weight are used interchangeably in the context of CNN.
15https://mlnotebook.github.io/post/CNN1/ Accessed: 21.02.21
16The same patch of input will always result in the same feature regardless of where the input patch

is located at in the 2d grid structure
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Figure 2.8: A single convolution step. Conv is applied to an input (the first 5x5 grid) with a
3x3 filter (the first 3x3 grid) to obtain the output (the second 5x5 grid)15.

input is a tensor17 with depth di, a set of di different κ is used to carry out Conv. This
means that a κ is shared along the spatial axes (weight sharing) and not the depth axis.
Additionally, all the feature maps obtained from each κ is summed up to output a single
final feature map. Figure 2.9 shows an example with di = 3 .

Similar to the design of MLP, multiple Conv can be carried out on the same input.
This is done by defining do sets of κ, where each set contains di number of κ. do is known
as output depth and determines the number of output feature maps. For example, Figure
2.9 has do = 2, meaning that the convolutional layer outputs two feature maps from the
two sets of filters. The intuition behind using a large number of κ is to increase the
ability of CNN to extract strong and distinct features that can be used by the final
output layer to achieve a certain task.

In practice, there are four main configurations that can be adjusted for a convolutional
layer. They include the size of κ19, the type and size pad of padding, the stride number,
and the dilation rate. Padding refers to adding additional data points, such as zeros
or ones, to the border of the input. Stride number stride determines how many input
points should be skipped when performing convolution along the 2 axis of the input.
The choices for these first three configurations determine the spatial size of the feature
map based on

hfeaturemap =
h− kh + 2pad

stride
+ 1 (2.36)

wfeaturemap =
w− kw + 2pad

stride
+ 1 . (2.37)

17Tensor is a three dimensional data array. It can be viewed as stacking multiple matrices together to
form a data cuboid. It is commonly annotated with (HxWxD) to represent its three dimensions, height
H, width W and depth D.

18https://cs231n.github.io/convolutional-networks/ Accessed: 21.02.21
19The widely used filter size for CNN has a height and width of 3 grids (kw = 3, kh = 3), is commonly

annotated as 3x3. It is popularized by the work from [67].
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Figure 2.9: A single convolutional layer. Convolution is performed on the input x with two sets
of 3x3 κ or filters W to create output o. Here, pad = 1 and stride = 2 are used.18

Finally, the dilation rate controls the spacing between the grids of the filter κ without
increasing the number of filter elements , leading to a larger receptive field [168]. Dilation
rate do not affect the spatial size of the feature map.

Deconvolutional layer - While a convolutional layer compresses the input data
through convolutions, a deconvolutional layer aims to decompress and upsamples the
input data through deconvolution or transposed convolution operation Deconv [4]. De-
convolution inverts Conv. Instead of carrying out element-wise multiplications between
I and κ followed by a summation, it replicates an input data point to the size of κ and
then performs element-wise multiplications. This results in a larger output feature map
than the input without any padding (see Figure 2.10). The benefit of this layer is the
ability to learn to perform non-linear upsampling through κ in Deconv.

In practice,Deconv is commonly implemented using a combination of nearest-neighbor
upsampling and point-wise convolution21 This is because the original Deconv will result
in uneven overlapping of the pixels in the upsampled feature maps, which leads to
unwanted artifacts [169]. The aforementioned combination does not produce artifacts as

20https://d2l.ai/chapter computer-vision/transposed-conv.html Accessed: 21.02.21
21Point-wise convolution is a standard convolution using 1x1 κ.
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Figure 2.10: A deconvolutional layer. Deconvolution is performed on a 2x2 input with a 2x2
filter to produce a 3x3 output (feature map)20.

Figure 2.11: A max-pooling layer. It evaluates the input values within a 2x2 large filter and
returns the largest value 22

.

the point-wise convolution ensures that there is no uneven overlapping in the upsampled
feature maps.

Fully connected layer - Besides convolution-based layers, a CNN also consists of
non convolution-based layers such as the fully connected layer. A fully connected layer
is a layer with multiple perceptrons that connect all the input data points to K outputs.
It has weights W that can be trained. Since no Conv is involved, the outputs of this
layer does not contain spatial information. This layer is commonly used as the final layer
of a CNN to generate the desired output format, such as generating the probabilities for
K classes from the final feature map in image classification.

Pooling layer - Another non convolution-based layer in CNN is the pooling layer,
also commonly known as subsampling layer. Pooling layer is a non-trainable layer that
performs subsampling to reduce the spatial size of a feature map. This is achieved either
through max-pooling or average-pooling, the two most widely used pooling operations.
Similar to a convolutional layer, a filter κ as well as the stride number are defined in a
polling layer. Instead of element-wise multiplication of the input with κ, κ is used to
determine the area in which the pooling operation is performed. For max-pooling, the
maximum value within κ is returned, while the average value is returned for average-
pooling. Figure 2.11 shows an example of a max pooling layer.

22https://cs231n.github.io/convolutional-networks/ Accessed: 21.02.21
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(a) Different ResNet models. [68]

(b) Residual blocks used to build ResNet. [68]

Figure 2.12: ResNet architecture for image classification.

CNN Model Example - By combining the aforementioned layers together, CNN
models with different architectures23 can be constructed. An example of a CNN model
is the ResNet [68]. It is made up of multiple residual blocks stacked on top of each other.
Each residual block has convolutional layers as well as a skip connection that fuses the
input of the block with the output of the convolutional layers (see Figure 2.12b). By
varying the number of residual blocks used and do, different ResNet model variants listed
under the table in Figure 2.12a can be constructed. ResNet18 and ResNet50 variants
will be used in this work.

Despite being designed for image classification, it has been shown that the features
extracted by ResNet are good enough for other vision-based tasks such as object detec-
tion [101] and semantic segmentation [14]. This is achieved in a two step process. In the
first step, the ResNet model is trained for image classification. The resulting model is
known as a pretrained model as it is not trained for the final desired task. Afterwards,
the pretrained model is used as the feature extractor, also known as backbone, of an-
other larger CNN model for object detection and semantic segmentation in the second

23Architecture refers to the design of a CNN model, which includes the way how the layers are
connected with each other, the number of layers to connect as well as the number and size of the filter
κ used.
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step. Such training strategy is especially crucial when the desired task does not have a
large enough training data to train the model, while a large amount of labeled data is
available for image classification [94]. It is important to note that this training strategy
is not specific to ResNet, but also applies to other CNN models such as AlexNet [66]
and VGG [67].

2.11.2.3 Binary Neural Network

A CNN generally uses the FP32 data type format for training and inferencing to achieve
high prediction accuracy. However, the use of FP32 is computationally intensive, thus
making a CNN that uses FP32 unsuitable to be deployed in embedded systems with
limited computation power, such as the ones found in ADS. A possible approach to
tackle this problem is to binarize CNN to create BNN. BNN is a type of neural network
where either the weights W [170], or both the weights W and activations A= φ(...) [171,
172, 173, 174] are binarized. The BNN model introduced in [174] will be investigated
in this work. It is important to note that other types of neural networks can also be
binarized to form BNN, but this work only focuses on the binarization of CNN.

Binarization - The authors of [174] proposed a model called ABC-Net which bi-
narizes the weights and activations in a CNN to create a BNN using binary bases
with shifting and scaling factors. In ABC-Net, the weights of a convolutional layer
Wl ∈ Rkh×kw×di×do are assumed to be approximately the linear combination of MABC

binary bases Bm ∈ {−1,+1}kh×kw×di×do . The binarization utilizes the sign function
sign, while the approximation take the form

Wl ≈
MABC∑

m=1

αABC
m
l Bm

l (2.38)

Bm
l = sign(Wl −µµµ(Wl) + uABCmstd(Wl)) (2.39)

where αABC
m
l is a scaling factor, and {uABCm}m=1...M are shifting parameters which

represent equally spaced intervals in the range of [−std(Wl),+std(Wl)]. µµµ and std are
mean and standard deviation functions respectively. As B is a non-trainable parameter,
αABC can thus be obtained by minimizing the following linear regression problem

min
αABCl

J(αABCl) = ||Wl −BαABCl||2 . (2.40)

On the other hand, the activations of a convolutional layer Al−1 ∈ Rh×w×ci in ABC-Net
are assumed to be approximately the linear combination of NABC binary activations
Hn{−1,+1}k×k×di×do , which takes the form

Al−1 ≈
NABC∑

n=1

βABC
n
l−1H

n
l−1 (2.41)

Hn
l−1 = sign(Al−1 − vABC

n
l−1) (2.42)
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where βABC
n
l is a scaling factor and vABC is a shifting factor. The activation of a a new

convolutional layer24 thus take the form

Al = Conv(Wl, Al−1) ≈
MABC∑

m=1

NABC∑

n=1

αABC
m
l βABC

n
l Conv(Bm

l , Hn
l−1) (2.43)

based on Equation 2.38 and Equation 2.41.
Training and Inference - In the training phase, ABC-Net maintains a copy of W

and A in FP32. This FP32 copy allows the model to compute FP32 gradients during
back propagation. However, the gradient of the threshold function sign is almost zero
everywhere, which hinders the training of the model. To overcome this challenge, the
Straight Through Estimator (STE) [175] is used. It replaces the derivative of sign with
the identity function, thus allowing gradients to bypass sign during back propagation.
β and v are optimized together with W . Once trained, the FP32 copy is discarded and
only the binarized approximations are used for inference.

24The activation A0 is the input image I.
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3 Junction Crossing System

In this chapter, a vision-based decision-making system for traffic junction crossing will
be introduced. It takes in camera images as input and outputs the decision on whether
a traffic junction is safe to be crossed as described in Section 1.3. There are multiple
individual modules within the system that are responsible for different perception and
decision-making tasks. These tasks are formulated based on the research questions posed
in Section 1.2. The development of these individual modules is the core contribution of
this work.

The rest of this Chapter will be structured as follows. Section 3.1 will provide a
high-level overview of the system design and the individual modules in it. Then, Sec-
tion 3.2 will present a module for traffic sign- and traffic light detection. Afterward,
Section 3.3 will introduce an instance flow estimation module for dynamic object iden-
tification. Next, Section 3.4 will introduce the junction segmentation module used for
traffic junction identification. Finally, Section 3.5 will present a decision-making module
that produces the final decision output of the system.

3.1 System Overview

This section provides a high-level overview of a vision-based decision-making system for
traffic junction crossing. The overview will describe the design of the overall system as
well as the assumptions made to develop the system. Further in depth details on inner
workings of the system will be discussed later in the next sections. The rest of this
section will be structured into three parts. Subsection 3.1.1 will introduce the design for
the system. Then, Subsection 3.1.2 will detail the real-world assumptions made during
the design of the system. Finally, Subsection 3.1.3 will discuss the various design choices
that were made.

3.1.1 System Design

The goal of this work is to build an image-based system that infers whether a traffic
junction is safe to be crossed. To achieve this, a two-stage system as shown in Figure 3.1
is explored and developed in this work. The system receives camera images as input and
extracts information about the traffic scene that is relevant to the task of traffic junction
crossing in the first stage. Once extracted, the information is passed on to the second
stage of the system where it is used to decide whether to cross or stop before a traffic
junction. This decision-making process will only be carried out if the presence of a traffic
junction is identified.
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Figure 3.1: Overview of a two stage vision-based decision-making system for traffic junction
crossing.
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Figure 3.2: Overview of the individual modules in Stage I that is responsible for perception.
The dashed line represents information that will be used separately from the ones
represented by the solid lines in Stage II.

The first stage of the system acts as the perception component of the system. It
consists of four individual modules operating in parallel that are responsible for extract-
ing high-level information from camera images provided as input to the system. They
include traffic light detection, traffic sign detection, instance flow estimation and traffic
junction segmentation. Each of these modules consist of a standalone CNN-based de-
tection model which will be detailed later in Section 3.4, Section 3.2 and Section 3.3.
Figure 3.2 summarizes the individual modules within the first stage. For the rest of this
work, Stage I will be used to refer to the first stage of the system.

When designing the first stage of the system, the following question was examined.
If a vehicle is driving into a traffic junction with the intention of crossing it, what will
cause the vehicle to stop before the traffic junction and instead of crossing it? In general
the vehicle will only brake and stop before the traffic junction when one of the following
three scenarios occurs. (i) The traffic light at a traffic junction turns red. (ii) There is
a stop sign at the traffic junction. (iii) There is a potential of colliding with another
traffic participant that is moving into the traffic junction. These are the same three
traffic junction scenarios that led to the research questions in Section 1.2. In order to
obtain information for these three scenarios, the first three modules in Figure 3.2 are
constructed. The fourth and final module is added to identify the presence of a traffic
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Figure 3.3: Overview of the individual modules in Stage II that is responsible for decision-
making. Modules with the red box are only activated if a traffic junction is identi-
fied. The dashed line represents information that comes separately from the ones
represented by the solid lines from Stage I.

junction, which is used to trigger the activation of the system since the system is only
used for traffic junction crossing.

The second stage of the system as shown in Figure 3.3 is the decision-making compo-
nent of the system. It contains two individual sequential modules highlighted by the red
box. In the first module, the information extracted from the first stage is represented
as affordances. Similar to the works by [56, 65], the affordance representation removes
the need of an intermediate model such as an environmental model in metric space by
following a direct perception approach. These affordances are then used by a Bayesian
network in the second module to infer the final decision on whether a traffic junction
is safe to be crossed. Besides the decision-making component itself, the second stage
of the system also consists of a traffic junction identification module. This module is
responsible for activating the two aforementioned modules for decision-making when a
traffic junction is identified. If there is no traffic junction, the system allows the vehicle
to continue on with its current trajectory. All these modules will be examined further
in Section 3.5. For the rest of this work, Stage II will be used to refer to the second
stage of the system.

Overall, the system is designed to function as follows. Firstly, camera images are
passed into the perception component (Stage I) of the system to extract the relevant
information from the images. Then, it is used by the identification module in decision-
making component (Stage II) to identify the presence of a traffic junction. If a traffic
junction is identified, the decision-making process will be carried out. It involves repre-
senting the information extracted from Stage I as affordances and using them to infer
the decision on whether the vehicle should cross (Go) or stop (Stop) before a traffic
junction with the help of a Bayesian Network. If there is no traffic junction, the system
returns the Go decision, implying that the vehicle should traveling without braking.
Further details on the decisions will be provided later in Section 3.5. It is important to
note that the current system is designed to carry out decision-making for each new image
that it receives. Moreover, the system does not deal with static objects or obstacles that
might exist in the traffic junction as avoiding them is the job of the path planner.
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3.1.2 System Assumptions

The system introduced is designed with the following assumptions in mind. These as-
sumptions help to constrain the system in order to ensure that the implementation of
the system and the subsequent experiments can be completed within the scope of this
work. Relaxing or even removing the constraints made here are research topics that are
open for future works.

Front facing mono-camera - Images used as the input to the system are assumed
to be taken from a front facing camera. This is a fair assumption to make as the vehicle
will always ”drive towards” a traffic junction in order to cross it. Nevertheless, the
assumption could be relaxed by allowing the system to take in images from multiple
cameras mounted on the vehicle in order to increase the field of view of the system.
However, this would require modification to the models used in Stage I to be able to
process multiple images.

Clear weather - The images that the system receives are assumed to be taken in
clear weather conditions. This removes the need to develop perception models that
perform equally well in all weather condition, which is not the focus of this work. The
development of robust perception models in diverse weather conditions is itself an active
research topic [176, 177, 178, 179, 180, 181].

Planar ground plane - The traffic scenes are assumed to have planar ground plane,
i.e., flat roads. This planar assumption allows the images captured from a front facing
camera to be projected into BEV. The BEV projection is carried out using homography
obtainable from lane markings or road boundaries in the image.

Single lane system - The traffic junctions that the system will encounter are assumed
to only have a single lane. Based on this assumption, all observable traffic signs and
traffic lights present at the traffic junction are automatically assumed to be valid for the
ego vehicle. However, the assumption could be easily removed by adding new modules
to Stage I for lane detection and new nodes within the Bayesian network to deal with
multi-lane traffic junctions. This highlights the flexibility of the system design which
allows the system to be easily extended if needed.

Single traffic junction - It is assumed that there is only a single traffic junction in
the image if a traffic junction is present. This assumption simplifies the overall task by
removing the need to differentiate the information in the scene and associate them to the
relevant traffic junction. It implies that everything observed in the scene are relevant
and must be taken into consideration when crossing the single traffic junction in the
image.

No hardware limitation - For development purposes, the system is assumed to have
access to a machine with high compute capability. This allows the individual components
of the system to be built using large (high GPU computation) models in order to achieve
the required task. While this assumption can be made in research works, it becomes
invalid when deployment to a real-world system is targeted. For the latter case, the
models used in the system must be optimized based on the available hardware to run
in real-time. In order to better understand the inference speed of the system developed,
runtime analysis will be provided for experiments that utilizes a CNN-based model.
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3.1.3 Discussions

Image-based system - The system is designed to operate solely on camera images
because images contain contextual information that is crucial for the task of traffic
junction crossing. For example, a vehicle must stop before the traffic junction if there
is a red light or a stop sign. While it is possible to detect the presence of traffic signs
and traffic light through other onboard sensors such as Lidar, only camera images can
provide the contextual information needed to identify whether the traffic sign is a stop
sign or if the traffic light is red. Moreover, camera images can also be used to identify the
presence of a traffic junction and dynamic objects. This makes camera image a versatile
source of input information and removes the need for other sensor inputs.

Probabilistic model - In Stage II, a probabilistic model (Bayesian network) instead
of a deterministic rule-based model is used for the decision-making process. Unlike the
deterministic rule-based model where a set of fixed rules and thresholds are used regard-
less of the quality of the input, the probabilistic model is able to model the uncertainty
in the input that it receives. This is crucial as uncertainty will be present due to possible
prediction error by the detection models in Stage I.

Modularity - The system is designed to be modular through two design choices.
Firstly, the system has a two-stage architecture. It allows the system to be easily im-
proved, such as replacing the detection models with better ones, without the need to
change the entire model. Secondly, the system models the decision-making process using
a Bayesian network. This enables new affordances and new conditional dependencies to
be included in the decision-making process by expanding the Bayesian network to in-
clude new nodes and edges. The new affordances can easily be obtained by introducing
new detection modules in Stage I, again highlighting the modularity of the system.

Vehicle control - The current system design outputs the decision whether a traffic
junction is safe to be crossed. This system can in theory be extended to include a com-
ponent that maps the decision made to the vehicle control value. With this component,
the system will become a complete standalone feature for an ADS as it takes in sensor
input and outputs the control values for the actuators. Since the topic on vehicle control
is not part of this work, this extension will not be pursued in this work. However, it is
a topic open for future works.

3.2 Traffic Sign Detection

This section presents the traffic sign detection module1 in Stage I from Section 3.1 that
seeks to tackle the research question R-1a. It utilizes a generic single stage CNN-based
object detector to detect traffic signs from camera images. While the available detector
model can be used directly for the task, doing so leads to sub-optimal detection results,
which can be seen later in Chapter 4. This is due to the low interclass variation of
traffic signs and the size of traffic signs being small relative to the image size. These two

1The work on the traffic sign detection module was presented in the 2019 IEEE International Con-
ference on Intelligent Transportation Systems [CRZB19].
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constraints are specific to the task of traffic sign detection, and are usually not present
when designing a generic object detector. In order to address these issues, a modified
object detector model known as the ITA model will be introduced. It separates the
classification- and localization branches of the original object detector, and uses low-
level features for the classification branch. Besides traffic sign detection, ITA is also
suited for another task that faces the same constraints in the context of autonomous
driving, traffic light detection. This allows the same model to be reused for the traffic
light detection module in Stage I from Section 3.1.

The rest of this section is structured into four sections. In Subsection 3.2.1, an overview
of a single stage CNN-based object detector will be provided. Then, ITA will be intro-
duced in Subsection 3.2.2. This subsection will include the difficulties of detecting traffic
signs, and the modifications made to tackle them which results in the creation of ITA.
Afterwards, a discussion on the use of ITA in the traffic sign detection module will be
included in Subsection 3.2.3. Finally, the section ends with details on how ITA can be
deployed for the traffic light detection module in Subsection 3.2.4.

3.2.1 Single Stage Object Detector

As mentioned in Section 2.2, there exist many end-to-end CNN-based single stage 2D
object detection models in the literature. These models aim to tackle the task of 2D
object detection DET , which is to identify and localize an object or objects in an image.
It involves identifying the presence of an object and fitting a bounding box BB onto the
object that encloses it tightly. BB is generally aligned to the vertical- and horizontal
axes of the image, and can thus be represented by the box’s top left TL(u,v) and bottom
right BR(u,v) positions in image space, BB =

{
TL(u,v), BR(u,v)

}
. u and v are the

horizontal and vertical axes in image space, where the origin is located at the top left
of the image with the axes pointing to the right and to the bottom of the image. In the
case of multi-class object detection, the class of the localized object C will also need to
be recognized. This is formulated as a classification task where C is classified based on
a set object classes that is predefined for an object detection model. The final output
of 2D object detection can be summarized by DETi = {BBi, Ci} with i referring to the
index of the detected object.

The most well-known CNN-based single stage 2D object detection models include the
SSD [70], YOLO [71] and RetinaNet [99, 100]. They differ mainly in the detection strat-
egy employed and the way the features are used for detection. SSD uses a background
class to lower the prediction confidences of the other object classes for a given nega-
tive detection, while YOLO explicitly predicts whether a detection contains an object.
RetinaNet obtains multi-scale featuremaps for prediction by building a feature pyramid
that consists of skip connections with the feature extractor instead of downsampling
featuremaps with convolutional layers as is the case for SSD. Since the focus of the work
is to build a traffic sign detector and not to review various detector models, only SSD
and RetinaNet (an extension of SSD) will be explored further in this work.

SSD is a CNN-based single stage object detection model introduced by [70]. It consists
of a feature extractor to extract features from an image, and multiple prediction branches
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that predicts the bounding boxes and the class labels of objects within the image. In the
original work, a pretrained VGG-16 model [67] was used as the feature extractor. The
authors added extra convolutional layers onto the VGG-16 model to obtain multi-scale
featuremaps, which are crucial for detecting generic objects with varying sizes. Once
the featuremaps are obtained, the prediction branches (one for each featuremap of a
different scale) carry out prediction along each spatial pixel of the featuremaps. Here,
the branches predict the offset of an object’s bounding box from fixed size reference boxes
known as anchors instead of predicting arbitrary sized bounding boxes. Finally, NMS
is used to filter out overlapping predictions based on IoU value and predictions with
low confidence score. At the time of publication, SSD achieved performance comparable
to the two stage detector Faster-RCNN, while being more than 3 times faster than
Faster-RCNN. Figure 3.6a visualizes the model architecture of SSD.

In order to improve the performance of SSD, two modifications are made to the original
SSD by [100] to create RetinaNet. The first modification was to replace the extra
convolutional layers added in SSD with a FPN [99] to obtain multi-scale featuremaps.
FPN was inspired by FCN where featuremaps from higher (deeper) layers are fused with
the ones in the lower (shallower) layers. This enables information from higher layers to
flow back and enrich the featuremaps in the lower layers. Compared to SSD, the multi-
scale featuremaps in FPN are not downsampled but rather upsampled to match the
spatial sizes of the featuremaps from the lower layers, resulting in featuremaps with larger
spatial size for prediction. The second modification made to SSD in RetinaNet is the
introduction of a new object classification loss, FL, to train the model, which is given by
Equation 2.30. FL helps to tackle the extreme imbalance between object and background
predictions due to the dense prediction by the single stage detector that uses anchors.
Without it, the model will tend to focus on the easy background predictions instead of
the harder object predictions. These modifications allowed RetinaNet to outperform and
to run faster than two stage detector Faster-RCNN. Figure 3.6b visualizes the model
architecture of RetinaNet.

3.2.2 Inverted T Architecture

Despite obtaining impressive performance results in [100] on the generic object detection
dataset COCO [16], RetinaNet showed suboptimal results when used directly for traffic
sign detection, as reported later in Chapter 4. A closer look at the traffic scene images
and the traffic signs involved in the detection process revealed two possible factors for
the poor performance. Firstly, traffic signs generally appear small in a traffic scene
image relative to the image itself and also relative to other objects in the image such as
vehicles, as shown by the two examples in Figure 3.4. This is either due to the distance
of the traffic signs from the camera or simply because the physical size of the traffic signs
are smaller than vehicles. Since RetinaNet is designed as a generic object detector to
detect objects or various sizes, it does not specializes in detecting small objects. It even
struggles to do so as shown by the experimental results in [100].

The second factor that affects the detection performance of RetinaNet is the low
interclass variation of traffic signs. This can be seen in Figure 3.5 where each pair of
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Figure 3.4: Examples of traffic signs found in real-world traffic scenes. Traffic signs are labeled
with colored bounding boxes [9, 10].

Figure 3.5: Examples of pairwise traffic signs where the interclass variation is low. Images are
cropped from [9, 10].

50



3.2 Traffic Sign Detection

traffic signs differs slightly from each other. For example, the first pair of traffic signs
are round, blue and have a white arrow pointing upwards, with the only difference being
the presence of a diverging arrow to the right. The low interclass variation makes it
harder for the RetinaNet to find and learn the required features to correctly classify
the traffic signs, especially if they appear small in an image. This is further worsen by
the fact that features are compressed as they propagate through the CNN-based feature
extractor backbone. The compression enriches the extracted features, which is beneficial
for detecting objects with high interclass variation such as the ones in [16]. However, it
will also cause the extracted features to lose the fine features in the earlier layers of the
feature extractor backbone,, which are crucial for classifying objects with low interclass
variation.

In order to address these two factors affecting the performance of RetinaNet, this
work introduces two modifications to the design of the model. Firstly, each of the multi-
scale prediction branches in RetinaNet that jointly predicts bounding box and object
class label is separated into two branches, localization- and classification branch. The
localization branch is responsible for predicting the bounding box of objects and replaces
the original prediction branch. On the other hand, the classification branch carries
out object class label prediction by using low-level features from the feature extractor
backbone. This is achieved by attaching the classification branch to an early layer of the
feature extractor backbone, which is the second design modification to RetinaNet. Here,
both the localization and classification branches maintain the multi-scale structure in
RetinaNet. The modifications result in the ITA model. ITA has multiple localization
branches across different layers and multiple classification branches spread out from a
single layer, thus creating an architecture that has an inverted T form as shown in
Figure 3.6c.

The classification branches in ITA do not operate on a single low-level featuremap
from the feature extractor backbone, but rather on featuremaps derived from it. They
are obtained through the splitting layer that splits the low-level featuremap into multiple
featuremaps of different spatial sizes. These spatial sizes align with the spatial sizes of
the featuremaps used in the localization branches. This means each bounding box and
class label prediction comes from the same pixel position within two featuremaps of the
same spatial size. For this work, max pooling and convolution with large filters will be
explored as potential methods to split the featuremap for the classification branches.
These two methods allow the model to learn and retain the fine features required for
classification, which would not be possible if a standard resizing function is used instead.

Overall, ITA is designed to tackle the difficulties of detecting traffic signs while keeping
the strengths of RetinaNet. It inherits the FPN and multi-scale prediction design from
RetinaNet. The high-level features from FPN enables ITA to better localize traffic signs
within the image, while the multi-scale prediction design allows ITA to handle traffic
signs of different sizes. Instead of using high-level features, low-level features from the
feature extractor backbone (not FPN) is used in ITA for object classification. This
ensures that ITA is able to retain the fine features required to correctly classify traffic
signs which have low interclass variation. The standard multi-task loss for 2D object
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(a) SSD model by [70].
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(b) RetinaNet (SSD+FPN) model introduced in [100, 99].
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(c) The proposed ITA model with separate classification and localization branches. The classification
branch splits the low-level featuremaps from the backbone into different spatial sizes before carrying
out the classification.

Figure 3.6: Architecture of various SSD model variations. Backbone represents the feature
extractor, while Box and Cls are the bounding box and the class label predic-
tions from the model. NMS that is used during inference is not included here.
(© 2019 IEEE)
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detection will be utilized to train the ITA. It has the form

LITA = αITALBB + βITALC (3.1)

where αITA and βITA are weighting coefficients, while LBB and LC are bounding box
regression loss and object classification loss. Huber loss of Equation 2.25 and Focal loss
of Equation 2.30 are used for LBB and LC respectively.

3.2.3 Discussions

Difficulties of traffic sign detection - The ITA model presented in this work is
primarily aimed at tackling the difficulties of detecting traffic signs. It includes the
small size of traffic signs in an image, and the low interclass variation of traffic signs.
Being able to detect small traffic signs that are further away from the camera is crucial
for ADS as it increases the time horizon of any decision-making algorithm that requires
the identification of traffic signs. However, this work did not include investigations on the
robustness of ITA against large objects or objects with high interclass variation. Future
works on ITA should include this investigation as it helps to determine whether ITA is
a generic object detector or is only useful for the specific task of traffic sign detection.
Versatility of ITA - In order to create ITA, the single stage object detector Reti-

naNet was modified to use high-level features for localization and low-level features for
classification. These two modifications are not specific to RetinaNet and can also be
applied to any single stage- or two stage object object detectors. Moreover, as the modi-
fications do not affect the final predictions that a model outputs, they do not lead to any
changes in the loss functions used to train the model. All this highlights the robustness
of ITA in terms of model design.

3.2.4 Extension to Traffic Light Detection

Besides traffic sign detection, ITA is also useful for another task in the autonomous
driving context, traffic light detection. Similar to traffic signs, traffic lights generally
appear small in an image relative to the image itself and other objects in the image (see
Figure 3.7). They also have low interclass variation, where the most common traffic light
design only has 5 different front facing appearance that corresponds to the 5 possible
states of the traffic light (red, amber, green, red-amber, and off). For this work, ITA
will also be used to detect traffic lights, which are crucial to the overall task of traffic
junction crossing. This is because traffic lights dictate the exact decision that a vehicle
should make when approaching a traffic junction, i.e., stop before the traffic junction
when the traffic light turns red.
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Figure 3.7: Examples of traffic lights found in real-world traffic scenes. Traffic lights are labeled
with colored bounding boxes [11].
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3.3 Instance Flow Estimation

This section introduces the dynamic object detection module2 in Stage I from Sec-
tion 3.1 that aims to tackle the research question R-1b. For this module, a single
CNN-based object detection model will be used to detect objects in the traffic scene
and also to estimate the corresponding optical flow of the object in an end-to-end man-
ner. This is achieved by using a model called FMRCNN that will be introduced in this
work. FMRCNN extends the two-stage object detector model MRCNN [101] to include
object-wise optical flow estimation, which will be known as instance flow. The estima-
tion of instance flow reduces the redundancy of estimating background optical flow that
is not relevant to the task at hand. Once instance flow is obtained, it will be used to
identify collision candidates based on the concept of CBDR [182]. According to CBDR,
an object traveling to the same point and with the same speed as the observing object
will appear static within the field of view of the observing object. This means that if
an object has low optical flow values when the ego vehicle is moving, it is a potential
collision candidate that must be avoided. The identification of collision candidates will
be covered later in Section 3.5.

The rest of this Section is structured into three sections. In Subsection 3.3.1, an
overview on instance segmentation will be given before introducing the task of instance
flow estimation. Then, the FMRCNN model designed for instance flow estimation will
be presented in Subsection 3.3.2. Finally, the chapter ends with a discussion on the task
of instance flow estimation and the design choices of FMRCNN in Subsection 3.3.3.

3.3.1 Instance Flow

As discussed in Section 3.2.1 2D object detection DET provides the location and the
identity of an object within an image in the form of bounding boxes and the object class
labels. However, it lacks the information about the exact form and shape of the object.
In order to overcome this, a binary mask of the detected object is required. This leads
to a new task called instance segmentation INS. INS is an extension to DET which
aims to segment out the pixel-wise mask of objects M that are present in an image, such
as the example in the third row of Figure 3.8. Here, the segmented objects are known
as instances. The final output of instance segmentation can thus be summarized by
INSi = {Mi, Ci} with i referring to the index of the segmented instance. It is important
to note that BB can be obtained from M, but is not necessarily required for INS.

For this work, the task of instance segmentation is further extended to include optical
flow OF estimation, resulting in a new task called instance flow IFW estimation. IFW
estimates the dense optical flow of segmented instances in an image, meaning that each
pixel within M of an instance will contain a optical flow vector in the vertical- and
horizontal directions. This allows IFW to provide motion information for each instance
in the image. The final output of IFW can be represented as IFWi = {Mi, Ci, OFi}

2The work on the dynamic object detection module was presented in the 2021 IEEE Intelligent
Vehicles Symposium [CZB21b].
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with i referring to the index of the segmented instance. The bottom right example of
Figure 3.8 visualizes the output of instance flow estimation.

3.3.2 Flow-Mask-RCNN

Since instance flow estimation is a new task introduced in this work, there is no existing
model in the literature that can tackle the task in a single step. Therefore, a new model is
created to carry out instance flow estimation in an end-to-end manner, meaning that the
task will not be split up into individual subtasks to be solved by different models. This
new model is called FMRCNN, an extension to the widely used instance segmentation
model MRCNN. Before introducing FMRCNN, a brief overview of MRCNN’s model
architecture will be provided in order to better understand the extensions made to create
FMRCNN.

MRCNN is a two stage anchor-based prediction model as shown in Figure 3.9. It
consists of a feature extractor and a RPN in the first stage. RPN predicts proposals or
regions of interest where an object is located in an image based on the featuremaps from
the feature extractor. Similar to the single stage predictor discussed in Subsection 3.2.1,
predefined anchors are used as reference boxes to predict the proposals along each spatial
pixel of the featuremaps. However unlike the single stage predictors, RPN does not
classify the object in the proposal. This is carried out in the second stage of the model.
Here, proposals with high prediction confidence are sampled to crop out part of the
featuremaps that contains the features relevant to the object in the proposal. Once
cropped, the featuremaps are resized to a fixed spatial size before being used by three
prediction branches to output bounding box, object class label, and binary mask of the
object. Finally, all of these outputs combine to form instances.

FMRCNN extends MRCNN by including a second input image and introducing a new
flow head (see Figure 3.9). The first and second input image represent two consecutive
frames of a video sequence which contain the motion that needs to be estimated. FM-
RCNN passes these two input images through the same feature extractor in the first
stage to obtain two sets of featuremaps. Instead of predicting two sets of proposals, the
RPN in FMRCNN only predicts proposals using the featuremaps from the first image.
Afterwards in the second stage of FMRCNN, the proposals will be used to crop and
resize both sets of featuremaps to create two smaller sets of featuremaps with the rele-
vant object features. Both smaller sets of featuremaps are passed into a flow head for
optical flow estimation, while only the smaller set of featuremaps from the first image
will be used to predict bounding box, object class label, and binary mask for instance
segmentation. Since all of the predictions come from the same proposals, the optical
flow and instances can be overlapped onto each to form instance flow.

For this work, two flow head designs will be explored. They are based on the two model
variants found in Flownet [17], FlowNetSimple and FlowNetCorr. FlowNetSimple uses a
simple concatenation operation to fuse features from two images to estimate optical flow,
while FlowNetCorr estimates optical flow by finding the correlation between features
from two images. These two methods of optical flow estimation are used to design the
two flow heads shown in Figure 3.10.
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Figure 3.9: Model architecture of FMRCNN. The original MRCNN is extended to include a
flow head for instance flow prediction. The flow head takes in two sets of features ex-
tracted from two images with the same feature extractor backbone. (© 2021 IEEE)
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for the flow head. The top design uses correlation based feature fusion while the
bottom design uses concatenation for feature fusion. R5, Up, and x3 refer to block
5 of ResNet, nearest neighbor upsampling, and 3 consecutive convolutions. The
dimensions for the featuremaps (gray boxes) are listed. (© 2021 IEEE)
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3.3 Instance Flow Estimation

In order to train FMRCNN, the multi-task loss used in [101] to train MRCNN is
extended to

LFMRCNN = αFMRCNNLBB + βFMRCNNLC + γFMRCNNLM + θFMRCNNLOF (3.2)

where LM is the binary cross entropy loss of the predicted and ground truth segmentation
mask, while LOF is the average pixel-wise L2-Norm of the difference between predicted
and ground truth optical flow values. This loss term is commonly used by other works
such as [17] and [6] to train optical flow models. Since the flow head estimates the dense
optical flow for a given proposal, all the optical flow that does not belong on the object
is ignored during loss calculation. This means that the ground truth instance is used
to mask out the optical flow that will be included in LOF , allowing the model to focus
solely on the optical flow of an object.

3.3.3 Discussions

MRCNN extension - The FMRCNN introduced in this work builds upon MRCNN and
extends it with the addition of a flow head. MRCNN is used as the base model due to the
modularity and flexibility of the model architecture. This was proven and demonstrated
by the original authors where MRCNN was extended for keypoint estimation in [101].
However, the flow head introduced in this work for FMRCNN to estimate optical flow
can also be applied to other proposal based models [70, 98, 100, 183]. This is because the
flow head requires only the cropped features from two images using proposals, regardless
of how the proposals are obtained.

Feature fusion in flow head - During the design of the flow head, two strategies for
estimating optical flow were initially considered. The first strategy involves predicting
proposals from the first image and using them for both input images in the subsequent
optical flow estimation. In this strategy, there exists a misalignment of object features
within the proposals between the two images. Since objects may have moved in the
second image, object features in the second image may lie outside of the proposals. The
misalignment is intended as it allows the flow head to learn an object’s motion between
two images. If the proposals were to be aligned, the object features from the two images
within the proposals will be, in ideal case, completely identical, thus holding no motion
information for optical flow estimation.

The second strategy to estimate optical flow by the flow head is to carry out proposal
matching between the two input images. There are two approaches to achieve this. In the
first approach, a new set of proposals in the second image is predicted and used to match
with the proposals from the first image. Here, the matching can be done by assuming that
the features extracted for the same object is identical for the two images. For the second
approach, the proposals from the first image are used to find the corresponding matching
proposal from the second image. This is done by iteratively shifting the proposals in the
second image and match the object features within it using the same assumption as the
previous approach. Once matching is complete, the displacement between two proposals
that are matched to the same object can be used to estimate the optical flow. For this
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work, the first strategy was chosen over the second strategy as it allows the model to be
trained end-to-end without the additional matching process.

Flow head design - As shown in Figure 3.10 , the flow head designs explored in
this work are relatively simple compared to other optical flow model such as PWCNet
in [6]. Since this is an initial work on the task of instance flow estimation, the focus
of this work is to gain insights and investigate the feasibility of FMRCNN rather than
superior performance, hence the simpler designs. Nevertheless, complex designs such
as incorporating features from the the precious estimation or iteratively warping the
featuremaps [6] can be used to replace the current flow head design. Due to the modular
two stage architecture of FMRCNN, this can be easily done without any changes to the
overall model architecture.

3.4 Junction Segmentation

This section introduces the traffic junction segmentation module 3 within Stage I that
aims to tackle the research questionR-1c. The module consists of a CNN-based semantic
segmentation model with a standalone traffic junction semantic class label, junction.
junction is used to identify the presence of a traffic junction from camera images. In
order to train the model, a semantic segmentation dataset that contains junction is
prepared. This is done by following a labeling guideline that was created based on
an analysis of different traffic junction scenarios. Both the analysis and the guideline
will be discussed further in this chapter. The traffic junction segmentation module is
designed to trigger the activation of the decision-making process when a traffic junction
is detected in Stage II. However, the segmented traffic junction can also be used for
other applications such as assessing the braking of a vehicle that is approaching a traffic
junction.

The rest of this section is structured into three parts. In Subsection 3.4.1, an analysis
on real-world traffic junction scenarios will be carried out. From the analysis results,
a guideline is created to help define the boundaries of a traffic junction area within an
image. Then, different state of the art semantic segmentation models will be discussed
in Subsection 3.4.2. Afterwards, an example application that uses the segmented traffic
junction will be presented in Subsection 3.4.3. Finally, the section ends with a discussion
on the traffic junction detection module in Subsection 3.4.4.

3.4.1 Traffic Junction Analysis

Before proceeding to the task of traffic junction segmentation, it is important to first
define what constitutes a traffic junction. In 2017, ERSO released an annual accident
report that defines traffic junction as ”a road intersection with three or more arms,
which includes T-junction, Y-junction, crossroad, level crossing, roundabout, and mul-
tiple junction” [184]. Based on this definition of traffic junction, it is easy to determine

3The work on the traffic junction segmentation module and the standalone application was presented
in the 2020 IEEE International Conference on Intelligent Transportation Systems [CHZB20].
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(a) (b)

Figure 3.11: Examples of junctions scenarios in Germany [12].

the traffic junction area in Figure 3.11a. Here, the traffic junction area lies at the inter-
section between the ego road and the side road that merges into it after the traffic lights.
The four L-edges or convex corners that are formed due to the merging of the roads and
the stop lines can be used as visual cues to define a polygon for the traffic junction.

However, it is harder to determine the traffic junction area in Figure 3.11b. Although
the merging of the side road with the ego road indicates the presence of a traffic junc-
tion, the image does not contain enough visual cues to define the boundary of the traffic
junction area. The lane markings or the four convex corners similar to the ones in the
previous example are not present in this example. This makes it clear that using just
these two simple cues to define a traffic junction is not sufficient, especially when consid-
ering all the different possible traffic junction scenarios in real-world traffic. Figure 3.12
shows some examples where the traffic junction area cannot be easily defined. Therefore,
an analysis was carried out on the real-world Cityscapes dataset in order to find better
definitions for a traffic junction that generalize across diverse traffic junction scenarios.
The dataset contains traffic scene images taken from a front facing camera in Germany.

3.4.1.1 Difficulties of Defining a Traffic Junction

After analyzing the dataset, two main factors that lead to difficulties in defining the
traffic junction within an image are identified. The first factor is topology variation,
which is caused by traffic junctions having diverse form and structure. The second factor
is visual identification or the ability of a human to identify the presence of a traffic
junction in an image without additional help such as maps.

Topology variation - As mentioned previously, a traffic junction in an image can
be easily identified using the convex corners formed by intersecting roads. However,
this is not always possible. Depending on the design of a traffic junction, it can appear
differently in terms of form and structure. How should the traffic junction be defined
for T-junctions which only have two possible convex corners (see Figure 3.11b) ? Should
all the lanes in a multi-lane road be considered part of a traffic junction, even though
only vehicles from a single lane is allowed to turn into the side road ? Should an entire
roundabout be considered a traffic junction of just the area where the ego road intersects
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Figure 3.12: Different types of junctions scenarios where the junction area cannot be deter-
mined easily [12]. Top row: Junction boundaries are not clear due to road topol-
ogy. Bottom row: Junctions are not easily identifiable.

the roundabout (see top right of Figure 3.12) ? These are some of the questions that
causes difficulties in defining the area of a traffic junction within an image.

Visual identification - The identification of a traffic junction in an image does not
rely on it’s appearance such as color or texture, but rather depends on the contextual
information of the traffic scene. Examples of contextual information include the conver-
gence of multiple roads, the pose of vehicles and the presence of traffic lights. However,
these information may not always be present to help define the presence of a traffic
junction. Besides this, factors such as an incomplete view of a traffic junction due to
the ego vehicle’s distance from the traffic junction, or an occluded view caused by the
presence of another traffic participant in front of the ego vehicle can also severely affect
the identification of a traffic junction in an image. Moreover, lane markings that are
poorly maintained will only have partial visibility, complicating the identification of the
boundaries of a traffic junction area.

3.4.1.2 Formal Criteria for Defining Traffic Junction

Once the difficulties in identifying a traffic junction within a camera image are known, a
multi-step guideline on defining the traffic junction area is created to tackle the known
difficulties. Figure 3.13 shows the entire guideline in the form of a flow chart. It begins
by using two criteria that determine the presence of a traffic junction in the real-world.
A traffic junction is an area where:

� two or more roads meet, leading to multiple driving directions exiting the area.
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Figure 3.13: Overview of the guideline used to define a traffic junction area within an image.
(© 2020 IEEE)
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(a) Crossroad (b) Crossroad

(c) T junction (d) T junction

Figure 3.14: Different types of junctions in urban scenarios [12]. Blue circles: The convex
corners used to define the vertices of the polygon forming the junction area. Red
lines: The road contour used to define junction boundary when two opposite
convex corners are not available. Yellow outlines: The lane markings forming the
junction boundary. Green overlay: Area labeled as junction. (© 2020 IEEE)

� traffic flow of traffic participants intersect. Traffic participants are not only re-
stricted to vehicles but also to others such as pedestrians and cyclists.

The first criterion is a simplified version of the traffic junction definition from [184],
while the second criterion enforces the traffic junction definition by including the inter-
section of traffic flows. Similar to the physical intersection of roads as mentioned in the
first criterion, traffic flow is an occurrence that is valid for all junctions. It is important
to note that an area is considered as a traffic junction when both of these criteria are
satisfied. For example, a crosswalk for pedestrians is not regarded as a traffic junction
because only the second criterion is met. Conversely, the area where a road diverges
into two roads is not considered a traffic junction since there is no intersection of traffic
flow.

After identifying the presence of a traffic junction, the boundary of the traffic junction
in the image space needs to be defined next. The main cue to define junction boundary
is lane markings such as stop line and dashed line for pedestrian or bicycle lane. If lane
markings are not available, the convex corners of a junction or traffic islands will be
used as reference points to form a polygon that represents the boundaries of the traffic
junction (see Figure 3.14a and Figure 3.14b). In cases where the lane markings or convex
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corners are occluded, a horizontal or vertical line that ”cuts” through the occlusion is
made to obtain an enclosed polygon (see Figure 3.14a and Figure 3.14c).

While the guidelines discussed until this point is sufficient for most cases, there exist
special cases where these guidelines do not cover. For these special cases, additional
guidelines are defined based on whether the ego vehicle has crossed the traffic junction
boundary, junction entered, or not, entering junction.

Junction entered - As the lower boundary of a traffic junction is no longer within
the field of view, the traffic junction boundary is assumed to be the bottom of the image.
When the upper left and upper right convex corners of a junction are visible, they will be
used as reference points to define the left, right and upper junction boundaries. However
if the left or right boundary cannot be defined based on the visual cue, which is the case
when it lies outside of the image, the boundary will be extended to the left or right
image border respectively (see Figure 3.14d).

Entering junction - For special cases such as T-Junction and roundabouts, there are
no convex corners that can be used to define an enclosing area for the traffic junction.
In these cases, lines interpolated from the contour of the intersecting roads are used to
form ”virtual” boundaries for the traffic junction (see Figure 3.14c and Figure 3.14d).
The resulting enclosed area from the lines are then defined as the traffic junction.

3.4.2 Semantic Segmentation Models

After setting up a guideline on how the traffic junction area within an image is defined,
the next step would be to utilize a segmentation model to carry out the task of traffic
junction segmentation. For this work, the segmentation task will be formulated as a
semantic segmentation task, where traffic junction is considered as a standalone semantic
class within a set of semantic classes. This results in dense pixel-wise traffic junction
segmentation, allowing exact localization of the traffic junction within an image. In
order to carry out the semantic segmentation task, the following four state of the art
CNN-based semantic segmentation models will be investigated in this work.

FCN - FCN is an end-to-end CNN-based semantic segmentation model introduced
by [4]. The authors showed that the features learned from a pretrained CNN-model for
image classification is rich enough to carry out dense pixel-wise prediction for semantic
segmentation. This is done by replacing the final fully connected layer of the pretrained
model with deconvolutional layers. The deconvolutional layer inverts the forward and
backward passes of a standard convolutional layer, and thus upsamples the input fea-
turemaps. Compared to other upsampling methods such as nearest neighbor- or bilinear
upsampling, the deconvolutional layer contains learnable weights that allows it to learn
a nonlinear upsampling [4]. The resulting upsampled featuremaps preserve the spatial
information which would otherwise be lost due to the fully connected layer in a standard
CNN model for image classification.

There are three model variants of FCN discussed in [4], FCN-32, FCN-16 and FCN-8.
The number for each model corresponds to the upsampling factor used by the deconvo-
lutional layer to upsample the featuremaps back to the original input image size. For
FCN-16 and FCN-8, multiple deconvolutional layers were stacked together to gradually
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Figure 3.15: Architecture of FCN variants with different output prediction strides [4].

recover the original input image size using a smaller upsampling factor. This includes
the use of skip connections inspired by [185]. Figure 3.15 shows the architecture of the
different FCN models. Since the publication of FCN, almost all subsequent CNN-based
semantic segmentation models are developed based on the model architecture of FCN.
Therefore, FCN, specifically the best performing FCN-8, will be used as the baseline
model for the experiments later on in this work.

PSPNet - PSPNet is a semantic segmentation model by [13] that aims to address
the absence of global context information in FCN. The authors proposed to incorporate
the missing information into the model by aggregating different region-based context
information through a PPM. PPM consists of multiple max- or average pooling layers
with different pooling window sizes stacked in parallel. The featuremaps obtained after
each pooling layers are upsampled before being concatenated together for the final pre-
diction. Similar to FCN, PSPNet uses a pretrained CNN model as the feature extractor
and passes the featuremaps in the final layer into PPM. Figure 3.16 shows the architec-
ture of PSPNet. The best PSPNet model configuration was able to outperform FCN
by about 50% in the ADE20K dataset [186] that was used in the 2016 imagenet scene
parsing challenge.

DeepLabV3+ - The DeepLabV3+ semantic segmentation model was introduced by
[14] to tackle the lack of global context information in FCN, which is similar to the
aim of the work by [13]. However, instead of using information aggregation to include
the missing information [13], the authors of [14] proposed to use dilated convolutions
to increase the receptive field of the model. This is done by stacking multiple dilated
convolutions with different dilation rates in parallel, forming the ASPP module which
was first introduced in [168]. Increasing the receptive field allowed the model to learn
global context instead of just local neighboring context. Besides the addition of ASPP,
[14] also included a decoder module that uses skip connection similar to FCN. It helps to
reduce the upsampling factor required for the final prediction, and to recover boundary
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Figure 3.16: Architecture of PSPNet [13].

Figure 3.17: Architecture of DeepLabV3+ [14].

details that are lost as the featuremaps are downsampled in the feature extractor. Similar
to PSPNet, a pretrained CNN model was used as the feature extractor for DeepLabV3+
with the ASPP module attached to the final layer of the CNN model. Figure 3.17 shows
the architecture of DeepLabV3+. At the time of publication, DeepLabV3+ achieved the
highest overall mIoU on the Cityscapes dataset, even surpassing PSPNet [14].

DenseASPP - In order to generate denser segmentation results, [15] proposed the
DenseASPP module. This module extends the original ASPP module from [168] by
adding dense connections based on [187]. These dense connections concatenates the
output of a dilated convolutional layer to the inputs of the other dilated convolutional
layers with larger dilation rates. The authors argue that this help to generate denser
featuremaps and increase the effective receptive field of DenseASPP compared to the
original ASPP since more featuremap points are being used by each of the dilated convo-
lutional layers. The overall DenseASPP model follows the design of PSPNet and replaces
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Figure 3.18: Architecture of DenseASPP [15].

PPM with DenseASPP, meaning that the decoder module found in [14]. Figure 3.18
shows the architecture of the entire DenseASPP model.

3.4.3 Standalone Application

Besides being used to identify the presence of a traffic junction, this work also explored a
potential application for the segmented traffic junction, image-based braking assessment.
Assuming that a traffic junction is not safe to be crossed, a vehicle needs to stop before
the traffic junction. By analyzing the segmented traffic junction JunctionSeg, it is
possible to determine whether the vehicle has made the wrong decision and tries to
enter the junction. Moreover, it can also be used to access whether the braking of a
vehicle is strong enough to stop the vehicle before the traffic junction if it needs to do
so. In order to achieve this, the following algorithm is developed.

Firstly, a drivable path Ad is defined in front of the vehicle under the assumption
that the it drives straight into the traffic junction. Then, JunctionSeg and Ad are
projected into BEV to obtain JunctionSegBEV and Ad,BEV respectively under planar
ground plane assumption from Subsection 3.1.2. Afterwards, Ad,BEV is used to crop out
JunctionSegBEV to calculate Junction Ratio JR. It represents the percentage of Ad,BEV

that is segmented as traffic junction. Finally, the braking intention of the vehicle can
be assessed by comparing the second derivative of JR w.r.t. frame J̈R, to the braking
deceleration required to stop before the traffic junction in terms of frames J̈Rstop. This
will be elaborated further later in this subsection. Figure 3.19 visualizes the outcome of
the different steps in the algorithm.

The intuition behind JR is to define a path in front of the vehicle and observe the
change in the semantic segmentation results within it. As a vehicle approaches a traffic
junction, the pixels segmented as road in Ad,BEV will gradually change to junction. The
change within Ad,BEV represents the distance traveled by the vehicle, since homography
used in the BEV is a linear transformation between two planes [188]. This means that the
rate of change of JR with respect to the current frame ˙JRi will be linearly proportional
to the velocity of the vehicle ẋ. Similarly, the second derivative of JR w.r.t. frame i,
J̈Ri and the vehicle’s acceleration ẍ will also have the same linear relationship. The
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calculation for JR and its derivatives are based on the following equations:

JRi =
Ji

Ad,BEV
(3.3)

˙JRi =
JRi − JRi−∆i

∆i
(3.4)

J̈Ri =
(JRi − JRi−∆i)− (JRi−∆i − JRi−2∆i)

∆i2
(3.5)

where J represents the cropped JunctionSeg within Ad,BEV and i indicates the current
camera frame.
As mentioned at the beginning of this subsection, the aim of the application is to

assess the braking of a vehicle approaching a traffic junction. This can be achieved by
comparing J̈Ri with J̈Rstop. Based on the aforementioned assumption that a vehicle is
driving straight into the traffic junction, J̈Rstop can be calculated with the help of the
linear motion model using the following equations:

∆i = istop − i (3.6)

JRstop =
1

2
J̈Rstop∆i2 + ˙JRi∆i+ JRi (3.7)

J̈Rstop =
˙JRstop − ˙JRi

∆i
(3.8)

where JRstop represents the JR at which the vehicle stops before the traffic junction at
frame istop.

Ideally, when the vehicle stops before the traffic junction at istop, Ad,BEV will only
consist of pixels segmented as traffic junction. This implies that JRstop becomes 1
and ˙JRstop should be 0. Substituting these values into Equation 3.8 will result in the
following equation

J̈Rstop =
˙JR

2
i

2(JRi − 1)
(3.9)

where J̈Rstop represents the ideal deceleration for the vehicle to stop before the traffic
junction in terms of frames. Once calculated, J̈Rstop can be used to assess the brak-
ing intention of the vehicle by comparing it with the current deceleration J̈Ri from
Equation 3.5. The following four assessments can made based on the comparison.

� If J̈Ri is positive, the vehicle is not planning to stop and will continue driving
forward and cross the traffic junction.

� If J̈Ri is the same as J̈Rstop, the vehicle will stop before the traffic junction.

� If J̈Ri is smaller than J̈Rstop, with both having negative values, the vehicle will
stop somewhere in the traffic junction.

� If J̈Ri is larger than J̈Rstop, with both having negative values, the vehicle will stop
at a distance before the traffic junction.
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Figure 3.19: Visualization of the braking assessment algorithm. Top Left: Semantic segmen-
tation output overlaid with the raw image. The white outline represents Ad.
Bottom Left: BEV projection of the top left image. Bottom Right: Cropped
semantic segmentation result within Ad. Only the junctionand road semantic
classes are shown here. Top Right: Various curves showing the values for ẋ ẍ JR
J̈R J̈Rstop (© 2020 IEEE)

These assessments allow a vehicle to be controlled based on J̈Ri and J̈Rstop within
image space. However, the design of the control loop using J̈R is out of the scope of this
work, which is an open topic for future works. A summary of the algorithm introduced
in this Section is detailed in Algorithm 1.

Algorithm 1: Braking Assessment

Input: JunctionSegi
define Ad

while i > 0 do
project JunctionSegi and Ad into BEV
crop JunctionSegi,BEV using Ad,BEV

calculate JRi from cropped JunctionSegi,BEV

calculate J̈Ri and J̈Rstop

assess braking by comparing J̈Ri with J̈Rstop

end
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3.4.4 Discussions

Task formulation - Semantic segmentation is used as the approach to identify traffic
junction in images because of the high-level information that it provides. By segmenting
the traffic junction as a standalone semantic class, it enabled the development of the
braking assessment application introduced in this Chapter without the need of additional
information such as HD map. Moreover, the segmented traffic junction can also be used
for other purposes such as localizing a vehicle in HD map and focusing the attention of
image-based traffic analysis. All these would not be possible if the identification of traffic
junction was formulated as an image classification task [74, 135]. In addition to traffic
junction, semantic segmentation also provides information on other semantic classes such
as road, car and pedestrian, which is useful for developing various ADS functions.

Difficulties of traffic junction segmentation - The choice of using semantic seg-
mentation is motivated by the impressive performance achieved by CNN-based semantic
segmentation models [4, 13, 14], and the availability of high quality semantic segmenta-
tion dataset for traffic scene understanding [12]. This lead to the work in this chapter
where traffic junction is being segmented as the standalone semantic class junction.
However, segmenting junction is challenging as it depends more on cues from the sur-
rounding scene such as lane markings, and less on local appearance, which is the case
for other semantic classes such as road, car and pedestrian. Nevertheless, the experi-
ments carried out later in Chapter 4 showed that traffic junction segmentation is feasible
despite the challenges.

Thoroughness of traffic junction analysis - The analysis carried out on real-
world traffic junction scenes in this Chapter was only performed on images from the
Cityscapes dataset. As the images are captured from various cities across Germany, it
is assumed that they are large and diverse enough to contain a high number of traffic
junction scenarios for the analysis. However, this assumption limits the analysis to the
traffic junction scenarios found in Germany, which might not be the same compared to
other countries. Analysis of traffic junction scenarios from different countries and from
a larger pool of real-world data would be needed in order to build a more generalized
and robust guideline to define traffic junction area in images. This can ultimately lead
to the development of better traffic junction segmentation model, which is an open topic
for future works.

Behavior of a vehicle at traffic junction - In this work, it is assumed that a
vehicle drives straight into a traffic junction as it approaches it for the braking assessment
application. The ”driving straight” maneuver is a plausible assumption because a vehicle
will almost never make a turning maneuver before entering a traffic junction under
normal circumstances. Nevertheless, it is still possible for a vehicle to make a sudden
lane change before entering a traffic junction, breaking the assumption. In order to
prevent the braking assessment application from failing, Ad needs to be modified to
take into consideration the turning of the vehicle as it performs a lane change4, which
is an open topic for future works.

4This modification will also indirectly help to tackle situations where the road curves before a traffic
junction.

71



3 Junction Crossing System

Occlusion due to bonnet - Front facing cameras are commonly used to obtain
traffic scene images in front of a vehicle for ADS and ADAS functions. In order to
capture traffic scenes that are far away, they are usually mounted at the highest possible
position in a vehicle such as behind the rear-view mirror. This inadvertently causes the
vehicle’s bonnet to be present in the camera image, which occludes the part of the traffic
scene that is directly in front of the vehicle. A simple solution for this issue is to mount
a secondary camera in front of the vehicle to capture the occluded scene. Without the
occlusion, semantic segmentation can be performed on the entire complete traffic scene.
This will help to provide additional information such as the presence of obstacles in front
of the vehicle and whether the vehicle has reached the boundary of a traffic junction.

3.5 Decision-Making for Junction Crossing

This section presents the affordance representation- and decision-making modules5 in
Stage II from Section 3.1 that seeks to tackle the research question R-2a and R-2b.
The affordance representation module acts as an information converter that converts
the information obtained from the various modules in the perception component of the
system into a representation that can be used for decision-making. This representation
is known as affordances and has a value between 0 to 1. Three different affordances that
corresponds to the three different types of detection will be discussed in this chapter.
After obtaining the affordances, they will be used by the decision-making module to
infer the decision whether a traffic junction is safe to be crossed. This is done by
using a Bayesian network that is encoded with the concept of a safe traffic junction
crossing. The Bayesian network carries out the inference by outputting the probabilities
of the binary decision to either cross or stop before a traffic junction. Besides these two
modules, a traffic junction identification module will also be introduced in this chapter.
It acts as a trigger that activates the decision-making process in Stage II.

The rest of this section is structured into four subsections. Subsection 3.5.1 introduces
the process of identifying a traffic junction from camera images. Then, the methods to
represent visual information as affordances will be detailed in Subsection 3.5.2. After-
wards, Subsection 3.5.3 describes how the decision-making process for traffic junction
crossing is modeled using a Bayesian network that takes in affordances as inputs. Fi-
nally, the chapter ends with a discussion on why affordances and Bayesian network are
used and their limitations in Subsection 3.5.4.

3.5.1 Identification of Traffic Junction

The aim of the system introduced in Section 3.1 is to tackle the task of traffic junction
crossing. Therefore, it is practical to include a module that triggers the activation of the
system if a traffic junction is present in the scene, as shown in Figure 3.3. This helps to
avoid making redundant decision when a vehicle is driving along a straight road. The

5The work on the affordance representation- and decision-making modules was presented in the 2021
IEEE International Conference on Intelligent Transportation Systems [CZB21a].
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Table 3.1: Overview of affordances. (© 2021 IEEE)

Affordance State

Traffic light state (TLSi) i ∈ {Red,Green,Off}
Stop sign relevance (SSRj) j ∈ {True, False}

Collision with dynamic object (CDOk) k ∈ {True, False}

module here identifies the presence of a traffic junction by assessing whether the junction
label is present in the traffic junction segmentation results from Stage I. In other words,
this module can be viewed as an image-based traffic junction detector. It is important
to note that all of the pixels segmented as junction belong to the same traffic junction,
since this work does not deal with multiple traffic junctions or multi-lane road system
as mentioned in Subsection 3.1.2.

3.5.2 Affordance Representation

For this work, the detection results from the modules described in Section 3.2 and
Section 3.3 will be represented as affordances for map-free decision-making in the context
of autonomous driving. These affordances correspond to three main factors that result
in a vehicle stopping before a traffic junction. They include stopping due to to a stop
sign, a red traffic light and potentially colliding with another moving vehicle. Table 3.1
lists the three affordances and their states that will be discussed in this section.

Stop sign relevance SSR - SSR represents the scenario where an ego vehicle must
stop before a traffic junction due to the presence of a stop sign. In this work, all of the
detected stop signs are assumed to be relevant to the ego vehicle. This means that SSR
can be simplified as representing the presence of a stop sign in the traffic scene. The
affordance value for SSR, pa(SSR), can be calculated using the following equations:

pa(SSR = True) = pd(SS) (3.10)

pa(SSR = False) = 1.0− pa(SSR = True) (3.11)

where pd(SS) refers to the probability of a stop sign being detected. This detection is
performed by ITA introduced in Section 3.2.

Traffic light state TLS - TLS represents the states of the traffic lights at a traffic
light junction that determines the decision of a vehicle approaching the junction. There
states corresponds to three common situations that one encounters at a traffic light
junction in Germany. In the first situation, the traffic light is red and a vehicle must
stop before the traffic light junction. In the second situation, the traffic light is green
and a vehicle is allowed to cross the traffic junction. In the last scenario, the traffic light
is off, meaning that it is neither red nor green. Here, the traffic rule associated with the
traffic sign that is attached to the traffic light junction must be obeyed. The affordance
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value for TLS, pa(TLS), can be calculated using the following equations:

N = pd(Red) + pd(Green) (3.12)

pa(TLS = Red) =

{
pd(Red), if N ≤ 1

pd(Red)/N, otherwise
(3.13)

pa(TLS = Green) =

{
pd(Green), if N ≤ 1

pd(Green)/N, otherwise
(3.14)

pa(TLS = Off) = 1.0 − pa(TLS = Red)

− pa(TLS = Green) (3.15)

where pd(Red) and pd(Green) refers to the probability of a red traffic light and a green
traffic light being detected. Similar to SSR, ITA introduced in Section 3.2 is used to
carry out the detection. For simplicity reasons, the yellow traffic light is considered as
red in this work.
Collision with dynamic object CDO - CDO represents the potential of colliding

with another moving object when a vehicle crosses a traffic junction. If CDO is high,
there is a high risk of collision and the ego vehicle should stop before a traffic junction.
The collision with a moving object can be determined based on the concept of CBDR.
According to CBDR, two objects moving to the same location with the same speed will
see each other at a constant angle from a reference direction (bearing). This means that
both objects appear static within the field of view of the opposite object. In the context
of autonomous driving, a vehicle with a front facing camera can be considered as one of
the object and the camera image as the field of view, while the second object refers to
another traffic participant. Assuming that the road is planar, if the traffic participant
appears static within the camera image of a moving vehicle, then the vehicle will collide
with the traffic participant at some point in time in the future. The affordance value for
CDO, pa(CDO), can be calculated using the following equations:

pa(CDO = True) = e
− ln(0.5)

αCDO
||IFW ||

(3.16)

pa(CDO = False) = 1.0 − pa(CDO = True) (3.17)

where IFW is the instance flow obtained by averaging the smallest βCDO% of the
estimated instance flow of an object, while αCDO is a hyperparameter that can be tuned
to compensate for errors in instance flow estimation. The FMRCNN model introduced
in Section 3.3 is used to carry out the instance flow estimation.

3.5.3 Decision-Making

Once the affordances discussed in the previous subsection are obtained, they are used to
decide whether a traffic junction is safe to be crossed. This decision-making process will
be modeled using a well known probabilistic graphical model known as Bayesian network.
As detailed in Subsection 2.11.1, Bayesian network is a directed acyclic graph [189]
that contains edges which represent the conditional probabilities between the random
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Traffic Light State

𝑇𝐿𝑆

Stop Sign 

Relevance

𝑆𝑆𝑅

Collision with 

Dynamic Object 

𝐶𝐷𝑂

Action

(A)

Figure 3.20: Overview of a Bayesian network used to model the decision-making process for
traffic junction crossing. The round blocks represent the affordance nodes, while
the square leaf block represent the action node. (© 2021 IEEE)

variables within the nodes connected by the edges. It is used in this work due to the
following two factors. Firstly, Bayesian network is a transparent model. The effect of a
random variable on the final inference output can easily be understood by tracing the
path between the final output node to the node with the random variable. Secondly,
Bayesian network is modular. This allows new random variables to be included in the
model by simply adding more nodes and edges to the existing model.
When a vehicle approaches a traffic junction, there are two possible actions that it

can take, either to stop before a traffic junction (Stop) or continue to cross it (Go) as
mentioned at the beginning of this chapter. The action that it should take depends on
the decision whether the traffic junction is safe to be crossed. Therefore, the decision-
making process can be tied to the actions that a vehicle can perform Al, l ∈ {Stop,Go}.
These actions are modeled by the Bayesian network as a random variable in the final
output leaf node. This means that the Bayesian network outputs the probabilities of each
possible actions based on the input affordances that it receives. Here, the affordances
are also modeled as random variables (nodes) within the Bayesian network. An overview
of the Bayesian network used in this work is shown in Figure 3.20.
After identifying the random variables in the Bayesian network, the CPD among

them needs to be defined next. For this work, CPD is not learned through data, but are
defined in away that it encodes the two aspects of a safe crossing, collision avoidance and
obeying traffic rules. The CPD among the random variables of the Bayesian network in
Figure 3.20 are defined in Table 3.2. There are a total of four conditional probabilities
that are being considered which are listed as follows:

� p(Al|CDOk, SSRj , TLSi) conditions that a vehicle should stop if there is a relevant
stop sign, a red traffic light or a potential collision with another moving vehicle.

� p(CDOk|SSRj , TLSi) conditions that CDO is only being considered if the vehicle
does not stop due to SSR or TLS.
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� p(SSRj |TLSi) conditions that SSR should be ignored if there is a red traffic light,
meaning that TLS has a higher priority over SSR. This also indirectly models a
possible scenario in Germany, where a stop sign attached to a traffic light should
be followed if the traffic light is off.

� p(TLSi|TLSi,0) is the probability of each TLS state given their respective prior
probability TLS0.

By assuming that the prior probability of each TLS states occurring is the same,
p(TLSi|TLSi,0) can be simplified to p(TLSi) as TLS0 is the same for each TLS states.
p(TLSi) thus becomes an indicator that indicates the presence of each TLS state. It is
important to note that the same prior probability assumption is also made for the other
random variables in the Bayesian network. Therefore, the probabilities of the other
random variables conditioned on their prior probabilities are omitted.

p(Al) =
∑

k

∑

j

∑

i

p(Al|CDOk, SSRj , TLSi)

∗ p(CDOk|SSRj , TLSi)

∗ p(SSRj |TLSi) ∗ p(TLSi) (3.18)

Based on the input affordances and the CPD from Table 3.2, the Bayesian network
outputs the probabilities of actions that a vehicle should take as it approaches a traffic
junction p(Al). It can be obtained using the variable elimination algorithm [189], and can
be summarized by Equation 3.18. Here, the probability calculation involves affordance
values derived from the detection results. This means that p(Al) takes into consideration
the uncertainty in the input affordances, thus highlighting the benefit of a probabilistic
graphical model. p(Al) represents not only the output of the decision-making module,
but also the entire vision-based decision-making system for traffic junction crossing as
introduced in Chapter 3.

3.5.4 Discussions

Assumptions - The decision-making component introduced in this chapter was de-
signed for a single lane traffic junction scenario in mind as detailed in Subsection 3.1.2.
This allowed several assumptions to be made that simplifies the design of the decision-
making component, without affecting the ability of the system to carry out it’s main
task of determining whether a traffic junction is safe to be crossed. While these as-
sumptions are valid for this particular scenario, they may not be valid for much more
complex traffic junction scenarios such as multi-lane traffic junction or multiple traffic
junctions that are very close to each other. In order for the system to be deployed in
these complex scenarios, the following assumptions would need to be addressed.
Firstly, the SSR and TLS affordances assume that all the stop signs and traffic lights

observed in the traffic scene are valid for the ego vehicle, which is not always the case.
For example, when two traffic junctions are close to each other, the stop signs and traffic
lights for the second traffic junction might be visible to the ego vehicle before it even
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crosses the first traffic junction. Moreover, traffic lights for a multi-lane traffic junction
may have different meaning depending on which lane the ego vehicle is in. Nevertheless,
this assumption can easily be removed by extracting additional visual information such
as depth, lane boundary and an object’s pose. These information can then be represented
as new affordances that can be used to tackle the two aforementioned cases where the
current assumption is not valid. These are topics to extend the current system that are
open for future works.

Secondly, the CDO affordance is based on the CBDR principal where an object that
appears static in the view of a moving vehicle is considered a potential collision candidate.
However this only applies to objects approaching from either side of the moving vehicle.
Objects that are moving with the same speed and in the same direction as the moving
vehicle will still be considered as a collision candidate by CDO even though they will
never collide. Furthermore, CDO is only valid when the ego vehicle is in motion. This
means that CDO must be ignored for the case where the ego vehicle tries to recross
a traffic junction after it stops before it due to a previous decision. Both of these
limitations of CDO are not considered in this work as the ego vehicle is assumed to be
the first vehicle entering the traffic junction and that it is in motion when approaching
the traffic junction. This assumption can nonetheless be relaxed with the help of the
vehicle’s odometry and depth estimation. They can be used to make CDO adaptive,
meaning that CDO can be ignored when the aforementioned situations where CDO is
not valid occurs.
System output - Besides the assumptions, the design of the decision-making com-

ponent is also simplified by using a binary output for the final decision or action that the
system infers for a vehicle. While this binary action is sufficient to achieve the goal of
the system, it lacks information such as when the vehicle should execute the action, or
what kind of acceleration profile that a vehicle should follow when crossing or stopping
before a traffic junction. This information is crucial in order for the vehicle controller to
control the vehicle to achieve the desired action. A possible way to obtain the missing
information is to use the approach described in the braking assessment application in
Subsection 3.4.3, which allows the ego vehicle to infer how far it is from the traffic junc-
tion. Methods to incorporate the missing information will need further investigation,
which are open topics for future works.

78



4 Experimental Evaluation

In this chapter, experiments conducted to investigate the feasibility of the various mod-
ules for the vision-based decision-making system for traffic junction crossing introduced
in Chapter 3 will be presented. They include detecting traffic junction using semantic
segmentation (Section 3.4), detecting traffic sign and traffic light with a modified CNN
architecture (Section 3.2), identifying dynamic object through instance flow estimation
(Section 3.3), and inferring the decision for traffic junction crossing using Bayesian net-
work (Section 3.5). The results for each experiments as well as the datasets and setups
used to perform them will be reported in this chapter. Besides investigating the feasi-
bility, the experiments also aim to answer the research questions R-1a, R-1b, R-1c,
R-2a and R-2b posed in Section 1.2.
This chapter is structured into four sections. In Section 4.1, the overall setup for the

experiments in this chapter will be described. This includes the software programs that
are used and the hardwares that the software ran on. Then, the various synthetic and
real-world datasets that are used will be introduced in Section 4.3. All modifications
made to the datasets to run the experiments will also be discussed here. Afterwards,
Section 4.2 will detail the metrics used to evaluate the experimental results. Finally, the
experimental results will be analyzed and reported in Section 4.4.

4.1 Experimental Setup

This section presents the software and hardware setup that are used to perform the
experiments in this chapter. The software programs are programmed using Python
3.6 on a compute machine running the Ubuntu 18.04 operating system. Among the
various python libraries used to program the software, the two core libraries are pgmpy
[190] and tensorflow [191]. pgmpy is a python library that is built for working with
probabilistic graphical models, which includes Bayesian network. In this work, it is used
to generate the Bayesian network for decision-making and to run the corresponding
inference algorithm.
The other main library, tensorflow , is a deep learning framework developed by Google

as part of the TensorFlow 1 project. Within the project, the researchers from Google
released a wrapper library for tensorflow called TFOD that is used primarily for object
detection research [192]. It includes various state of the art CNN-based object detection
models as well as CNN-based feature extractor backbone that serve as reference imple-
mentations for the CNN-based models introduced in this work. Moreover, it contains the
complete training and evaluation pipelines required for the experiments in this chapter.
Furthermore, the API is optimized for CNN-based model training in TensorFlow 1. All
of the training and the subsequent deployment of the CNN-based models in this work
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Table 4.1: Evaluation metrics. Metrics with * are introduced in this work.

Metric Abbreviation Evaluation Task

Mean Intersection-Over-Union mIoU Semantic segmentation

Density Score* DS Compactness of segmentation

Mean Average Precision mAP Object detection

End Point Error EPE Optical flow estimation

Instance Flow Quality* IFQ Instance flow estimation

Frame Of No Return* FNR Decision making for junction crossing

Normalized Cross Correlation NCC Compute complexity of a NN

were done through this wrapper library. Due to compatibility issues, the tensorflow
library used in this work is fixed at version 1.4 with GPU support.
In terms of hardware, various Nvidia GPUs were available for training and deploying

the CNN-based models. These included the 32GB Tesla-V100, the 11GB GTX1080-TI,
and the 8GB Quadro-M4000. Besides the CNN-based models, the rest of the software ran
on a 3.60GHz hexa-core Intel i7-6850K CPU. Runtime and GPU memory consumption
of the software will be reported later together with the experimental results.

4.2 Evaluation Metrics

This section introduces the six evaluation metrics that are used to evaluate the experi-
ments performed in this chapter. An overview of these evaluation metrics are shown in
Table 4.1, along with their abbreviations. Among these six evaluation metrics, three of
them are created in the course of this work.
Mean intersection-over-union mIoU - The most common metric to evaluate seg-

mentation results is IoU , also known as Jaccard index. It is given by

IoU =
TP

TP + FP + FN
(4.1)

where TP , FP and FN are true positives, false positives and false negatives respectively.
It is used to calculate the degree of overlap between prediction and ground truth with
100% representing a perfect overlap. For multi-class segmentation, which is usually
the case for semantic segmentation, IoU is calculated for each semantic class and then
averaged to obtain mIoU .
Density score (DS) - While mIoU provides a good measure for prediction accuracy,

it does not provide any information on how noisy or ”patchy” the predictions are. This is
especially crucial for junction segmentation, as it is much more desirable to have a dense
prediction rather than a patchy or sparse prediction with high mIoU . Since a junction
is always an enclosed area, having sparse prediction might split up a single junction area
into multiple smaller ones. In order to address this, DS is introduced in this work to
evaluate the denseness of class-wise segmentation.
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The calculation of DS is as follows:

DSrow =
1

NDS

∑NDS

j=0

∑MDS−1

i=0
|gui+1,vj − gui,vj | (4.2)

DScol =
1

MDS

∑MDS

i=0

∑NDS−1

j=0
|gui,vj+1 − gui,vj | (4.3)

DS =
NDS ∗DSrowgt +MDS ∗DScolgt

NDS ∗DSrowpred
+MDS ∗DScolpred

(4.4)

where MDS and NDS are the number of columns and rows that contain true positives.
The subscript gt and pred refers to ground truth and prediction. DS uses class-wise
segmentation gradient g, g ⊂ [0, 1], to determine how dense the prediction is relative to
the ground truth based on the gradients. If the prediction is as dense as the ground truth,
the sum of the gradients per column and per row for prediction and for ground truth
should be the same, leading to a DS of 1. It is important to note that DS is calculated
for a single class where prediction overlaps the ground truth. This means that binary
segmentation masks for prediction and ground truth are prepared first before calculating
DS.
Mean average precision (mAP ) - The standard metric used to evaluate object de-

tection is average precision AP or mAP for multi-class object detection. It is defined as
the area under the precision-recall curve plotted according to prediction confidence. The
method of smoothing out the precision-recall curve using interpolated precision values
at evenly spaced recall values as described in [193] [21] will be used in this work (Equa-
tion 4.7). [193] uses 11 recall values while [21] uses 101 recall values for interpolating
the precision values. This interpolation reduces the sensitivity of AP by removing the
”zig-zag” pattern in the precision-recall curve that might occur when false positives have
high prediction confidence. The overall calculation for AP is given by

precision =
TP

TP + FP
(4.5)

recall =
TP

TP + FN
(4.6)

AP =
1

#recall

∑

recall⊂[0.0,...,1.0]

precisioninterp(recall) (4.7)

where #recall is the number of recall interval used to interpolate the precision value
precisioninterp(recall).
For the precision and recall calculations, IoU values are used to determine if a pre-

dicted object matches with a ground truth. If the IoU is higher than a threshold, the
predicted object is considered as a true positive. [193] uses a threshold of 50% to guaran-
tee a unique matching between prediction and ground truth when calculating AP . [21]
takes it a step further by averaging AP s obtained using 10 evenly spaced IoU values in
the range of IoU ⊂ [50%, ..., 95%]. This better reflects the quality of the detection result
as it is much more desired to have a prediction that matches as closely as possible to the
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ground truth. In both cases, the mAP is defined as the averaged AP across all object
classes.
Besides AP , [21] also included different variations of it which includes APL, APM ,

APS , and AP50. AP50 uses a single IoU value of 50% to determine the true positive
matches. While it is similar to the AP defined in [193], they are not the same as [21]
uses a higher number of recall values to interpolate the precision values. APL, APM ,
and APS are calculated based on the definition of AP in [21] but only for objects that
are either large (L), medium (M), or small (S) depending on the objects’ area. Objects
that are smaller than 322pixels are considered small, while objects larger than 962pixels
are considered large. The rest are considered as medium.
End point error (EPE) - A common metric used to evaluate optical flow estimation

is EPE. It is defined as the L2-Norm of the difference between the optical flow estimation
and ground truth, which takes the form

EPE = ||OFprediction −OFgroundtruth||2 . (4.8)

This means that a perfect estimation will have an EPE of 0, while there is no upper
limit to a wrong estimation.
Instance flow quality (IFQ) - In order to evaluate the accuracy of the instance

flow estimation task, the IFQ metric is introduced ion this work. It has the form

IFQ50 = AP50 ×
1

TP

∑

i∈TP

exp(−EPEi) (4.9)

which combines the two individual evaluation metrics, AP and EPE. AP evaluates
the instance segmentation component of instance flow estimation, while EPE shows the
error in the optical flow estimation. The formulation of IFQ is motivated by the panoptic
quality metric PQ introduced in [194] to evaluate panoptic segmentation, a unified task
for semantic and instance segmentation. The PQ metric merges two evaluation metrics
that are normally used to evaluate the two combined tasks for panoptic segmentation
separately, IoU and a modified F1 score.
AP here uses the definition from [193], with the IoU threshold denoted by the subscript

50 in AP 50 and IFQ50. IFQ evaluates only the EPE within the true positive instances
as instance flow estimation aims at estimating the optical flow for object instances. Since
EPE ∈ [0, inf], it will need to be scaled to a range of 0 to 1 in order to be combined
with AP to form IFQ. This scaling is done by using a basic exponential function as
shown in Equation 4.9.

Despite being a simple and effective way of constraining the EPE, the use of a basic
exponential function is not the optimal way to do so. Assuming that the instance flow
prediction has perfect AP , IFQ will only give a value of 0.5 and above if the EPE is
less than 0.69, a value that not even the state of the art PWCNet can achieve on various
datasets [6]. In order to relax the constraint and reduce the focus of IFQ on very precise
optical flow estimations (small EPE values), weighted instance flow quality WIFQ was
introduced. It takes the form

WIFQ50,λ = AP50 ×
1

TP

∑

i∈TP

exp

(
ln(0.5)

λWIFQ
× EPEi

)
(4.10)
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which uses a weighted exponential function to scale the EPE values.

The weighting factor ln(0.5)
λWIFQ

in Equation 4.10 controls the curvature of the exponential

function ln, and adjusts the range of EPE that is considered “good”. Assuming perfect
AP , λWIFQ can be used to determine the EPE range that results in WIFQ greater
than 0.5. Therefore, λWIFQ can be viewed as a form of average EPE. Furthermore,
λWIFQ can be used to determine whether AP or EPE has a higher impact on WIFQ.
Since λWIFQ only weighs EPE, increasing λWIFQ should result in a significant increase
in WIFQ. If the increase in WIFQ is small or insignificant, then it means that our
instance flow estimation has a low instance accuracy or low AP value.

Frame of no return (FNR) - The concept of FNR is introduced in this work as
a constraint to evaluate the decision-making process for traffic junction crossing. FNR
refers to the time stamp or the frame within a video sequence where the decision for a
task is finalized. This means that any change to the final decision after FNR will have
no effect on the outcome of the task itself. When applied to the task of traffic junction
crossing, FNR will be the frame in which a vehicle must decide whether to cross or
brake before the traffic junction based on a predefined deceleration profile, aStop. Here,
aStop can be viewed as a vehicle’s driving behavior, where a higher value corresponds to
an aggressive behavior and a lower value representing a defensive one. Assuming that
aStop is constant, if the vehicle decides to brake after the FNR, it will not be able to
stop completely before the traffic junction, and will end up somewhere within the traffic
junction.

The calculation of FNR requires 2 components, distance to the traffic junction djuncf
from frame f and the braking distance ddec from a constant aStop. Assuming the last
frame of a sequence is directly at the border of a traffic junction, djuncf can be determined
by calculating the distance traveled backwards in time from the last frame Frjun. Here,
djuncf is given by

djuncf =
∑

i

1

FPS
∗ si , f ∈ {1, ..., F rjun} (4.11)

with si referring to the speed of the vehicle at frame i. Meanwhile, ddec can be calculated
as follows

ddec = − aStop
FPS2

(4.12)

under constant acceleration assumption. Finally, the FNR is calculated by finding the
frame where the condition djuncf = ddec holds true.

Normalized compute complexity (NCC) - The NCC evaluates the inference
runtime of a NN on a bit-serial accelerator [195] in terms of MAC operations. It calculates
the number of MAC operations required by a NN where the data is expressed in bits
relative to a NN where the data is binarized to a single bit [196]. A high NCC corresponds
to longer inference runtime. The NCC allows for a fair comparison of the execution speed
between NN models that uses different data formats such as FP32, FP16, INT8 or 1-
bit (binary). Analysis using the Nvidia GTX1080-Ti is not optimal as the GPU is only
optimized to process data in FP32 format.
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Table 4.2: Datasets used for the experiments in this work. They are listed according to publi-
cation year. Only the labels that were used in this work are described. KITTI and
VKITTI have a much wider range of labels provided than the ones described here.

Dataset Year
Image Size

Label Description
[pixels]

GTSDB [9] 2013 1360 x 800 2D bounding box of traffic signs in Germany

KITTI [197] 2013 1242 x 375 Object instance mask, Optical flow

VKITTI [198] 2016 1242 x 375 Pixel-wise instance segmentation, Optical flow

Cityscapes [12] 2016 2048 x 1024 Pixel-wise semantic segmentation

Dashcam
2016 1280 x 720

2D bounding box of traffic participants,

Accident [20] Collision candidate

TT100K [10] 2016 2048 x 2048 2D bounding box of traffic signs in China

DTLD [11] 2018 2048 x 1024 2D bounding box of traffic lights in Germany

HD1K [199] 2016 2048 x 1024 Optical flow

4.3 Dataset

This section describes the datasets that are used for the experiments in this chapter.
These datasets are publicly available and focus on computer vision and autonomous
driving tasks. Table 4.2 summarizes all of the 8 datasets that are used. Out of the
8 datasets, 2 datasets do not contain the required ground truth labels needed for the
experiments that uses them. In order to overcome this, the ground truth labels are either
manually labeled or automatically generated using other models (pseudo-ground truth).
An overview of the datasets as well as details on pseudo-ground truth generation will be
provided in the following subsections.

4.3.1 Overview of Datasets

KITTI - The KITTI dataset [197] is a multi-modal dataset focusing on autonomous
driving research. It is recorded from drives within the city of Karlsruhe, Germany,
using a sensor setup that consists of 2 stereo cameras (grayscale + color), laser scanner
(Lidar), and inertial and GPS navigation system. Since the release of the dataset, a large
collection of ground truth labels for different tasks such as depth estimation, optical
flow estimation, object detection and tracking, visual odometry and SLAM evaluation,
semantic and instance segmentation, and drivable road detection. From this list of
labels, 2D optical flow- and object instance labels are used in this work for instance flow
estimation.

For 2D optical flow task, the ground truth is generated in a two step process. Initially,
Lidar data is projected onto the left stereo image with all the dynamic objects being
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(a) Size of object instances. The number of object
instances for each area interval is provided in
brackets. Roughly half of the objects has a size
of less than 502pixels.

(b) Minimum and maximum optical flow values for
each object instance. The range of the mini-
mum optical flow value in the u-axis is larger
than the one in v-axis due to distant objects
moving horizontally in front of the camera.

Figure 4.1: Statistics of objects in KITTI. Object instances with a bounding box area smaller
than 25pixels are discarded.

masked out. Afterwards, CAD models of cars are fitted onto the Lidar data that was
masked out to obtain dense optical flow for moving cars. This resulted in a semi-dense
ground truth where the optical flow of the scene (static background) is sparse, while the
optical flow of the moving cars (dynamic foreground) is dense. It is important to note
that only cars are fitted, meaning that dense optical flow other objects such as bicycle
and pedestrians are not available. The 200 images labeled with optical flow ground truth
are used in this work.

For object instances, there are two different sets of labels available in the dataset,
(i) object instances from instance segmentation labels, and (ii) dynamic car instances
from the generation of optical flow ground truth. In this work, a combination of object
instances from (i) and (ii) is used. This is done by taking all the object instances from
(ii) and adding instances from (i) that are missing in (ii). Here, only the car instances
from (i) are added because (ii) only has this object class. As the object instance labels
will be used for instance flow estimation, object instances in (i) with less than 10% valid
optical flow values are discarded. Moreover, all instances that are smaller than 25pixels
are discarded as they are too small to be detected, even for the human eye. Figure 4.1
visualizes the statistics for object instances in the dataset.

VKITTI - The Virtual-KITTI (VKITTI) dataset [198] is a virtually rendered dataset
based on KITTI. Using the computer graphics engine Unity, the authors reconstructed
the scenes from 5 tracking sequences in KITTI, and generated accurate ground truth
labels for tasks such as optical flow, depth, semantic- and instance segmentation. One
notable difference compared to KITTI is that VKITTI only has the object car in it.
Besides the reconstruction of the original sequences (clone), 7 different augmented ver-
sions with different image rotation and weather conditions were also made available.
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(a) Size of object instances. The number of object
instances for each area interval is provided in
brackets. More than half of the objects has a
size of less than 502pixels.

(b) Minimum and maximum optical flow values for
each object instance. The range of the mini-
mum optical flow value in the u-axis is larger
than the one in v-axis due to distant objects
moving horizontally in front of the camera.

Figure 4.2: Statistics of objects in VKITTI. Object instances with a bounding box area smaller
than 25 px2 are discarded.

However, since VKITTI is used to investigate the feasibility of instance flow, only the
original clone version is used in this work. This lead to 2121 samples being available
for the experiments, in which 200 samples are used as validation set and the rest being
used as the training set. Similar to KITTI, all instances that are smaller than 25 px2

are discarded. Figure 4.2 visualizes the statistics for object instances in the dataset.
Figure 3.8 shows an example from the dataset.

HD1K The HD1K dataset [199] is a high definition optical flow dataset with real-
world traffic scenes. It consists of sequences recorded along a fixed 300m stretch road
with a T-junction at different time of the year and under different weather conditions.
The authors hired actors to act as traffic participants with different behaviors to simulate
real-world situations. They even used props such as a moving dummy to simulate a car
crash with a pedestrian. During the recording, stereo images and Lidar point clouds are
recorded. The point cloud is later used to generate highly accurate optical flow ground
truth for the static regions in the scene. Optical flow from objects such as cars and
pedestrians are manually masked out. From all the recordings obtained, 55 sequences
with a total of 3563 stereo image pairs are selected and labeled. However, due to HD1K
dataset being used for the ”Robust Vision Challenge 2018” organized in conjunction
with CVPR 2018, not all of the labeled sequences are released, even after the challenge
has ended. Out of the 55 sequences, only 36 labeled sequences with 1083 images for
optical flow research are released.

Cityscapes - The Cityscapes dataset [12] is a large-scale dataset that contains se-
mantic and instance labels intended for urban scene understanding research. It consists
of stereo video recordings of multiple drives from 50 cities within Germany. From the
recordings, approximately 20000 images are selected and roughly annotated with poly-
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Table 4.3: Distribution of traffic signs sorted according to pixel size as defined by [21].
(© 2019 IEEE)

Datasets Small Medium Large
< 322pixels > 962pixels

GTSDB [9] 42% 51% 7%
TT100K [10] 35% 61% 4%

gons, while 5000 images are finely annotated1. The authors of the dataset defined and
labeled 30 different semantic classes. However, as some of the classes are very rare,
only 19 classes are ultimately selected by the authors for evaluation. Out of the 19
classes, 8 classes contain instance masks that are required for instance segmentation.
Figure 4.3 (Left, Middle) shows some examples of the extended dataset.

Dashcam Accident - The Dashcam Accident dataset [20] is a collection of dashcam
videos from various cities in Taiwan. These videos were not recorded by the authors
themselves, but are collected online from people who shared them. This causes the
videos to be recorded from different angles as the dashcam is either mounted on varying
positions in a vehicle or on the helmet of a motorcyclist. The authors collected 620
dashcam videos and extracted 620 positive clips that contains an accident and 1130
negative clips without an accident for the dataset. The clips contain 100 frames each,
with the collision that causes an accident occurring within the final 10 frames. For each
frame of the clips, the authors manually annotated the 2D bounding box of moving
objects and whether the objects will collide in an accident.

GTSDB - The German Traffic Sign Detection Benchmark (GTSDB) is a real-world
traffic sign dataset [9]. It consists of traffic scene images recorded from drives around
Bochum, Germany. There are a total of 900 training and testing images combined,
making it a relatively small datatset. While the images provided are rectified, pixel
intensity of the images is not post-processed, meaning that most images suffer from
overexposure. The authors annotated the 2D bounding boxes of 43 traffic sign classes.
Most of the annotated traffic signs are very visible, meaning that they are non-occluded
and do not have much background objects behind them. A breakdown of the distribution
based on image size is shown in Table 4.3. Figure 3.4 (Left) shows an example from the
dataset.

TT100K - The Tsinghua-Tencent 100K (TT100K) is a large scale traffic sign dataset
[10] collected from 5 different cities in China. Compared to GTSDB, there are 3 main
differences in how the data were prepared. (i) The images are not recorded by the authors
themselves, but rather compiled from data extracted from Tencent Street Views. (ii)
The images are extracted in 10m intervals instead of fixed time intervals from video
sequences. (iii) The raw images are post-processed to prevent overexposure. Overall,
100000 images are made available, with 10000 images containing traffic signs for training

1Finely annotated refers to the set of ground truths where each pixel of the input image is labeled
with a semantic class label.
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and testing. There are a total of 221 traffic sign classes that are annotated. Following
the training setup from the original authors [10], only 45 traffic sign classes with more
than 100 instances are ultimately being used. The distribution of the dataset based on
image size is shown in Table 4.3. Figure 3.4 (Right) shows an example from the dataset.

DTLD - The DriveU Traffic Light (DTLD) is a large scale real-world traffic light
dataset [11] collected from 11 major cities in Germany. It consists of image sequences
recorded from an ego vehicle that is approaching a traffic light junction, starting at
150 m before the junction and ends when the ego vehicle crosses it. The data in the
recordings includes stereo images, parameters for camera calibration and image rectifi-
cation, disparity images, and vehicle data such as GPS, velocity and yaw rate. From
these recorded data, only the traffic lights in the left stereo images are labeled using 2D
bounding boxes. These labeled data are split into 28526 images for training and 12453
for testing. For each of the traffic light, the authors provided a rich set of labels divided
into 6 categories, viewpoint orientation, relevancy, installation orientation, number of
light units, color state, and pictogram2. Out of the 6 categories, only the color state will
be used in this work. Figure 3.7 shows some examples from the dataset.

4.3.2 Ground Truth Generation

CityscapesV - Besides providing images and ground truths for semantic- and instance
segmentation tasks, the authors of Cityscapes also released an unlabeled video recording
of a drive through Frankfurt, Germany. This video will be used for the decision-making
experiments, and will be referred to as CityscapesV in this work. Each frame of the video
is rectified and comes with the odometry of the ego vehicle. From the video, 69 sequences
of the ego vehicle entering the traffic junction was extracted. Each sequence begins at
the frame where the traffic junction is recognizable by the naked eye. It then ends at
the frame where the ego vehicle enters the traffic junction. The ego vehicle is assumed
to have entered the traffic junction when the stop line or the road contour that helps to
define the boundary of the traffic junction is no longer visible. Since the experiments will
only deal with the decision whether the traffic junction is safe to be crossed, the frames
after the ego vehicle enters the traffic junction is irrelevant. The extracted sequences
are given either the label Go if it is safe to cross the traffic junction or Stop if the ego
vehicle needs to brake before the traffic junction. The ratio of sequences labeled as Go
to the ones labeled as Stop is roughly 2 to 1.

CityscapesJ - The Cityscapes dataset will be used for the traffic junction detection
experiments. As the original dataset does not contain any traffic junction labels, the
dataset is extended to include a new junction semantic class. This is done by manually
relabeling the finely annotated images based on the definitions and guidelines introduced
in Subsection 3.4.1.2. Since the definition of a traffic junction depends strongly on road
boundary and lane markings, only the finely annotated images from the original dataset
are used. Furthermore, the road semantic class is used as the base class for relabeling.
This means that only the road semantic class is relabeled to junction when a traffic

2https://www.uni-ulm.de/en/in/driveu/projects/driveu-traffic-light-dataset (accessed 11.11.20)
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Figure 4.3: Extending the Cityscapes dataset with the junction semantic class. Left: Original
image. Middle: Original ground truths from Cityscapes. Right: Ground truth with
junction semantic class (bright green). (© 2020 IEEE)
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Figure 4.4: Statistics of the extended Cityscapes dataset with junction semantic class. The
dataset splits are provided by the authors of Cityscapes. (© 2020 IEEE)

junction is present in the image. As the relabeling is based on the original ground truth
labels, only 2975 training and 500 validation images out of the 5000 finely annotated
images with available ground truth labels are relabeled. The relabeled dataset will be
refered to as CityscapesJ in this work. Figure 4.3 shows some examples of CityscapesJ.

The statistics of CityscapesJ after relabeling is shown in Figure 4.4. It highlights the
three main aspects of the extended dataset. Firstly, roughly half (∼46%) of the extended
dataset contains a traffic junction. This shows how common the traffic junction scene
is in urban scenarios. Secondly, three out of four traffic junction images capture the
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Figure 4.5: Examples of object instance pseudo-ground truth for HD1K dataset. The instances
are obtained from a MRCNN model with ResNet101 backbone trained on COCO
[16]. Only three object classes are defined for HD1K, car, bicycle, and pedestrian.
(Top right and bottom left© 2021 IEEE)

Table 4.4: Evaluation results for PWCNet on the FlyingChairs validation split. Baseline follows
the original model implementation [6]. The other PWCNet models use ResNet18
backbone with a projection layers of depth 64, and ReLU as the activation function.

Model Dataset EPE

PWCNet (Baseline) FlyingChairs + FlyingThings 2.41
PWCNet + ResNet18 + BN FlyingChairs + FlyingThings 1.61
PWCNet + ResNet18 + BN FlyingChairs + FlyingThings + HD1K 1.97

situation where the ego vehicle is entering the traffic junction. This is to be expected as
the duration in which a traffic junction is observable by a vehicle approaching a traffic
junction is longer than the duration needed by the vehicle to cross it. Thirdly, the
percentage of images within the train and validation sets provided by the authors with
the junction semantic class is almost identical. This means that the data distribution
is still balanced and a reshuffling of the dataset is not required.

HD1K Extension - The HD1K dataset will be used for the instance flow estimation
experiments. Since the ground truths for object instances and the corresponding optical
flow for them are missing in the dataset, pseudo-ground truths are generated for the
instance flow estimation. Object instances are obtained using the instance segmentation
model MRCNN [101] with ResNet101 [68] backbone that was pretrained on COCO object
detection dataset [16]. The pretrained model can be deployed directly because COCO
contains the three most common object classes in HD1K, Car, Bicycle and Pedestrian.
This method of ground truth generation is justifiable as the FMRCNN experiments
carried out later uses the much shallower ResNet18 backbone. Figure 4.5 shows some of
the generated instance ground truths.
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(a) Size of object instances. The number of object
instances for each area interval is provided in
brackets. Here, the distribution of object sizes
is much more balanced compared to KITTI and
VKITTI datasets .

(b) Minimum and maximum optical flow values for
each object instance. The range of the mini-
mum optical flow value in the u-axis is larger
than the one in v-axis due to distant objects
moving horizontally in front of the camera.

Figure 4.6: Statistics of objects in HD1K. Object instances with a bounding box area smaller
than 252pixels are discarded.

In order to “fill up” the missing regions and generate dense optical flow ground truth,
PWCNet model is used. It is trained with multiple optical flow datasets. From the ex-
periments, it is observed that using HD1K alone for training is insufficient. Qualitatively,
the model was only learning the motion from the static objects in the scene and was
unable to estimate the optical flow for dynamic objects (see Figure 4.7). Therefore, the
model is instead trained by combining HD1K with datasets that consist of ground truth
optical flow for dynamic objects, i.e., FlyingChairs and FlyingThings (see Figure 4.7).
As shown by the last two rows of Tab. 4.4, the models trained with HD1K have higher
EPE than without. The models suffered performance loss because HD1K is a real-
world dataset while the other two datasets contain synthetic elements. However, since
the models showed lower EPE compared to the baseline model trained without HD1K,
it is considered to be good enough for ground truth generation. Figure 4.6 visualizes the
statistics for object instances in the dataset. Figure 4.8 shows some additional examples
of the generated optical flow pseudo-ground truth for HD1K. For the rest of this work,
HD1K will be used to refer to the extended HD1K dataset with object instance- and
optical flow pseudo-ground truths.
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Figure 4.7: Comparison of optical flow estimation for HD1K between the model trained with
only HD1K dataset and the model trained with a combination of datasets. From
top to bottom: two consequtive camera images, original HD1K ground truth with
missing optical flow labels for objects in the scene, and optical flow estimation using
the model trained with only HD1K dataset, optical flow estimation using the model
trained with a combination of datasets (HD1K + FlyingChairs [17] + FlyingThings
[18]). The color blobs on the cars in row 4 highlight that PWCNet was unable to
learn the motion of moving object when trained using only HD1K dataset. Color
coding for optical flow is taken from [19].
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Figure 4.8: Examples of optical flow pseudo-ground truth for HD1K dataset. The optical flow
is generated using PWCNet trained on different optical flow datasets. From top to
bottom: two consequtive camera images, original HD1K ground truth with missing
optical flow labels for objects in the scene, and generated dense pseudo-ground
truth. Here, the missing optical flow of the pedestrians in the first row and the
vehicle in the second row are estimated correctly. Color coding for optical flow is
taken from [19]. (Row 2 and 4: © 2021 IEEE)
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4.4 Experiments

This section presents the experiments that are carried out to validate the modules within
the vision-based decision-making system for traffic junction crossing from Chapter 3, and
to answer the research questions from Section 1.2. They are divided into five main topics
(traffic sign detection, traffic light detection, instance flow estimation, traffic junction
segmentation, and decision-making for traffic junction crossing) and a subtopic about
a potential standalone application. The results of the experiments will be analyzed
and reported in the following subsections. Besides reporting the experimental results,
each subsection will also contain details on how the experiments are conducted. The
subsections will conclude with discussions on the main findings from the results.

The rest of this section is divided into six subsections based on the five main experi-
mental topics and a subtopic. It is structured as follows. Section 4.4.1 and Section 4.4.2
will focus on evaluating the ITA model proposed in Section 3.2. Then, the feasibility
of the instance flow estimation task introduced in Section 3.3 will be studied in Sec-
tion 4.4.3. In Subsection 4.4.4, the feasibility of traffic junction detection by means of
semantic segmentation will be investigated. The best segmentation will then be used to
validate the standalone application introduced in Subsection 3.4.3. Finally, Section 4.4.6
will investigate the decision-making module for traffic junction crossing to validate the
modeling of the decision-making process using Bayesian network.

4.4.1 Experiment I : Traffic Sign Detection

The experiments in this subsection focuses on investigating the performance of ITA as
described in Section 3.2 for traffic sign detection, and answering the research question
R-1a. This is achieved by training and evaluating the performances of ITA with the
baseline RetinaNet model on GTSDB and TT100K datasets. Moreover, ablation studies
are carried out for ITA in order to study the effects of various model design choices on
the overall model performance. A summary of the results here has been presented in the
2019 IEEE International Conference on Intelligent Transportation Systems [CRZB19]
and the 2021 IEEE Intelligent Vehicles Symposium [CVF+21].

4.4.1.1 Methods

All of the models used in the experiments are implemented using TFOD. The baseline
RetinaNet model is available in TFOD, while ITA requires the implementation of the
splitting layer as well as the classification branch as visualized in Figure 3.6c. The
models are trained using the loss function given by Equation 3.1. The ablation studies
are carried out only on GTSDB due to its small dataset size. Based on the results of the
ablation studies, the best set of design choices for ITA are used to train and evaluate
the performance of the model on TT100K. All of the models used in the experiments
are trained using FP32. A sample model configuration used in training and evaluation
is shown in Listing A.2.
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Table 4.5: Comparison between baseline RetinaNet models and ITA models using different
pyramid levels for traffic sign detection on the GTSDB dataset. The block 1 output
of the ResNet backbone was used as the input to the splitting layer in the ITA
models. Level: Pyramid levels used to create the FPN. (© 2019 IEEE)

Model Level AP AP50 APL APM APS

RetinaNet 3-7 37.7 46.2 81.7 47.4 23.8
RetinaNet 2-6 51.5 62.0 90.3 61.0 39.9

ITA 3-7 43.2 51.9 89.1 56.7 25.4
ITA 2-6 55.2 65.8 83.3 65.3 44.8

4.4.1.2 Results

Baseline RetinaNet model - The performance of the baseline RetinaNet models using
different sets of pyramid levels are reported in Table 4.5. When the model uses a lower
set of pyramid levels (2-6) for detection, the AP improved by 14pp compared to the
one using a higher set of pyramid levels (3-7). This is to be expected due to the size of
the traffic signs and the feature maps. As the pyramid level increases, the spatial size
of the corresponding feature maps decreases due to striding. This compresses the fine
features from the lower levels spatially, which might lead to lost in information that is
crucial to detecting small objects. Since traffic signs generally have small to medium
sizes compared to other objects within a traffic scene image, using a lower set of pyramid
levels is much more suited for detecting them. This is verified by the 14pp and 16pp
increase in APM and APS respectively when a lower set of pyramid levels are used.

Interestingly, when the threshold for NMS during postprocessing is lowered, a cluster
of bounding box detections appears over the ground truth objects. This can be seen in
Figure 4.9, where a 0.1 threshold for NMS was used. It shows that the baseline model
is highly capable of localizing objects, or traffic signs in this case, within an image.
However, the prediction with the highest class confidence for the two right examples do
not correspond to the ground truth. The top right example shows a higher confidence for
speed limit 50 instead of speed limit 30, while the bottom right example shows a higher
confidence for danger instead of road narrow. These observations have the following two
implications.

Firstly, the baseline model can easily detect and localize traffic signs within an image.
This is understandable as traffic signs have low interclass variation w.r.t. color and
geometry. Secondly, the baseline model is struggling to identify the traffic sign it has
detected. It suggests that the features used by the object class prediction head is not
good enough to infer the correct traffic sign class. This could be caused by fine features
such as the horizontal line in the priority at the next crossing sign or the bent vertical
line in the road narrow traffic sign being lost before reaching the object class prediction
head. Similar to the issue of using higher pyramid levels, the lost of fine features can
be attributed to the decreasing spatial size of the feature maps in the feature extractor
backbone.
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Figure 4.9: Prediction results of baseline model with NMS score threshold of 0.1 for GTSDB.
Each color of the bounding boxes represents a separate prediction, showing that
the model is able to localize traffic signs in the scene well. (© 2019 IEEE)

ITA - The previous experiments with different sets of pyramid levels were repeated
using the same baseline models but with the ITA modification as described in Sub-
section 3.2.2. All of the evaluation results are reported in Table 4.5. In both of the
experiments, the models with ITA outperformed the baseline models by 6pp and 4pp
w.r.t. AP for pyramid levels 3-7 and 2-6 respectively. The improvement in performance
by using ITA is consistent for small and medium sized traffic signs but not for large
ones. APL of the model with ITA decreased by 7pp. This could be caused by the use
of block 1 output for the splitting layer in ITA. Since block 1 of ResNet only has a
single convolutional layer followed by max pooling, the resulting feature map contains
mainly fine features that can easily lead to overfitting when used to identify large objects.
Nevertheless, the initial results demonstrated the potential of using ITA to improve the
detection of small objects and objects with small interclass variation, which is the case
for traffic signs. Furthermore, it also backs the hypothesis that low-level features are
beneficial for detecting small objects.

Convolutional depth - The choice of convolutional depth (number of filters) for the
classification branch in ITA can have a strong impact to the overall model performance.

96



4.4 Experiments

Table 4.6: ITA using different convolutional depth for classification head. Block 1 of the back-
bone is used for the classification head. (© 2019 IEEE)

Depth AP AP50 APL APM APS

512 54.2 65.5 77.2 63.9 44.1
256 55.2 65.8 83.3 65.3 44.8
128 54.2 64.1 85.5 63.2 43.7
64 52.4 63.2 73.9 62.2 46.9
32 39.4 48.3 86.5 47.2 42.0

A high convolutional depth may cause overfitting, while a low convolutional depth may
reduce the learning capacity of the model, leading to underfitting. To investigate this,
the ITA model in row 4 of Table 4.5 was retrained using different convolutional depth for
the classification branch, and the evaluation results are reported in Table 4.6. The results
show that ITA with a convolutional depth of 256 for the classification branch showed
the best overall performance, and is therefore used for the rest of the experiments. Here,
the ITA with a convolutional depth of 32 shows clear signs of underfitting as the model
performance dropped by 16pp compared to the best model.

Backbone block selection - The splitting layer in ITA takes the last featuremap
of a specific block from the feature extractor backbone (ResNet). Block 1 (B1) and
block 2 (B2) of ResNet were experimented on to determine which one will result in
the best model performance. Only these two blocks were investigated as they represent
a lower or the lowest level of the set of feature pyramid levels (2-6) that showed the
best performance. The experimental results are reported in Table 4.7. ITA using the
featuremaps from B2 instead of B1 for the classification branch always lead to higher
overall AP , regardless of how the splitting layer in ITA is constructed. Depending on
the splitting layer used, an improvement of 4-25pp in AP by using B2 can be observed.
Interestingly, APS decreased when B2 was used instead of B1 (row 1-4, 7-10), suggesting
B1 is much more suited for detecting small objects. Nevertheless, the APS improvement
from using B1 is not significant enough to result in better overall AP .

Large filter vs max pooling - The most important design of ITA is the splitting
layer. It replicates and resizes the low-level features (featuremaps from the lower blocks
of the feature maps) into feature maps of different spatial sizes for the classification
branch that matches the localization branch. Two methods to resize the featuremaps
within this layer were investigated, max pooling and convolution with large filters. The
pooling window and filter sizes as well as the strides used are listed in Table 4.8. Based
on the experimental results reported in Table 4.7, ITA with max pooling achieved 5-8pp
higher AP compared to ITA with convolution with large filter filters (Rows 1-4,7-10 of
Table 4.8). This could be due to max pooling operation having no trainable weights
which reduces the risk of overfitting.

Position of splitting layer - Since the splitting layer is only responsible for main-
taining the spatial consistency of the classification branch, it can be placed directly
before the object class prediction head (pre base convolutional layers) or directly after
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Table 4.8: Configurations used for the max pooling and convolution with large filter filters in
the splitting layer of ITA.

Operation Backbone Block Pooling/Filter Size Stride

Large Filter 1 3,5,9,17,33 2,4,8,16,32
Large Filter 2 3,3,5,9,17 1,2,4,8,16
Max Pooling 1 2,4,8,16,32 2,4,8,16,32
Max Pooling 2 1,2,4,8,16 1,2,4,8,16

Table 4.9: Evaluation results for TT100K. ITA model in row 10 of Table 4.7 is used here.
(© 2019 IEEE)

Model Level AP AP50 APL APM APS

RetinaNet 3-7 37.4 53.0 78.0 47.1 12.4
RetinaNet 2-6 48.4 63.4 77.2 60.0 22.7

ITA 2-6 50.9 67.2 78.7 64.1 21.0

B2 (post base convolutional layers). Experimental results reported in Table 4.7 show
that the position of the splitting layer affects model performance differently depending
on the operation used in the layer (Rows 2,4,5,6 of Table 4.7). Placing the splitting
layer before the object class prediction head decreases the AP by 3pp when max pooling
is used, but improves the AP by 3pp if large filter filters is used instead. This is an
expected outcome as compressing features using max pooling directly before the pre-
diction head will certainly affect the prediction capability of the model. When placed
directly after B2, the pooled features can be refined by the base convolutional layers,
reducing the compression effect of max pooling. On the other hand, using convolution
with large filter is a better choice since it has trainable weights to learn how to resize
the features. In this case, it is much more beneficial to place the splitting layer before
the prediction head as it will be receiving refined featuremaps instead of the raw ones
from the backbone.

Base convolutional layers - The four 3x3 base convolutional layers used in the
classification branch is based on the prediction branch in the original RetinaNet model.
As shown by the experimental in Table 4.7, the presence of the base convolutional
layers improves the overall AP by 0.6-39.4pp, and thus is crucial for model performance.
Interestingly, the improvement is insignificant (0.6pp) for the case where the splitting
layer with large filters is attached to B2. This suggests that the features from B2 is much
more discriminative then the ones from B1 for prediction, and the large filters were able
to learn how to correctly resize the featuremaps. The AP can be further improved by
around 1-3pp through additional point-wise convolutional layers. Overall, the results
show that increasing the number of convolutional layers benefits the model.

TT100K Evaluation - Based on the ablation studies from Table 4.7, the best model
design with the highest overall AP (row 10) was selected, and was used to conduct
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Table 4.10: Comparison of evaluation results using training image size and original image size
during inference. The ITA model follow the configurations in row 10 of Table 4.7.
All of the models uses pyramid levels 2-6. AP is shown in terms of %.

Dataset Image Size (px2) Model AP AP50

GTSDB 640 x 640 RetinaNet 51.5 62.0
GTSDB 640 x 640 ITA 64.5 76.9
GTSDB 1360 x 800 RetinaNet 61.7 69.1
GTSDB 1360 x 800 ITA 80.3 91.1

TT100K 640 x 640 RetinaNet 48.4 63.4
TT100K 640 x 640 ITA 50.9 67.2
TT100K 2048 x 2048 RetinaNet 56.3 74.6
TT100K 2048 x 2048 ITA 61.1 80.6

experiments on the TT100K dataset. The evaluation results on TT100K using this model
and two baseline models (different sets of pyramid levels) from the previous experiment
are reported in Table 4.9. With the exception of APS , the ITA model outperformed the
baseline models for all the AP variants. The overall AP improved by 2.5pp and 13.5pp
when compared to the baseline model with and without the same set of pyramid levels
respectively.

Evaluation with oiginal image size - The experimental results up until this point
are obtained by evaluating the trained models on images that are resized to the image
size used during training. In order to show the full potential of the models, a baseline
model and a ITA model from previous experiments were chosen and reevaluated using
the original image size of the respective datasets. The reevaluated results are reported
in Table 4.10 together with results from previous experiments. APS , APM , APL are not
included as the distribution of objects in S,M,L changes depending on the image size.
Both datasets showed improved AP when the original images size was used instead of
the smaller training image size. For GTSDB, AP of the ITA model increased by 15.8pp
when the original image size was used, which is 5.6pp higher than the improvement seen
for the baseline model. Similar trend can also be seen for TT100K. The AP improved
by 10.2pp for the ITA model, and is 2.3pp higher than compared to the improvement
for the baseline model. These results again show that ITA outperforms the baseline
model. Some examples of the detection results for GTSDB and TT100K are visualized
in Figure 4.11 and Figure 4.10 respectively.

CNN model analysis - Table 4.11 analyzes the RetinaNet and the ITA models
used by the experiments in this subsection with the help of the profiler tool provided
in tensorflow . Similar to the model analysis performed in Subsection 4.4.4.2, the anal-
ysis here involves determining the number of parameters, peak GPU memory usage,
FLOPs, and runtime for a single input image from GTSDB. Together they provide an
overview of the models’ deployability in terms of speed and memory usage. The analysis
shows that ITA with max pooling in the splitting layer has roughly the same model size
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Figure 4.10: Examples of prediction result based on the models in Tab.4.10 for TT100K. The
first column is the ground truth, followed by baseline model and the ITA model.
Images are centered cropped to focus on areas with predictions. (© 2019 IEEE)
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Figure 4.11: Examples of prediction result based on the models in Tab.4.10 for GTSDB. The
first column is the ground truth, followed by baseline model and the ITA model.
Images are centered cropped to focus on areas with predictions. (© 2019 IEEE)
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Table 4.11: Model analysis of RetinaNet and ITA for traffic sign detection using a Nvidia
GTX1080-TI GPU. The ITA models follow the configurations in row 8 (Large
Filter) and row 10 (Max Pooling) Table 4.7. Both models use ResNet50 as the
backbone. Memory: Peak GPU memory usage during inference. Runtime: Average
inference time per sample.

Model Parameters [106] Memory [GB] FLOPs [1015] Runtime [ms]

RetinaNet 32.18 3.81 1.20 194.17
ITA (Large Filter) 59.38 3.96 1.35 260.22
ITA (Max Pooing) 32.31 3.81 1.22 203.01

(+0.13x106 parameters) and inference time (+0.02x1015 FLOPs, +8.84 ms) compared
to RetinaNet. This is to be expected since both models are fully convolutional and
do not use any custom compute operations. The slightly higher number of parameters
and runtime for ITA with max pooling in the splitting layer can be attributed to the
additional point-wise convolutions in the classification branch. For the ITA variant that
uses large convolutional filters in the splitting layer, the model is almost twice as large
(+27.2x106 parameters) and runs 34% slower (+0.15x1015 FLOPs, +66.05 ms) com-
pared to RetinaNet. All this makes it a less optimal choice for deployment compared to
the ITA variant with max pooling in the splitting layer, even though it is also capable
of achieving high detection performance (see Table 4.7). Overall, the model analysis
highlights again the advantage of ITA (with max pooling) compared to the baseline
RetinaNet, where detection accuracy is significantly improved (see Table 4.10) without
sacrificing model runtime.

Binarized ITA - The runtime of the best ITA model from Table 4.11 is roughly 200ms
or 5FPS. This runtime is far from the 25-30FPS speed that is needed for a model to
be considered real-time. A possible approach to achieve real-time performance without
the use of expensive computing hardware is model binarization. Here, experiments are
performed using ITA to study the effect of binarization on the detection accuracy and
runtime of the CNN-based model. The results of these experiments should generalize to
other CNN-based models used in this work. It is important to note that the experiments
here focus only on showing the possibility of increasing the inference speed of CNN-
based models since this work does not aim to build a real-time system as mentioned in
Section 3.1.2.

Based on the binarization method detailed in Section 2.11.2.3, the ITA model from
row 4 of Table 4.7 is binarized using either one binary base and activation ABC1x1 or
with 3 binary weights and activations ABC3x3. Binarization is carried out on different
parts of the ITA model except the input and output layers [174]. The parts include
the ResNet backbone (Bb), the feature pyramid network without the backbone (FPN),
and the bounding box- and classification branches (Box+Class). Compared to previous
experiments in this subsection, the models here use ResNet18 instead of ResNet50 as
the backbone and are trained for 540 epochs instead of 135 epochs. Moreover, the input
image size for training and inference is fixed at 640x640 px2. Experiments are performed
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Table 4.12: Comparison between FP32 and binarized ITA models evaluated using GTSDB and
TT100K datasets.

No. Dataset
Binarization AP NCC

Bb FPN Box+Class Scheme [%] [×109]

1 GTSDB ✗ ✗ ✗ - 60.71 127.82
2 GTSDB ✓ ✗ ✗ ABC1x1 54.58 17.38
3 GTSDB ✓ ✗ ✗ ABC3x3 59.78 19.23
4 GTSDB ✓ ✓ ✗ ABC1x1 55.34 15.96
5 GTSDB ✓ ✓ ✗ ABC3x3 56.52 17.99
6 GTSDB ✓ ✓ ✓ ABC1x1 45.80 7.01
7 GTSDB ✓ ✓ ✓ ABC3x3 56.78 10.18

8 TT100K ✗ ✗ ✗ - 49.22 527.16
9 TT100K ✓ ✗ ✗ ABC1x1 39.98 118.16
10 TT100K ✓ ✗ ✗ ABC3x3 44.76 119.89
11 TT100K ✓ ✓ ✗ ABC1x1 36.10 97.82
12 TT100K ✓ ✓ ✗ ABC3x3 40.77 102.13

using the GTSDB and TT100K datasets and the experimental results are reported in
Table 4.12.

In the top half of Table 4.12, the various parts of ITA are binarized sequentially
and trained separately on the GTSDB dataset. In general, the AP decreases as more
parts of the model is binarized. The AP droped drastically by 14.91pp when the entire
FP32 model is binarized using ABC1x1, while the drop in AP is less (-6.13pp) when
only the Bb is binarized. Compared to ABC1x1 binarization, ABC3x3 binarization
showed consistently higher AP regardless of whether the entire model is binarized (-
3.93pp) or only the Bb is binarized (-0.93pp). This observation is to expected as a higher
number of binary bases and activations improves the model approximation capacity,
thus resulting in better prediction accuracy. For the best binarized model, i.e., ABC3x3
binarization where only the Bb is binarized, the NCC is up to 6.6× lower compared to
the original unbinarized model. This reduction in computational complexity suggests
that it is possible to make the CNN-based ITA model run in real-time, while suffering
only slight loss in prediction accuracy.

In the bottom half of Table 4.12, the various parts of ITA are binarized sequentially
and trained separately on the TT100K dataset. Here, the prediction branches are not bi-
narized since previous experiments with GTSDB dataset did not yield any improvements.
Similar to the experiments with GTSDB dataset, the AP decreases as more parts of the
model is binarized, and ABC3x3 binarization lead to higher AP compared to ABC1x1
binarization. However, the drop in AP when Bb is binarized using ABC3x3 (-4.46pp)
is greater compared to the same experiment with GTSDB dataset. This greater drop
in AP can be attributed to resizing of input image from 2048x2048px2 to 640x640px2,
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which causes the traffic signs in the image to become very small and makes it hard for
the model to detect them. Despite the 4.46pp drop in AP , the NCC of the binarized
ITA improved by 4.4× compared to the original unbinarized model. The improvement
in NCC again suggests that it is possible to make the CNN-based ITA model run in
real-time, albeit having to face the speed-accuracy tradeoff.

4.4.1.3 Discussions

ITA model design - Overall, the results from the experiments help to answer the
research question R-1a. They show that a CNN-based object detector can be used for
traffic sign detection, but requires modifications to achieve high detection performance.
This is reflected in the results obtained by the ITA model introduced in this work. ITA
highlights the potential of using low-level features to improve the recognition of small
objects and objects with low interclass variation, and that high-level features is not
strictly needed to recognize objects that have been localized in an image. Moreover, it
also shows that the localization and recognition (classification) modules of a CNN-based
object detector do not necessary need to be built together in a single prediction head,
which is the case for most CNN-based object detectors.

As shown in the ablation studies, there is no single model design that can significantly
outperform another model design. For example, in order to achieve the best performance,
the splitting layer must be placed before the base convolutional layers if max pooling
is used and after if large filters is used. If ITA is used to detect mostly small objects,
B1 should be used instead of B2. These observations show that there is still room for
improvement for the ITA model.

Dataset with low interclass variation - It is important to note that the datasets
used in the experiments have low interclass variation. This is due to traffic signs having
fixed dimensions and appearance as stipulated by a country’s law. The low interclass
variation makes the recognition task easier, and reduces the dependency on high-level
features to carry out the prediction. Further experiments on a much more diverse dataset
such as COCO [16] is needed to investigate if the observation made in this work is still
valid when the object classes have high interclass variation.

Use of AP for evaluation - While AP is a good metric for research purposes,
there are three considerations that one should make when evaluating the performance
of traffic sign detector for real-world deployment. Firstly, the evaluation of a detector’s
performance should always take into consideration the size of the traffic sign in the image,
especially small traffic signs in the image. Since the size of a traffic sign is inversely
proportional to it’s distance to the camera, being able to detect small traffic signs is
critical as it increases the time horizon for decision-making in autonomous vehicles and
for warning systems in ADAS.

Secondly, for traffic sign detection, it is much more important to detect the presence
of a traffic sign instead of the exact location in the image. This means that the strict AP
metric might not be the most optimal metric for evaluating the performance of a traffic
sign detector. In comparison, AP50 with the smallest IoU that guarantees a unique
match would be enough to asses the performance of a traffics sign detector.
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Thirdly, besides AP , average recall (AR) is another useful evaluation metric that
tends to be neglected. AR shows how many traffic signs that were not detected by the
detector. From a vehicle safety perspective, it is much more critical for the detector
to have a higher AR compared to AP . This means that having more but potentially
false detections is better than having less but potentially more accurate detections. The
reasoning for this lies in the consequences that each situation will face. For example, an
autonomous vehicle that misses a stop sign may collide with another traffic participant,
whereas a false stop sign detection will only cause an undesired action by the vehicle
that affects the comfort of the passengers.

4.4.2 Experiment II : Traffic Light Detection

The experiments in this subsection aims to investigate whether the ITA model described
in Section 3.2 can be used for traffic light detection, while answering the research question
R-1a at the same time. Similar to Subsection 4.4.1, the detection performance of ITA
and the baseline RetinaNet model are compared using the DTLD dataset for traffic light
detection.

4.4.2.1 Methods

As the models used in the experiments here are the same as the ones in Subsection 4.4.1.1,
the same model implementation are reused. These models are trained using the loss
function from Subsection 4.4.1.1. A sample model configuration used in training and
evaluation is shown in Listing A.3. However, unlike Subsection 4.4.1.1, no ablation
studies are performed here as the experiments focus only on model comparison.

4.4.2.2 Results

Similar to the experiments conducted for traffic sign detection, Table 4.13 shows that ITA
outperforms the baseline RetinaNet. However, ITA only achieved 0.5pp (with ResNet18
backbone) and 1pp (with ResNet50 backbone) higher AP compared to RetinaNet. Even
after fine-tuning ITA with a smaller learning rate (ITA*), ITA did not show a significant
improvement over RetinaNet in terms of AP (2-2.5pp). This is in contrast to the 5-19pp
improvement in AP seen in the traffic sign detection experiments. Figure 4.12 visualizes
a few sample results from the models listed in Table 4.13. Here, it can be observed that
all the models were able to correctly detect the traffic light with a fairly high detection
confidence.

CNN model analysis - Table 4.14 analyzes the ITA models used by the experiments
in this subsection with the help of the profiler tool provided in tensorflow . Similar to the
model analysis in Subsection 4.4.1, the number of parameters, peak GPU memory usage,
FLOPs, and runtime for a single input image are analyzed to determine the models’
deployability in terms of speed and memory usage. However, unlike Subsection 4.4.1,
the analysis here focuses on analyzing the models with different feature extractor back-
bone. When ResNet18 is used instead of ResNet50 as the backbone, the model size
decreased significantly (-13.47 parameters). This is to be expected as ResNet18 has 32
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Table 4.13: Comparison between baseline RetinaNet and ITA models for traffic light detection
on the DTLD dataset. ITA uses block 1 output of the ResNet backbone followed
by max-pooling for the splitting layer, and 6 shared base convolutional layers (4
with filter size 3x3 and 2 with filter size 1x1) for object classification branch. Level:
Pyramid levels used to create the FPN. ITA*: Fine-tuned model by retraining the
previous model with the initial learning rate halved. Best results for each backbone
are highlighted in bold.

Model Backbone AP AP50 APL APM APS

RetinaNet ResNet18 40.91 67.20 68.91 56.32 37.37
ITA ResNet18 41.58 66.76 71.98 56.43 38.44
ITA* ResNet18 42.97 68.18 69.43 57.29 39.92

RetinaNet ResNet50 41.96 68.84 65.27 57.15 38.50
ITA ResNet50 42.94 68.58 69.56 57.57 39.66
ITA* ResNet50 43.50 69.29 70.62 57.71 40.55

Table 4.14: Model analysis of ITA for traffic light detection using a Nvidia GTX1080-TI GPU.
ResNet50 is used as the backbone for the models. Memory: Peak GPU memory
usage during inference. Runtime: Average inference time per sample.

Model Backbone Parameters [106] Memory [GB] FLOPs [1015] Runtime [ms]

ITA ResNet18 18.32 3.77 1.95 223.85
ITA ResNet50 31.79 3.77 2.30 292.52

less convolutional layers, which corresponds to roughly 41% less parameters, compared
to ResNet50. However, the smaller backbone only lead to a 23% improvement in infer-
ence speed (-68.67ms, -0.35x1015FLOPs). All this implies that the bottleneck of the
model lies in the prediction branches and not the backbone. This means that the model
runtime can in theory be further improved by modifying the model configuration that
does not affect the number of model parameters such as number of object predictions per
anchor location. Overall, ITA with ResNet18 backbone is better suited for deployment
compared to ITA with ResNet50 backbone since it has a better speed-accuracy trade-off.
It is 23% faster but only suffers from a roughly 1% drop in AP (see Table 4.13).

4.4.2.3 Discussions

Low interclass variation - The small improvement in AP from the experiments sug-
gests that the issue with low interclass variation is less significant than expected for the
task of traffic light detection. This could be attributed to the fact that the traffic light
classes do not have fine details compared to traffic signs3, removing the need to learn
fine details to classify the detected (localized) traffic lights. Moreover, the traffic light

3The traffic light classes defined in this work do not deal with symbols, i.e., green light with a turn
left or turn right symbol.
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(a) Ground Truth

(b) RetinaNet - ResNet18

(c) RetinaNet - ResNet50

(d) ITA - ResNet18

(e) ITA - ResNet50

Figure 4.12: Qualitative results of traffic light detection for DTLD using different models.

classes differ significantly only in terms of color which represents the different states of
a traffic light. Since color is a very low-level feature, it can be easily learned by both
RetinaNet and ITA models. All these mean that the modification proposed in ITA does
not bring much benefit compared to RetinaNet for the task of traffic light detection.

Detection of small objects - ITA is designed to improve the classification of a
localized small object in order to increase the overall detection performance for small
objects. As low interclass variation is not the main issue for traffic light detection,
using ITA that has better classification performance will not significantly improve the
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accuracy of detecting small traffic lights. The detection accuracy in this case can only
be increased by changing the localization component of ITA, which is currently the same
as RetinaNet.

Choice of backbone - Surprisingly, the choice of backbone did not have much impact
on the detection performance for both RetinaNet and ITA. In theory, ResNet50 should
produce far better detection results compared to ResNet18 due to the higher model
capacity from the extra convolutional layers. This could be caused by two factors.
Firstly, the data in the dataset has low variation, i.e., scenes in the images look similar,
which limits the amount of information that the models can extract and learn from.
Secondly, the single stage detection architecture found in both models is not well suited
for the task of traffic light detection. Further investigations using different dataset and
detection models would be needed to verify both of these claims, which are open topics
for future work.

Overall, the experimental results does not conclusively help to answer the research
question R-1a for the task of traffic light detection. While ITA still outperforms Reti-
naNet based on the results from the experiments, the detection improvement is much
smaller compared to the experimental results from Subsection 4.4.1 for traffic sign de-
tection. Nevertheless, the results provide insights into the task of traffic light detection
with CNN-based object detector that are useful for future works that aim to tackle this
task.

4.4.3 Experiment III : Instance Flow Estimation

The experiments in this subsection aim to investigate the feasibility of the instance
flow estimation task introduced in Section 3.3, and answer the research question R-1b.
This is achieved by by using the extended object detection model FMRCNN proposed
in Subsection 3.3.2. FMRCNN is trained and evaluated on the HD1K, VKITTI and
KITTI datasets. The experiments also include an ablation study to analyze the effect of
using different model designs as well as training loss weights. A summary of the results
here has been presented in the 2021 IEEE Intelligent Vehicles Symposium [CZB21b].

4.4.3.1 Methods

The FMRCNN models used in the experiments here are implemented by modifying the
reference MRCNNmodel available in TFOD. The modifications are carried out according
to the details provided in Subsection 3.3.2. They can be grouped into model specific-
and pipeline specific modifications.

Model specific modifications for TFOD - Firstly, since TFOD is built for object
detection, it only contains prediction heads for classification, localization and binary
mask segmentation. Therefore, the flow heads from Figure 3.10 must be implemented
in this work. They estimate the optical flow for each pixels within the proposals chosen
from the RPN. This is then combined with the binary instance mask to obtain the final
instance flow. Secondly, the entire model architecture of TFOD is expanded to include
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a parallel backbone in order to obtain two sets of feature maps from two input images
for the flow heads.

Pipeline specific modifications for TFOD - Firstly, the random cropping and
the random left-right flipping data pre-processing functions used in the training pipeline
are modified to handle optical flow values. This is done through optical flow scaling and
flipping the sign of the values for the two functions respectively. Secondly, the multitask
loss function as defined in Equation 3.2 is implemented in the training pipeline to train
the FMRCNN models. Unless stated otherwise, the loss weights from Equation 3.2
Equation 3.2 {α, β, γ, θ} are set as {2.0, 1.0, 4.0, 1.0}.
Once the modifications are implemented, FMRCNN models are trained and evaluated

in terms of AP , EPE and IFQ. Additionally, the reference MRCNN as well as the
PWCNet used to generate the pseudo-ground truth in Subsection 4.3.1 are also trained
and evaluated as a baseline comparison for FMRCNN. The ResNet18 is chosen as the
feature extractor backbone in all of the models for a fair comparison. The training
of the models is carried out using the mixed-precision training strategy mentioned in
Subsection 2.11.2.1. This allowed the models to be trained using a batch size of at least
8 on a single Nvidia Tesla-V100 GPU. A sample model configuration used in training
and evaluation is shown in Listing A.4.

4.4.3.2 Results

AP Performance - The main modification to create FMRCNN from MRCNN is the
addition of an optical flow estimation head. Ideally, this addition should not affect
the performance of the other prediction heads, especially the instance mask prediction.
However, based on the experimental results reported in Table 4.15, MRCNN and FM-
RCNN did not produce the same instance flow prediction performance as indicated by
AP50. For KITTI and VKITTI experiments, FMRCNN showed an AP improvement of
0.01-0.03pp compared to MRCNN. This is in line with the results shown in [101], where
multitask learning generally leads to better overall model performance. On the other
hand, FMRCNN showed a 0.03pp decrease in AP compared to MRCNN in the HD1K
experiments. The decrease in AP could be attributed to the pseudo-ground truth used in
HD1K. Since the optical flow and object instances were generated using separate models,
FMRCNN was trained on ground truth labels with two sources of error compared to just
one in MRCNN. Overall, the small difference in AP performance between MRCNN and
FMRCNN, which lies within a range of ±0.03pp for all three datasets used, highlights
the robustness of the MRCNN model as detailed by the authors in [101].

Correlation vs Concatenation - As described in Section 3.3, two methods for
feature fusion in FMRCNN, correlation (FMRCNN-Corr) and concatenation (FMR-
CNN-Concat), were investigated in this work. The experimental results on different
datasets are shown in Table 4.15. For both the VKITTI and HD1K experiments, FMR-
CNN-Concat achieved better optical flow- and instance flow estimation with lower EPE
(-2.55, -0.24) and higher IFQ (0.08, 0.01) respectively compared to FMRCNN-Corr.
However, the KITTI experiments showed an opposite trend with better optical flow es-
timation (-0.71 EPE) for FMRCNN-Corr. Despite the improvement, IFQ stayed the

110



4.4 Experiments

Table 4.15: Results of FMRCNN on different datasets. Corr and Concat refer to the cor-
relation and concatenation methods used in FMRCNN for feature fusion. MR-
CNN+PWCNet combines the outputs of the individual models to obtain instance
flow. The best results for each dataset is highlighted in bold. (© 2021 IEEE)

Dataset Model
Instance Optical Flow Instance Flow
AP50 EPE50 IFQ50

KITTI MRCNN 0.88 - -
KITTI MRCNN+PWCNet 0.88 2.54 0.21
KITTI FMRCNN-Corr 0.88 4.84 0.17
KITTI FMRCNN-Concat 0.92 5.55 0.17

VKITTI MRCNN 0.87 - -
VKITTI MRCNN+PWCNet 0.87 3.28 0.26
VKITTI FMRCNN-Corr 0.88 5.75 0.19
VKITTI FMRCNN-Concat 0.88 3.20 0.27

HD1K MRCNN 0.90 - -
HD1K MRCNN+PWCNet 0.90 0.85 0.57
HD1K FMRCNN-Corr 0.89 3.06 0.26
HD1K FMRCNN-Concat 0.87 2.82 0.27

Figure 4.13: Qualitative results of instance flow estimation using FMRCNN for VKITTI.
From top to bottom: original image, instance flow ground truth, instance flow
from FMRCNN-Corr and instance flow from FMRCNN-Concat. (Column 2:
© 2021 IEEE)
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Figure 4.14: Qualitative results of instance flow estimation using FMRCNN for KITTI.
From top to bottom: original image, instance flow ground truth, instance flow
from FMRCNN-Corr and instance flow from FMRCNN-Concat. (Column 2:
© 2021 IEEE)

same regardless of the fusion method used. This is caused by FMRCNN-Corr having a
lower AP compared to FMRCNN-Concat. The result for KITTI experiments suggests
that there is trade-off between the performance of instance mask prediction and optical
flow estimation based on the feature fusion used. A few sample results from the VKITTI,
KITTI and HD1K experiments are visualized in Figure 4.13, Figure 4.14 and Figure 4.15
respectively.

Baseline Comparison - As instance flow estimation is a new task introduced in
this work, there is no baseline model to compare FMRCNN with. Instead of comparing
FMRCNN to a single model, a combination of two separate models (MRCNN for instance
segmentation and PWCNet for optical flow estimation) acts as a baseline to evaluate the
performance of FMRCNN w.r.t. instance flow estimation. The output of the individual
models are merged to obtain the instance flow estimation results in Table 4.15. For
the KITTI and HD1K experiments, the baseline setup showed higher IFQ compared
to FMRCNN (+0.04 and +0.30 respectively). This is due to the better optical flow
estimation by PWCNet as shown by the lower EPE. Since PWCNet uses the entire
feature map for optical flow estimation, it does not suffer from information loss caused
by the cropping and resizing of feature maps (14x14 px2in our case) in FMRCNN.
Interestingly, the HD1K experiments showed a significant gap in the performance of the
optical flow estimation. A possible reason for this is the use of PWCNet to generate the
pseudo-ground truth for HD1K. While a completely new PWCNet was trained for the
baseline setup, it is possible that the new PWCNet was able to easily learn the pattern
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Figure 4.15: Qualitative results of instance flow estimation using FMRCNN for HD1K. Row-
wise from top to bottom: original image, instance flow ground truth, instance
flow from FMRCNN-Corr and instance flow from FMRCNN-Concat. (Column 2:
© 2021 IEEE)
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Figure 4.16: Effect of λWIFQ on the calculation of WIFQ based on Equation 4.10. For refer-
ence, IFQ is shown by the red dashed line. The FMRCNN model from row 3 of
Table 4.15 is used here. (© 2021 IEEE)
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in the ground truth generated from another PWCNet, leading to a form of model bias.
Further investigation such as using other optical flow models would be needed to validate
this, which is open topic for future works. Nevertheless, FMRCNN outperformed the
baseline setup in the VKITTI experiments, suggesting that FMRCNN could indeed be
used to tackle the task of instance flow estimation. However, this also reveals that the
performance of FMRCNN depends on the having perfectly dense ground truth, which is
the case for VKITTI and not for KITTI and HD1K.

Weighted EPE for WIFQ - Due to the limitations of IFQ as described in Section
3.3, WIFQ was introduced with the addition of the hyper parameter λWIFQ. Depending
on the value of λWIFQ used, WIFQ can be used to asses the individual components
(EPE and AP ) of IFQ. The FMRCNN-Concat model in the VKITTI experiment
was chosen as the candidate for the WIFQ investigation. Using various λWIFQ values,
the model was reevaluated to obtain the corresponding WIFQ, which is then plotted
in Figure 4.16 as the blue curve. For comparison purposes, the original IFQ value is
included as the horizontal red dashed line. It can be observed from Figure 4.16 that the
plot has an exponential increase in WIFQ before λ = 3.0, and steady linear increase
afterwards. The initial exponential increase shows that EPE has a stronger influence
over AP in the calculation of WIFQ, implying that the model has a high AP , which
is true for the model (0.88 AP ). Moreover, the transition from exponential to linear
increase in WIFQ at λ = 3.0 suggests that a majority of the predicted instances have
an EPE within the range of 0-3. These possible assessments about the performance of
the model w.r.t. instance flow highlights the usefulness of WIFQ.
Loss Weighting - In order to train FMRCNN, multiple loss functions are needed,

one for each individual prediction task of FMRCNN as detailed in Section 3.3. These
loss functions can be individually weighted to determine how much each of them con-
tribute to the final loss for back-propagation. Experiments were conducted on all of the
three datasets to investigate whether loss weighting affects the final performance of the
FMRCNN. Here, only the loss weights for the instance prediction task γ and optical
flow estimation task θ are being varied as these two tasks are essential to instance flow
estimation. The experimental results are reported in Table 4.16. For the VKITTI ex-
periments, using optimal loss weights can lead to a significant increase in performance
(+0.11 WIFQ). Similar improvements with optimal loss weights are also present in the
KITTI and HD1K experiments, albeit less significant. Overall, there is no fixed set of
optimal loss weights for all of the datasets.
CNN Model analysis - Table 4.17 analyzes the different models from the experi-

ments in this subsection with the help of the profiler tool provided in tensorflow . The
analysis helps to provide an overview of the models’ deployability in terms of speed and
memory usage. It involves determining the number of parameters, peak GPU memory
usage, FLOPs, and runtime for a single input image from KITTI. Here, the analysis
compares the FMRCNN models with MRCNN and PWCNet, which are viewed as a
single model since both MRCNN and PWCNet can be used to jointly estimate instance
flow. Assuming that estimation accuracy is not an issue, the analysis shows three factors
that make the FMRCNN models much more suited for deployment. Firstly, the average
runtime of the FMRCNN models (109.3ms) is 22.7% faster compared to using MRCNN
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Model Parameters [106] Memory [GB] FLOPs [1015] Runtime [ms]

MRCNN 14.81 2.31 0.62 61.55
PWCNet 9.37 3.17 0.17 79.34

FMRCNN-Corr 16.19 2.75 1.06 114.16
FMRCNN-Concat 17.71 2.33 1.22 104.45

Table 4.17: FMRCNN model analysis using images from our KITTI validation split. ResNet18
was used as the backbone for the MRCNN and FMRCNN models, while PWCNet
followed the original implementation from [6]. Memory refers to the peak GPU
memory usage during inference.

and PWCNet (140.89ms). The runtime of the FMRCNN models can be further reduced
by ∼9ms (29.1% faster) if the feature maps from the backbone are cached for the next
prediction step according to the logs obtained from the profiler. Secondly, while MRCNN
and PWCNet can perform inference in parallel to reduce runtime, this parallel inference
setup require the device to allocate about twice the amount of memory needed based on
the max GPU memory usage. Thirdly, the model size of FMRCNN (16.96x106 param-
eters) is 30% smaller compared to MRCNN and PWCNet combined (∼24M). Overall,
the statistics show that a single unified model (FMRCNN) for instance flow estimation
is faster and requires less memory compared to using separate models.

It is important to note that the correlation layer used in the models runs on CPU.
The GPU enabled version of the correlation layer is not available in tensorflow during
the time that this work is carried out. This leads to higher peak GPU memory usage
for PWCNet and the correlation variant of FMRCNN despite having lower FLOPs and
lower number of parameters. Although GPU can help to speed up correlation calculation,
the speedup may not be significant as the number of correlation layers used in the models
is small compared to the overall number of layers present in the models. Nevertheless,
further evaluation would be needed to verify this hypothesis, which is an open for future
works.

4.4.3.3 Discussions

Unified model - The experimental results show that it is possible to carry out instance
flow estimation in a unified way using FMRCNN, thus answering part of research ques-
tionR-1b. They also highlight the robustness of the two-stage RCNN models, which can
be easily extended and adapted to include new tasks. Despite the robustness, FMRCNN
was unable to achieve results comparable to a two model setup in all of the datasets
tested. A closer look at the datasets reveals that the performance of FMRCNN is de-
pendent on the availability of true ground truth, especially dense optical flow ground
truth. Further works need to be done in order to determine how sensitive the model is
w.r.t. the ground truth provided. Once identified, modifications can then be made to
address this issue. These are some open topics for future works.
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Despite carrying out instance flow estimation in a single model, it is not formulated
as a single task within FMRCNN. FMRCNN obtains the final estimation by combining
the predictions from multiple prediction heads, making it a multitask learning model.
Training such model requires careful weighting of the loss values obtained from each
individual tasks that are involved in the training process. This is not trivial as shown
by the ablation studies on loss weighting and the work by [200]. Any future works
using FMRCNN should take into consideration the impact of loss weighting on model
performance.

WIFQ metric - In this work, the WIFQ metric is introduced to evaluate instance
flow estimation. It combines AP and EPE into a single metric, and includes a tunable
λWIFQ hyper-parameter. Similar to the IoU threshold in the AP calculation, λWIFQ

can be tuned based on the degree of accuracy of WIFQ required by a system or model.
For example, the optical flow pixel tolerance can be used to determine which λWIFQ

value to use during the calculation of WIFQ. Such flexibility is crucial for evaluating
real-world systems as different systems have different error tolerance depending on the
model and hardware used.

4.4.4 Experiment IV : Junction Segmentation

The experiments in this subsection aim to investigate the feasibility of detecting traffic
junction through semantic segmentation as described in Section 3.4, and answer the
research question R-1c. They involve training and evaluating different state-of-the-art
semantic segmentation models using CityscapesJ detailed in Section 4.3. Once evaluated,
the segmentation performances of the models are compared, and an in-depth analysis
of the segmentation results for the junction semantic class is performed. A summary
of the results here has been presented in the 2020 IEEE International Conference on
Intelligent Transportation Systems [CHZB20].

4.4.4.1 Methods

In order to carry out the experiments, the semantic segmentation models discussed in
Subsection 3.4.2 are implemented using TFOD. As TFOD is built for object detection
research, modifications were required to run the semantic segmentation models. They
can be grouped into model specific- and pipeline specific modifications.

Model specific modifications for TFOD - Firstly, each of the semantic segmen-
tation models contains a specialized module that is not available in TFOD and must be
implemented in this work. They include the decoder module in FCN8 to upsample the
featuremaps [4], and the context modules PSP [13], ASPP [14], and DenseASPP [15]
that are attached to the final (deepest) layer of the feature extractor backbone to learn
global context information. Secondly, a generic semantic segmentation prediction head
is implemented for all of the models. It contains a fully convolutional layer that outputs
the pixel-wise prediction probabilities for each semantic class.

Pipeline specific modifications for TFOD - Firstly, the random cropping and the
random left-right flipping data pre-processing functions used in the training pipeline are
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Table 4.18: Semantic segmentation results on CityscapesJ dataset using different models.5

Model mIoU IoU junction DSjunction

FCN8 65.76% 47.50% 71.03
PSPNet 73.62% 57.90% 70.19

DeepLabV3+ 73.45% 58.72% 80.70
DenseASPP 72.75% 55.26% 73.29

modified to deal with the semantic segmentation data, where each input image pixels is
assigned to a semantic label. The original functions were implemented only to handle
bounding boxes and instance masks for object detection. Secondly, the multi-class cross-
entropy loss function as defined in Equation 2.27 is implemented for the training pipeline.
It is applied to every pixel of the output prediction. The same loss function is used to
train all the models.

With the modifications implemented, the semantic segmentation models are trained
and the segmentation performance on the junction semantic class is evaluated. The
training of the models is carried out using the mixed-precision training strategy men-
tioned in Subsection 2.11.2.1. All of the models used ResNet50 as the feature extractor
backbone for a fair comparison. ResNet50 is chosen as it allowed the models to be trained
using batch size 8 with 960x960 px2input images on a single Nvidia Tesla-V100 GPU. A
sample model configuration used in training and evaluation is shown in Listing A.1. It is
important to note that the use of ResNet50 instead of the more powerful ResNet101 or
Xception models will lead to lower model performance compared to the original works
without the junction semantic class as observed in [14].

4.4.4.2 Results

The overall results of the experiments are reported in Table 4.184. The results in-
clude class-wise mAP , overall average mAP , and DS for the junction semantic class
DSjunction. Figure 4.17 visualizes segmentation results of the four segmentation models
that are being evaluated.

IoU junction - Based on Table 4.18, DeepLabV3+ showed the highest IoU junction com-
pared to the other three models. DeepLabV3+ achieved an IoU junction of 58.72%, which
is slightly higher than the 57.90% IoU junction of PSPNet. This difference in IoU junction

could be due to the larger receptive field in the final backbone block of DeepLabV3+
(stridemax = 8) compared to PSPNet (stridemax = 4). The larger receptive field enabled
DeepLabV3+ to capture more information from the scene to better segment the traffic
junction. Surprisingly, even with additional skip connections within the ASPP modules,
the IoU junction of DenseASPP is still roughly 3pp lower compared to DeepLabV3+. A

4The results are obtained after rerunning the experiments due to inconsistency in the model con-
figuration compared to the original FCN8 and PSPNet model. Therefore, they will differ slightly from
results reported in [CRZB19].

5Results differ slightly from the values reported in [CHZB20] due to retraining of the models.
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possible explanation for this is the lack of decoder in DenseASPP, since it is based on
the DeeplabV2 architecture which does not have a decoder. The improvement in model
accuracy due to the use of decoder was also shown through experiments in [14]. Finally,
among the four models that were tested, the baseline FCN8 model showed the lowest
IoU junction of only 47.50%. Since FCN8 only learns local features, it will inevitably
struggle to segment traffic junction. This is because identifying traffic junction requires
information about the scene itself and not just texture and color as discussed in Subsec-
tion 3.4.4. The results here indirectly verified that the pooling modules such as ASPP
and PSP do indeed help models learn global context.

Limitations of mIoU - Since the goal of segmenting traffic junction is to identify
the presence of traffic junction detection and provide information for decision-making
in autonomous driving, the use of mIoU might not be the best metric to evaluate the
performance of junction detection. Figure 4.18 shows some examples of positive junc-
tion segmentation that is patchy or non-dense. A metric that takes into consideration
whether the junction prediction is dense is a much better performance indicator, as
the driving strategy can change significantly if for example three junction patches are
detected instead of the one true junction.

Denseness of junction Segmentation - The DS metric introduced in Section 4.2
is calculated for the class junction for each segmentation model. When comparing the
DS for each model in Table 4.18 it can be observe that DeepLabV3+ has the highest
DS at 80.7%. It is 7pp higher than the next highest DS achieved by DenseASPP, and
is about 10pp higher than PSPNet and FCN8. This proves that the dense connections
in DenseASPP does help to produce denser segmentation. However, it is notable that
there is a significant DS gap between DeepLabV3+ and PSPNet despite having roughly
similar IoU junction. This could be attributed to the pooling modules ASPP and PSP
in the model respectively, suggesting that dilated convolution in ASPP is able to better
learn the global context for traffic junction compared to max pooling in PSP. As the
DeepLabV3+ model showed the best prediction density and accuracy, the segmentation
results from this model will be further analyzed.

Effect on non-junction classes - A baseline DeepLabV3+ model is trained on the
original Cityscapes dataset and the evaluation results are reported in Table 4.19 together
with the model trained on the CityscapesJ dataset. The results show that the addition
of junction semantic class severely affected the segmentation result of road class, as
reflected by the decrease in IoU of 11.4pp. While undesired, this is an expected outcome
because both junction and road semantic classes share very similar visual and texture
features. Any false negative prediction for road will most likely result in a false positive
prediction for junction and vice versa. Surprisingly the IoU for truck, bus and train
semantic classes also suffered a drop of 3-18pp. This could be caused by the model
learning the relationship between these classes under the vehicle category and road.
Since IoU road is affected by the addition of junction, the IoU of these classes will also
be indirectly affected. However, due to the high percentage of car in the dataset, the
segmentation result for it is not affected.

6Results differ slightly from the values reported in [CHZB20] due to retraining of the models.
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Figure 4.18: Example of non-dense junction prediction for DeepLabV3+. From left to right:
original image, ground truth and prediction. Here multiple parts of a single
junction are predicted. junction semantic class is shown in green. (Row 2:
© 2020 IEEE)

Table 4.19: Class-wise semantic segmentation comparison between DeepLabV3+ models
trained on the Cityscapes and the CityscapesJ datasets. 6
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Figure 4.19: True positive results from the DeepLabV3+ model. Column-wise from left to
right: camera image, ground truth label, prediction output. junction semantic
class is shown in green. (Row 1, 2 and 3: © 2021 IEEE)

Qualitative results for junction -When evaluating qualitatively the positive results
for DeepLabV3+ in Figure 4.19, it can be observed that the model uses two distinct
cues to segment traffic junctions. The first cue is lane markings, as can be seen through
examples in rows 1-3. Here, the model was able to segment the traffic junction boundaries
correctly using the lane markings. Furthermore, the lane markings allowed the model to
identify the presence of traffic junction in row 2 even though the image does not contain
any intersecting roads. For row 4, the model was able to correctly segment the traffic
junction despite not having clear lane markings for each side of the traffic junction. This
could be attributed to the presence of convex corners that defines a traffic junction,
suggesting that the model has learned this as a cue for segmenting traffic junction.

Failure cases - Figure 4.20 shows examples of false negative and false positive re-
sults w.r.t. junction semantic class for DeepLabV3+. The failure cases here show three
limitations of using segmentation model for traffic junction detection. Firstly, the seg-
mentation model has a tendency to be biased towards lane markings when segmenting
the traffic junction. In row 1, the lane markings under the bus caused the model to
produce false positive predictions, while the lack of clear lane markings on the bottom
left lead to false negative predictions. Similarly, the presence of a clear stop line in row 2
resulted in false positive predictions. This bias towards lane markings can be attributed
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to the Cityscapes dataset itself. The images in the dataset are taken in clear weather
conditions, meaning that the lane markings is always clearly visible in the image. As
there is no variation in the data w.r.t lane markings, the model will tend to overfit to
this particular cue when segmenting traffic junction. This issue could be resolved by di-
versifying the dataset using traffic junction scenes with diverse lane marking conditions.
Secondly, the segmentation model is unable to handle corner cases that is unavailable

in the training data, such as the example in row 3. Despite having intersecting side roads,
the example does not contain a traffic junction based on the second criteria defined in
Subsection 3.4.1.2. Such scenario does not occur frequently in the Cityscapes dataset,
making it hard for the model to learn how to handle it. A way to overcome this is to
increase the amount of corner cases in the training data. Thirdly, as the segmentation
model carries out single image prediction, it is unable to capture the temporal or out
of image context of the scene needed to segment traffic junction. This is evident in the
row 4 example where the model incorrectly predicted sparse presence of traffic junction.
Besides the bias to lane markings as mentioned previously, the model lacks the temporal
information required to infer that the road is curving left and not the result of ego vehicle
turning left at traffic junction. This could be solved by using a sequence of images as
input or even including the vehicle odometry during prediction. These solutions would
require modifications to the CNN-based segmentation models that are investigated in
this work, and are potential topics for future works.
Featuremap analysis - In order to better understand the DeepLabV3+ model

trained with the junction semantic class, the featuremaps of a high-level convolutional
layer are analyzed. This is achieved by normalizing the values of the featuremaps to a
range of [0, 1]. Figure 4.21 visualizes a few normalized featuremaps that are relevant
to the segmentation of the junction semantic class. White patches in the normalized
featuremaps are areas with strong features, meaning that the model focuses strongly on
these areas in the corresponding featuremap. By comparing them with the final predic-
tion output, the focus of the model for each semantic class prediction can be identified.
It is important to note that the normalized featuremaps only provide an insight into the
focus of the model, and do not represent the confidence scores for a specific semantic
class.
When evaluating the featuremaps in Figure 4.21 qualitatively, three main observa-

tions can be made. Firstly, it can be observed in featuremap 1 that the model learned
a strong correlation between the convex corners and the lane markings of a traffic junc-
tion. The observation supports the claims in Section 3.4.1 where convex corners and
lane markings are strong cues that help to define the traffic junction area in an image.
Secondly, featuremap 2 shows that the model has learned, without explicit supervision,
that traffic lights are correlated to traffic junction. This can be attributed to the fact
most traffic junctions in urban scenarios are traffic light junctions, which is the case for
the CityscapesJ dataset. Thirdly, featuremaps 3-4 suggest that the model has implicitly
learned a correlation between buildings and traffic junction. This correlation indicates
that a large portion of traffic junction images in the CityscapesJ dataset consists of
buildings in it, a pattern that is learned by the model. While the previous correlation
between traffic junction and traffic lights is desired, the correlation with buildings is not
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Figure 4.20: False negative and false positive results from the DeepLabV3+ model. Column-
wise from left to right: camera image, ground truth label, prediction output.
junction semantic class is shown in green.
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Figure 4.21: Visualization of intermediate feature maps within different models. The values
within the feature maps are normalized. White areas represent strong features
with high normalized values and vice-versa for black areas.
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Table 4.20: Model analysis for four semantic segmentation models with a 2048x1024 px2input
image using a Nvidia GTX1080-TI GPU. Memory: Peak GPU memory usage dur-
ing inference. Runtime: Inference time for a single inference step.

Model Parameters [106] Memory [GB] FLOPs [1012] Runtime [ms]

FCN8 23.65 3.04 0.42 72.62
PSPNet 29.88 2.83 1.83 221.76

DeepLabV3+ 40.42 4.24 1.23 150.98
DenseASPP 53.10 5.48 3.82 368.08

as the presence of a traffic junction does not depend on whether a building exists in the
scene. To prevent this, the dataset would need to be updated in order to create a much
more balanced distribution of traffic junction images with and without buildings, which
is a potential topic for future works.

CNN model analysis - Table 4.20 analyzes the different semantic segmentation
models used by the experiments in this subsection with the help of the profiler tool
provided in tensorflow . This analysis aims to provide an overview of the models’ de-
ployability in terms of speed and memory usage. It involves determining the number of
parameters, peak GPU memory usage, FLOPs, and runtime7 for a single input image.
From the analysis, it can be observed that DeepLabV3+ is faster than both PSPNet
(-70.78 ms, -0.6x1012 FLOPs) and DenseASPP (-217.1 ms, -1.99x1012 FLOPs) as the
feature extractor backbone has an output stride of 16 compared to 8 for the latter two
models. But it is slower than FCN8 (+74.36 ms, +1.41x1012 FLOPs) which does not
have a global pooling module and has a feature extractor backbone with an output
stride of 32. In terms of peak GPU memory usage and model size, DeepLabV3+ has a
higher memory usage and more parameters compared to FCN8 (+1.2 GB, +16.77x106)
and PSPNet (+1.41 GB, +10.54x106). This is caused by the presence of a decoder
and refinement layers in DeepLabV3+, which are absent in PSPNet and FCN8 respec-
tively. However, it still has a lower memory usage and less parameters than DenseASPP
(-1.24 GB, -12.68x106), which has a high memory usage due to the presence of dense
connections. Overall, DeepLabV3+ has the optimal trade-off between speed, peak GPU
memory usage and model size among the four semantic segmentation models.

4.4.4.3 Discussions

Effect of junction on multi-class semantic segmentation - In the experiments, the
segmentation models performed multi-class semantic segmentation based on the list of
semantic classes from Cityscapes and an additional junction semantic class. When com-
paring models trained with and without the junction semantic class, the segmentation

7The speed of a CNN model is normally measured in terms of FLOPs and not runtime. This is
because runtime can vary depending on the compute hardware that is being used. However, since the
same hardware is used for model analysis in this work, both values are reported. A low FLOPs value
indicates that a model has a low runtime for a single inference step.
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performance for the road semantic class is affected by the addition of the junction se-
mantic class. This also indirectly affected the segmentation performance of some other
semantic classes under the vehicles category, suggesting that the segmentation model
may have captured the dependency or the relation between these semantic classes. Fur-
ther investigations would be needed to determine verify this, which is out of scope of
this work.

Global context - The experimental results highlighted the importance of global
context for traffic junction segmentation as segmentation models with global pooling
modules outperformed the baseline model without it. This is an expected outcome
as the presence and the area of a traffic junction is determined by multiple cues from
the scene and not just by the local appearance alone. Global pooling modules are
able to capture these by increasing the receptive field of the CNN-based models either
through dilated convolutions or max-pooling operations. Models which utilized dilated
convolutions achieved higher performance compared to the model that uses max-pooling
with large filters. This could bee attributed to the fact that dilated convolutions are able
to retain more information through its’ weights and learn specialized features through
the smaller filter size.

Qualitative evaluation - When evaluated qualitatively, the experimental results
revealed two expected insights about the trained segmentation model with regards to
the segmentation of traffic junction. Firstly, the model learned to use lane markings as a
cue for segmenting traffic junction. Although this is beneficial in most cases, it can also
lead to unintended bias which results in high false positive or false negative segmentation.
Secondly, the model learned to use the convex corners of a traffic junction to find the
borders of a traffic junction area, which is especially useful for scenes where there is no
lane markings for a traffic junction.

Temporal information - Currently, the semantic segmentation models investigated
in this work uses only a single image as input. This can lead to poor segmentation
performance for junction when ambiguity occurs as seen in the failure cases. A potential
solution is to incorporate temporal information into the segmentation model such as
using a sequence of images as input. Here, the model will be able to extract a much
more precise context about the scene, which would otherwise be lacking if only a single
input image is used. This is an open topic for future works.

Overall, the experimental results showed that it is feasible to segment and identify
traffic junction from camera images, thus answering the research question R-1c. How-
ever, the experiments are only conducted on a dataset which consists of mainly traffic
scenes with clear weather condition from a single country. Further experiments on dif-
ferent datasets with varying weather condition and country would be require to verify
the reproducibility of the results shown in the experiments.

4.4.5 Experiment V : Braking Assessment

The experiments in this subsection aim to explore an application that utilizes the seg-
mented traffic junction from Subsection 4.4.4, which is to assess the braking of a vehicle
approaching a traffic junction. This assessment is performed following Algorithm 1 intro-
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duced in Subsection 3.4.3. The algorithm is implemented in Python 3, and is evaluated
offline using the CityscapesV dataset mentioned in Section 4.3. A summary of the re-
sults here has been presented in the 2020 IEEE International Conference on Intelligent
Transportation Systems [CHZB20].

4.4.5.1 Methods

As mentioned in Subsection 4.3.1, the authors of the Cityscapes dataset also released
aCityscapesV with the vehicle’s odometry. Three traffic junction sequences were ex-
tracted from the recording where the vehicle stops and doesn’t stop before the junction,
and are used for the experiments here. For the experiments, the trained DeepLabV3+
model from Subsection 4.4.4 is used to perform semantic segmentation on the extracted
sequences. The segmentation results are then utilized to qualitatively evaluate the brak-
ing assessment application. Due to the lack of ground truth, the segmented results could
not be evaluated in terms of mIoU .

For the braking assessment, Ad is defined as the area 7-35 m in front of the vehicle. It
corresponds to the distance reachable with a deceleration of 1-5 ms2, which are derived
from the study in [201]. Due to the occlusion by the car hood, Ad must be placed at a
minimum distance from the car, meaning that the vehicle will not come to a complete
stop at JRstop = 1. Furthermore, it is assumed that the vehicle is driving straight as it
approaches the traffic junction. The driving straight maneuver is a plausible assumption,
simplifying JR to just calculating the position of the lower boundary of segmented
junction pixels within Ad.

4.4.5.2 Results

For the two plots in Figure 4.22, the J̈Rα and J̈Rstop curves follow each other when
JRα increases above 60%, indicating that the vehicle will be stopping before the traffic
junction as it approaches it. In Figure 4.23, the plot shows that the J̈Rstop curve diverges
from J̈Rα curve when JRα increases above 80%. This means that the ego vehicle has no
intention of stopping (i.e., crossing the traffic junction) or is not breaking strong enough
to stop before the junction. If the ego vehicle does indeed want to stop before the traffic
junction, it is still possible in the period between 60% < JRα < 80%, where the J̈Rα

curve is still follows the J̈Rstop curve. Overall, the correct braking assessment could be
obtained for all of the evaluated sequences based on the J̈Ri and J̈Rstop curves.

4.4.5.3 Discussions

Observations on JR and J̈R - For all three sequences it can be observed that J̈R
peaks as the JR curve starts to increase from 0. This is due to the fact that the vehicle
is already moving with a certain acceleration at the beginning of the JR curve. Ideally,
the J̈R curve should have a similar profile as the acceleration of the vehicle. This means
that the J̈R values for these peaks are not valid. Furthermore, since J̈R is calculated
from JR projected into BEV, it is prone to error due to unevenness of the ground plane
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Figure 4.22: Qualitative evaluation of J̈Rstop on 2 stopping sequences from video recording

provided by [12]. JR and J̈R are smoothed using exponential moving average
with constant α. The sequences start from the 10th frame before JR > 0% and
stops when JR = 100%. The x-axis corresponds to the frame number of the video
sequence. (© 2020 IEEE)
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Figure 4.23: Qualitative evaluation of J̈Rstop on a crossing sequence from video recording pro-

vided by [12]. JR and J̈R are smoothed using exponential moving average with
constant α. The sequences start from the 10th frame before JR > 0% and stops
when JR = 100%. The x-axis corresponds to the frame number of the video
sequence. (© 2020 IEEE)

and pitching of a moving vehicle. This could be problematic as the error can result in
negative J̈R values despite the vehicle crossing the junction without stopping.

Comparison between J̈Ri and J̈Rstop - Similar to earlier observations, if the invalid
J̈Ri peaks are removed, the J̈Ri and J̈Rstop curves for the stopping sequences follows
each other. This is to be expected as the ego vehicle decelerates relatively constant until
it stops at the junction. Since the video recording was captured for a normal drive in
real-world urban street, situations where the vehicle stops inside the junction or stops
far away from the junction do not exist. Specialized driving experiments are needed to
validate those two cases. For the case where the vehicle crosses a junction the J̈Rstop

curve should decrease exponentially until negative infinity due to the vehicle not slowing
down or stopping.

Effect of junction segmentation on JR - The impact of the junction segmentation
results, which is used to calculate JR, on the calculation of JR cannot be quantitatively
evaluated as the CityscapesV does not contain semantic segmentation ground truth. If
ground truth was available, the impact can be determined by varying the junction area
used to calculate JR and evaluating the resulting deviation in JR. However, a qualitative
analysis can be performed. Qualitatively, the traffic junction area and the boundaries
are well segmented, and the junction segmentation results for all three sequences did
not show much negative results (false positive and false negative). The segmentation
results for each sequence are stable, meaning that there is no drastic undesired change
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in the segmentation result between frames. This leads to the stable JR values obtained
for each sequence as can be seen through the blue curve in Figure 4.22 and Figure 4.23.

Vehicle control in image space - By using the JR concept, the braking assessment
application could in theory be adapted to directly control the vehicle as it approaches a
traffic junction. It would require the application to know the decision as to whether the
ego vehicle should stop before the traffic junction. This is exactly the output decision
that the vision-based decision-making system for traffic junction crossing in this work
aims to infer, meaning that this application and the system complement each other.
However, as vehicle control is not within the scope of this work, the application is not
integrated into the system developed in this work.

4.4.6 Experiment VI : Decision-Making for Junction Crossing

The experiments in this subsection investigate the use of a Bayesian network to model
the decision-making process for traffic junction crossing as described in Section 3.5, and
aim to answer the research questions R-2a and R-2a. Here, the Bayesian network uses
various affordances to infer the output binary decision on whether a traffic junction is
safe to be crossed. These affordances are calculated from detections obtained by reusing
the detection models from previous experiments. The traffic junction sequences from
Cityscapes are used for the experiments here, where the accuracy of the Bayesian network
is evaluated at FNR. Besides investigating the performance of the Bayesian network,
this subsection also evaluates and analyzes the accuracy of identifying traffic junction
by means of segmentation and collision candidates through instance flow. Here, the
traffic junction sequences from the Cityscapes and the Dashcam Accident datasets are
used. A summary of the results here has been presented in the 2021 IEEE International
Conference on Intelligent Transportation Systems [CZB21a].

4.4.6.1 Methods

The Bayesian network infers the probabilities of predefined actions (Stop, Go) based on
high-level information about a traffic junction. This high-level information is extracted
from camera images using models from previous experiments with the best performance.
The inference from the CNN-based models is carried out using TFOD, while the inference
of the Bayesian network is performed using pgmpy.

The performance of the Bayesian network will be evaluated based on the decision
made at FNR, which corresponds to the final decision that an ego vehicle can still
make before entering a traffic junction. In order to determine FNR, the speed of the
vehicle is assumed to be constant for the entire sequence and fixed to the speed of the
vehicle at the first frame. This simulates the situation where the vehicle enters a traffic
junction ”blindly” without making any changes. The actual speed of the vehicle cannot
be used because it already encodes the decision of a driver on whether to cross the
traffic junction. Four different FNR values are obtained using different deceleration
values, aStop ∈ {−1,−2,−3,−4}m

s2
as described in Section 4.2. Figure 4.24 shows a few

examples of how FNR is determined.
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Figure 4.24: Calculation of FNR (green marker) by finding the intersection point between
the curves for djuncf (blue curve) and ddec (red curve), which corresponds to the
condition djuncf = ddec. The left plot is for a Stop sequence while the right plot
is for a Go sequence.

4.4.6.2 Results

Before evaluating the Bayesian network, two other experiments will be conducted to
investigate different modules linked to the Bayesian network. The first experiment in-
vestigates the accuracy of identifying traffic junction using semantic segmentation. This
is performed on the traffic junction sequences extracted from the unlabeled Cityscapes
video. In the second experiment, the feasibility of the CDO affordance from Subsec-
tion 3.5.2 is investigated. It will be using the collision sequences from the Dashcam
Accident dataset.

Identification of Traffic Junction - As described in Section 3, the overall sys-
tem contains a module that triggers the activation of the decision-making process. The
module receives input from the traffic junction detection module that performs seman-
tic segmentation with a standalone traffic junction semantic class. Whenever a traffic
junction is segmented, the module triggers the activation of the system. An experiment
is carried out to evaluate this module by using the traffic junction detection module to
identify traffic junctions in the traffic junction sequences from Cityscapes. Figure 4.25
shows the resulting semantic segmentation outputs. The bright green area represents
the traffic junction in the scene.

Due to the lack of semantic segmentation ground truth, the performance of the traffic
junction module traffic junction sequences from Cityscapes cannot be evaluated in terms
of mIoU . The performance can however be evaluated in terms of precision in identifying
traffic junctions. A traffic junction is considered to be identified when the semantic
segmentation result contains the traffic junction class label. The precision is calculated
at different FNR which corresponds to different aStop for each sequences and is shown
in Table 4.21. Here, it can be observed that the precision increases as the absolute
value of aStop increases. For small aStop, the FNR gets pushed further away from the
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Figure 4.25: Qualitative results of the output from the semantic segmentation model in the
traffic junction detection module. The bright green segmentation, which repre-
sents the traffic junction class, can be used to identify the presence of a traffic
junction in the scene. (Row 1: © 2021 IEEE)

traffic junction, as shown by the red bars being further away from the final frame in
Figure 4.26a. This causes the traffic junction to appear small in the image and the
visual cues that define the traffic junction to be less distinct. Both of these factors affect
the segmentation quality and thus lowers the precision. When aStop is large, the FNR
is pushed closer to the traffic junction as can be seen in Figure 4.26d where the red
bars are closer to the final frame. This results in a counter effect and leads to higher
precision. Overall, the precision results show that the semantic segmentation model has
an effective range where it performs well.

Identification of Collision Candidates - The CDO affordance from Section 3.5.2
is responsible for identifying potential collision candidates within the traffic junction
scene. In order to validate this, an experiment is conducted by using CDO to identify

Table 4.21: Precision in identifying traffic junctions at various FNR through semantic segmen-
tation. The FNR is represented by aStop since it can vary between the sequences
depending on the speed of the ego vehicle. (© 2021 IEEE)

aStop, (
m
s2
) Precision

-1.0 0.48

-2.0 0.80

-3.0 0.93

-4.0 0.94
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(a) astop = −1m
s2

(b) astop = −2m
s2

(c) astop = −3m
s2

(d) astop = −4m
s2

Figure 4.26: Accuracy of traffic junction identification with respect to the distance of the vehicle
from the traffic junction in terms of frames. The red bars show the distribution
of FNR based on accd for different sequences.
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Table 4.22: Evaluation results of collision candidate detection based on CDO affordance value.
The affordance value is calculated using Equation 3.16 with different αCDO value
and βCDO=1. Only detections that are matched to a colliding or a non-colliding
ground truth object is evaluated. (© 2021 IEEE)

αCDO 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1.0 2.0 3.0 4.0 5.0

Precision 0.25 0.45 0.63 0.63 0.63 0.63 0.61 0.54 0.49 0.47 0.48 0.48 0.46 0.46

Recall 0.02 0.08 0.20 0.28 0.31 0.36 0.38 0.43 0.44 0.46 0.78 0.95 0.95 0.99

the collision candidate in the collision sequences from the Dashcam Accident dataset.
Since the collision candidates are labeled in the dataset, the labels can directly be used
as the ground truth to evaluate CDO. For this experiment, three collision sequences
were chosen, where each sequence contains a collision between a moving ego vehicle and
another traffic participant approaching from either side of the vehicle. The FMRCNN
model introduced in Subsection 3.3.2 is used to obtain the instance flow for each se-
quences that is required for the calculation of CDO. Detected instances with CDO
higher than 0.5 are considered to be collision candidates. Table 4.22 shows the evalua-
tion results from the experiment using different α values for the CDO calculation. It is
important to note that the evaluation is performed for all of the frames in the sequence
where an instance is detected and not just for a specific frame. Moreover, the evaluation
here do not take into consideration the accuracy of the instances detected, but rather
just the corresponding instance flow estimation.

From the experimental results it can be observed that the precision of identifying a
collision candidate using CDO increases as αCDO increases. This is an expected outcome
since a higher αCDO value will lead to a larger range of optical flow values that are
considered low enough for an object to be identified as a collision candidate. However,
the increase in precision is only observed until αCDO=0.6, after which the precision
decreases with increasing αCDO value. For large αCDO values, the aforementioned optical
flow range becomes too large that the principle of CBDR behind CDO no longer applies.
This leads to a higher false positive detection and lower precision. On the other hand,
the high false positive detection results in lower false negatives, which causes the recall
to keep increasing with increasing αCDO values. Overall, the experimental results show
that the CBDR principal can be used to identify potential collision candidates in a traffic
scene. If this was not the case, then the precision obtained would be very low, regardless
of which αCDO value that was used. Figure 4.27 shows some examples of optical flow
estimation output.

Decision-Making for Traffic Junction Crossing - The performance of the Bayesian
network is evaluated by experimenting it with the traffic junction sequences extracted
from the unlabeled Cityscapes video. This is conducted by feeding each frame of the
sequences through the perception- and subsequently the decision-making components of
the system. In the perception component, the CNN models of the individual detection
modules carry out inference on the frames and outputs a list of different types of detec-
tions. They are then represented as affordances in the decision-making component before
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Figure 4.27: Instance flow estimation using images from the Dashcam Accident dataset [20].
The green bounding box represents the ground truth, while the red bounding box
is the estimation output of FMRCNN. (© 2021 IEEE)

being used by the Bayesian network to output the final action probability p(Al). p(Al)
is calculated using Equation 3.18 which includes the action Stop and Go. Figure 4.28
shows inference output (p(Al = Stop)) from the Bayesian network for three different
traffic junction crossing scenarios.

As mentioned previously, the Bayesian network is evaluated based on the action in-
ferred at FNR. This action represents the final action from the overall system for each
traffic junction sequence, and is used to calculate the accuracy of the system. The ac-
curacy for the action Stop for different aStop, which corresponds to different FNR, is
shown in Figure 4.29. It shows that the system can achieve an accuracy between 81%
to 93% for different aStop. The accuracy is higher for large aStop and lower for smaller
aStop. This observation is similar with the previous observation made when evaluating
the precision of identifying traffic junction. As the distance of the ego vehicle from the
traffic junction increases at FNR due to smaller aStop, objects that are relevant to the
traffic junction crossing becomes smaller in this image. This affects the performance of
the CNN detection models, thus leading to the lower accuracy of the final inferred action
by the Bayesian network. Nevertheless, the high accuracy values show the feasibility of
the overall system introduced in this work.

Besides the accuracy for different aStop, the effect of the prediction threshold for
p(A = Stop) on the final inferred action is also investigated. The accuracy shown in
Figure 4.29 was calculated using a threshold of 0.5, meaning that if p(A = Stop) is
greater than 0.5, the vehicle should perform the action Stop. It is important to note
that since the system has a binary prediction output, the lowest accuracy will always be
50%, which is the case when the prediction threshold is either 0 or 1. When different
prediction thresholds for p(A = Stop) were chosen, the accuracy of the system changes,
as shown in Figure 4.30. Ideally, the accuracy to prediction threshold curve should show
a Gaussian bell-like curve, with a peak forming at the threshold of 0.5. However, the
curves for some larger aStop (aStop = {−2,−3}m

s2
) in Figure 4.30, the peak is slightly

shifted to the right, meaning that there are more true predictions when the prediction
threshold is higher. This can be attributed to the assumptions made in the affordance
representation module not holding true from some of the sequences. This could be
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(a) Scenario: Red Light

(b) Scenario: Stop Sign

(c) Scenario: Green Light

Figure 4.28: Inference output by the Bayesian network for three traffic junction scenarios.
The vertical lines mark the different FNR calculated using different aStop.
(© 2021 IEEE)
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Figure 4.29: Accuracy of the system for different aStop with prediction threshold of 0.5 .
(© 2021 IEEE)

tackled by making improvements as suggested at the end of Subsection 3.5.4 to relax
the assumptions, which is an open topic for future work.

4.4.6.3 Discussions

Use of Bayesian network - The results from the experiments show that a Bayesian
network can be used to decide whether a traffic junction is safe to be crossed. It achieves
this by representing the high-level visual information about a traffic junction scene from
different CNN detection models as affordances, and uses them as inputs for inference.
Despite the uncertainties in the affordances due to imperfect detection predictions, it
is still capable of deciding and inferring the action that a vehicle should take as it
approaches a traffic junction with high accuracy. This shows not only the benefit of
using a probabilistic model that can handle uncertainties, but also the potential of using
affordance representation for direct perception based approaches.

Limitations due to assumptions - Nevertheless, the Bayesian network is still heav-
ily constrained by the assumptions made during the design of the overall system, espe-
cially in the affordance representation module as described in Subsection 3.1.2. These
assumptions were made to simplify the design of the system by removing the need for
depth estimation, object pose estimation and lane detection. However, the limitations
caused by these assumptions can be resolved by adding more modules in the perception
component of the system to obtain the required information. The information can then
be used to modify the existing affordances, or represented as new affordances which can
easily be integrated into the Bayesian network by adding more nodes. This highlights
the robustness of the modular system design used in this work where it can be easily
expanded to include new information.

Improving decision-making evaluation - In the experiments, the Bayesian net-
work was evaluated using the inference made at different FNR for different aStop. These
FNRs vary between the sequences based on the speed of the ego vehicle at the first frame,
where the speed is assumed to be constant for the entire sequence. While fixing the speed
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Figure 4.30: Accuracy of the system with different prediction threshold for p(A = Stop).
(© 2021 IEEE)

allowed the ”driver’s decision” in the sequences to be artificially removed during FNR
calculation, it does not adequately reflect a real-world situation. In the real-world, a ve-
hicle may speed up to the maximum allowed speed limit or slow down due to occlusion
when approaching a traffic junction. This will shift the FNR either closer of further
away from the traffic junction, both of which will affect the performance of the system.
A better method for evaluating the system would be to use an adaptive FNR. Here
the speed used to calculate FNR will be updated periodically depending on the current
speed of the vehicle to better capture the current state of the vehicle. This could be an
extension to this work and is open for future work.
Overall, the results in this section answered the research questions R-2a and R-2b.

It shows that a Bayesian network is a suitable candidate to model the decision-making
process of determining whether a traffic junction is safe to be crossed. Moreover, as the
experiments involved both the perception- and decision-making components, they also
directly proved the feasibility of the image-based vision-based decision-making system
for traffic junction crossing that is introduced in this work.
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Over the last century, driving a vehicle has become an integral part of many people’s
lives. It enabled people to travel easily between two places for working, shopping or doing
leisure activities. While the task of driving is trivial to an experienced human driver,
it is not the case for an ADS. A human driver can almost instantaneously perceive and
understand any traffic scene and take the appropriate actions, such as stopping at a red
light or braking to avoid a collision with another traffic participant. However, despite the
availability of chips with high processing power and advanced algorithms for perception,
path planning, and decision-making, ADS still struggles to safely and reliably navigate
the complex real-world streets without a human driver.

The main contribution of this work is the development of a vision-based decision-
making system for traffic junction scenarios. This system aims to help close the perfor-
mance gap between a human driver and an ADS. It takes camera images as input and
processes the images to infer whether a traffic junction is safe to be crossed. A traffic
junction is considered safe to be crossed when the traffic rules permit it, and crossing it
does not result in a collision with another moving object. The overall system consists of
four modules that are organized into two stages. In the first stage, the system extracts
high-level information from camera images through different detection modules. This
information is then passed on to the second stage, where it is used by a decision-making
module to infer the final decision.

For the first stage of the system, three detection modules are developed to obtain
crucial information about a traffic junction. The first detection module of the system
is responsible for detecting traffic signs and traffic lights in the traffic scene. Both the
traffic signs and traffic lights determine whether a vehicle should stop before a traffic
junction. For example, a vehicle should stop when the traffic light is red or when a
stop sign is present according to the traffic rules. In order to carry out the detection, a
CNN-based object detection model proposed in this work called ITA is used. It modifies
the generic single-stage CNN-based object detector called RetinaNet by splitting the
localization and classification branches and uses only low-level features for classification.
This modification allows ITA to handle the low interclass variation and the small size of
the traffic signs and traffic lights.

Experiments are conducted using real-world datasets for traffic light- and traffic sign
detections to evaluate the proposed ITA. The improvement in detection performance
using ITA is not significant for traffic light detection, where experiments on the DTLD
dataset yielded only a 2pp increase in detection accuracy. The small difference in detec-
tion performance can be attributed to the fact that both RetinaNet and ITA can easily
learn to classify the traffic light classes as they differ mainly in terms of color. Traffic
lights with symbols were not explored in this work
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On the other hand, ITA improved the traffic sign detection performance by 19pp
and 5pp for GTSDB and TT100K dataset respectively compared to RetinaNet. The
large improvement gap shows that the modification in ITA allowed it to learn the small
structural details that are unique to each traffic sign class compared to RetinaNet.
Overall, ITA outperformed RetinaNet for both detection tasks, showing the effectiveness
of the proposed modifications in ITA, and thus answers the research question R-1a of
this work.
The second detection module of the system focuses on determining the risk of collision

with another moving object in the traffic junction. This risk can be determined by
applying the CBDR concept, where two moving objects will collide with each other if
the observed object appears static in the observing object’s FOV. When applied to the
traffic scene, any traffic participant that appears static in an image captured by a moving
vehicle is a potential collision candidate. In this work, the task of instance flow estimation
is introduced to identify the static traffic participants. It segments object instances in
an image and estimates their optical flow, providing information about objects in the
scene and avoiding the need to estimate global optical flow. An object appears static if
the object’s optical flow is close to zero, given that both the object and the observer are
in motion.
Since instance flow estimation is a new task, this work introduces a unified CNN-based

model called FMRCNN to tackle it. FMRCNN is an extension to the two-stage CNN-
based instance segmentation model called MRCNN, where a new flow head is added to
estimate the optical flow of the segmented instances. The performance of FMRCNN is
evaluated by carrying out experiments using real-world KITTI and HD1K datasets as
well as the synthetic VKITTI dataset using IFQ. IFQ is an evaluation metric defined
in this work that merges two different evaluation metrics, AP and EPE, into a single
evaluation metric.
For the evaluation on the VKITTI dataset, the experimental results showed that FMR-

CNN performs equally well compared to using separate models (MRCNN and PWCNet)
for the task of instance flow estimation. While there is no large performance improve-
ment, FMRCNN is beneficial as it contains 30% fewer parameters and has 27% faster
inference time. The result answered the first part of the research question R-1b of this
work.
However, FMRCNN performed worse on the KITTI and HD1K datasets compared

to using two separate models for the task of instance flow estimation. The drop in
performance can be attributed to the lack of dense ground truth in these datasets, which
is not the case for the VKITTI dataset. This observation highlights the importance of
having accurate dense ground truth to train FMRCNN for the instance flow task, which
is not expected at the beginning of this work. Developing better flow head designs and
incorporating temporal information are potential future works that can help to reduce
the high dependency on dense ground truth.
The third detection module deals with the identification of traffic junction from camera

images through semantic segmentation. A traffic junction is considered to be present
when the segmentation output contains the junction semantic class. For this work, a
guideline on how to define the traffic junction area within an image is prepared after
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carrying out a visual analysis of real-world traffic scene images. The guideline is then
utilized to create a semantic segmentation dataset by extending the Cityscapes dataset
to create CityscapesJ that includes the junction semantic class.
Once created, experiments are carried out using CityscapesJ where four different CNN-

based semantic segmentation models are trained and evaluated. The best performing
segmentation model achieved an IoU junction of 58.72% and an overallmIoU across all the
semantic classes of 73.45%. When compared to a model trained on the original dataset,
the addition of the junction semantic class affected the segmentation performance of the
road semantic class. The drop in performance is an expected outcome due to the similar
local appearance between the junction and the road semantic classes. Nevertheless,
the experimental results show the feasibility of segmenting traffic junction from camera
images, thus answering the research question R-1c of this work.
However, further investigations on the experimental results revealed that the segmen-

tation models, which perform single image segmentation, struggled to segment traffic
junction when ambiguity occurs. Examples of ambiguity include roads merging or com-
ing in contact from opposite directions without any intersection of traffic flow and occlu-
sion of the side road for a traffic junction without lane markings. Such ambiguities make
it unclear if a traffic junction exists based on a single image. This can potentially be
solved in future works by incorporating temporal information through multiple sequen-
tial camera images. The temporal information will allow the models to better reason
about the context of the scene, which could lead to better segmentation performances.
The fourth and final module of the system is developed to infer the binary decision

of whether a traffic junction is safe to be crossed. Here, a Bayesian network is used
to model the decision-making process and provide inferences. The Bayesian network
receives the detection results from the previous modules as input and outputs the cor-
responding decisions in the form of action that a vehicle should take. Traffic rules and
collision avoidance are then encoded into the Bayesian network through the conditional
probabilities of the directed edges, allowing it to infer the safe decision to take.
Before being used as the random variable within the nodes of the Bayesian network,

each detection result from the previous modules is converted into affordances first. A
total of three affordances (TLS, SSR, CDO) are defined in this work. They represent
the three main factors that force a vehicle to stop before a traffic junction, i.e., the
presence of a stop sign, red traffic light, and dynamic collision candidate. The number
of affordances can be increased in future works to include more factors that influence
the decision-making process.
This module is evaluated using manually labeled traffic junction sequences extracted

from an unlabeled Cityscapes video. Models from previous experiments are used to
obtain the necessary detections for each frame. They are then passed on to the Bayesian
network to infer the final decision. The Bayesian network achieved an accuracy of more
than 80% for different FNR. FNR represents the final frame in a video sequence where
a vehicle must make a decision. The experimental result showed the feasibility of the
proposed decision-making module and also the entire system. The latter is true since all
of the system modules are needed to obtain the final decision. All of this help to answer
the research questions R-2b and R-2b of this work.
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As there are no collision scenes in the Cityscapes video, the CDO affordance for
collision avoidance is reevaluated using the Dashcam Accident dataset. Here, the CDO
affordance showed a precision of 63% in identifying the collision candidate in the scene.
This result helps to answer the second part of the research question R-1b of this work.
The precision is obtained using the FMRCNNmodel that is not fine-tuned on the dataset,
which is also the case for the Cityscapes sequences. Fine-tuning FMRCNN and also the
other CNN-based detection models can potentially help to improve the performance
values reported here, which is an open topic for future works.
Besides the decision-making system, this work also explored an example application

using the segmented traffic junction. The application assesses the braking of a vehicle
as it approaches a traffic junction. For this application, the concept of JR is introduced.
JR represents the ratio of a predefined drivable path in an image segmented as a traffic
junction in BEV. By comparing the current J̈Ri with the J̈Rstop required for a vehicle to
stop before a traffic junction, the braking of a vehicle entering a traffic junction can be
assessed. Assuming that a vehicle approaching a traffic junction needs to stop before the
traffic junction, J̈Ri and J̈Rstop should be the same. If the values differ, the vehicle will
stop at the traffic junction or a distance away from the traffic junction. The application
can, in theory, be used to complement the vision-based decision-making system for traffic
junction crossing, where the system provides the decision and the application controls the
vehicle. This combination could lead to a map-free vehicle control system that operates
in image space and not in metric space.
In conclusion, this work shows that it is feasible to build a vision-based decision-making

system for ADS, as shown by the performance achieved by the various modules of the
system in the experiments. However, the system is subject to limitations that prevent
it from being deployed in real-world ADS. These limitations arise mainly due to the
assumptions made to limit the scope of this work, such as clear weather conditions and
infinite compute power. While having good performance is crucial, it is only one of the
many requirements needed for real-world deployment. One of the other requirement is
fast inference time, which is briefly explored in this work through the model binarization
experiments that showed the possibility of running CNN-based models in real-time.
Further requirements that are not covered in this work include high reliability, and high
robustness. These are all non-trivial topics that can be pursued as independent research
projects. Nevertheless, this work lays the foundation for building a system that can
handle one of the most common traffic scenarios in urban areas. It highlights the key
components and the pitfalls that one must consider when building such a system in the
future. All of these will undoubtedly contribute towards making a future with fully
driverless ADS a reality.
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[CHZB20] Ee Heng Chen, Hanbo Hu, Jöran Zeisler, and Darius Burschka. Pixelwise
traffic junction segmentation for urban scene understanding. In 2020 IEEE
23rd International Conference on Intelligent Transportation Systems (ITSC),
pages 1–8. IEEE, 2020.
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A CNN Configuration Files

This chapter contains four sample model configuration files used to run the CNN-based
models for semantic segmentation, traffic sign detection, traffic light detection, and in-
stance flow estimation.

1model {

2 mt {

3 model_type: "SEM_INS"

4 num_thing_classes: 8

5 num_stuff_classes: 20

6 train_image_resizer {

7 fixed_shape_resizer {

8 height: 960

9 width: 960

10 }

11 }

12 eval_image_resizer {

13 fixed_shape_resizer {

14 height: 1024

15 width: 2048

16 }

17 }

18 feature_extractor {

19 type: "mt_resnet50_beta"

20 first_stage_features_stride: 16 #8

21 multi_grid: [1, 2, 4]

22 batch_norm{

23 decay: 0.95

24 center: true

25 scale: true

26 epsilon: 0.00001

27 train: true

28 fused: true

29 }

30 # For l2 regularizer

31 weight_decay: 0.0001

32 conv_hyperparams {

33 op: CONV

34 regularizer {

35 l2_regularizer {

36 weight: 0.00001

37 }

38 }

39 initializer {

40 truncated_normal_initializer {
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41 stddev: 0.01

42 }

43 }

44 batch_norm {

45 decay: 0.9997

46 center: true

47 scale: true

48 epsilon: 0.00001

49 train: true

50 fused: true

51 }

52 }

53 global_pooling: {

54 mode: "ASPP"

55 depth: 256

56 kernel_size: 3

57 rates: [0, 6, 12, 18]

58 image_pooling: true

59 conv_hyperparams {

60 op: CONV

61 regularizer {

62 l2_regularizer {

63 weight: 0.00001

64 }

65 }

66 initializer {

67 truncated_normal_initializer {

68 stddev: 0.01

69 }

70 }

71 batch_norm {

72 decay: 0.997

73 center: true

74 scale: true

75 epsilon: 0.00001

76 train: true

77 fused: true

78 }

79 }

80 level: "C5"

81 scope_name: "Semantic"

82 }

83 residual_config: {

84 key: "Semantic"

85 level: ["C2", "C5"]

86 kernel_size: [1, 1]

87 depth: [48, 256]

88 scale: [4, 1]

89 concat: [true , true]

90 }

91 }

92 semantic_branch: {

93 loss_weight: 1.0

94 predictor: {
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95 refinement: {

96 depth: 256

97 kernel: 3

98 rates: [1, 1]

99 num_layers: 2

100 conv_hyperparams {

101 op: CONV

102 regularizer {

103 l2_regularizer {

104 weight: 0.0001

105 }

106 }

107 initializer {

108 truncated_normal_initializer {

109 stddev: 0.01

110 }

111 }

112 batch_norm {

113 decay: 0.997

114 center: true

115 scale: true

116 epsilon: 0.00001

117 train: true

118 fused: true

119 }

120 }

121 }

122 }

123 }

124 }

125}

126

127train_config {

128 num_steps: 90000

129 batch_size: 8

130 gradient_clipping_by_norm: 200.0

131 fine_tune_checkpoint: FINETUNE_CKPT

132 data_augmentation_options {

133 random_horizontal_flip {

134 }

135 }

136 data_augmentation_options {

137 random_crop_image {

138 min_object_covered: 0.0

139 min_aspect_ratio: 0.75

140 max_aspect_ratio: 1.33

141 min_area: 0.1

142 max_area: 1.0

143 overlap_thresh: 0.3

144 random_coef: 0.0

145 }

146 }

147 optimizer {

148 momentum_optimizer {
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149 learning_rate {

150 polynomial_decay_learning_rate {

151 initial_learning_rate: 0.01

152 decay_steps: 90000

153 decay_factor: 0.9

154 cycle: false

155 }

156 }

157 momentum_optimizer_value: 0.9

158 }

159 use_moving_average: false

160 }

161}

162

163eval_config {

164 num_examples: 500

165 metrics_set: "cityscapes_semantic_metrics"

166}

Listing A.1: Sample model configuration file for DeepLabV3+ .

1model {

2 ssd {

3 num_thing_classes: 43

4 train_image_resizer {

5 fixed_shape_resizer {

6 height: 640

7 width: 640

8 }

9 }

10 feature_extractor {

11 type: "ssd_resnet50_v1_fpn"

12 depth_multiplier: 1.0

13 min_depth: 16

14 conv_hyperparams {

15 regularizer {

16 l2_regularizer {

17 weight: 3.9999999e-05

18 }

19 }

20 initializer {

21 truncated_normal_initializer {

22 mean: 0.0

23 stddev: 0.029999999

24 }

25 }

26 activation {

27 relu_6: true

28 }

29 batch_norm {

30 decay: 0.99699998

31 scale: true
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32 epsilon: 0.001

33 }

34 }

35 override_base_feature_extractor_hyperparams: true

36 fpn {

37 min_level: 2

38 max_level: 6

39 }

40 }

41 box_coder {

42 faster_rcnn_box_coder {

43 y_scale: 10.0

44 x_scale: 10.0

45 height_scale: 5.0

46 width_scale: 5.0

47 }

48 }

49 matcher {

50 argmax_matcher {

51 matched_threshold: 0.5

52 unmatched_threshold: 0.5

53 ignore_thresholds: false

54 negatives_lower_than_unmatched: true

55 force_match_for_each_row: true

56 use_matmul_gather: true

57 }

58 }

59 similarity_calculator {

60 iou_similarity {

61 }

62 }

63 box_predictor {

64 weight_shared_convolutional_box_predictor {

65 conv_hyperparams {

66 regularizer {

67 l2_regularizer {

68 weight: 3.9999999e-05

69 }

70 }

71 initializer {

72 random_normal_initializer {

73 mean: 0.0

74 stddev: 0.0099999998

75 }

76 }

77 activation {

78 relu_6: true

79 }

80 batch_norm {

81 decay: 0.99699998

82 scale: true

83 epsilon: 0.001

84 }

85 }
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86 depth: 256

87 num_layers_before_predictor: 4

88 kernel_size: 3

89 class_prediction_bias_init: -4.5999999

90 }

91 }

92 anchor_generator {

93 multiscale_anchor_generator {

94 min_level: 2

95 max_level: 6

96 anchor_scale: 4.0

97 aspect_ratios: 1.0

98 aspect_ratios: 2.0

99 aspect_ratios: 0.5

100 scales_per_octave: 2

101 }

102 }

103 post_processing {

104 batch_non_max_suppression {

105 score_threshold: 9.9999999e-09

106 iou_threshold: 0.60000002

107 max_detections_per_class: 100

108 max_total_detections: 100

109 }

110 score_converter: SIGMOID

111 }

112 normalize_loss_by_num_matches: true

113 loss {

114 localization_loss {

115 weighted_smooth_l1 {

116 }

117 }

118 classification_loss {

119 weighted_sigmoid_focal {

120 gamma: 2.0

121 alpha: 0.25

122 }

123 }

124 classification_weight: 1.0

125 localization_weight: 1.0

126 }

127 encode_background_as_zeros: true

128 normalize_loc_loss_by_codesize: true

129 inplace_batchnorm_update: true

130 freeze_batchnorm: false

131 eval_image_resizer {

132 fixed_shape_resizer {

133 height: 1024

134 width: 2048

135 }

136 }

137 ita: true

138 ita_base_block: "block1"

139 ita_position: "post_r1"
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140 ita_op: "max"

141 }

142}

143train_config {

144 fine_tune_checkpoint: FINETUNE_CKPT

145 num_steps: 10000

146 batch_size: 8

147 data_augmentation_options {

148 random_crop_image {

149 min_object_covered: 1.0

150 min_aspect_ratio: 0.75

151 max_aspect_ratio: 1.33

152 min_area: 0.5

153 max_area: 1.0

154 overlap_thresh: 0.0

155 }

156 }

157 optimizer {

158 rms_prop_optimizer {

159 learning_rate {

160 cosine_decay_learning_rate {

161 learning_rate_base: 0.0099999998

162 total_steps: 10000

163 warmup_learning_rate: 0.00333

164 warmup_steps: 1000

165 }

166 }

167 momentum_optimizer_value: 0.89999998

168 }

169 use_moving_average: false

170 }

171}

172

173eval_config {

174 num_examples: 8000

175 metrics_set: "coco_detection_metrics"

176}

Listing A.2: Sample model configuration file for ITA used in traffic sign detection.

1model {

2 ssd {

3 num_thing_classes: 5

4 train_image_resizer {

5 fixed_shape_resizer {

6 height: 768

7 width: 768

8 }

9 }

10 eval_image_resizer {

11 fixed_shape_resizer {

12 height: 1024
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13 width: 2048

14 }

15 }

16 box_coder {

17 faster_rcnn_box_coder {

18 y_scale: 10.0

19 x_scale: 10.0

20 height_scale: 5.0

21 width_scale: 5.0

22 }

23 }

24 matcher {

25 argmax_matcher {

26 matched_threshold: 0.5

27 unmatched_threshold: 0.5

28 ignore_thresholds: false

29 negatives_lower_than_unmatched: true

30 force_match_for_each_row: true

31 use_matmul_gather: true

32 }

33 }

34 similarity_calculator {

35 iou_similarity {

36 }

37 }

38 encode_background_as_zeros: true

39 box_predictor {

40 weight_shared_convolutional_box_predictor {

41 depth: 256

42 class_prediction_bias_init: -4.6

43 conv_hyperparams {

44 activation {

45 relu_6: true

46 }

47 regularizer {

48 l2_regularizer {

49 weight: 0.00004

50 }

51 }

52 initializer {

53 random_normal_initializer {

54 stddev: 0.01

55 mean: 0.0

56 }

57 }

58 batch_norm {

59 scale: true ,

60 decay: 0.997 ,

61 epsilon: 0.001,

62 }

63 }

64 num_layers_before_predictor: 4

65 kernel_size: 3

66 }
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67 }

68 anchor_generator {

69 multiscale_anchor_generator {

70 min_level: 2

71 max_level: 6

72 anchor_scale: 4.0

73 aspect_ratios: [1.0, 2.0, 0.5]

74 scales_per_octave: 2

75 }

76 }

77 post_processing {

78 batch_non_max_suppression {

79 score_threshold: 1e-8

80 iou_threshold: 0.6

81 max_detections_per_class: 100

82 max_total_detections: 100

83 }

84 score_converter: SIGMOID

85 }

86 normalize_loss_by_num_matches: true

87 normalize_loc_loss_by_codesize: true

88 loss {

89 classification_loss {

90 weighted_sigmoid_focal {

91 alpha: 0.25

92 gamma: 2.0

93 }

94 }

95 localization_loss {

96 weighted_smooth_l1 {

97 }

98 }

99 classification_weight: 1.0

100 localization_weight: 1.0

101 }

102 inplace_batchnorm_update: true

103 freeze_batchnorm: false

104 ita: true

105 ita_base_block: ’block1 ’

106 ita_position: ’post_r1 ’

107 ita_op: ’max ’

108 feature_extractor {

109 type: ’ssd_resnet50_v1_fpn ’

110 fpn {

111 min_level: 2

112 max_level: 6

113 }

114 min_depth: 16

115 depth_multiplier: 1.0

116 conv_hyperparams {

117 activation {

118 relu_6: true

119 }

120 regularizer {
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121 l2_regularizer {

122 weight: 0.0004

123 }

124 }

125 initializer {

126 truncated_normal_initializer {

127 stddev: 0.03

128 mean: 0.0

129 }

130 }

131 batch_norm {

132 scale: true ,

133 decay: 0.997 ,

134 epsilon: 0.001,

135 }

136 }

137 override_base_feature_extractor_hyperparams: true

138 }

139 }

140}

141

142train_config: {

143 num_steps: 50000

144 batch_size: 16

145 data_augmentation_options {

146 random_crop_image {

147 min_object_covered: 1.0

148 min_aspect_ratio: 0.75

149 max_aspect_ratio: 1.33

150 min_area: 0.1

151 max_area: 1.0

152 overlap_thresh: 0.0

153 }

154 }

155 data_augmentation_options {

156 random_horizontal_flip {

157 }

158 }

159 optimizer {

160 momentum_optimizer: {

161 learning_rate: {

162 cosine_decay_learning_rate {

163 learning_rate_base: .02

164 total_steps: 50000

165 warmup_learning_rate: .013333

166 warmup_steps: 4000

167 }

168 }

169 momentum_optimizer_value: 0.9

170 }

171 use_moving_average: false

172 }

173 gradient_clipping_by_norm: 200.0

174 fine_tune_checkpoint: FINETUNE_CKPT
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175}

176

177eval_config: {

178 num_examples: 12453

179 metrics_set: "coco_detection_metrics"

180}

Listing A.3: Sample model configuration file for ITA used in traffic light detection.

1model {

2 mt {

3 model_type: "FMRCNN_FRCNN_C4"

4 num_thing_classes: 1

5 num_stuff_classes: 1

6 train_image_resizer {

7 fixed_shape_resizer {

8 height: 368

9 width: 368

10 }

11 }

12 eval_image_resizer {

13 fixed_shape_resizer {

14 height: 376

15 width: 1240

16 }

17 }

18 feature_extractor {

19 type: "mt_resnet18_beta"

20 first_stage_features_stride: 8

21 multi_grid: [0, 0]

22 batch_norm{

23 decay: 0.95

24 center: true

25 scale: false

26 epsilon: 0.00001

27 train: true

28 fused: true

29 }

30 # For l2 regularizer

31 weight_decay: 0.0001

32 conv_hyperparams {

33 op: CONV

34 regularizer {

35 l2_regularizer {

36 weight: 0.0001

37 }

38 }

39 initializer {

40 variance_scaling_initializer {

41 factor: 1.0

42 uniform: true

43 mode: FAN_AVG
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44 }

45 }

46 batch_norm {

47 decay: 0.95

48 center: true

49 scale: false

50 epsilon: 0.00001

51 train: true

52 fused: true

53 }

54 }

55 fc_hyperparams {

56 op: FC

57 regularizer {

58 l2_regularizer {

59 weight: 0.0001

60 }

61 }

62 initializer {

63 variance_scaling_initializer {

64 factor: 1.0

65 uniform: true

66 mode: FAN_AVG

67 }

68 }

69 batch_norm {

70 decay: 0.95

71 center: true

72 scale: false

73 epsilon: 0.00001

74 train: true

75 fused: true

76 }

77 }

78 }

79 faster_rcnn_branch {

80 first_stage_anchor_generator {

81 grid_anchor_generator {

82 scales: [0.25, 0.5, 1.0, 2.0]

83 aspect_ratios: [0.5, 1.0, 2.0]

84 height_stride: 8 # based on output stride

85 width_stride: 8

86 height: 128

87 width: 128

88 }

89 }

90 first_stage_box_predictor_conv_hyperparams {

91 op: CONV

92 regularizer {

93 l2_regularizer {

94 weight: 0.0001

95 }

96 }

97 initializer {
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98 truncated_normal_initializer {

99 stddev: 0.01

100 }

101 }

102 batch_norm {

103 decay: 0.9997

104 center: true

105 scale: false

106 epsilon: 0.00001

107 train: true

108 fused: true

109 }

110 }

111 first_stage_atrous_rate: 2

112 first_stage_box_predictor_kernel_size: 3

113 first_stage_box_predictor_depth: 512

114 first_stage_minibatch_size: 256

115 first_stage_positive_balance_fraction: 0.5

116 first_stage_max_proposals: 100

117 first_stage_nms_iou_threshold: 0.7

118 first_stage_nms_score_threshold: 0.0

119 first_stage_localization_loss_weight: 2.0

120 first_stage_objectness_loss_weight: 1.0

121 initial_crop_size: 14

122 maxpool_kernel_size: 2

123 maxpool_stride: 2

124 second_stage_box_predictor {

125 mask_rcnn_box_predictor {

126 use_dropout: false

127 dropout_keep_probability: 1.0

128 predict_instance_masks: true

129 mask_prediction_conv_depth: 256

130 mask_height: 28

131 mask_width: 28

132 mask_prediction_num_conv_layers: 4

133 convolve_then_upsample_masks: False

134 predict_instance_flows: true

135 flow_prediction_conv_depth: 256

136 flow_height: 28

137 flow_width: 28

138 flow_prediction_num_conv_layers: 4

139 flows_are_class_agnostic: True

140 convolve_then_upsample_flows: False

141 conv_hyperparams {

142 op: CONV

143 regularizer {

144 l2_regularizer {

145 weight: 0.0001

146 }

147 }

148 initializer {

149 truncated_normal_initializer {

150 stddev: 0.01

151 }
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152 }

153 batch_norm {

154 decay: 0.9997

155 center: true

156 scale: false

157 epsilon: 0.00001

158 train: true

159 fused: true

160 }

161 }

162 fc_hyperparams {

163 op: FC

164 regularizer {

165 l2_regularizer {

166 weight: 0.0001

167 }

168 }

169 initializer {

170 variance_scaling_initializer {

171 factor: 1.0

172 uniform: true

173 mode: FAN_AVG

174 }

175 }

176 batch_norm {

177 decay: 0.9997

178 center: true

179 scale: false

180 epsilon: 0.00001

181 train: true

182 fused: true

183 }

184 }

185 use_correlation_for_flow: True

186 use_relu_in_correlation: False

187 }

188 }

189 second_stage_batch_size: 64

190 second_stage_balance_fraction: 0.25

191 second_stage_post_processing {

192 batch_non_max_suppression {

193 score_threshold: 0.0

194 iou_threshold: 0.6

195 max_detections_per_class: 100

196 max_total_detections: 100

197 }

198 score_converter: SOFTMAX

199 }

200 second_stage_localization_loss_weight: 2.0

201 second_stage_classification_loss_weight: 1.0

202 second_stage_mask_prediction_loss_weight: 4.0

203 second_stage_flow_prediction_loss_weight: 1.0

204 }

205 }
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206}

207

208train_config {

209 num_steps: 40000

210 batch_size: 8

211 data_augmentation_options {

212 random_horizontal_flip {

213 }

214 }

215 data_augmentation_options {

216 random_crop_image {

217 min_object_covered: 1.0

218 min_aspect_ratio: 0.75

219 max_aspect_ratio: 1.33

220 min_area: 0.1

221 max_area: 1.0

222 overlap_thresh: 0.0

223 }

224 }

225 optimizer {

226 momentum_optimizer: {

227 learning_rate: {

228 manual_step_learning_rate {

229 initial_learning_rate: .003

230 schedule {

231 step: 16000

232 learning_rate: .0003

233 }

234 schedule {

235 step: 32000

236 learning_rate: .00003

237 }

238 }

239 }

240 momentum_optimizer_value: 0.9

241 }

242 use_moving_average: false

243 }

244 gradient_clipping_by_norm: 200.0

245 fine_tune_checkpoint: FINETUNE_CKPT

246}

247

248eval_config {

249 num_examples: 40

250 metrics_set: "coco_detection_metrics"

251 metrics_set: "coco_mask_metrics"

252 metrics_set: "pascal_mask_metrics"

253 metrics_set: "instance_flow_metrics"

254}

Listing A.4: Sample model configuration file for FMRCNN.
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B Intermediate Featuremaps of Semantic
Segmentation Models

This chapter visualizes the intermediate featuremaps for a single convolutional layer
within the four semantic segmentation models investigated in this work for traffic junc-
tion segmentation.

Figure B.1: Visualization of intermediate featuremaps for FCN8. The values within the feature
maps are normalized. White areas represent strong features with high normalized
values and vice-versa for black areas.
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Figure B.2: Visualization of intermediate featuremaps for PSPNet. The values within the fea-
ture maps are normalized. White areas represent strong features with high nor-
malized values and vice-versa for black areas.
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Figure B.3: Visualization of intermediate featuremaps for DeepLabV3+. The values within
the feature maps are normalized. White areas represent strong features with high
normalized values and vice-versa for black areas.
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Figure B.4: Visualization of intermediate featuremaps for DenseASPP. The values within the
feature maps are normalized. White areas represent strong features with high
normalized values and vice-versa for black areas.
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