
SNAP:Successor Entropy based Incremental Subgoal Discovery
for Adaptive Navigation

Rohit K. Dubey
Technical University of Munich

Germany
rohit.dubey@tum.de

Samuel S. Sohn
Rutgers University

USA
samuel.sohn@rutgers.edu

Jimmy Abualdenien
Technical University of Munich

Germany
jimmy.abualdenien@tum.de

Tyler Thrash
Saint Louis University

USA
tyler.thrash@slu.edu

Christoph Hölscher
ETH Zurich
Switzerland

choelsch@ethz.ch

André Borrmann
Technical University of Munich

Germany
andre.borrmann@tum.de

Mubbasir Kapadia
Rutgers University

USA
mubbasir.kapadia@rutgers.edu

Figure 1: Visualization of trajectories generated by optimal agent and human participants for five wayfinding tasks. Agent’s
trajectories are visualized in blue and human participants trajectories in red.

ABSTRACT
Reinforcement learning (RL) has demonstrated great success in solv-
ing navigation tasks but often fails when learning complex environ-
mental structures. One open challenge is to incorporate low-level
generalizable skills with human-like adaptive path-planning in an
RL framework. Motivated by neural findings in animal navigation,
we propose a Successor eNtropy-based Adaptive Path-planning
(SNAP) that combines a low-level goal-conditioned policy with
the flexibility of a classical high-level planner. SNAP decomposes
distant goal-reaching tasks into multiple nearby goal-reaching sub-
tasks using a topological graph. To construct this graph, we pro-
pose an incremental subgoal discovery method that leverages the
highest-entropy states in the learned Successor Representation.
The Successor Representation encodes the likelihood of being in
a future state given the current state and capture the relational
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structure of states based on a policy. Our main contributions lie in
discovering subgoal states that efficiently abstract the state-space
and proposing a low-level goal-conditioned controller for local nav-
igation. Since the basic low-level skill is learned independent of
state representation, our model easily generalizes to novel environ-
ments without intensive relearning. We provide empirical evidence
that the proposed method enables agents to perform long-horizon
sparse reward tasks quickly, take detours during barrier tasks, and
exploit shortcuts that did not exist during training. Our experiments
further show that the proposed method outperforms the existing
goal-conditioned RL algorithms in successfully reaching distant-
goal tasks and policy learning. To evaluate human-like adaptive
path-planning, we also compare our optimal agent with human
data and found that, on average, the agent was able to find a shorter
path than the human participants.

CCS CONCEPTS
• Computing methodologies → Planning with abstraction
and generalization.

KEYWORDS
Goal-conditioned RL, Robot navigation, Option discovery, Adaptive
path-planning, Hippocampus

https://doi.org/10.1145/3487983.3488292


MIG ’21, November 10–12, 2021, Virtual Event, Switzerland Dubey, et al.

ACM Reference Format:
Rohit K. Dubey, Samuel S. Sohn, JimmyAbualdenien, Tyler Thrash, Christoph
Hölscher, André Borrmann, and Mubbasir Kapadia. 2021. SNAP:Successor
Entropy based Incremental Subgoal Discovery for Adaptive Navigation.
In Motion, Interaction and Games (MIG ’21), November 10–12, 2021, Virtual
Event, Switzerland. ACM, New York, NY, USA, 11 pages. https://doi.org/10.
1145/3487983.3488292

1 INTRODUCTION
Humans and other animals can quickly navigate unfamiliar and
complex environments while adapting to environmental changes.
This process of navigation can be conceptually divided into loco-
motion (i.e., low-level control) and wayfinding (i.e., high-level plan-
ning). Locomotion and wayfinding are driven by a neural circuit in
human and animal brains that facilitates vector-based navigation
and flexible path-planning. Vector-based navigation [Bush et al.
2015; Edvardsen 2015] is the low-level strategy by which a naviga-
tor observes their final goal and moves directly towards it in the
absence of obstacles. In the presence of obstacles, humans and other
animals have been found to switch to an adaptive path-planning
strategy by which the navigator moves between subgoals using a
topological graph employing vector navigation between subgoals
[Bush et al. 2014; Edvardsen et al. 2020].

To mimic these adaptive navigation behaviors with intelligent
agents, classical path-planning algorithms such as A*, Dijkstra’s,
D*, and its variant requires prior information of the environment
in the form of a dense navigational graph. A more extensive and
complicated environment will result in higher complexity, memory
utilization, and computation time. Moreover, the above-mentioned
foundational path-planning algorithms consistently produce the
shortest path, which animals or humans do not observe in an under-
explored environment. Recent works in RL attempts to model adap-
tive path-planning by employing both goal-conditioned planning
[Eysenbach et al. 2019; Huang et al. 2019; Pong et al. 2018; Schaul
et al. 2015; Zhang et al. 2020] and hierarchical RL algorithms [Kulka-
rni et al. 2016; Nachum et al. 2018; Ramesh et al. 2019]. A goal-
conditioned RL agent learns policies to reach a final goal state by
subdividing the distant navigation task into smaller sub-tasks to-
wards different subgoals. These subgoals are typically elected from
a topological graph using a shortest path heuristic but can be based
on other common heuristics (e.g., the path with least turning). To
improve efficiency, hierarchical RL abstracts the path-planning task
into multiple levels. This abstraction is especially useful for plan-
ning in complex environments or with sparse rewards. While both
goal-conditioned and hierarchical RL models learn a local policy to
reach nearby states, they often fail to navigate successfully during
barrier and shortcut tasks when environment structure changes.

For long-distance goals, the likelihood of transitioning to any
other future state from the current state can be formulated us-
ing Successor Representations (SR) [Dayan 1993]. SR encodes the
relational structure of states based on a chosen policy. Previous
research has demonstrated that SR is one way in which action states
are encoded by the human brain [Russek et al. 2017; Stachenfeld
et al. 2017]. Recently, in [Ramesh et al. 2019], SR has also been
shown to abstract the environment by identifying subgoals that are
well-distributed throughout the environment and unique. However,
SR is unable to re-evaluate changes to the state space that may

result from environmental changes such as paths being blocked by
obstacles [Gershman 2018; Momennejad et al. 2017].

To overcome these challenges, we propose Successor eNtropy-
based Adaptive Path-planning (SNAP) that combines a low-level
goal-conditioned policy with the flexibility of a classical high-level
planner that decomposes distant goal-reaching tasks into multiple
nearby goal-reaching sub-tasks. Similar to [Eysenbach et al. 2019;
Huang et al. 2019], our method combines classical path-planning
and deep RL with the aim of tackling long-distance, sparse reward
navigation tasks. We train the low-level goal-conditioned policy
using a direction vector computed with nested grid cells. In parallel
with learning this low-level policy, the agent also learns a high-level
planner that leverages a topological graph. This topological graph
abstracts the environment state space by the incremental discovery
of subgoals that gradually identify states representing bottleneck
locations (i.e., door/opening in a corridor). Over several iterations,
the agent learns the SR of the visited states and distinct clusters are
learned from these states. Subgoals are chosen as the states with
the highest entropy within each identified cluster. We also propose
an Approximate Reward Representation (ARR) that is learned in
parallel with SR and encodes the state-to-state transition reward
matrix. Specifically, ARR maintains the minimum distance between
pairs of states using a replay buffer that helps transform the sparse
reward tasks to dense-reward tasks and that formulates the edges
of the topological graph in terms of estimated distances between
subgoals. Our approach makes the following contributions:
• We formulate a novel Approximate Reward Representation
in conjunctionwith a new interpretation of SR for identifying
subgoals that aid in efficient learning for a low-level goal-
conditioned RL controller.
• We propose a human-like path-planner that switches be-
tween two modes of navigation depending on obstructions
in the environment.
• In a behavioral study, we provide empirical evidence of the
similarity between the subgoals of the new SR method and
the subgoals chosen by human participants on a variety of
fundamental navigation tasks.

Our method SNAP supports adaptive and global navigation in
complicated environments. We showcase via multiple simulations
and compare with human data that an efficient selection of state
representations for iterative subgoal discovery can finesse the ex-
pensive sequential state-state navigation, identify novel shortcuts,
and adapt behavior during goal/reward revaluations.

2 RELATEDWORK
This section begins by briefly highlighting the evidence found in
neuroscience that supports human navigation and developing a
mental representation of the environment. Thenwe discuss relevant
RL methods proposed earlier in the literature to solve long-horizon
navigational tasks similar to our proposed approach.

2.1 Neural Basis of Navigation
Recent studies in neuroscience have provided compelling evidence
for the theoretical notion of a cognitive map and its neural instan-
tiation in the hippocampus and Medial Entorhinal Cortex [Breath-
nach 1980; McNaughton et al. 2006]. Multiple neuron population
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types such as place cells [O’Keefe and Dostrovsky 1971], grid cells
[Hafting et al. 2005], head-direction cells [Taube et al. 1990], and
border/boundary-vector cells (BVC) [Barry et al. 2006; Lever et al.
2009; Solstad et al. 2008] have been discovered and considered to
collectively form a dynamic neural circuit for animals that aid in
self-localization, dynamic path-planning, and vector-based naviga-
tion (see Section 1 of the Supplementary Material for more details).
In 2005, Grid cells were identified that fire periodically at regular
intervals as an animal moves around in a space [Hafting et al. 2005].
Such periodic firing is thought to provide a multi-scale representa-
tion of the local environment, which assists in the localization of its
position [Fiete et al. 2008; Hafting et al. 2005] and in vector-based
navigation [Fiete et al. 2008]. Successor Representation (SR) exhibits
the properties of place and grid cells observed in rodents and can
perform reward revaluation as observed in humans. However, SR
is insensitive to changes in the transition structure (i.e., transition
revaluation). [Gershman 2018; Momennejad et al. 2017]. Boundary
Vector Cells (BVC), also known as boundary cells or border cells, are
neurons found in the hippocampus that activates in the presence
of an environment boundary or obstacle at a particular distance
or direction from the animal [Barry et al. 2006; Lever et al. 2009].
BVC can signal the presence of a nearby barrier and thus facilitate
path adjustments before actual contact with the obstacle. In this
paper, we consider the role of replays during path-planning when
BVCs are activated in proximity to an environment boundaries or
the agent’s sensory input signifies a change in the environment
such as the addition of a barrier.

2.2 Options Discovery in Reinforcement
Learning

The options framework proposed by Sutton and colleagues [Sutton
et al. 1999] models temporally extended actions for mitigating the
difficulty of solving difficult Markov-Decision Processes (MDPs) in
RL. The careful design of options is crucial to exploiting the benefits
of the options framework and can be used to speed-up the policy
learning process. The discovery of options largely revolves around
identifying either a bottleneck state [McGovern and Barto 2001;
Menache et al. 2002; Şimşek and Barto 2004; Stolle and Precup 2002]
or a landmark state [Harutyunyan et al. 2019;Machado et al. 2017a,b;
Ramesh et al. 2019]. The key difference between bottleneck and
landmark states is that the former represents states corresponding
to bottlenecks such as doors or small gaps that have a high visitation
count and high centrality. In contrast, landmark states represent
regions that are well-connected and evenly distributed. Within
built environments, bottleneck and landmark states are duals of
each other, i.e. two bottleneck states (e.g., doors) are connected by a
landmark state (e.g., a room) and two landmark states are connected
by a bottleneck state. Our approach is closer to bottleneck states
because human paths are often near-optimal [Buecher et al. 2009]
and shortest-paths are guaranteed to pass through bottleneck states,
but not landmark states.

2.3 Hierarchical & Planning based Navigation
Similar to options frameworks, hierarchical RL (HRL) techniques
are motivated by learning a set of primitive skills to solve complex
tasks. Most HRL approaches combine a low-level controller with

a high-level planner. The task of the high-level planner is to learn
a global layout of the environment and produce a sequence of
landmarks or subgoals for the low-level controller to reach one
at a time [Eysenbach et al. 2019; Kulkarni et al. 2016; Nasiriany
et al. 2019]. For example, SoRB [Eysenbach et al. 2019]) employs
HRL to bridge the gap between planning and deep RL to solve long
horizon tasks. SoRB decomposes the task of reaching a distant goal
into a sequence of easier tasks by employing graph search with a
goal-conditioned policy. Similarly, in [Xu et al. 2021], the authors
propose to use an approximate 2D map of novel environments
during navigation that does not require any learning. They train
a deep generative model to generate intermediate subgoals in the
observation space that low-level goal-conditioned RL can then use
to achieve distant navigation tasks. Our approach is similar to
the HRL approach because it uses graph-based path-planning as
proposed in SoRB [Eysenbach et al. 2019] and MAP-UGR [Huang
et al. 2019]. However, our approach differs from these two methods
in two significant ways. First, our approach aims to produce a
human-like path-planner and thus only utilizes a small number of
subgoals instead of a large number of subgoals compared to other
works. Second, unlike SoRB, wherein the main insight is to use RL
in constructing the graph, our approach learns a vector navigation
skill to reach each subgoal using RL. Moreover, our approach does
not depend on learning a reliable distance function (i.e., estimating
the distance to a goal) and is thus less prone to local navigation
errors. Finally, we extend the long horizon sparse reward navigation
task to accommodate dynamic changes in an environment, which
was not addressed in the above approaches.

2.4 Goal-conditioned Reinforcement Learning
Several variants of goal-conditioned RL methods have been pro-
posed in the literature [Andrychowicz et al. 2017; Eysenbach et al.
2019; Huang et al. 2019; Kaelbling 1993; Mirowski et al. 2016; Pong
et al. 2018; Schaul et al. 2015]. For example, Hindsight Experience
Replay (HER) [Andrychowicz et al. 2017] combines off-policy RL
with goal-relabeling to enhance the sample complexity and robust-
ness of goal-conditioned policies. HER was improved by explicitly
implementing a connection between model-based, and model-free
learning [Pong et al. 2018] and by randomly sampling goals from the
learned latent space to use as replay goals for off-policy Q-learning
rather than limiting only to states observed along the sampled tra-
jectory, facilitating efficient learning [Nair et al. 2018]. Another
popular goal-conditioned model-free RL algorithm is Universal
Value Function Approximators (UVFA). While HER and UVFA both
use a single neural network to represent value and successfully
solve short-horizon tasks, they both fail to model long-range tasks.
To tackle such problems, algorithms such as [Huang et al. 2019;
Mirowski et al. 2016; Zhu et al. 2017] have been proposed to com-
bine a locally robust controller with a high-level planner.
Comparison to Prior Work. Our proposed framework SNAP
follows a similar approach as UVFA [Andrychowicz et al. 2017],
and SoRB [Eysenbach et al. 2019] by building a low-level controller
using goal-conditioned RL. Our method differs from the above
methods in the following ways. (1) The goal-conditioned policy
in our method does not depend on distance estimates and has
improved sample efficiency over UVFA. (2) It does not depend on an
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approximate external 2Dmap. (3) It learns the policy simultaneously
while discovering subgoals and thus reduces training time.

3 APPROACH
In principle, model-free goal-conditioned RL agents can solve long-
horizon tasks, but in practice, they struggle to reach goals that
are distant [Nasiriany et al. 2019]. To overcome this challenge, we
combine goal-conditioned policies (i.e., a low-level controller) with
a high-level planner that decomposes a distant goal-reaching task
into k shorter subtasks to subgoals. The overview of the proposed
method SNAP is summarized in Figure 2 and Algorithm 1. Our
approach consists of four main components.
• Nested Grid Cells for Egocentric Direction (i.e., compu-
tation of allocentric vector direction between agent and the
goal. Section 3.2).
• Low-level Controller (i.e., learning goal-conditioned pol-
icy to execute vector-based navigation between two nearby
subgoals. Section 3.3).
• Incremental Subgoal Discovery (i.e., discovery of land-
mark states that guides humans and animals path towards a
goal using high-level planner. Section 3.4).
• Adaptive path-planner (i.e., high-level planner that can
produce human-like optimal and flexible navigation behavior
to discover detours and novel shortcuts. Section 3.5).

3.1 Preliminaries
The overview of the proposed method SNAP is presented in Algo-
rithm 1. Tomodel a low-level controller, we consider a goal-reaching
agent interacting with an environment. The environment can be
formulated as a Markov Decision Process (MDP) described by the
tuple (S , A, T, R, γ ) where S is a set of agent-environment states,
A is a set of available actions to the agent, T is a state transition
function, R is a reward function R(s ′ |s ,a) that indicates the reward
in transitioning to state s ′ from state s by taking action a, and
γ ∈ [0, 1] is a discount factor that reduces the weight of rewards
obtained further in the future (lines 1 - 5). The agent’s state space is
a discretized 2D grid of the entire space comprising of 1×1 cells. At
each time step t , the agent performs an action guided by its policy
and receives an intrinsic reward (lines 6 - 11). The agent moves at
a constant speed |v| in any direction. The set of available actions,
A = [|v |0◦, |v |360◦]. The agent receives a reward of -1/MAXsteps
for taking each step and a reward of +1 for reaching a subgoal
or goal state. We convert the sparse-reward problem into a dense
reward by leveraging ARR. The agent receives an intrinsic reward
along with a negative reward of -0.01 if it enters a state which is
close to obstacles (i.e., computed using BVC input) (lines 12 - 19).

Learning a goal-conditioned policy is a key component of our
method. In this work, we employ a policy gradient-based RLmethod.
Instead of learning Q-Values or Value functions such as in stan-
dard RL methods, policy gradient methods learn a policy function
directly. Our implementation uses Proximal Policy Optimization
(PPO), which performs similar to or better than state-of-the-art
approaches and is easy to tune [Schulman et al. 2017]. We refer
readers to [Schulman et al. 2017] for PPO’s implementation details.
The sections below describe the formulation of the approximate re-
ward representation that maintains the minimum distance between

pairs of states using a replay buffer and successor representation
that support the discovery of subgoals.

Algorithm 1 Incremental Subgoal Discovery and Policy Learning

Inputs: N (Number of Episodes)
Inputs: k (Total number of Subgoals)
Inputs: γ (Discount factor)
Inputs: Π (Goal Conditioned RL Policy)
Inputs: RB (Replay Buffer)
Inputs: ϵ (Max. steps per episode)
Inputs: ss , sд (start state, goal state)
1: A← {} //Adjacency Matrix
2: T← {} //Transition Matrix
3: D← {} //Approximate Reward Representation
4: M← {} //Successor Representation Matrix
5: RB ← {} //Replay Bu f f er
6: StepCounter = 0
7: for n ← 0 to N − 1 do
8: for StepCounter ← 1 to ϵ do
9: if (n > 0) then
10: if (Path(ss , sд )) then
11: RB ← Navigate(O,Π,D,N)
12: else
13: RB ← RandomAction(Π)
14: for i ∈ |RB | do
15: for j ∈ |RB | do
16: if RB(si ← sj = 1) then
17: A(i, j) = 1
18: for i, j to |S | do
19: T[si , sj ] ←

A[si ,sj ]∑|S |
j=0 D[si ,sj ]

20: M← (I − γT)−1

21: D←ComputeARR(RB,D) Eq. (8)
22: SE←ComputeSR-Entropy(M)
23: O ←ClusterSR(M,k, SE)
24: N ← BuildGraph(O)
25: RB ← {}
26: SE←ComputeSR-Entropy(M)
27: O ←ClusterSR(M,k, SE)
28: N ← BuildGraph(O)
29: return O,N

Approximate Reward Representation. To compute the reward
(R), we propose to simulate how the human brain maps discounted
rewards to states while learning an environment. We assume that
an approximate reward for experienced trajectories between every
pair of visited states in the environment is encoded. To maintain
such mapping, we propose the Approximate Reward Represen-
tation (ARR). ARR (D) encodes a pairwise distance between two
locations during the agent’s exploration. This distance is employed
as an intrinsic dense reward for an agent to efficiently learn a
goal-conditioned low-level controller. The agent receives a reward
rintr insic = (D[s, sдoal ] − D[s ′, sдoal ]) where s is the agent’s cur-
rent state, s ′ is the agent’s next state, and sдoal is the agent’s target
goal state. In our model, the ARR is a n × n matrix where n is the
number of states. D(s, s ′) encodes the approximate best reward as
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Figure 2: Overview of steps involved in SNAP.

a function of time-steps/distance from the goal (Equation 1), where
a smaller distance yields an exponentially higher reward. λ is a
constant (λ = 0.1) and D(s ′) is the number of time-steps/distance
between a state s ′ and the goal/subgoal. We assume the ARR matrix
D is initialized to the identity matrix I, meaning D(s, s ′) = 1 if s =
s
′

, and D(s, s ′) = 0 if s , s
′

. This is because we assign the reward of
transitioning from the same state to itself as 1.

R(s ′) = e−λ∗D(s
′) (1)

D
′

(s, s ′) =

{
R(s ′), if R(s ′) ≥ D(s, s ′)
D(s, s ′), otherwise

(2)

In our proposal, the SR and ARR Matrices are learned indepen-
dently and in parallel.
Successor Representation. As proposed in [Stachenfeld et al.
2017], any value function can be represented as a linear combi-
nation of the reward function R and the SR M (Eq. 3).

V (s) =
∑
s ′

M(s, s ′)R(s ′) (3)

M is initialized to the identity matrix I , meaning M(s, s
′

) = 1 if
s = s

′

, and M(s, s
′

) = 0 if s , s
′

. When the transition probability
matrix is known, we can compute the SR as a discounted sum over
transition matrices raised to the exponent t (Eq. 4). The matrix T t
is the t-step transition matrix, where T t (s, s ′) is the probability of
transitioning from s to s ′ in t steps.

M =
∞∑
t=0

γ tT t (4)

This sum is a geometric matrix series, and for γ < 1, it converges
to the following finite analytical solution:

M =
∞∑
t=0

γ tT t = (I − γT )−1 (5)

where I is the identity matrix. In all of our simulations, SR was
computed analytically from the transition matrix using Equation 5
(lines 12 - 18 in Algorithm 1).

3.2 Nested Grid Cells for Egocentric Direction
Grid cells are believed to represent an animal’s coordinates system
in 2D and 3D space [Edvardsen 2018; Stella and Treves 2015]. The
unique repetitive hexagonal pattern formed by grid cells can be
used for geometric computations (i.e., direction and distance to
a goal from the current location). In this paper, the grid cell was
generated by employing themodel suggested by [Solstad et al. 2006].
Equation 6 computes the hexagonal grid cell pattern at any given
location (x ,y) by intersecting three waves at π/3° apart.

GC(x ,y) =max[0,−0.2 +
2∏

d=0

(
1 + cos

(
(x − ox ).

2π
S
.cos(r + d .

π

3
).

2√
(3)
+ (y − oy ).

2π
S
.sin(r + d .

π

3
).

2√
(3)

))] (6)

Three parameters, s , r , and o, characterize grid cells here. s de-
notes the scale of the pattern (i.e., the distance between two hexag-
onal peaks), r is its orientation, and o is the 2D offset parameters
from some reference point. Figure 3 visualizes a top-down view of a
grid cell formation at various scales of 10,15,23, and 34 meters in a
square box of 102 square meters. Orientation r is fixed to π/2 and a
2D offset o(x,y) is set to (0, 0). Vector navigation using one grid-scale
formulation poses multiple restrictions. If the grid-scale is small, for
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example, 10 meters, the direction to any location outside the range
of this scale will be error-prone (Figure 1 (D) in [Edvardsen 2018]).
At a larger scale, vector navigation will be jittery and less accurate.
The input vector direction (θ ) for an agent to a subgoal is calcu-
lated by measuring the vector between the two respective locations
represented by two separate grid cell populations. One of the grid
cell populations encodes the agent’s current location, whereas the
other population encodes the subgoal’s location (Equation 7).

θ = GC(xaдent ,yaдent ) −GC(xsubдoal ,ysubдoal ) (7)

Figure 3: We employ nested grid cells that form a repeti-
tive hexagonal pattern to compute vector direction between
agent and a subgoal. Grid cells are generally observed to for-
mulate at scales that are in a ratio of 1.5.

3.3 Low-level Controller using
Goal-Conditioned Policy

Navigation between the distant start and goal states is facilitated
by a low-level goal-conditioned controller and a high-level plan-
ner. The controller operates during each training episode, and the
planner operates between episodes. We first describe the initial
episode. For the low-level controller, the agent begins at the start
state and randomly moves between states for ϵ = 3000 steps while
being guided by its rewards (Section 3.1). During this movement,
the agent maintains a replay buffer of its visited states. This re-
play buffer is used to compute the SR and ARR. At the end of each
episode, the learned SR is used to discover k temporary subgoals
(Section 3.4). The identified subgoals are treated as nodes, and a
topological graph (N ) is formulated (Section 3.5). The agent’s start
position is kept constant at the bottom leftmost corner of an en-
vironment with a random state for a destination during learning.
An optimal path between a given pair (o,d) is computed using a
Dijkstra’s Algorithm. If a path exists, the goal-conditioned agent
is given a subgoal target closest to the agent in the identified path.
At the start of training, the ARR matrix is under-developed, and
hence most of the time, no edge exists between nodes and does not
result in an optimal path between a pair (o,d). In such a scenario,
the set of subgoals is sorted by the descending order of ARR sums
(i.e., ARR Sum of subgoal si is

∑ |S |
j=0 D[si , sj ]). If no path exists, the

goal-conditioned agent is given a target, the first subgoal in the
ordered subgoal list. Once the agent reaches a subgoal, the target is
moved to the next subgoal in the list (see Supplementary Video).

To learn a policy, we employ PPO proposed in [Schulman et al.
2017], but one could also use any other off-the-shelf algorithm. PPO
uses a convolutional neural network (CNN) to approximate the
ideal function that maps an agent’s observations to the best action
an agent can take in a given state (see Supplementary Material
for hyperparameter details). In our approach, the agent receives
two observations: the egocentric vector angle (θ ) computed using
Equation 7 towards the target subgoal and its current location. Aside

from assisting in identifying subgoal states with high centrality
for policy learning, another benefit of ARR is in affording a dense
reward in the context of sparse reward navigational tasks. The
reward function is formalized in Equation 8 (φs is the ARR of state
s).

rφs (st ,at , st+1) = φs (st+1) − φs (st ) (8)

The agent is rewarded positively if it takes a step closer to the
target subgoal. The agent is penalized for taking each step. The
episode terminates after ϵ timesteps or if the agent successfully
reaches the final goal, whichever occurs first. The proposed in-
cremental goal-conditioned RL learning-based approach enables
learning without extrinsic reward and explores distant states, which
may not be feasible using only primitive actions.

3.4 Incremental Subgoal Discovery
During navigation, humans and animals discover and employ land-
marks to guide their path towards a destination [Dubey et al. 2019;
Epstein and Vass 2014]. In an unfamiliar environment, this process
of landmark discovery is incremental and continuous. A landmark
identified earlier with limited exploration can also be replaced if a
more informative landmark is identified later for the same space.
We propose an incremental discovery of subgoals (i.e., bottleneck
states) to model landmark discovery heuristics similar to those
observed in humans. A similar approach is proposed in [Ramesh
et al. 2019]. An essential difference between our method and the
approach taken in [Ramesh et al. 2019] is the definition of a subgoal.
We consider landmarks to have high centrality in order to facili-
tate human-like path planning [McGovern and Barto 2001; Moradi
et al. 2010], and accordingly, we ensure that the corresponding
states are frequented by agents along successful paths. Identifying
effective landmark states will enable faster exploration and faster
convergence to the optimal policy. In Figure 5 we showcase that the
proposed SR-Entropy based method outperforms SR-Options based
method in coverage of state-space with respect to mean square
error difference from optimal ARR.

Figure 4: (left) Computation of subgoals using SR-Options
vs. SR-Entropy (Ours) on two different environments. (right)
Visualization of optimal SR-Entropy and Approximate Re-
ward Representation of states.
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Figure 5: Mean Square Error (MSE) difference between incre-
mental ARR and optimal ARR with subgoal-directed agent
exploration using SR-Options and SR-Entropy-based sub-
goal identification on two different environments.

The first step required to discover subgoals is to learn SR. To learn
the successor representation, we maintain a replay buffer of visited
states per episode. The replay buffer is reset to an empty sequence
at the beginning of each episode. The SR matrix (M) is computed
by updating adjacency (A) and transition matrices (T) based on the
replay buffer using Equation 5. At the end of each episode, all vis-
ited states are clustered using the farthest point sampling algorithm
(K-means++). K-means++ eliminates the shortcoming of K-means
that it is dependent on the initialization of centroids [Arthur and
Vassilvitskii 2006]. Clustering over SR produces clusters of states
spread across the visited state-space, with each cluster comprising
densely connected states. Ideally, identifying the cluster centers as
subgoals will facilitate exploration of the region in a state-space
with vastly different successor states. Employing them as nodes
for path-planning will primarily produce longer paths that are gen-
erally not observed in human navigation. Instead, we compute k
subgoals as states in each cluster that have maximum entropy. The
high entropy states also resemble states with high betweenness cen-
trality that is crucial to learn new skills in RL [Moradi et al. 2010].
In Figure 4, we present the subgoals using SR-Options (i.e., clus-
ter’s centroid) and SR-Entropy (i.e., our) approaches. The process of
exploring states and clustering operates in an iterative fashion by
which each episode results in visits to unexplored states followed
by SR updates, SR clustering, and SR-Entropy computations, respec-
tively. To perform K-means++ clustering, we need to provide the
value for k . We consider k as a parameter that is specified manually
beforehand. Ideally, with optimal state-space knowledge, k should
directly correspond to the number of bottleneck states (i.e., doors
and gaps in a cluttered environment) for every distinct cluster. How-
ever, in our simulations, we notice that having a larger value of k (2
* koptimal ) supports quicker policy learning. Moreover, due to the
basic nature of the proposed RL agent that lacks human-like vision,
larger values of k support vector navigation more efficiently.

3.5 Adaptive Navigation
During a goal-oriented navigation task in a cluttered environment,
humans most often aim to reach a nearby landmark state to circum-
vent obstacles and to continue towards the goal [Shamash et al. 2020;
Verma and Mettler 2017]. In the absence of any obstacles, humans
identify their final goal and move directly towards it. Therefore,
we propose a combined vector-based navigation and topological

navigation strategy to incorporate similar switching behavior. In
the absence of a nearby boundary or obstacle, the distinct process of
goal-vector navigation guides the movement direction based on the
learned goal-conditioned policy towards a goal. In the presence of
a barrier or obstacle identified using BVCs, the navigation strategy
switches to topological navigation, and a subgoal state is selected
from the optimal path using Graph N . The BVC model proposed
by [Barry et al. 2006] is employed in our work. A detailed descrip-
tion of the computation of BVCs is provided in the Supplementary
Materials (Section 1.3). Given a set of subgoals (Sд ), the ARR matrix
(D), and start and goal positions (o, d), our next step is to formulate
a topological graph (N ). ARR is used for estimating the distance
between two states (i.e., d(si , sj ) = D[si , sj ]). If d(si , sj ) ≤ τ , an
undirected weighted (w = d(si , sj )) edge is connected between
node si and sj . The threshold τ ensures that subgoals are connected
locally, such that the low-level controller is likely tractable. Other-
wise, there is a risk that a obstacle exists between subgoals, with
which the controller would likely struggle. We begin by finding
the shortest path using Dijkstra’s algorithm between o and d . This
process outputs a list of subgoal nodes in N . The first subgoal in
this list is the target subgoal given to the low-level RL agent. If
the subgoal is reached, a new high-level path is planned, and the
process repeats until the agent reaches d . Sometimes, a path to-
wards the next subgoal may be blocked, which is sent to the agent
as a Reward Prediction Error (RPE) via BVCs. If the cumulative
RPE reaches a certain predefined threshold, the edge towards the
current subgoal is removed from N , and a new path is computed.
This allows an agent to circumvent getting stuck at obstacles and to
avoid following the last edge for any future paths since the deleted
edge no longer exists in N .

4 EXPERIMENT & RESULTS
4.1 Environments, Baselines, and Evaluation

Metrics
Environment.We compare our method with two approaches that
tackle a goal-reaching task in sparse-reward settings on the three
most commonly used environments (i.e., Ant Maze, Four Room,
and DeepMind layouts) [Andrychowicz et al. 2017; Eysenbach et al.
2019; Huang et al. 2019].
Baseline 1. Hindsight Experience Replay (HER) [Andrychowicz
et al. 2017] proposes a goal-relabeling that reuses previous experi-
ence to train a Universal Value Function Approximator (UVFA) in
a sparse reward setting.
Baseline 2. MAPping state space using landmarks for Universal
Goal Reaching (MAP-UGR) [Huang et al. 2019] proposes a sample-
based method to dynamically map the visited state space and to
solve long-range goal-reaching problems. Their approach to form-
ing a map for path-planning using subgoals/landmarks is similar
to our approach but differs in terms of training a low-level goal-
conditioned RL policy.
Evaluation Metrics. (1) Success Rate: The ratio of successful goal-
reaching attempts over total attempts: nsuccessntotal

. The total number
of steps is counted by summing numbers of steps during training
and testing. (2) Cumulative Reward: The average sum of all rewards
over training. (3) Episode length: The length of the simulation at the
end of which the agent reaches a terminal state.
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Figure 6: Simulatingmultiple goal-reaching tasks of increas-
ing difficulty on a large (50 × 50) Ant maze environment.

4.2 Simulation Results
To evaluate the goal-reaching capability of all approaches, we sam-
ple random goal locations from a fixed start location situated at the
bottom left corner in each environment. Goal-conditioned RL is
used to learn a policy by training an agent for 2000 steps and testing
the learned policy for ten episodes. Each episode ends if an agent
reaches the goal or runs out of maximum allowed timesteps (200
steps for HER and MAP-UGR and 3000 steps for our approach). An
average success rate of ten tests is computed after every 2000 steps.
In Figure 7, we showcase the average success rate (in %) for all three
environments. The number of subgoals was predetermined based
on a simulation conducted by varying the number of subgoals in
each environment (see Figure 1 in Supplementary Material). The
subgoal numbers for Four Room, Ant Maze, and DeepMind layouts
were 10, 10, and 16. In all environments, our approach achieves
a high success rate earlier in training compared to recent meth-
ods. Moreover, the policy learned in our approach is stable. Our
approach produces a relatively consistent 100% success rate after
learning the policy because it is not dependant on distance estimates
between two nearby landmarks as in the other two approaches. We
further test our method and the above two approaches in reaching
distant goals of increasing difficulty in an Ant Maze environment.
We manually assign a task’s difficulty as the distance (in steps) be-
tween start and goal locations (20, 40, 60, 80) as shown in Figure 6.
The agent start location is at the bottom-left of the layout, and goal
states are chosen randomly for each distance. In Figure 6, We plot
the average success rate to reach different difficulty levels of goals.
Unlike the HER and MAP-UGR, we observe that our method takes
significantly fewer steps to reach a high average success rate in all
distant goal-reaching tasks. In addition, the other two approaches
take a long time to reach a high success rate, and the number of
steps taken is proportional to the goal difficulty level. Moreover, the
success rate for these two approaches becomes unstable for distant
goals (i.e., 60 and 80 meters), which is not observed in our method.
In Table 1 we present the mean success rate for distant reaching
goal in comparison to MAP-UGR. We can notice that the proposed
method significantly outperforms MAP-UGR. Our method quickly
learns a goal-conditioned policy and is not sensitive to the goal
distance. Please refer to the supplementary video that showcases
the important functionality of the proposed agent with an example
of distant goal-reaching tasks in a complicated environment.

20 40 60 80
Mean Std. Dev. Mean Std. Dev. Mean Std. Dev. Mean Std. Dev.

Ours 1 0 1 0 0.835 0.163 0.307 0.305
MAP-UGR 0.985 0.034 0.907 0.138 0 0 0 0

Table 1: Mean success rate for a distant goal-reaching tasks
at a distance of 20,40,60, and 80 steps using a policy trained
for 1 million timesteps using MAP-UGR [Huang et al. 2019]
and our approach.

4.3 Ablation Study
We investigate important factors that influence our proposed ap-
proach. (1) Subgoal sampling strategies. (2) Goal-conditioned policy
with and without a high-level planner (3) Baseline (PPO) Vs. Base-
line + Grid Cells Vs. Baseline + Grid Cells + BVCs. We report the
finding for ablation study 3 in the Supplementary Material (see
Figure 2 in Supplementary Section 2 respectively).
Subgoal Sampling Strategies.We employ two different subgoal
sampling strategies. Specifically, we use the incremental SR-Options
method proposed in [Ramesh et al. 2019] and the incremental SR-
Entropy-based approach presented here. In Figure 8, we demon-
strate the merit of both approaches over three layouts. For all three
layouts, we notice a lower episode length for SR-Entropy-based
incremental learning. We also see a higher cumulative reward for
two of three layouts using SR-Entropy. One probable reason why
SR-Entropy-based subgoals consistently resulted in lower episode
lengths is the location of identified subgoals (i.e., mostly at the
bottleneck states), which enabled an agent to reach a goal along a
relatively shorter path than SR-options-based subgoals.
With andWithout Planner In Figure 9, we showcase the impact
of using a high-level path-planner on the success of adaptive path-
planning via cumulative reward and episode length over training
steps. The goal-conditioned RL agent reaches higher cumulative
reward with lower episode length more quickly than using the
goal-conditioned policy alone. This is because goal-conditioned
policy can reach nearby goals but often fails and needs assistance
from a higher-level planning stage for distant goals.

5 USER STUDY
We conducted a small-scale online behavioral study to validate
two human-like adaptive path-planning properties (i.e., identifying
shortcuts and performing a detour) of the proposed model. Thirty-
three participants (29 men, 4 women, and 0 others) were recruited
from a local university (details withheld for anonymity). These
participants were between 20 and 36 years of age (mean age =
26.6 and standard deviation = 4.84). Six participants data were not
uploaded correctly and hence discarded. In total, we analyzed 27
participant’s data for both layouts. For a detailed description of the
conducted user study, please refer to Section 4 of the Supplementary
Material. On their own computers, participants controlled a 3D
virtual agent by applying an egocentric 3D walkthrough motion
using amouse-and-keyboard interface. After a brief training on how
to navigate with the mouse and keyboard, participants performed
ten training tasks to build a mental representation of the layouts.
For each task, participants were asked to find a stationary red
balloon hidden in an unknown location in the environment. This
location was fixed across all training and testing trials. During
the testing phase, participants were then asked to perform five
additional navigation tasks. For each of two tasks (i.e., Task 1 and
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Figure 7: Simulation results showcasing average success rate on three different layouts using HER [Andrychowicz et al. 2017]
and MAP-UGR [Huang et al. 2019] approaches and the proposed approach.

Figure 8: Impact of two different clustering approaches on
overall cumulative reward and episode length during train-
ing.

Figure 9: Impact of the graph-based planner with and with-
out goal-conditionedRL agent on overall cumulative reward
and episode length during training.

Task 2), participants started from a predefined random location and
were asked to locate the hidden balloon using the shortest path. For
two other tasks (i.e., Task 3 and Task 4), one of the doors leading
to the room containing the red balloon was purposely blocked to
simulate a dynamic change to the environment. For the fifth task
(i.e., Task 5), a door that had been blocked for the other training
and testing trials was opened to provide a novel shortcut. The order
of these five testing tasks was randomized for each participant.

FEP DeepMind
Agent Human Agent Human

Task 1 35.87 ± 15.50 30.55 ± 9.24 18.12 ± 5.63 22.49 ± 13.60
Task 2 40.53 ± 6.07 37.94 ± 12.22 31.92 ± 6.33 30.38 ± 4.79
Task 3 34.19 ± 6.05 52.16 ± 23.04 45.30 ± 19.10 39.15 ± 8.35
Task 4 30.48 ± 8.94 48.17 ± 19.27 31.37 ± 9.95 36.05 ± 24.07
Task 5 20.52 ± 11.38 30.17 ± 8.84 17.15 ± 2.93 23.55 ± 4.65
Average 32.33 ± 6.72 39.8 ± 8.99 28.79 ± 10.37 30.32 ± 6.60

Table 2: Comparison of average path-distances (in meters)
between trajectories generated using simulated agents and
human participants on two environments (i.e., Far East
Plaza (FEP) and DeepMind layout).

For comparison with the human participants, we used an agent
with optimal SR and ARR (i.e., complete knowledge of the envi-
ronment) that were pre-computed and provided during training to
learn a low-level goal-conditioned policy. We generated trajectories
from 100 episodes for each of the same five testing tasks using
these fully trained optimal agents. In total, 1000 trajectories were
generated for two different environments.

5.1 Results
In Figure 1 and 10, we illustrate the trajectories generated by the
human participants and optimal agent on a replica of a real-world
building (Far East Plaza, Singapore and a simulated environment
from DeepMind dataset respectively). In general, the human partic-
ipants were able to identify the shortest paths in Tasks 1 and 2 and
find the goal despite needing to detour in Tasks 3 and 4. Slightly
more than half of the participants (64.28%) were able to take the
novel shortcut in Task 5. Similarly, the agent consistently found the
shortest path and was able to detour around blocked doorways. On
average, the agent was able to find shorter path than the human
participants (see Table 2).

The longer average path-distance in humans is the result of some
participants making an incorrect turn at some decision points and
taking a longer route to the goal. This behavior is observed mainly
in the FEP layout, which is larger and more complicated than the
DeepMind layout. The difference between average path-distances
for humans and agents in the DeepMind layout was only 1.53 me-
ters. Moreover, we see substantial similarity between routes taken
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Figure 10: Visualization of trajectories generated by optimal agent and human participants for five wayfinding tasks. Agent’s
trajectories are visualized in blue and human participants trajectories in red.

FEP DeepMind
Agent Human Agent Human

Task 1 41% 77% 88% 64%
Task 2 48% 38% 34% 57%
Task 3 69% 54% 84% 64%
Task 4 46% 77% 89% 50%
Task 5 89% 38% 98% 64%
Average 59% 57% 79% 60%

Table 3: We showcase the similarity between humans and
agents of their paths that overlapped with the shortest pos-
sible paths determined by A* on two environments (i.e., Far
East Plaza (FEP) and DeepMind layout).

by agents during all five testing tasks. Indeed, when the agent took
an alternate route, it was similar to alternate routes taken by the
participants. Our proposed agent can thus produce human-like
variation in planning a path between an origin and destination pair.
In response to detours in Tasks 3 and 4, we notice that agents took
similar paths to reach a goal as humans. In addition, apart from a
few agents, the majority of the simulated agents successfully identi-
fied shortcuts in Task 5, which was also observed in more than half
of the human trajectories. We also generated the shortest possible
paths using A* and compared both human and agent trajectories
to these shortest possible paths. In Table 3, we note that the agent
trajectories were closer to the A* paths than the human trajecto-
ries. In summary, our adaptive path-planning agent that combines
navigation strategies based on vector navigation and topological
graphs successfully negotiated the inserted barrier on 99% of trials.
These agents also found novel shortcuts on 99.5% of trials during
testing on both complex environments. Finally, a primitive goal
vector navigation policy helped the agents to travel to distant goals
using an unexplored state space while exploiting novel shortcuts
in the absence of any barrier.

5.2 Discussion
One of the critical challenges in the simulation of realistic pedes-
trian behavior either during evacuation or general circulation is to
mimic the decision-making process of humans, which is marred
with uncertainty and incomplete knowledge. Classical path-planning
algorithms focus on efficiency and path-optimality, which often fails
to reproduce human-like wayfinding behavior. The major draw-
back of such approaches is high computational cost and failure to
acknowledge the environmental uncertainty. Moreover, path plan-
ning depends entirely on a topological/navigation graph provided
as input or computed after dense exploration. The latter will fail
to produce a comprehensive navigation graph in sparsely explored

environments. One important difference between our method and
the classical path-planning approach is identifying nodes/subgoals
locations for topological navigation strategy. These subgoals are
often at a bottleneck location from which neighboring regions can
be efficiently accessed. Our behavioral study provides evidence
that the subgoals generated by our method show similarity in a
location with the subgoals chosen by human participants. Another
important benefit of the proposed method is the reproduction of
human-like error in path-planning that results in varied paths be-
tween the same origin-destination pair (see Figure 10). We believe
that the above-mentioned useful features of our method can be
used to simulate realistic pedestrian simulation, increase the navi-
gation believability of non-playable characters in immersive games,
and aid in landmark/signage placement during a building design
process. Finally, the present work attempts to model human-like
navigation by employing the theoretical understanding of the cog-
nitive map supported by neurophysiological evidence in the realm
of reinforcement learning (RL).

6 CONCLUSION & FUTUREWORKS
Motivated by the flexibility of human and animal navigation sys-
tems, we propose SNAP that learns a goal-conditioned policy based
on grid cell decoding for vector navigation as a low-level controller
in conjunction with a high-level planner over a topological graph
formulated by abstracting the state’s space. This paper proposes
an SR-Entropy-based iterative subgoal discovery and simultane-
ous goal-conditioned RL policy to solve long-horizon, sparse re-
ward navigation tasks. We showcase via multiple simulations and
validation against human data that an efficient selection of state
representations for iterative subgoal discovery can finesse the ex-
pensive sequential state-state navigation, identify novel shortcuts,
perform detours, and adapt behavior during transition revaluations.
Limitations. One of the main limitations of our approach is the
manual tuning of edge connection between subgoals during the for-
mulation of the topological graph. We use a user-defined threshold
that is sensitive to environment structure. Although our approach
is efficient enough to identify bottleneck states quickly, it relies
heavily on state sampling to learn SR for state embedding.
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