Distributed Ledger Technologies in the Automotive Value Chain

Daniel Simon Miehle
Distributed Ledger Technologies in the Automotive Value Chain

DANIEL SIMON MIEHLE

Vollständiger Abdruck der von der Fakultät für Informatik der Technischen Universität München zur Erlangung des akademischen Grades eines Doktors der Naturwissenschaften (Dr. rer. nat.) genehmigten Dissertation.

Vorsitzender: Prof. Dr. Florian Matthes
Prüfer der Dissertation: 1. Prof. Dr. Bernd Brügge
2. Prof. Dr. Gilbert Fridgen

Die Dissertation wurde am 29.05.2020 bei der Technischen Universität München eingereicht und durch die Fakultät für Informatik am 27.09.2020 angenommen.
Abstract

An automotive value chain is a complex network consisting of numerous participants, such as original equipment manufacturers, suppliers, and service providers that perform a set of activities to provide products and services to customers. The ongoing globalization, the growing number and variety of participants and interactions in supply chains, as well as the increasing vehicle-to-vehicle (V2V) and vehicle-to-infrastructure (V2I) communication, require more efficient and secure data exchange between participants to improve collaboration in the automotive value chain.

Distributed ledger technologies (DLTs) have the potential to address these challenges and add new value. By combining peer-to-peer networks and cryptography, DLTs enable participants to exchange data directly and execute transactions securely and without the need for a trusted central party.

In this dissertation, we used a formative research approach to investigate the integration of DLTs into the automotive value chain to increase transparency and efficiency of cross-organizational business processes. The feasibility and value were demonstrated within five DLT applications covering purchasing, logistics, production, sales, and services. For each application, we analyzed the business requirements and designed, implemented, and evaluated prototypes in cooperation with industry partners.

The prototypes demonstrated efficiency-related benefits in the area of production and logistics and opportunities to create new business models in the area of sales and services. One of the applications is already in use in a global supply chain involving two plants of an OEM and three plants of a first-tier supplier. The network is being expanded to include more first-tier and additional second-tier suppliers. The dissertation concludes by summarizing the contributions and discussing future research.
Zusammenfassung


Distributed-Ledger-Technologien (DLTs) haben das Potenzial, diesen Herausforderungen zu begegnen und neuen Nutzen zu schaffen. Durch die Kombination von Peer-to-Peer-Netzwerken und Kryptographie ermöglichen es DLTs den Teilnehmern, Transaktionen sicher auszuführen und Daten direkt auszutauschen, ohne dass eine zentrale Instanz erforderlich ist.

Acknowledgments

First, I would like to thank Prof. Bernd Brügge for the continuous support of my dissertation, for his patience, motivation, and immense knowledge. Besides my advisor, I would like to thank my second supervisor Prof. Gilbert Fridgen for his encouragement and constructive feedback.

My sincere thanks go to my mentors Dr. Andre Luckow and Dr. Michael Ströbel, who offered me the opportunity to work in the BMW Group and supported me through various exciting projects. I also thank my colleagues in the BMW Group and in University for the discussions as well as all the co-authors of the publications that contributed to the research.

I also want to thank my girlfriend Daniela for her love and support. Last but not least, I would like to thank my parents, Andreas and Lydia, and my sister, Michelle, for supporting me throughout my life.
Publication Preface

The dissertation is based on the following five publications:

Publication [A]
© 2019 IEEE. Reprinted with permission of
Daniel Miehle, Dominic Henze, Andreas Seitz, Andre Luckow and Bernd Bruegge
PartChain: A Decentralized Traceability Application for Multi-Tier Supply Chain Networks in the Automotive Industry
2019 IEEE International Conference on Decentralized Applications and Infrastructures
DOI: 10.1109/DAPPCon.2019.00027

Publication [B]
© 2019 IEEE. Reprinted with permission of
Daniel Miehle, Matthias M. Meyer, Andre Luckow, Bernd Bruegge and Michael Essig
Toward a Decentralized Marketplace for Self-Maintaining Machines
2019 IEEE International Conference on Blockchain
DOI: 10.1109/Blockchain.2019.00066

Publication [C]
© 2020 IEEE. Reprinted with permission of
Gonzalo Munilla Garrido, Daniel Miehle, Andre Luckow and Florian Matthes
A Blockchain-based Flexibility Market Platform for EV Fleets
2020 Clemson University Power Systems Conference
DOI: 10.1109/PSC50246.2020.9131332

Publication [D]
© 2020. Reprinted with permission of
Daniel Miehle, Andreas Pfurtscheller and Bernd Bruegge
Starling: A Blockchain-based System for Coordinated Obstacle Mapping in Dynamic Vehicular Environments
2020 Hawaii International Conference on System Sciences
DOI: 10.24251/HICSS.2020.493
Publication [E]
© 2018 IEEE. Reprinted with permission of
Andreas Seitz, Dominic Henze, Daniel Miehle, Bernd Bruegge, Jochen Nickles and Markus Sauer

Fog Computing as Enabler for Blockchain-Based IIoT App Marketplaces
2018 International Conference on Internet of Things: Systems, Management and Security
DOI: 10.1109/IoTSMS.2018.8554484
Contents

1 Introduction .................................................. 1
   1.1 Motivation ............................................. 1
   1.2 Research Approach ...................................... 4
   1.3 Outline ................................................ 5

2 Distributed Systems ......................................... 7
   2.1 Client-Server Systems ................................. 9
   2.2 Peer-to-Peer Systems .................................... 9
      2.2.1 Unstructured P2P Systems ........................ 10
      2.2.2 Structured P2P Systems ............................ 10
   2.3 Distributed Ledger Technology .......................... 11
      2.3.1 Cryptographic Foundations ........................ 11
      2.3.2 Data Structures ...................................... 12
      2.3.3 Consensus Mechanisms ............................. 14
      2.3.4 Permissions .......................................... 17
      2.3.5 Smart Contracts ..................................... 18

3 First and lead author publications .......................... 21
   3.1 PartChain: A Decentralized Traceability Application for Multi-Tier Supply Chain Networks in the Automotive Industry ........................................ 22
   3.2 Toward a Decentralized Marketplace for Self-Maintaining Machines ........................................ 31
   3.3 A Blockchain-based Flexibility Market Platform for EV Fleets ........................................ 42
   3.4 Starling: A Blockchain-based System for Coordinated Obstacle Mapping in Dynamic Vehicular Environments ........................................ 53

4 Co-authored publication ....................................... 65
   4.1 Fog Computing as Enabler for Blockchain-Based IIoT App Marketplaces - A Case Study ........................................ 65
## Contents

<table>
<thead>
<tr>
<th>Section</th>
<th>Page</th>
</tr>
</thead>
<tbody>
<tr>
<td>5 Discussion and Conclusion</td>
<td>75</td>
</tr>
<tr>
<td>5.1 Contributions</td>
<td>75</td>
</tr>
<tr>
<td>5.2 Future Work</td>
<td>76</td>
</tr>
<tr>
<td>Acronyms</td>
<td>79</td>
</tr>
<tr>
<td>Bibliography</td>
<td>83</td>
</tr>
</tbody>
</table>
1 Introduction

“I’ve been at this 35 years, writing about the digital age. I’ve never seen a technology that I thought had greater potential for humanity.” Don Tapscott [1]

1.1 Motivation

Automotive value chains are complex networks consisting of numerous participants, including original equipment manufacturers (OEMs), suppliers, distributors, dealers, service providers, and customers that are spread all over the world. A value chain refers to a set of activities carried out by one or more participants to add value to a product or service offered to manufactures and customers [2]. As shown in Figure 1.1, these activities can be divided into upstream activities for selling products or services from suppliers to OEMs and downstream activities for selling from OEMs to customers [3]–[5]. According to Porter [6], these activities include both primary activities, such as logistics, production, and sales, as well as supporting activities, such as technology development, procurement, and human resource management. Due to the large number of participants and the heterogeneity of activities, the management and orchestration of such a complex value chain are associated with various challenges.

Trends, such as globalization, sustainability, customization, outsourcing, and flexibility, have a significant impact on the complexity of automotive value chains [8]. Complexity drivers are the increasing number and variety of suppliers, parts, and interactions, non-synchronized decisions and actions, and incompatible IT systems, which lead to a lack of transparency, efficiency, and interoperability, especially in upstream activities [9]–[13]. In downstream activities, autonomous, connected, and electric vehicles increasingly communicate with vehicular and non-vehicular systems, which refers to vehicle-to-vehicle (V2V) and vehicle-to-infrastructure (V2I) communication. Thereby, transactions and data are exchanged with other vehicles or infrastructure, such as charging stations, parking lots, or roads. The main challenges are secure communication (e.g., Sybil attacks) and privacy (e.g., identity disclosure) [14]–[19].
1 Introduction

In this dissertation, we investigated the integration of distributed ledger technologies (DLTs) into the automotive value chain to enhance transparency and efficiency of cross-organizational processes. The feasibility and value are demonstrated within five DLT applications ranging from production and logistics to sales and services. We analyzed the business requirements for each application and designed, implemented, and evaluated prototypes for building cross-organizational platforms. Based on the prototypes, we derived the following core business requirements in the automotive value chain:

- **Open platform.** Systems should be designed as open platforms, that are not owned by a single authority. By distributing the control among participants, open platforms reduce barriers to adoption and foster cross-organizational collaboration and innovation (e.g., by sharing developing costs).
1.1 Motivation

- **Traceability.** Participants must be able to record data and transactions concerning a digital or physical asset (e.g., software, vehicle), including the related meta-data across the value chain, to create transparency for all participants involved.

- **Auditability.** Selected data and transactions should be documented in a tamper-proof manner to comply with regulatory requirements and establish trust among the participants. The participants must be able to verify whether data and transactions have been altered or deleted.

- **Process automatization.** Systems should enable process automatization to increase the efficiency and ensure the integrity of cross-organizational processes.

- **Availability.** Systems must be available without any downtime in case they run in critical environments (e.g., traffic), where failures are unacceptable.

- **Financial transactions.** Participants must be able to execute financial transactions in near real-time with low transaction costs, enabling new payment models, such as consumption-based models.

Distributed ledger technologies [DLTs](#) allow participants to execute transactions and exchange data directly with each other without the need for a trusted central party [20]–[22]. By combining peer-to-peer networks, cryptography, and consensus mechanisms, DLTs create a transparent and tamper-resistant distributed ledger [22]. One type of DLT is the blockchain technology. Blockchain technology was developed by Satoshi Nakamoto in 2008 for the use in the cryptocurrency Bitcoin [23]. Initial blockchain-based systems focused on cryptocurrencies and financial applications, such as financial trade platforms [24], [25].

The introduction of Ethereum [26] in 2014 enabled the use of executable programs, so-called smart contracts. As a result, the spectrum of DLT applications has expanded from cryptocurrencies to general-purpose applications that can be used in various industries, such as the Internet of Things, supply chain management and purchasing, smart grid, consumer services, healthcare, public administration & governance, and utilities [22], [28]. Depending on the actual implementation, DLTs provide one or more of the following capabilities for applications in the automotive value chain.

- **Distributed Ledger.** A distributed ledger is a distributed data structure that stores data and transactions transparently, chronologically, and tamper-resistant
1 Introduction

in a distributed network [28], [29]. Each participant of the network maintains a
copy of the distributed ledger to ensure transparency and resiliency [30].

- **Cryptography.** Digital signatures, hash functions, and timestamps prevent data
and transactions from tampering through encryption. Data and transactions
recorded on the distributed ledger cannot be edited, deleted, or copied, creating
unique digital records.

- **Consensus Algorithms:** Algorithms ensure the validity of data and transactions
through consensus among network participants. Participants in the network collect-
ively validate and approve transactions to the distributed ledger.

- **Smart Contracts:** Smart contracts automatically execute if pre-defined conditions
are met enabling the enforcement of shared logic in cross-organizational processes
and novel capabilities in products or services.

For each of the investigated applications, we linked the presented business require-
ments with **DLT** capabilities in the automotive value chain. Our research shows that **DLT**
capabilities provide advantages for the automotive value chain by creating industry-
wide platforms through decentralized governance and data management.

1.2 Research Approach

The research field of **DLT** and related research topics, such as **DLT** infrastructures, ap-
lications, and ecosystems, are still relatively new. Therefore, we applied a formative
research approach to explore the field as it evolves [31]. Formative approaches aim to
shape a technology, system, or process through iterative application, evaluation, and
improvement. Summative approaches, on the other hand, are not intended to improve
a technology system, or process, but rather to evaluate the artifacts they create [32].
The formative approach we used consists of the following three phases: (i) system de-
development, (ii) system validation, and the (iii) deduction of improvements and design
recommendations for **DLT** infrastructures, applications, and ecosystems through ob-
servations, interviews, or computer-based simulations [31]. We have employed these
three phases to the application areas along the automotive value chain, which we have
investigated in cooperation with industry partners.
1.3 Outline

Chapter 2 provides an overview about the foundations of the dissertation. Section 2.1 and 2.2 give an introduction to client-server and peer-to-peer systems. Section 2.3 describes the term distributed ledger technology (DLT) more formally as it is used throughout the remainder of the dissertation.

Chapter 3 focuses on the main contribution, mainly the integration of DLT into applications in the automotive value chain. A forecast summarizes the goal, approach, and results of each publication. The applications are ordered along the value chain of an OEM covering purchasing, logistics, production, sales, and services (see Figure 1.2):

Section 3.1 - Publication [A]: A DLT platform for part traceability in multi-stage supply chain networks in the logistics and production area.

Section 3.2 - Publication [B]: A DLT marketplace for self-maintaining machines enabling automated procurement processes in the purchasing and production area.

Section 3.3 - Publication [C]: A DLT marketplace for trading flexibility of electric vehicles (EVs) in the vehicle and customer service area.

Section 3.4 - Publication [D]: A DLT platform for the secure and verifiable exchange of vehicle and traffic data in the vehicle and customer service area.

Section 3.5 - Publication [E]: A DLT marketplace for industrial mobile applications in the production and after-sales area.

Chapter 5 summarizes the dissertation and the contributions and discusses further ideas for each DLT application.
2 Distributed Systems

In this chapter, we give an introduction to centralized, decentralized, and distributed systems. Furthermore, we present the essential architectures of distributed systems, such as client-server (Section 2.1) and peer-to-peer (Section 2.2) systems that lay the foundation for distributed ledger technologies (Section 2.3).

According to Baran [33], networks and computer systems can be designed centralized or distributed (see types (a) and (c) respectively, in Figure 2.1). They consist of nodes (e.g., clients, servers, peers, or sites) and links that connect the nodes. The difference between centralized and distributed systems is how the configuration of nodes and links is arranged, operations\(^1\) are performed on data, and decisions are reached.

![Diagram of Centralized, Decentralized, and Distributed Systems](image)

Figure 2.1: **Types of systems:** (a) Centralized. (b) Decentralized. (c) Distributed systems. Adopted from Baran [33].

---

\(^1\)The four basic operations in computer programming are create, read, update, and delete (CRUD).
In a central or star system, data is stored in a central database, and operations are performed by a single node owned by a central trusted authority. Access to the database is typically restricted to authorized users. Centralized systems provide low fault tolerance and robustness due to their single point of failure (SPOF) \[33\]. In the case of a business monopoly, the central authority may charge high transaction costs \[25\].

In contrast, a distributed or grid or mesh system is a system whose components are distributed among multiple, networked nodes. These nodes communicate with each other and coordinate their actions by sending messages \[34\]. Distributed systems operate without a central trusted authority. Instead, they use algorithms to maintain data consistency at all nodes. Since data is distributed and replicated across multiple nodes, data is visible to all nodes, and the system continues to function even if one node fails.

In practice, decentralized systems are used more frequently and can be considered as a mixture of star and mesh systems \[33\] and, therefore, as a subset of distributed systems (see type (b), in Figure \[2.5\]).

In addition to the degree of distribution (i.e., centralized to full distributed), distributed system architectures differ in terms of autonomy (i.e., zero to full autonomy) and heterogeneity (i.e., zero to full autonomy) \[35\]. Autonomy represents the property of being independent of a central trusted authority and having self-control, such as the local execution of operations on data \[36\]. Heterogeneity describes the use of different components and resources in distributed systems, such as hardware and data models \[37\]. Reasons for using distributed systems can be grouped into functional (e.g., scalability, performance, security, fault-resilience, interoperability), economic (e.g., cost of ownership, transparency), and psychological (e.g., self-organization, self-control) \[36\], \[38\].

Figure \[2.2\] shows a taxonomy of computer system architectures that include centralized and distributed systems at the first level. In the following sections, we concentrate on distributed systems and give an introduction to client-server (Section \[2.1\]) and peer-to-peer (Section \[2.2\]) systems, and DLTs, which are the focus of this dissertation.
2.1 Client-Server Systems

One of the first mentions of client-server systems described the separation of data from function in distributed networks by dividing the responsibilities between servers and clients [39]. According to Schollmeier [40], a client-server system is a "distributed network which consists of one higher performance system, the Server, and several mostly lower performance systems, the Clients".

Servers share their resources with one or more clients to provide data or services. Clients request data or the execution of services from one or more servers. In a multiple client/single server architecture, there is only one server that is accessed by multiple clients. In contrast, in a multiple client/multiple server architecture, clients manage their connections to multiple servers themself or are coupled to a dedicated server that interacts with the other servers over the network [41]. The former approach is comparable to a centralized system, whereas the latter represents a distributed system or a distributed database system in case multiple database servers are connected.

2.2 Peer-to-Peer Systems

Peer-to-peer (P2P) systems refer to self-organizing systems of equal, autonomous nodes (i.e., peers) that use heterogeneous distributed resources connected by a network to execute a function without a central trusted party [36], [42]. In comparison to client-
server systems, \(P2P\) systems are loosely-coupled, indicating that peers can join and leave the network at any time (cf. open-world assumption). Each peer acts as both client and server [35]. The level of self-organization is defined by the degree of coupling, which differs between \(structured\) (limited level of self-organization) and \(unstructured\) \(P2P\) systems. While \(unstructured\) \(P2P\) systems are characterized by an ad hoc nature of the links between peers, \(structured\) \(P2P\) systems use a \(distributed\) hash table (DHT) to locate peers and resources. Applications of \(P2P\) systems include distributed computing, file sharing, collaboration, and platforms [36].

### 2.2.1 Unstructured P2P Systems

Following Milojicic et al. [35], unstructured \(P2P\) systems can be categorized into \(centralized\) and \(pure\) \(P2P\) systems.

\(Centralized\) \(P2P\) systems employ a centralized registry to provide metadata about peers and resources. Peers use the metadata to locate resources in the system, while the resources remain with the individual peers. However, these centralized registries represent a SPOF within the system [41], [44]. Napster was one of the first centralized file-sharing systems for music files, serving over 20 million users by the early 2000s [11]. In 2001, a copyright infringement lawsuit against Napster led to the shutdown of the centralized registry server and, thus, to the closing of the file-sharing service [35].

In \(pure\) \(P2P\) systems, peers have equal responsibilities, without using a centralized registry. To locate resources on the network, peers send requests to known peers by maintaining a list of peer addresses or make new connections to unknown or newly joined peers using techniques, such as flooding and random walk [46]. This is a working, but an inefficient approach to locate resources on the system, as a large number of peers could be traversed during discovery, causing delays and additional network traffic. Since there is no SPOF in the system, \(pure\) \(P2P\) systems provide the described advantages of \(P2P\) systems, in particular reliability, robustness, and scalability [44].

### 2.2.2 Structured P2P Systems

The limitations of \(unstructured\) \(P2P\) systems are addressed by \(structured\) \(P2P\) systems, in which data placement is controlled by a \(DHT\). A \(DHT\) provides a lookup service where resources are indexed using key-value pairs [17], [35]. Any
peer can use a key to retrieve the corresponding value efficiently. This approach solves the low-efficiency problem of unstructured P2P systems and ensures that a lookup is successful if the data is present in the system.

2.3 Distributed Ledger Technology

"We should think about the blockchain as another class of thing like the Internet."
Melanie Swan [39]

A DLT is a distributed database, which is replicated and synchronized across a P2P network, governed by a consensus mechanisms, and secured by cryptography [25], [29]. DLTs extend the concept of P2P systems by incorporating its characteristics, such as data immutability, integrity, fair access, transparency, non-repudiation of transactions, and cryptocurrencies [30], [50]. DLT systems differ in terms of data structures (Section 2.3.2), consensus algorithms (Section 2.3.3), permissions to access and perform operations on the network (Section 2.3.4), and the integration of smart contracts (Section 2.3.5), which are explained in the following sections [27].

2.3.1 Cryptographic Foundations

The section gives a brief overview of the cryptographic foundations, mainly hash functions and asymmetric cryptography, which provide the basis for DLTs.

Hash Functions

A hash function is a cryptographic algorithm that generates a single value with a fixed length, called a hash or hash value, out of arbitrarily large data input. The hash value is a sequence of letters and numbers, creating a unique digital fingerprint for verifying the integrity of transactions [51]. The key properties of a hash function are:

- A hash function is deterministic, meaning that it must always generate the same hash value for a given data input.
- A hash function is collision resistance, meaning that it is not possible to find a second data input that generates the same hash value with reasonable effort.
- A hash function ensures information hiding, meaning that for a given output of a hash function, there is no way to retrieve the input value.
The most commonly used hash function in the context of DLTs is the secure hash algorithm SHA-256. The hash value is a hexadecimal sequence with a length of 64 digits and 256 bits. To demonstrate the functionality of secure hash algorithm SHA-256, we use the two strings "distributed ledger technology" and "distributed ledger technology." as an example. We vary the two strings by adding a "." to the end of the first string.

**Input data:** "distributed ledger technology"
"2a96ccbeaee5fe993dce9c4b6c8922687f8df23f0d57526381353b102c4ccd3".

compared to

**Input data:** "distributed ledger technology."
"8ba62bfd23e0fe64d50ea0848df3a5c7cfdee907f656eda173ee5ab2dfbea90"

As one can see, two utterly different hash values have been created. Thus, the hash value can be considered a unique digital fingerprint for a data input.

### Asymmetric Cryptography

Asymmetric cryptography or public key infrastructure technology has become the focus of modern security mechanisms [52]. In contrast to symmetric cryptography that uses the same key to encrypt or decrypt data, asymmetric cryptography uses a pair of private and public key. The private key is only known to the owner to sign or encrypt data, whereas the public key may be known by other participants to verify or decrypt data [29]. In the context of DLTs, the signing and verification mechanism is used to authorize and verify transactions in the distributed network.

### 2.3.2 Data Structures

A data structure describes how transactions are stored in a distributed ledger and can be a blockchain or a directed acyclic graph [25], [29], [30]. A transaction can contain any type of data, ranging from cryptographically signed financial transactions to hashes of physical and digital assets, and executable programs (i.e., smart contracts) [25], [30]. In the following, we introduce the two most common data structures, namely blockchains...
and directed acyclic graphs (DAGs).

Figure 2.3: DLT data structures: Comparison of blockchain and directed acyclic data structures. A blockchain is an append-only linked list of blocks consisting of transactions, while a directed acyclic graph consists of individual transactions connected by the edges of the graph.

The blockchain data structure was developed by Satoshi Nakamoto [23] for the use in the cryptocurrency Bitcoin in 2008. As shown in Figure 2.3, a blockchain maintains an append-only linked list of blocks [23], [25]. Blocks are added to the blockchain in a chronological order and are secured using cryptography [29]. The first block of a blockchain is called the genesis block, which has no previous block. As depicted in Figure 2.4, each block consists of the block header and the block body. The block header includes the version, the Merkle root hash of the current block, the hash value of the previous block, the timestamp, the difficulty target, and the number only used once (NONCE). Blocks are connected by including the root hash of the current block and the hash value of the previous block in the block hash [29]. The block body contains the transaction data that is represented as a Merkle tree. To change only one transaction within a block, all subsequent blocks must be changed and rehashed.

Limitations of the blockchain data structure include scalability, transaction throughput, and high transaction fees. To solve these limitations, DLTs investigate the use of directed acyclic graphs (DAGs) as the underlying data structure.

---

2A Merkle tree [53] or hash tree is a tree of hash value from data, such as transactions, and allows the efficient verification of large data structures.
2 Distributed Systems

Figure 2.4: Blockchain data structure: A blockchain consists of a linear growing list of blocks holding a complete list of transactions in the form of a Merkle tree. Adopted from Zheng et al. [29].

In a directed acyclic graph (DAG), transactions are stored in the nodes, where each node holds a single transaction [54]. A DAG is a graph consisting of nodes and directed edges, in which there are no cycles. Thus, they can depict the sequence of transactions and prevent transactions from referring to themselves. Since nodes are obligated to order and validate their transactions, there is no need to select a leader [55]. DAGs promise to facilitate high scalability of transactions [55], and thus, the combination of DLTs and Internet of Things (IoT) devices, which require high transaction throughput and low power consumption [56]. Examples include Byteball [57], Nano [58], and the cryptocurrency IOTA [59], which uses the pay-it-forward principle, where each new transaction must confirm two existing transactions.

2.3.3 Consensus Mechanisms

A consensus mechanism refers to a mechanism by which a distributed system reaches consensus to make decisions without a central trusted authority [60]. Furthermore, it provides reliable communication by addressing the Byzantine Generals Problem. The Byzantine Generals problem [61] refers to the problem of how nodes in a distributed system can be confident that the information they receive is valid.
2.3 Distributed Ledger Technology

### Properties

<table>
<thead>
<tr>
<th></th>
<th>PoW</th>
<th>Pos</th>
<th>PBFT</th>
</tr>
</thead>
<tbody>
<tr>
<td>Validator identity</td>
<td>public</td>
<td>public</td>
<td>private</td>
</tr>
<tr>
<td>Energy saving</td>
<td>no</td>
<td>partial</td>
<td>yes</td>
</tr>
<tr>
<td>Tolerated power of adversary</td>
<td>&lt; 25% computing power</td>
<td>&lt; 51% stake</td>
<td>&lt; 33.3% faulty peers</td>
</tr>
</tbody>
</table>

Table 2.1: **Consensus mechanisms:** Comparison of the PoW, Pos, and PBFT consensus mechanisms. Adopted from Zheng et al. [29].

First, the consensus mechanism provides rules for selecting a node as a validator or leader that adds new blocks or transactions to the distributed ledger, thus, ensuring data consistency. Secondly, the consensus mechanism protects the system against manipulation, for example, by preventing double-spending and Sybil attacks. While double-spending assures that a transaction can only be used once, Sybil attacks describe the forgery of multiple peer identities to compromise data on the distributed ledger [30].

Various consensus mechanisms have been proposed to address the different needs of DLT applications. In the following, we introduce and compare the most widely used consensus mechanisms (see Table 2.1), namely **Proof of Work (PoW)**, **Proof of Stake (PoS)**, and **Practical Byzantine Fault Tolerance (PBFT)**.

**Proof of Work (PoW)** was introduced as the underlying consensus mechanism of the cryptocurrency Bitcoin [23]. In PoW, nodes compete to solve a complex cryptographic puzzle that requires computational power to select a node as a validator. The process of solving this cryptographic puzzle is called *mining*.

In the mining process, pending transactions are bundled into a block and broadcasted to the mining nodes in the network. The mining nodes then try to validate the block by finding a hash value for the block header (see Section 2.3.2) that is less or equal a target value by finding an arbitrary number for the **NONCE** using the brute force method. The first mining node that validates the block receives both a block reward and the transaction fees in the block [25], [64]. The validated block is added to the blockchain. The rewards provide an incentive system for the mining nodes to act honestly in the distributed network.

PoW implements the rule of the longest chain, where all nodes trust the longest chain because most of the computing power was invested in the creation of this chain [65].
To manipulate the PoW consensus mechanism of Bitcoin [23], it was assumed that at least 50% of the computing power is required, which is known as a 51% attack [66]. However, it has been shown that due to selfish mining strategies, only 25% is actually needed to forge transactions [67]. PoW has some drawbacks, such as low transaction rate and high energy consumption.

Proof of Stake (PoS) uses a weighted random selection process to select a node as a validator. The weight of each node is defined by factors, such as the stake (i.e., number of coins), the average age of these coins (i.e., coinage), and randomness. According to Bach et al. [68], the generated hash value must satisfy the following condition:

\[ \text{hashvalue} < \text{stake} \cdot \text{coinage} \cdot \text{target} \]

Nodes with a higher stake or coinage have a broader search corridor and can, therefore, find the hash value easier than nodes with less stake. It is assumed that nodes with higher stake have a higher interest in keeping the distributed ledger free from manipulations. PeerCoin [62] was the first cryptocurrency that used PoS in 2012. While PoW systems use the chain with the highest computing power as the main chain, PoS systems use the chain with the highest coin consumption [62], [68]. Furthermore, PoS does not require any time- and energy-intensive mining. With the PoS consensus mechanisms, an adversary would need to control at least 51% of the stake in the network to forge transactions [68].

In contrast to public networks, where validators are anonymous and driven by an incentive system, private networks assume that validators are known and trusted. Thus, more efficient consensus mechanisms, such as the PBFT [69], can be applied to address challenges, such as high energy consumption, low scalability, and data privacy.

Practical Byzantine Fault Tolerance (PBFT) refers to a state machine that is replicated across different peers [70]. The PBFT consensus mechanism requires that the distributed network consists of \( n = 3f+1 \) peers to be able to tolerate \( f \) faulty peers [71]–[73]. It uses a round-robin algorithm to select a peer as a leader, which is responsible for validating transactions and broadcasting them to the other peers. Once a client sends a transaction to the leader, a process is executed that consists of the following three phases: pre-prepared, prepared, and commit [29].
First, the leader creates a block containing the pending transactions and broadcasts the candidate block to other peers (pre-prepared phase). Next, the other peers will verify the block, and if it succeeds, they will broadcast prepare messages to the other peers (prepared phase). Peers do nothing if the verification fails. Finally, when peers receive prepare messages from 2/3 of the other peers, each peer then broadcasts a commit message (commit phase). As soon as the leader receives commit messages from 2/3 of the peers, the block is added to the distributed ledger, and the client sees the result.

Since PBFT is quite communication-intensive, it can lead to scaling problems if a certain number of nodes are present in the network.

### 2.3.4 Permissions

In literature, various permission types for DLT infrastructures are proposed (see [25], [30], [66]) and can generally be classified into the following two areas:

- **Permissions for joining the network** addressing the anonymity level of a validator (i.e., public and private networks) and the ownership of the DLT network.

- **Permissions to execute operations** such as writing, reading, or committing transactions on the distributed ledger addressing the trust level to a validator (i.e., permissionless and permissioned networks).

By coupling these two permission types, we obtain the widely used DLT network types, namely public-permissionless, public-permissioned, private-permissionless, and private-permissioned networks as shown in Figure 2.5.

In **public-permissionless** networks, anyone can join the network, read, write, and commit transactions. These networks allow anyone to create a public/private key pair to send transactions to the distributed ledger providing high anonymity and transparency in trustless environments. Examples include cryptocurrencies, such as Bitcoin [23], Ethereum [26], Zerocash [23], and Monero [28], which mainly use the Proof of Work consensus mechanism [76]. In **public-permissioned** networks, anyone can join the network and read transactions, but only authorized users can write and commit transactions. These networks typically use the Proof of Stake consensus mechanism providing high anonymity and moderate scalability. Examples include Ripple [77], EOS [78], Sovrin [79], and Ethereum [80] after the introduction of the Casper protocol.
In private-permissionless networks, only authorized users can join the network, read, write, and commit transactions. In private-permissioned networks, additional rights are required to write and commit transactions. Examples include Multichain [81] and Hyperledger Fabric [63].

2.3.5 Smart Contracts

A smart contract refers to a computer program that is stored, verified, and executed on a distributed ledger to automatically enforce the terms of an agreement between untrusted parties without the involvement of a trusted third party [82]–[84]. The concept of smart contracts was first described in 1997 by Nick Szabo [85] as a “computerized transaction protocol that executes the terms of a contract.” However, the use of smart contracts only became possible with the introduction of Ethereum [26] in 2015.

As shown in Figure 2.6, a smart contract has a state and executable code that are stored transparently on the distributed ledger [86]. The state of a smart contract includes an account balance and a private storage, which are updated each time the smart contract is invoked [82]. To invoke a smart contract, a user must send a transaction to the smart contract’s address. Depending on the content of the transaction, smart contracts can read/write data in the private storage, store value in the account balance, or send/receive transactions from users or other contracts [82]. A smart contract is deterministic, which means that the same input will always produce the same output.
For the execution of business logic, smart contracts may need to access data from external sources (e.g., sensor data), known as oracles. Oracles can be classified depending on the source of data (i.e., software, hardware, human), the direction of data (i.e., inbound or outbound), and the degree of trust (i.e., centralized or decentralized) [87]. In contrast to centralized oracles controlled by a single entity, decentralized or consensus-based oracles request data from multiple oracles to determine the validity and accuracy of data, increasing the reliability, security, and trust of external data sources [87].

Smart contracts can be applied to share data (e.g., distributed file storage), establish agreements (e.g., mortgage payment), manage identities (e.g., IoT devices), or define shared business logic (e.g., supply chain management) [27], [86], [88]. The advantages of smart contracts include the reduction of errors, fraud, and transaction fees by eliminating the need for intermediaries to verify and execute the terms of an agreement. However, smart contracts face various challenges, such as codifying (e.g., writing and testing smart contracts), security (e.g., exploiting vulnerabilities to initiate an attack), privacy (e.g., lack of transactional privacy), and performance (e.g., sequential execution of smart contracts) issues [82], [89].
3 First and lead author publications

In this chapter, we present the first and lead author publications the contribution of this dissertation is based on. Each publication is summarized before the reprint of a publication. Reprints are included in case the paper has already been published, or the reprint was granted. Each summary covers the goal, the approach, and the results of the publication.

Publication [A]
PartChain: A Decentralized Traceability Application for Multi-Tier Supply Chain Networks in the Automotive Industry
Daniel Miehle, Dominic Henze, Andreas Seitz, Andre Luckow and Bernd Bruegge

Publication [B]
Toward a Decentralized Marketplace for Self-Maintaining Machines
Daniel Miehle, Matthias M. Meyer, Andre Luckow, Bernd Bruegge and Michael Essig

Publication [C]
A Blockchain-based Flexibility Market Platform for EV Fleets
Gonzalo Munilla Garrido, Daniel Miehle, Andre Luckow and Florian Matthes

Publication [D]
Starling: A Blockchain-based System for Coordinated Obstacle Mapping in Dynamic Vehicular Environments
Daniel Miehle, Andreas Pfurtscheller and Bernd Bruegge

1Best paper nomination
3 First and lead author publications

3.1 PartChain: A Decentralized Traceability Application for Multi-Tier Supply Chain Networks in the Automotive Industry

This publication (Publication [A]) describes a novel DLT application for the tracking and tracing of parts in multi-stage supply chains.

Conference: 2019 IEEE International Conference on Decentralized Applications and Infrastructures (DAPPCON)
Number of Pages: 6
Review: Peer Reviewed (3 Reviewers)

The author of this dissertation contributed substantially to this publication, in particular concerning the development of the idea and approach, the conduction of the literature review, the elicitation of the business requirements, the design of the system architecture, the design and conduction of the evaluations, and writing the publication.

Goal

Due to manual and paper-based processes and incompatible IT systems, only limited or inconsistent information on the origin and transport history of vehicles and parts is available. Thus, multi-stage supply chains lack transparency, efficiency, and responsiveness. The goal of this DLT application was to create an open platform to ensure the authenticity and end-to-end traceability of vehicles and parts in multi-stage supply chain networks in the automotive industry.

Approach

We implemented a DLT application prototype that enables OEMs and suppliers to register and transfer physical parts across organizational boundaries. Each physical part is represented through a unique digital identity on the distributed ledger enabling the verification of the authenticity of parts. Smart contracts automate ownership transfers of parts in logistics processes if the terms of the order or delivery agreements are fulfilled. All events (e.g., origin and location of each part) are recorded on the distributed ledger,
3.1 PartChain: A Decentralized Traceability Application for Multi-Tier Supply Chain Networks

thus, providing traceability and auditability. Besides, we designed the PartChain user interface, which works as the trusted bridge between the physical and digital worlds.

Results

We conducted a case study with our industry partner to demonstrate the feasibility and value of our DLT application. In the case of quality and safety issues, the PartChain system supports OEMs and suppliers to detect defective parts and affected vehicles early, which facilitates timely and efficient recalls. Advantages include reducing the number of blocked or recalled vehicles and the duration of search operations as well as the detection of counterfeit parts, which reduces financial losses and increases vehicle safety. Moreover, the open platform approach provides a low entry barrier, which is essential for small- and medium-sized companies.

IEEE Reuse Requirements

With regard to the IEEE reuse requirements for dissertations, the accepted and not the published version of the publication is used in the following.
PartChain: A Decentralized Traceability Application for Multi-Tier Supply Chain Networks in the Automotive Industry

Daniel Miehle¹, Dominic Henze², Andreas Seitz², Andre Luckow¹, Bernd Bruegge²

¹BMW Group, Group IT, Munich, Germany
Email: {daniel.miehle, andre.luckow}@bmw.de
²Chair for Applied Software Engineering, Technical University of Munich, Munich, Germany
Email: {seitz, henzed, bruegge}@in.tum.de

Abstract—Supply chain networks in the automotive industry deal with numerous participants and parts on multiple tiers that are spread across several geographical locations. Due to their inherent complexity and high focus on data protection in a competitive original equipment manufacturer market, supply chains often lack transparency and responsiveness. However, legal authorities such as the Federal Motor Transport Authority of Germany or the National Highway Traffic Safety Administration of USA require end-to-end traceability of parts. This is particularly important for the identification of defective parts in recalls when multiple suppliers are involved. Affected parts must be promptly identified among several million vehicles. Manual investigation of the same results in high costs and risks. Another challenge is the detection of counterfeit parts, especially in after-sales markets. In this paper, we propose a decentralized supply chain traceability application called PartChain that enables the creation, monitoring, and sharing of a unique digital representation of a physical part across a supply chain network using blockchain technology. We conducted a case study with our industry partner to demonstrate the feasibility and potential of our concept. Here, physical parts were tokenized on a permissioned blockchain using our PartChain mobile app, enabling the storage of process data and the ownership transfer of parts in a reliable and immutable manner.

Index Terms—Blockchain Technology, Smart Contract, Supply Chain Management, Traceability, Decentralized Application

I. INTRODUCTION

Car manufacturers, commonly referred to as original equipment manufacturers (OEMs) act as integrators because they do not manufacture a majority of the parts they use in-house. They depend on numerous suppliers providing parts, which are delivered in supply chain networks. Supply chain networks are complex ecosystems consisting of multiple participants such as OEMs, suppliers, and logistics service providers (LSPs) exchanging material, information, and money. According to their rank in the supply chain networks, suppliers are called "tier-n" suppliers. A tier-1 supplier is a first rank supplier, who incorporates parts from a tier-2 supplier and so on. Each supply chain participant uses a local database representation and a company-specific data model leading to unavailable and potentially inconsistent information on the event history of a part. Therefore, in recalls, OEMs can identify which cars are affected. However, the process is cumbersome and often requires significant human intervention due to no common master data, compatibility issues, and missing standards. Thus, detection of defective and counterfeit parts is inefficient, expensive, and error-prone.

Blockchain technology records and shares data using a distributed ledger [1], which provides a single source of truth improving the speed and responsiveness of supply chain networks. A digital twin is a digital representation of a physical object [2], which can be tokenized and used to run business logic in smart contracts on a blockchain. PartChain is a decentralized traceability application for the creation and sharing of unique digital twins of component parts using blockchain technology. Furthermore, we developed the PartChain mobile app, which aims to address the inherent problem of an interface between the digital and physical world. We demonstrate the feasibility and potential of blockchain in a case study that involves tracking four parts across a supply chain consisting of one OEM, three suppliers, and one LSP.

This paper is structured as follows. In Section II we provide an overview of the foundations on which the PartChain concept is based and related works. Section III discusses our PartChain concept including a detailed requirement analysis. Section IV presents a description of the system design, the prototype, and our findings from an evaluation workshop with experts from the industry. The summary of the paper and its contributions are presented in Section V.

II. FOUNDATIONS

This section discusses the foundations on which our PartChain concept is based and a review of related works.

A. Distributed Ledger Technology

Distributed Ledger Technologies (DLTs) combine technologies such as peer-to-peer networks, cryptography, and consensus algorithms [3]. A DLT is a distributed database, which is replicated and synchronized across a decentralized peer-to-peer network using consensus algorithms. The distributed ledger stores data in an immutable way using cryptography. DLTs differ in terms of data structure, permissions to access the network and to initiate or mine transactions, consensus
algorithms, and smart contract integration [3]. One type of
DLT is blockchain technology. Blockchain technology was de-
veloped by Satoshi Nakamoto in 2008 for the implementation
of the cryptocurrency Bitcoin [4]. Thus, enabling participants
to exchange assets in a secure, trusted, and tamper-proof
way without the need of a central authority. A blockchain
maintains a linear growing chain of blocks that are secured
using cryptography [5]. Blocks are added to the blockchain
in a chronological order containing a hash of the previous
block, a timestamp, and a list of transactions [4]. Data and
transactions are processed and synchronized by the network
nodes using consensus algorithms. This keeps the nodes of
the blockchain consistent by providing a single source of truth
[1].

Blockchain networks can either be permissionless or per-
missioned. Permissions in this context can either be permis-
sions to access the network or to execute operation within
the network. In contrast to public blockchains, where anyone
can access the network, private blockchains require one or
more participants to grant access rights for each new node.
In permissionless blockchains, every participant can initiate
transactions, mine, and create smart contracts, whereas in
permissioned blockchains not all participants are allowed to
execute all operations. Moreover, in permissioned blockchains,
participants can have permissions to manage the network, e.g.,
to grant or invoke access rights.

B. Smart Contracts

The concept of self-executing smart contracts was first
introduced by Nick Szabo [6] in 1997 as a “computerized
transaction protocol that executes the terms of a contract”.
Following Alharby and van Moorsel [7], a smart contract in
the blockchain technology context is an “executable code that runs
on top of the blockchain to facilitate, execute, and enforce an
agreement between untrusted parties without the involvement
of a trusted third party”. Ethereum was the first blockchain
framework that enabled the integration of smart contracts [8].
Benefits of smart contracts include the reduction of errors,
fraud, time and costs of verification, and automatic execution
of processes [7], [9], [10].

C. Digital Twin

The concept of the digital twin was proposed by Grieves
A digital twin can be described as a digital representation of
a physical object across its lifecycle using real-time data [2],
[12]–[14]. A digital twin comprises of the physical object in
the physical world, the digital object in the digital world, and
the connection of data that ties the two worlds together.

D. Related Works

In literature, other blockchain-based traceability systems
focusing on different aspects in supply chain networks have
been proposed. For instance, Chen et al. [15] proposed a theo-
retical framework for a blockchain-based quality management
of supply chains addressing the challenge of lack of trust.

Nakasumi [16] presented a schema for information sharing
in supply chain management based on blockchain technology
addressing the problems of double marginalization and infor-
mation asymmetry. Tian [17] introduced a decentralized trace-
ability system for food safety and demonstrated its capabilities
using a demo scenario. Toyoda et al. [18] introduced an anti-
counterfeit product ownership management system for anti-
counterfeit and implemented a proof-of-concept of the system
using a decentralized application based on Ethereum.

Moreover, the use of blockchain technology within the
domain of digital twins is becoming popular in recent time. For
instance, Kennedy et al. proposed an anti-counterfeit method
based on embedded nano materials and blockchain technology
for 3D-printed parts [19]. Further, Heber et al. proposed the
use of blockchain technology in ensuring the traceability of
software configurations in vehicles [20].

However, the proposed solutions often lack concrete im-
plementation, evaluation, and hardly investigated the use of
private permissioned blockchain networks. In this paper, we
provide a detailed requirement analysis and implementation of
the PartChain system using a private permissioned blockchain
network. We introduce the PartChain mobile app as an in-
terface for connecting the physical and digital world. Fur-
thermore, we evaluate the system design in conjunction with
supply chain experts from the automotive industry.

III. PartChain

In this section, we present the idea of PartChain, a supply
chain traceability system, for supply chain networks.

A. Vision

The vision of the PartChain system is to enable participants
of supply chain networks to create and transfer a unique
digital twin of a physical part using a mobile device. OEMs
and suppliers can query parts and trace the complete event
history of the parts. In case a delivery contains defective parts,
OEMs and suppliers are able to identify affected parts and
vehicles promptly via the PartChain system, thus, speeding
up the clarification process. Furthermore, participants can
validate the authenticity of a part by checking if the part was
manufactured and delivered by registered suppliers and LSPs
on the PartChain network. In case an LSP tries to insert an
unregistered part (e.g., a counterfeit part) into the supply chain
network, the handover of the unregistered part is rejected and
made visible to all participants. When a LSP picks up an
OEM receives a delivery, the PartChain system checks whether
the conditions specified in the order or delivery contract are
fulfilled. Suppose the conditions are fulfilled, the ownership
transfer of a part is automatically executed and recorded on
the PartChain system. This eliminates the need for manual
signing. The corresponding inventories of the local enterprise
resource planning systems are simultaneously updated.

B. Requirements and Approach

The following functional and non-functional requirements
must be met to successfully implement a traceability system
for supply chain networks:
(1) **Provenance and Authenticity of Parts**: OEMs and suppliers must be able to record information about the parts they manufactured on the PartChain system. 

(2) **Tracking and Tracing of Parts**: Participants must be able to record all events concerning a part. Each record must include the current location and a timestamp.

(3) **Digitalization of Documents**: The handover of a part needs to be validated and recorded in the PartChain system eliminating manual signing and paperwork.

(4) **Access Control**: The PartChain system should only be accessible to registered participants.

(5) **Confidentiality**: Participants should only be able to view certain details of transactions according to their permissions.

(6) **Interoperability**: The PartChain system must support the integration of existing enterprise systems such as enterprise resource systems.

(7) **Low Entry Barrier**: The PartChain system should provide a minimal economic barrier to enable small and medium-sized companies to join the network.

Additionally, the focus on blockchain requires some other additional constraints. These are as follows:

(8) **No Central Authority**: The PartChain system should be decentralized without the need of a central authority that maintains part data or the transfer of ownership. Thus, there is no single point of failure and compromise. This brings about trust and auditability in the supply chain network.

(9) **Verifiability**: Each participant should be able to verify whether data were changed.

![PartChain Analysis Object Model](image)

**Fig. 1. PartChain Analysis Object Model**: The model provides a better clarification of the problem domain and an approach for the development of the solution.

**C. Analysis**

For a better understanding of the problem domain we created an analysis object model (Figure 1). There are three types of Participants in the supply chain network: OEM, Supplier, and LSP. OEMs and Supplier can produce Parts, which are either Component Parts or Assembly Parts. Assembly Parts contain a list of Component Part. Each Part is assigned to a Participant. There are two types of Contracts: Order Contract and Delivery Contract. OEMs and Supplier can create an Order Contract to request new Parts from a Supplier. The selected Supplier can create a Delivery Contract based on the Order Contract, which specifies the delivery conditions. The analysis of the problem domain is kept as generic as possible to represent a multitude of scenarios. The Participant and Contract taxonomies make it possible to extend and adapt the proposed decentralized traceability application.

**D. Top-Level Design**

Top-Level Design (c.f. Figure 2) focuses on the main components and technologies of the solution approach. It comprises the following four layers: Asset, Application, Middleware, and Distributed Ledger.

(1) **Physical Layer**: The Physical Layer consists of Parts and Contracts, which are digitalized using the PartChain Mobile App on the Application Layer.

(2) **Application Layer**: Before participants can interact with the Permissioned Blockchain, they need an invitation that must be validated by one or more participants that manage the network permissions. They can grant and revoke permissions such as access rights via the PartChain Web App. Each change of permission is recorded and thus traceable on the Permissioned Blockchain. Subsequently, each participant can initiate different transactions using the PartChain Mobile App based on their permissions.

(3) **Middleware Layer**: The Communication Gateway is responsible for the communication and works as an adaptor for the Application Layer, the Permissioned Blockchain, and the Off-Chain DB. The PartChain Mobile App and PartChain Web App can send, write, and read requests to the Communication Gateway on the Middleware Layer, which transmits it to the Distributed Ledger Layer. The Communication Gateway can also fetch metadata such as the address of a participant from the Off-Chain DB. The Off-Chain DB represents the database of other existing systems such as enterprise resource planning systems.

(4) **Distributed Ledger Layer**: The Distributed Ledger Layer is responsible for data storage. The proposed systems uses a Permissioned Blockchain, which provides a selective level of privacy and low transaction times and costs. When data is recorded in the Permissioned Blockchain, it is verified and synchronized across all Nodes in the network.

**IV. CASE STUDY**

Herein, we discuss the application of the proposed PartChain concept and the status of our prototype. We implemented the prototype using the Hyperledger Fabric framework\(^1\). A detailed discussion of the PartChain system and its use cases are presented after presenting an overview of the blockchain network definition.

\(^1\)https://www.hyperledger.org/projects/fabric
Fig. 2. Top-Level Design of the PartChain system: The PartChain system comprises of four layers, which are as follows: Physical, Application, Middleware, and Distributed Ledger. The key component is the Communication Gateway in the middleware layer, which acts as an adapter between the Application Layer, Distributed Ledger Layer, and the Off-Chain DB.

A. Objectives

A prototype is used to verify the feasibility of the proposed system and to examine feedback by employees of our industry partner. We implemented a prototype of the proposed system to provide further insights into the benefits and challenges of permissioned blockchain networks.

B. Concept and Use Cases

Herein, we discuss the use cases of the prototype, the involved participants, parts, transactions, and smart contracts in detail. In the prototype, only registered participants can interact with the blockchain network. Participants can be OEMs, suppliers, or LSPs. OEMs and suppliers have access to all transactions and operations including network management, whereas LSPs can only initiate the handover of parts and scan them for information. Further, we discuss the use cases of the proposed PartChain concept as shown in Figure 3. The key component of our PartChain concept is the PartChain mobile app. Each time a participant scans a part, the current location and a timestamp is recorded in the event history of that part, enabling comprehensive tracking and tracing of parts.

OEMs and suppliers can (1) Register a Part on the Blockchain as a Digital Part by scanning the quick response (QR) code of a part using the PartChain mobile app. Also, component parts can be added to an assembly part by scanning their QR codes.

We developed two smart contracts that can be used to digitize order and delivery contracts. The two smart contracts can automatically verify and execute the conditions for the transfer of ownership of a Digital Part. The two points where the transfer of ownership is needed are between supplier and LSP and between LSP and an OEM or another supplier.

In the case of low inventory, an OEM or supplier can (2a) Create an Order. The order sets the conditions for the Order Contract such as the quantity of parts required, the supplier and the requested delivery date. The selected supplier is notified and can either (2b) Create a Delivery or decline the Order. The supplier scans the QR codes of each part using the PartChain mobile app to add parts to the delivery. Next, the supplier assigns the delivery to a registered LSP. The entered information sets the condition for the Delivery Contract.

The selected LSP is notified to (2c) Pick-Up the Delivery. The LSP opens the pending delivery and scans the QR codes of the parts provided by the supplier to collect the delivery. The Delivery Contract verifies if the scanned parts match the specified conditions. If the conditions are met, the pick-up of the parts is accepted and the ownership of the digital parts is transferred from the supplier to the LSP on the blockchain.

In the case of low inventory, an OEM or supplier can (2d) Accept an Order. The OEM or Supplier needs to open the respective delivery and scan the QR codes of the received part. The Order Contract verifies if the received parts and the requested delivery date match with the specified conditions. If the conditions are met, the receipt of the parts is accepted and the ownership of the digital parts is transferred from the LSP to the respective supplier or OEM on the blockchain. If a participant tries to scan, e.g., the QR code of an unregistered part, the conditions of the smart contract would not be met. In such a scenario, the PartChain mobile app returns an error message and the ownership transfer of the unregistered part is rejected and is recorded on the blockchain.

Each participant can obtain details of a part by (3) Scanning the Part. The PartChain mobile app displays basic information and the complete event history of a part either as a list or a map. Furthermore, each participant can query for specific part IDs or part numbers (i.e., the type of part under consideration), and batch numbers, thus enabling a comprehensive tracking and tracing.

C. Hardware/Software Mapping

Figure 4 shows the hardware, software, and communication mechanisms between components that were used to implement the PartChain prototype.

The Application subsystem contains two components: the PartChain Mobile Client and the Web Client. The Web Client component was implemented using Angular 5, running on a local server. Participants with access to the permissions management can login into the PartChain Web App using their Hyperledger Fabric credentials to add or edit permissions. Through the PartChain Mobile App, participants can initiate
and query transactions such as register part, create order, or create delivery.

The key component of the Middleware subsystem is the Composer REST Server, which provides a REST interface to the PartChain Mobile and the PartChain Web Apps. It works as an adapter for the Hyperledger Fabric and for the Off-Chain DB by enabling interoperability between the blockchain and existing systems. The Off-Chain DB uses a SQL Database. Both, the PartChain Web and the Mobile Apps, communicate with a Peer using the Composer REST Server via HTTP.

In the Hyperledger Fabric framework, a Peer represents a node of the blockchain network. A Peer contains a Ledger and the PartChain Code. The Ledger contains the sequenced, tamper-proof record of all transactions that are synchronized across all Peers. The PartChain Code defines, among other things, the smart contracts and transaction types. Furthermore, each Peer can propose and submit new transactions to the Ledger, thus changing the World State DB that uses an Apache CouchDB. Transactions are processed by the following Hyperledger Fabric components: The Certificate Authority (CA) provides a number of certificate services to the participants such as the validation of new transactions. The Orderer arranges a new transaction, proposed by a Peer, into blocks and broadcasts the newly created block to all Peers in response.

D. Findings

In this section, we discuss the challenges and limitations of the current development status regarding the PartChain prototype. Although blockchain technology is still in its initial stage, it is obvious that the technology has enormous potential in addressing the challenges lack of transparency and responsiveness in supply chain networks.

We registered 1000 parts on the blockchain with an average transaction time of 0.5 s, enabling information to be shared across the network in a near real-time manner. However, we faced several issues during the development process. The challenges include the immaturity of the Hyperledger Fabric composer tools, which complicated the development process and interfacing with the blockchain component. Additionally, we were not able to view details of transactions. Hence, we had to query individual transaction histories rather than using the intended historian application programming interface.

The PartChain prototype was successfully demonstrated in an evaluation workshop with employees from corporate quality, innovation, information technology, and logistics department of our industrial partner. The participants acknowledged the ability of blockchain technology to improve cross-organization collaboration in supply chain networks. From a business standpoint, however, it is crucial to establish common standards. Hence, the collaboration in business and technology consortia is essential. Our future projects will focus on the most valuable parts, namely A parts according to the ABC inventory analysis. From a technology standpoint, secure and tamper-proof identification of physical parts has to be ensured to verify the authenticity of the parts. Cryptographic anchors could be a promising solution for this purpose.
Fig. 4. PartChain Deployment Diagram: The figure shows the deployment diagram of the PartChain System. The "Middleware" and "Blockchain" subsystems are deployed using docker container and thus can be deployed for any provider.

V. CONCLUSION

Complex supply chain networks lack transparency and responsiveness. Hence, they hardly provide easy and automated ways of ensuring traceability or proving the authenticity of parts. Here, we presented PartChain and its implementation using the Hyperledger Fabric framework. The idea of PartChain is to create, monitor, and share a unique digital representation of a physical part across a supply chain network in a secure and tamper-proof manner. Hence, the PartChain mobile app bridges the gap between the digital and physical world using a mobile device enabling the digitalization of physical supply chain processes. PartChain provides a cost-efficient possibility to establish a supply chain traceability system with a low barrier to entry, which is particularly important for small- and medium-sized companies.

Here, we addressed the functional and non-functional requirements and constraints described in Section III-B. The requirements of (1) Provenance and Authenticity of Parts, (2) Tracking and Tracing of Parts, (3) Digitalization of Documents and (7) Low Entry Barrier were addressed by introducing a mobile application in the supply chain process. This application creates an easy to use transition between the physical object and the digital twin. The (4) Access Control and (5) Confidentiality requirements were achieved using a private permissioned blockchain, which introduced a permission system. Finally, the required (6) Interoperability was archived using an adapter to an external Off-Chain database. This database stores additional information about participants and parts.

However, the application and evaluation of the scalability of the PartChain in real-world scenarios were not addressed in this paper. Therefore, our future work would focus on investigating the integration of existing systems, development of reusable micro services, and integration of IoT devices and artificial intelligence to automate data collection and analysis for optimizing supply chains. Moreover, as an increased amount of data is expected to be managed by blockchain-based systems, the adoption of blockchainless frameworks (e.g., IOTA and Hedera Hashgraph) that provide the necessary scalability need to be investigated.

REFERENCES

PartChain: A Decentralized Traceability Application for Multi-Tier Supply Chain Networks in the Automotive Industry

Conference Proceedings:
2019 IEEE International Conference on Decentralized Applications and Infrastructures (DAPPCON)

Author: Daniel Miehle
Publisher: IEEE
Date: Apr 2019

Copyright © 2019, IEEE

Thesis / Dissertation Reuse

The IEEE does not require individuals working on a thesis to obtain a formal reuse license, however, you may print out this statement to be used as a permission grant:

Requirements to be followed when using any portion (e.g., figure, graph, table, or textual material) of an IEEE copyrighted paper in a thesis:

1) In the case of textual material (e.g., using short quotes or referring to the work within these papers) users must give full credit to the original source (author, paper, publication) followed by the IEEE copyright line © 2011 IEEE.
2) In the case of illustrations or tabular material, we require that the copyright line © [Year of original publication] IEEE appear prominently with each reprinted figure and/or table.
3) If a substantial portion of the original paper is to be used, and if you are not the senior author, also obtain the senior author's approval.

Requirements to be followed when using an entire IEEE copyrighted paper in a thesis:

1) The following IEEE copyright/credit notice should be placed prominently in the references: © [year of original publication] IEEE. Reprinted, with permission, from [author names, paper title, IEEE publication title, and month/year of publication]
2) Only the accepted version of an IEEE copyrighted paper can be used when posting the paper or your thesis online.
3) In placing the thesis on the author's university website, please display the following message in a prominent place on the website: In reference to IEEE copyrighted material which is used with permission in this thesis, the IEEE does not endorse any of [university/educational entity's name goes here]'s products or services. Internal or personal use of this material is permitted. If interested in reprinting/republishing IEEE copyrighted material for advertising or promotional purposes or for creating new collective works for resale or redistribution, please go to http://www.ieee.org/publications_standards/publications/rights/rights_link.html to learn how to obtain a License from RightsLink.

If applicable, University Microfilms and/or ProQuest Library, or the Archives of Canada may supply single copies of the dissertation.

BACK CLOSE
3.2 Toward a Decentralized Marketplace for Self-Maintaining Machines

This publication (Publication [B]) describes a visionary DLT application, that enables self-maintaining machines to act autonomously across an industrial marketplace.

**Conference:** 2019 IEEE International Conference on Blockchain  
**Number of Pages:** 8  
**Review:** Peer Reviewed (3 Reviewers)

The author of this dissertation contributed substantially to this publication, in particular concerning the development of the idea and approach, the conduction of the literature review, the elicitation of the business requirements, the design of the system architecture, the design and conduction of the evaluations, and writing the publication.

**Goal**

Industrial procurement processes are characterized by manual processes and offer hardly any technical solutions that allow machines to order and pay for materials and services autonomously. The goal of this DLT application was to create an open marketplace and to enable machines to act as economically, autonomous machines in that marketplace to streamline industrial procurement processes.

**Approach**

First, we conducted a structured literature review to provide an overview of the current state of research at the intersection of DLTs and industrial procurement. We realized a conceptual implementation of the DLT marketplace, which enables the management of the (i) marketplace, (ii) quotations, and (iii) orders using nine smart contracts. Machines can autonomously create orders, including the search and selection of quotations, and accept orders. For the selection of quotations, we developed a quotation ranking procedure that includes the material price and supplier evaluation. Thereby, the supplier evaluation works as an incentive system. To evaluate our prototype, we conducted a semi-structured interview with thirteen experts from the automotive industry.
Results

We conducted a case study with our industry partner to demonstrate the functionality of our DLT application. On a business level, the results of the semi-structured interview showed that operational procurement tasks would be more likely affected by DLTs than strategic procurement tasks. The respondents confirmed the highest value of the DLT in the area of Ordering and Payment (77%) and Monitoring of Orders (69%) improving the traceability and auditability of industrial procurement processes. On a technical level, the case study highlighted that economically, autonomous machines require verifiable digital identities to enable secure and trusted interactions on the marketplace (e.g., by using secure hardware modules).

IEEE Reuse Requirements

With regard to the IEEE reuse requirements for dissertations, the accepted and not the published version of the publication is used in the following.
Toward a Decentralized Marketplace for Self-Maintaining Machines

Daniel Miehle1, Matthias M. Meyer2, Andre Luckow3, Bernd Bruegge1, Michael Essig2
1Technical University of Munich, Germany
Email: daniel.miehle@tum.de, bruegge@in.tum.de
2Bundeswehr University Munich, Germany
Email: {ma.meyer, michael.essig}@uniwb.de
3Munich University of Applied Sciences, Germany
Email: luckow@nm.ifi.lmu.de

Abstract—Industrial procurement processes are inefficient, expensive, and error-prone as they require the agreement of numerous participants, audit-proof documentation, and are characterized by a high number of manual tasks. Blockchain technology has the potential to counter these challenges by combining peer-to-peer networks, cryptography, and consensus algorithms. A blockchain is a decentralized database that stores transactions and data transparently, chronologically, and tamper-proof in a distributed network. In this paper, we present a blockchain-based industrial marketplace, where machines have an identity and account for selecting, ordering, and paying materials in an automated manner using smart contracts. This allows manufacturers with a low real-net-output-ratio, such as car manufacturers that depend on numerous suppliers, to optimize their purchasing processes. Using our case study, we demonstrate prototypical implementation of the decentralized marketplace and its applications in the area of industrial maintenance. Furthermore, we conducted a semi-structured interview with procurement and information technology experts from the automotive industry. The results indicate that our prototype offers a promising approach streamlining procurement processes within the next two to five years.

Index Terms—Blockchain Technology, Smart Contract, Machine-to-Machine Economy, Smart Maintenance, Smart Procurement, Industry 4.0

I. INTRODUCTION

Procurement describes the process of acquiring materials or services from external partners. Procurement processes are characterized by a high number of manual activities, the coordination of numerous external sources, and high costs (e.g., for escrow services). Due to the growing complexity and individualization of products, manufacturers are facing an increasing number of parts and part variants, which in turn lead to a growing number procurement tasks. As a result, current industrial procurement processes are inefficient, expensive, and error-prone.

In the following, we will concentrate on procurement processes in the automotive sector, where around two thirds of the value added is generated by external partners. Therefore, optimizing existing processes and integrating new processes that increase efficiency and transparency is key to remaining competitive. The goal is to increase automation rates, accelerate international financial transactions, and build a trusted infrastructure to ensure the integrity of procurement processes and the liquidity of companies. Blockchain technology presents promising opportunities for countering these challenges and add new value to industrial procurement processes (see e.g., [1]–[3]). Blockchain is a decentralized database that stores transactions transparently, chronologically, and tamper-proof in a distributed network [4]. It provides the foundation for securely exchanging tangible (e.g., materials) and intangible assets (e.g., digital currencies). Integrating blockchain technology into industrial procurement processes represents the first step toward a machine-to-machine economy, which describes the vision whereby machines become active participants in business processes.

In this paper, we present a decentralized industrial marketplace for materials using an example from industrial maintenance. The blockchain-based marketplace enables machines to have a secure and trustworthy digital identities and their own accounts. Hence, machines can select, order, and pay for materials (e.g., consumables and spare parts) in an autonomous manner using smart contracts. Each step of the procurement process is reliably recorded on the blockchain, creating a tamper-proof audit-trail. We show that blockchain has the potential to streamline and accelerate procurement processes and reduce costs by eliminating the roles of intermediaries (e.g., banks). We demonstrate the feasibility and potential of blockchain in a case study that involves 10 companies, 50 machines, 10 quotations, and over 1000 transactions.

This paper is structured as follows. In Section II, we provide an overview on foundations and a structured review on the investigated literature. Section III presents the vision and conceptual structure of the decentralized industrial marketplace, and describes the vision, requirements, and the proposed system design of the marketplace. In the case study in Section IV, we discuss the prototypical implementation of the Smart Contracts using the Hyperledger Fabric Blockchain framework. We validate the prototypical implementation in Section V by means of a semi-structured interview with experts from the industry. Section VI summarizes the paper and its contributions.
II. BACKGROUND AND RELATED WORK

This section describes relevant foundations on which our decentralized marketplace is based on and reviews the related work.

A. Blockchain Technology

Blockchain technology is a type of distributed ledger technology (DLT) that refers to a decentralized database, which is distributed across multiple nodes and locations. Blockchain was first developed by Satoshi Nakamoto in 2008 as the underlying technology for the cryptocurrency Bitcoin [4]. A blockchain network records and shares data in a secure trusted, and tamper-proof manner using cryptography and consensus algorithms without the need for a trusted third-party [5]. A blockchain is a list of blocks that consists of a timestamp, a nonce, a hash value, and transactions as payload [4]. Each block is linked to its previous block through a cryptographic hash. Consensus algorithms ensure that the decentralized and distributed databases are kept consistent and thus, provide a single source of truth [6]. Several approaches exist for reaching consensus in blockchain networks. In public blockchains such as Bitcoin and Ethereum, anyone can access the network. Data and transactions are visible to all participants and everyone can join the consensus process [7]. Consensus in public blockchains is mainly realized through Proof-of-Work (PoW) and Proof-of-Stake (PoS). In private blockchains such as Corda and Hyperledger, only pre-selected nodes can access the network and participate in the consensus process [7]. Therefore, they can use more efficient consensus algorithms such as Practical Byzantine Fault Tolerance (PBFT) algorithms, which focus on speed and scalability.

B. Smart Contract

Nick Szabo [8] first described the idea of smart contracts as a digital protocol that automatically carries out the terms of an agreement. Ethereum was the first general purpose blockchain framework that provided the ability to integrate smart contracts [9]. Smart contracts provide a programmed algorithm that can be used, e.g., for executing contracts or automating business processes [10]. This makes it possible for agreements and transactions to be carried out among parties or machines in a traceable, transparent, and irreversible manner without the need for a trusted third party [11]. Benefits of smart contracts include reducing errors, time and costs for verifying and executing processes [10], [12], [13].

C. Procurement

Following [14], procurement describes the “management of the external resources of an enterprise.” The overall goal of procurement is to secure the availability of all materials and services that are needed for realizing and steering the primary and supporting activities of a company [14]. Purchasing describes a subset of procurement and refers mainly to buying materials or services. Procurement tasks can be divided into strategic and operational tasks [14], [15]. The focus of operational procurement is to meet daily purchasing needs, such as ordering materials and services, monitoring orders, and evaluating suppliers [14]. Strategic tasks deals with long-term sourcing objectives of companies, such as supplier portfolio management and improving purchasing processes [14], [16].

D. Maintenance

Maintenance is defined as any task performed that keeps technical equipment in or returned to proper working condition [17]. There are two major maintenance tactics, namely corrective and preventive maintenance [17], [18]. Corrective maintenance is performed after detecting the failure (e.g., due to an unexpected breakdown of a machine) [17], [18]. Preventive maintenance includes time-based and condition-based maintenance activities for detecting and correcting incipient failures of machines before failures occur [17], [18]. Condition-based maintenance monitors the condition of machines using sensors to estimate when maintenance services need to be performed [17], [18].

E. Related Work

For the design of our literature review, we rely on methods presented by Bandara et al. [19], vom Brocke et al. [20], and Webster and Watson [21]. Based on this, we derive four steps: Subsequent to a literature search (1), relevant articles are identified (2) and further analyzed (3). Afterward, the results of the analysis are structured (4). With the aim of analyzing a wide range of research literature, we query the databases listed in Table 1. We use search terms for blockchain technologies and related concepts (i.e., distributed ledger technologies, smart contracts) and link them via an AND operator to terms that ensure search results within marketplaces and relevant industrial application domains such as procurement and maintenance.

<table>
<thead>
<tr>
<th>TABLE I PARAMETERS OF KEYWORD SEARCH</th>
</tr>
</thead>
<tbody>
<tr>
<td><strong>Databases</strong></td>
</tr>
<tr>
<td><strong>Search Fields</strong></td>
</tr>
<tr>
<td><strong>Source Types</strong></td>
</tr>
<tr>
<td><strong>Search Term</strong></td>
</tr>
</tbody>
</table>

The search strategy renders a total of 181 results. Relevant papers were selected by analyzing titles, abstracts and full text. The literature analysis results in 19 papers (doubles removed). All relevant papers were published after the year 2016. When looking at the year distribution of the selected papers, 1 paper (5%) was published in 2016, 3 papers (16%) in 2017, 14 papers (74%) in 2018 and 1 paper (5%) was published in 2019. Regarding the geographic distribution of the selected papers, the top countries of authors are Germany (21%) and the United States of America (16%). Furthermore, we clustered the publications by the type of marketplace and procurement tasks (Table 1). Thus, assigning one paper to multiple criteria is possible.
TABLE II
OVERVIEW OF THE INVESTIGATED LITERATURE

<table>
<thead>
<tr>
<th>Application Areas</th>
<th>Papers</th>
</tr>
</thead>
<tbody>
<tr>
<td>A. Marketplaces</td>
<td>[1], [22]–[31]</td>
</tr>
<tr>
<td>Data Marketplace</td>
<td>[22], [27], [29]–[31], [35]</td>
</tr>
<tr>
<td>Physical Asset Market</td>
<td>[1], [3], [28], [29], [34]</td>
</tr>
<tr>
<td>B. Procurement Use Cases</td>
<td></td>
</tr>
<tr>
<td>Payment Infrastructure</td>
<td>[22], [27], [29]–[31], [35]</td>
</tr>
<tr>
<td>Contract Creation</td>
<td>[1], [3], [35]</td>
</tr>
<tr>
<td>Order Management</td>
<td>[1], [3], [34], [35]</td>
</tr>
<tr>
<td>Regulatory Transparency</td>
<td>[2], [3], [26], [36]</td>
</tr>
<tr>
<td>Demand Planning</td>
<td>[1], [3], [28]</td>
</tr>
<tr>
<td>Supplier Evaluation</td>
<td>[1], [3], [29]</td>
</tr>
<tr>
<td>Tracking and Tracing</td>
<td>[2], [3], [36]</td>
</tr>
<tr>
<td>Price Negotiation</td>
<td>[2], [36]</td>
</tr>
<tr>
<td>Supplier Selection</td>
<td>[2], [36]</td>
</tr>
</tbody>
</table>

Blockchain technology has been considered as a possible solution for marketplaces due to ownership neutrality [22], [29], data integrity [29], [32], data privacy [22], [24], [29], and security [22], [29].

In the field of marketplaces, 44% of articles were published on Data Markets (e.g., trading of consumer data), 28% percent deal with Digital Asset Marketplaces (e.g., purchasing apps for edge devices) or Physical Assets Marketplaces (e.g., purchasing consumables in industrial manufacturing), respectively.

The following procurement use cases are mentioned in order of frequency of response (cf. Table I). The majority of publications deals with Payment Infrastructure, such as procure-to-pay processes using blockchain technology. Other use cases include automated Order Management by machines [1], [3], Supplier Evaluation [1], [2], Tracking and Tracing of materials in complex supply chain networks [2], [3], [26], [36], and Price Negotiations such as e-auctions [2].

In the following, we refer to publications that are closely related to the vision of our decentralized industrial marketplace. For example, Bahga et al. [1] introduce a blockchain-based platform for industrial internet of things in manufacturing enabling machines to execute micropayments for consumables. Nicoletti et al. [2] describe an auction system based on smart contracts to store negotiated contracts and automate settlement improving data integrity, security, and transparency. Setz et al. [32] introduce a decentralized marketplace for industrial edge applications that relies on blockchain to create transparency for all stakeholders involved and to enable the traceability of app installations on edge devices. Teuteberg et al. [3] propose a blockchain-based order process for increased auditability and automation enabled using smart contracts. However, research at the interface of blockchain technology and industrial procurement processes in terms of theoretical concepts and empirical evaluation (e.g., implementation of prototypes) is yet scarce. In addition, there is no holistic approach that combines the various industrial procurement tasks on a single blockchain-based marketplace.

III. MARKETPLACE

In this section, we describe the vision, functional and non-functional requirements, and the architecture of the decentralized industrial marketplace.

A. Vision

In our vision machines become self-determined market participants in industrial environments. Machines are able to interact with other machines or humans over an industrial decentralized marketplace. Suppliers can initiate quotations into the decentralized marketplace. Buyers of companies serve as quality gate and have to approve initiated quotations as materials have to meet companies standards to make them available to their machines. Smart contracts enable machines to perform various actions such as selecting quotations, ordering materials from other machines, and booking of maintenance services in an automatic and audit-proof manner. Machines are able to confirm the arrival of material, pay for them, and rate the supplier performance based on defined criteria. By running on a peer-to-peer network, participants have control over the marketplace and machines can use digital currencies and escrow services, which only release money once the materials have been delivered. Furthermore, service engineers can document performed services and installation of spare parts in a digital service book increasing the resale value. The digital service book can be shared with authorized third parties.

B. Requirements and Approach

There are different procurement and awarding methods, including the marketplace principle and request for quotation (RfQ) process, which focuses on standard and specific materials and services, respectively. In the marketplace principle, machines are able to select materials based on an algorithm based on quotations approved by buyers of the associated company. Buyers and suppliers are responsible for ensuring that quotations are available in the marketplace and are selectable for machines. In the RfQ process, machines actively ask for specific materials. Requested suppliers participate in a bidding process. In this paper, we consider the marketplace principle as it represents the first step towards an automatic selection process of machines using current technological capabilities.

The following functional and non-functional requirements must be met to successfully implement an industrial marketplace for self-maintaining machines:

1) Quotation Management: Suppliers must be able to initiate quotations into the marketplace. Buyers must be able to approve quotations to make them available to their machines.
2) Order Management: Machines must be able to select approved quotations in the marketplace to create an order for materials. Furthermore, machines must be able to confirm the arrival of materials.
3) Supplier Evaluation: Machines must be able to evaluate the performance of suppliers.
(4) Financial Transactions: Machines must be able to execute payments to other machines or suppliers.
(5) Digital Maintenance Book: Service engineers must be able to record their performed maintenance services and the installation of materials.
(6) Independence: The marketplace should be a decentralized system in which there is no regulating authority.
(7) Traceability: All activities and events must be documented for regulatory reasons in an audit-proof manner. The records must be traceable for the involved participants.
(8) Access Control: The marketplace should only be accessible to registered participants and machines.
(9) Privacy: The marketplace must be able to make private transactions.
(10) Data integrity: The marketplace must assure the accuracy and consistency of data.
(11) Availability: The marketplace must be available at any time.
(12) Scalability of Transactions: The marketplace must be able to process a large number of transactions.
(13) Scalability of Participants: The marketplace must be able to include a large number of participants.

C. Analysis

We created the analysis object model (see Figure 1) to better describe the structure of the problem domain and the relationships among the objects.

![Analysis Object Model](image)

Fig. 1. Analysis Object Model: The model supports to better understand the problem domain and to develop the solution approach of our concept.

There are four participants that interact with the marketplace, namely Supplier, Buyer, Machine, and Service Engineer. Suppliers can initiate Quotations into the marketplace and provide Materials. Buyers can approve Quotations that meet corporate standards, to create a purchasing framework for their Machines. Machines can select approved Quotations based on a selection algorithm that takes criteria such as price and supplier rating into account, and can place Orders for required Materials. In case maintenance services (e.g., the installation of a spare part) are required, Machines can also book a Service Engineer for the planned arrival time for Materials. Machines can confirm the arrival of materials, pay for them, and evaluate the Supplier based on its performance. Supplier ratings can be used by all participants in the marketplace. After the Service Engineer has serviced the Machine, the performed services and installed Materials are recorded on a digital maintenance book.

The analysis of the problem domain is kept as generic as possible to represent a multitude of scenarios. The Order taxonomy allows us to extend and adapt our system.

D. Architecture

Figure 2 shows the proposed architecture for the decentralized industrial marketplace, which focuses on the main components and technologies of the solution approach. It comprises the following four layers: Physical, Application, Middleware, and Distributed Ledger.


2. Application Layer: The Maintenance Mobile App, Marketplace Web App, and Machine App are used to create, monitor, and share digital representations of assets of the Physical Layer. Before users and Machines can interact with the Permissioned Blockchain, they need an invitation that must be validated by one or more participants, who are allowed to manage the marketplace permissions via the Marketplace Web App. To interact with the marketplace service engineers use the Maintenance Mobile App on the shopfloor, buyers and sellers use the Marketplace Web App, and Machines use the Machine App.

3. Middleware Layer: The Communication Gateway works as an adaptor for the Application Layer, the Permissioned Blockchain, and the Off-Chain DB and is responsible for the communication. The Maintenance Mobile and Marketplace Web App can initiate, read, and write requests and transactions to the Communication Gateway on the Middleware Layer, which transmits it to a company Node in the Distributed Ledger Layer. In contrast, each Machine within its Machine App operates its own Node, which allows it to have a blockchain identity and account. The Communication Gateway can fetch metadata such as the participant’s address from the Off-Chain DB, which represents the database of other existing systems, such as enterprise resource planning systems.

4. Distributed Ledger Layer: The Distributed Ledger provides data storage and ensures the execution of smart contracts in a decentralized and trusted manner. The marketplace uses a Permissioned Blockchain, which provides a selective level of privacy as well as low transaction times and costs. Therefore, it is very feasible to introduce further transactions and participants. Each activity such as the payment of material is recorded and is thus traceable on the Permissioned Blockchain.
Fig. 2. **Top Level Design:** The marketplace architecture consists of four layers including the Physical, Application, Middleware, and Distributed Ledger. The Maintenance Mobile App, Marketplace Web App, and Machine App act as interfaces and allow the interaction among the Physical Layer, the Off-Chain DB, and the Permissioned Blockchain.

IV. CASE STUDY

In this section, we discuss the application of the proposed industrial marketplace concept and the status of our prototype. We present a discussion of payment implementation options and the required smart contracts.

A. Objectives

The prototype is used to verify the technical feasibility of the industrial marketplace concept and to examine feedback by our industry partner. In the case study, we focus on the implementation of the smart contracts for the decentralized marketplace using Hyperledger Fabric. Therefore, not all parts of the proposed architecture (e.g., user interfaces) were implemented.

B. Payment Implementation Options

There are different options that provide digital currencies in blockchain-based systems:

**Digital Currencies:** Existing digital currencies / cryptocurrencies such as Bitcoin or Ether can be used that provide easy access and divisibility into fractions enabling micro payments. However, due to the high volatility, low acceptance, and lack of regulation the use of existing digital currencies is not recommended.

**Fiat Tokens:** Central banks such as the European Central Bank can issue fiat tokens based on blockchain technology offering low volatility. However, users must trust the central bank as a regulating authority. The maturity of this scenario is expected to be reached in more than ten years.

**Asset-backed Tokens:** A consortium can create a stable digital currency, which is for example pegged to an existing fiat currency that can be validated either on-chain or off-chain (i.e., balances are stored in an off-chain database). In case of off-chain validation, users must trust the gateway as a single point of failure and the operator as a regulating authority. In case of on-chain validation, users must trust the consortium, but there is no single point of failure. This scenario can be implemented immediately, providing lower volatility than pure digital currencies, auditability, and low transaction times and fees. Since one of the requirements of the system is independence, there is no regulatory authority, we choose the on-chain solution for our prototype.

C. Smart Contract Implementation

We implemented a proof-of-concept prototype consisting of nine smart contracts to demonstrate the technical feasibility of the proposed industrial marketplace concept (see Figure 3). The implemented smart contracts can be divided into the three areas: Marketplace, Quotation, and Order Management.

**Marketplace Management:** Users with access to the marketplace management can *Create and Delete Companies* and associated *Users*. Each user of a company can be assigned specific roles (e.g., buyer, supplier, service engineer, or administrator) with different attributes and permissions. For example, the supplier role has additional attributes (e.g., OnTimeRate), which are needed to determine the supplier evaluation. Service engineers can *Register Machines* on the decentralized marketplace for their company. Each machine must be equipped with a unique identifier (e.g., RFID or QR Code), which is used as a machine’s identity in the marketplace. In addition, each machine has an array of slots for managing materials (e.g., consumables and tools) and maintains a digital maintenance book on the blockchain network.

**Quotation Management:** A supplier can *Create a Quotation* for materials. Quotations published in the marketplace are binding and verifiable. The price of a quotation is valid for a certain period of time and can be adjusted. None of the other parameters in the quotation can be changed. The quotation status is initially set to NOT APPROVED since it was not checked by buyers from any of the registered companies. Buyers from registered companies are notified about new quotations on the marketplace. If the quotation fulfills the requirements and quality standards of a company, the buyer can *Approve a Quotation*, changing its status to APPROVED. Subsequently, the quotation is selectable for all of the company’s machines.

**Order Management:** Machines continuously monitor their state (e.g., stock level, tool condition) and decide if they need...
to Create an Order for materials or maintenance services. We therefore distinguish between corrective triggers (e.g., low material stock) and preventive triggers (e.g., time-based maintenance services). In general, a machine Searches the marketplace for Approved Quotations for the required material number. Based on the price (p) of the required material (i) and the evaluation (e in percent) of a supplier (j), the machine Calculates the Rank of the Suppliers.

In the prototype, we use the following quotation for the rank (R) of a supplier (j):

$$ R(j) = e(j) \times \left(1 / p(i)\right) $$

Machines Select the Supplier with the highest ranking. Thereupon, the smart contract locks the payment from the account for the machine, orders the required material number via the industrial marketplace, and sets the status of the order to OPEN. This procedure minimizes the counterparty risk. In the event that a maintenance service is also required (e.g., for the installation of a tool), machines can book a service technician off-chain, since this is an internal company process. This sets the status of the service order to BOOKED. If the requested and actual delivery times for the order, when carrying out maintenance services, service engineers scan the machine’s identifier and Install the Material. The service engineer Updates the Digital Maintenance Book on the blockchain by recording the performed maintenance service including information about the installed materials (e.g., identifiers and timestamp). Next, the maintenance service order is closed and the status is set to CLOSED.

V. EVALUATION

In this section, we evaluate the proposed decentralized industrial marketplace design in terms of requirements fulfillment and a semi-structured interview with thirteen procurement and information technology experts from the automotive industry.

A. Requirement Fulfillment

We examined the implemented prototype against the functional and non-functional requirements identified in Section III-B. Requirements for (1) Quotation Management, (2) Order Management, (3) Financial Transactions, (4) Supplier Evaluation and (5) Digital Maintenance Book were fulfilled by introducing smart contracts that express the business logic for procurement tasks as code. Furthermore, (8) Access Control and (9) Privacy requirements were archived by using a permissioned blockchain, which provides a permission system. The use of blockchain technology addressed the requirements for (6) Independence, (7) Traceability, (10) Data Integrity and
(11) Availability. Requirements for (12) Scalability of Transaction and (13) Scalability of Participants were not evaluated with the current prototype and thus, must be investigated in future research.

B. Semi-Structured Interview

We conducted a semi-structured interview with thirteen experts from our industrial partner in order to identify opportunities and challenges of using blockchain technology in procurement and to evaluate the implemented prototype. Of the thirteen experts interviewed, eight experts were from the procurement and seven experts from the IT department, working in the field of blockchain technology. We follow [14]–[16], [38] to identify relevant operational and strategic procurement tasks, which serve as the basis for the designing of the questions for the semi-structured interview. Figure 4 shows the influence of blockchain technology on operative and strategic procurement tasks.

First, we explained the technical basics of blockchain technology as well as the operational and strategic procurement tasks to the experts. Next, the prototype of the decentralized industrial marketplace was presented, after which the experts rated the influence of blockchain technology on the identified procurement tasks on a scale from “0” (no influence) to “5” (very high). Furthermore, they estimated the time required for introducing blockchain technology into operational and strategic procurement tasks on the basis of the categories of “less than 2 years”, “2 to 5 years”, “5 to 10 years”, and “more than 10 years”. Finally, we discussed the challenges the experts see for adopting blockchain in procurement and the further potential they see for combining blockchain and AI.

The potential of blockchain technology for operational tasks (mean value: 2.88) was rated higher than for strategic tasks (mean value: 2.22) by the respondents. For operational procurement tasks, the respondents see the highest potential in Order Management (77%) and Monitoring of Orders (69%). All other operative procurement tasks indicate a medium potential. For strategic procurement tasks, approximately half of the respondents (54%) see the highest potential in Negotiation Management, Process Optimization and Purchasing Controlling, whereas Strategic Demand Planning and New Technology Implementation using blockchain technology was ranked low. Other strategic tasks are expected to be influenced moderately in the future. The time for adopting blockchain in procurement processes is estimated at two to five years for operational tasks and five to ten years for strategic tasks.

Overall, the results of the respondents show that IT experts see greater potential for our prototype compared to procurement experts. The highest potential was seen for Negotiation Management from an IT standpoint and Order Management from a business standpoint, respectively. The results from our procurement experts show a higher standard deviation, which indicates a higher uncertainty.

The main barriers for blockchain adoption are regulatory uncertainty and technical standardization (77%), such as interoperability and data exchange among separate blockchain networks. These are followed by technological readiness and scalability of blockchain-based systems (69%), employee resistance (62%) and the lack of trust among users in algorithms and smart contracts (39%). The interviews also showed the need for regular auditing of industrial procurement in order to maintain high quality standards. Hence, we integrated a supplier preselection in our industrial marketplace concept.

The main potential for combining blockchain with AI was identified for federated learning. Federated learning enables companies to collaboratively train a shared prediction model without having to expose training data. One example for this could be predicting material flows in complex supply chains. In case of a negative event, countermeasures such as hedging risks with derivatives could be initiated in near real-time. Further advantages are seen for adapting procurement processes to current market situations (e.g., customs duties, natural disasters) and the ability to securely store data and decisions during critical decision-making processes in an audit-proof manner.

VI. Conclusion

Current procurement processes are strongly characterized by manual and administrative processes. Hence, they hardly provide easy and automated ways for machines to order and pay for materials and services. In this paper, we present a decentralized industrial marketplace and its implementation in the Hyperledger Fabric framework. The goal of the blockchain-based marketplace is to enable machines to become self-determined market actors, that can order and pay for materials in an automated manner.

First, we conducted a structured literature analysis, which revealed a research gap in decentralized marketplaces in the domain of industrial procurement processes. Based on a detailed requirements analysis, we developed a prototype of a decentralized industrial marketplace using the example of a maintenance process. The prototype was successfully
demonstrated to our industrial partners. The experts confirmed the potential of blockchain technology for creating a trusted infrastructure for operational procurement tasks, such as automated ordering and settlement by machines, which improve auditability and traceability for decisions made by machines. The active participation of machines in industrial processes carry enormous potential and the concept could be implemented in the next two to five years. However, social, legal, and economic standards need to be established to enable an effective collaboration between machines and between machines and humans.

Future work should investigate the scalability of the current prototype (i.e., transaction and participant scalability), integrating existing systems (e.g., enterprise resource planning systems), and off-chain data storage and processing (e.g., using the Inter Planetary File System (IPFS)). Furthermore, adopting Directed Acyclic Graph framework (e.g., IOTA and Hedera Hashgraph) that aim to provide the necessary scalability should be investigated.

REFERENCES


Toward a Decentralized Marketplace for Self-Maintaining Machines

Conference Proceedings: 2019 IEEE International Conference on Blockchain (Blockchain)

Author: Daniel Miehle
Publisher: IEEE
Date: Jul 2019

Copyright © 2019, IEEE

Thesis / Dissertation Reuse

The IEEE does not require individuals working on a thesis to obtain a formal reuse license, however, you may print out this statement to be used as a permission grant:

Requirements to be followed when using any portion (e.g., figure, graph, table, or textual material) of an IEEE copyrighted paper in a thesis:

1) In the case of textual material (e.g., using short quotes or referring to the work within these papers) users must give full credit to the original source (author, paper, publication) followed by the IEEE copyright line © 2011 IEEE.
2) In the case of illustrations or tabular material, we require that the copyright line © [Year of original publication] IEEE appear prominently with each reprinted figure and/or table.
3) If a substantial portion of the original paper is to be used, and if you are not the senior author, also obtain the senior author's approval.

Requirements to be followed when using an entire IEEE copyrighted paper in a thesis:

1) The following IEEE copyright/credit notice should be placed prominently in the references: © [year of original publication] IEEE. Reprinted, with permission, from [author names, paper title, IEEE publication title, and month/year of publication]
2) Only the accepted version of an IEEE copyrighted paper can be used when posting the paper or your thesis online.
3) In placing the thesis on the author's university website, please display the following message in a prominent place on the website: In reference to IEEE copyrighted material which is used with permission in this thesis, the IEEE does not endorse any of [university/educational entity's name goes here]'s products or services. Internal or personal use of this material is permitted. If interested in reprinting/republishing IEEE copyrighted material for advertising or promotional purposes or for creating new collective works for resale or redistribution, please go to http://www.ieee.org/publications_standards/publications/rights/rights_link.html to learn how to obtain a License from RightsLink.

If applicable, University Microfilms and/or ProQuest Library, or the Archives of Canada may supply single copies of the dissertation.
3.3 A Blockchain-based Flexibility Market Platform for EV Fleets

This publication (Publication [C]) demonstrates the integration of EVs into flexibility markets based on a DLT platform for offering flexibility in the form of deviations from their cost-optimal charging plan.

**Conference:** 2020 Power Systems Conference  
**Number of Pages:** 8  
**Review:** Peer Reviewed (2 Reviewers)

The author of this dissertation contributed substantially to this publication, in particular concerning the conduction of the literature review, the elicitation of the business requirements, the design of the system architecture, the design and conduction of the evaluations, and writing the publication.

**Goal**

With an increasing number of EVs depending on electrical energy, improving power management in energy grids will be a key for future mobility. It is essential that charging stations transform into gateways for EVs to take an active role in the energy market, thus improving the balancing of the network. The goal of this DLT application was the integration and evaluation of EVs in flexibility markets based on a DLT platform.

**Approach**

Our approach is a conceptual implementation resulting in an application prototype. The application prototype automatically handles the trade of flexibility between EVs, Transmission System Operators (TSO), and Distribution System Operators (DSO) using smart contracts. Furthermore, we designed a flexibility trading mechanism for EVs on the distributed ledger. To evaluate our application, we developed a simulation of EVs participating in the flexibility market platform. In each simulation run, the platform performs a full market sequence of offering and buying.
Results

We conducted a case study with our industry partner to demonstrate the functionality of our DLT marketplace. The prototype demonstrated that DLTs facilitate the integration of EVs into energy markets to offer flexibility in the form of deviations from their cost-optimal charging plan. DLTs enable the cooperation between the different entities by employing smart contracts and their characteristics, such as transparency, tamper-resistance, and security. The results of our simulation showed that the transaction times of the DLT platform are within the limits of the performed market sequence.

IEEE Reuse Requirements

With regard to the IEEE reuse requirements for dissertations, the accepted and not the published version of the publication is used in the following.
A Blockchain-based Flexibility Market Platform for EV Fleets

Gonzalo Munilla Garrido1,2, Daniel Miehle2, Andre Luckow2, and Florian Matthes1
1Chair for Software Engineering for Business Information Systems, Technical University of Munich, Munich, Germany
2BMW Group, Group IT, Munich, Germany
Gonzalo.mg.Munilla-Garrido@bmwgroup.com, Daniel.Miehle@bmw.de, Andre.Luckow@bmwgroup.com, Matthes@in.tum.de

Abstract—The increase of renewable energy generated in certain countries has outpaced the expansion of their power grid, causing grid congestion. Currently, grid operators use flexibility measures to counter this challenge. However, these measures struggle to cope with the growth in renewables. There are numerous proposals to improve flexibility measures using distributed energy resources such as electric vehicles (EVs). However, there is a need for a platform whereby EVs can be leveraged directly by grid operators. In answer to the decentralized quality of EVs and the requirements defined by our automotive industry partner, we propose a platform based on a distributed ledger technology (DLT). To achieve this goal, we first designed a concept for a decentralized flexibility market for the stakeholders of the ecosystem. The concept serves as the blueprint for the implementation of the platform. With the design and its implementation and simulation, we validated the use case and technical feasibility of the chosen DLT. We conclude that our prototype has the potential to allow grid operators to leverage idle EVs in aggregation to mitigate congestion.

Index Terms—Blockchain, Charging Stations, Electric Vehicle, Electricity Market, Smart Contracts

I. INTRODUCTION

The expansion of systems such as small wind turbines, photovoltaics, combined heat and power systems, and EVs on the grid distribution level supersedes the expansion rate of the power grid[1]. These distributed energy resources (DERs) [2], in combination with the introduction of renewable energy and its unpredictable nature [3], induce grid congestion [4]. Consequently, grid operators resort to more curtailment and redispatching of power plants, which lead to significant economic losses. This conundrum is commonplace in Germany and the United Kingdom [5]. Looking at Germany in particular, these losses follow an upward trend starting at €368M in 2014 and closing at €1000M in 2017 [4]-[5].

Furthermore, by 2020 the first renewable power plants will stop receiving feed-in tariffs according to the German Renewable Energy Act [6]. Thus, grid payments need to change to incentivize investors to participate as prosumers. Otherwise, renewable energy growth would suffer certain stagnation.

Increasing flexibility measures is one of the strategies to overcome these challenges [1]. Flexibility is the modification of the consumption or generation schedule of an energy resource by an external signal to provide a service [7]. It can be positive or negative depending on the direction of the energy flow and on whether it was scheduled. Flexibility is currently offered in the form of dispatching, curtailment, and demand-side management. These are controlled in existing markets and managed centrally by the same entities that oversee energy transportation, the grid operators [8]. In Germany, depending on the magnitude of the controlled area, the operators take the form of transmission system operators (TSOs) and distribution systems operators (DSOs).

These central markets do not include DERs, whose capacity could be utilized to mitigate congestion. Related work covering different approaches to include and leverage the qualities of DERs in flexibility markets have been proposed. For instance, Zadz et al.[8] provides a method to include the bids of home energy management systems in flexibility markets by introducing a more efficient pricing model. Eid et al.[9] presents an analysis of the limitations of DERs, their sources, and potential trading platforms. Minniti et al.[10] identifies key enablers, stakeholders, and design challenges for DERs to be fully utilized in a local flexibility market. These studies show positive implications on the use of DERs and provide foundational insights on their integration in the system. However, they do not thoroughly cover the inclusion of EVs, which have the potential to be used as balancing assets of renewable energy sources [11]. Additional related work aligns with this focus and presents decentralized approaches in response to the decentralized quality of EVs. For example, Papadascalopoulos et al. [12] develops a mathematical model for a decentralized pool market mechanism. Gaeda et al. [13] presents an economic assessment resulting from the introduction of EV services at the distribution grid level, while considering grid constraints. Rassaei et al. [14] provides a technique for decentralized demand response whereby the aggregators can alter the demand of their EVs and reduce procurement costs.

However, all these papers do not present a concrete design or implementation of a decentralized flexibility market platform that allows EVs to trade their flexibility. Hence, they do not elaborate either on which technology suits the implementation. In this paper, we bridge this gap by designing a concept for a decentralized flexibility market. In Section II, the market foundations are laid, and in Section III, these foundations are used to design the market. To prove the technical feasibility of our market design, in section IV, we select a distributed ledger technology (DLT) and implement a platform capable of supporting such a flexibility market.
Section V and VI are reserved for the findings and conclusion, respectively.

The use of a DLT is based on the fulfillment of our automotive industry partner’s requirements in Section II-A. A central platform would not be able to achieve the requirements of (1) Independence and (5) Immutability.

The goal of this paper is to (i) tackle the challenge of coordinating numerous EVs, (ii) connect EVs directly with grid operators, (iii) provide a model for EVs to request payment after performing a flexibility service, (iv) propose an incentive system to promote renewable energy growth, (v) enable EVs to mitigate congestion, and (vi) assess the technical and conceptual feasibility of employing a DLT in this use case.

II. DECENTRALIZED FLEXIBILITY MARKET CONCEPT FOUNDATIONS

Here, we describe the foundations to implement our decentralized flexibility marketplace concept.

Our design pivots around the roles of the participants and the information they exchange. Building upon this foundation, the marketplace design, and the sequence diagram are conceived in Section III.

The marketplace consists, on the supply side, of fleet operators (FOs) offering flexibility, and on the demand side, of TSOs and DSOs bidding for it. Once the auction is finished, a binding contract is created between the grid operator and the FO. The payment in exchange for the marketed offer is granted in case the FO can prove the energy transfer was conducted.

A. Requirements

We define, together with our automotive industry partners, the requirements for the successful implementation and acceptance of our decentralized flexibility market place:

(1) Independence: The demand and supply side of the market should trade without the need of an auction house or external platform providers.

(2) Ease of Access: After the verification of a market participant, the barriers of entry to connect to the platform should be low and across borders, thus shortening formal procedures.

(3) Incentive system: The platform should act as an incentive machine to endorse e-mobility. Additionally, penalties should be in place in case of misbehavior of a market participant.

(4) Audit-ability: It is essential for the traceability of energy transfers required by the ISO 15118[15].

(5) Immutability: The transactions cannot be tampered with once they are published on the ledger.

(6) Transparency: The transactions must be readable by the participants to ensure fair trade. Transparency is enhanced by the requirement of (5) Immutability.

(7) Monetary Transactions: A payment system should be integrated into the platform, acting as the backbone of the incentive system.

B. Participants

The actors in this concept design have the following motivations and behavior:

• The motivation of the TSO is to tackle grid congestion events in a more cost-efficient manner. It bids for flexibility offers depending on the needs of the power grid. Additionally, the TSO acts as a verifier of market participants and smart meters (SMs). We assigned the TSO this role due to its broader impact on the ecosystem.

• The motivation of DSOs and modus operandi are similar to the ones from the TSO at a smaller scale. However, for this prototype, DSOs are not verifiers.

• The motivation of FOs is to generate revenue from idle EVs. FOs predict the behavior of their fleet and create flexibility offers for the market. If EVs comply with the specifications of the TSO, FOs are allowed to join the network. Lastly, EVs are assets with a set of instructions to execute once they are plugged into a charging station.

• The role of SMs is to sign an energy transfer record (ETR) after an EV has performed the flexibility offered. SMs need to be verified by the TSO to allow the decentralized market platform to verify, in turn, the validity of the signed ETR.

For our marketplace, the role of charging station operators is limited to enable energy transfers, and host verified SMs in their charging stations. Owing to the need for grid operators to match congested segments of the grid to the locations of charging stations, the latter need to be known to all market participants. Charging stations could, however, offer negative flexibility by locking the station, making them market participants with a revenue stream. This approach would incentivize charging station operators to share their location and include a verified SM. However, for this concept design, it is assumed that these operators would cooperate without being incentivized.

The business logic which runs in a DLT is called smart contract [16]. It can self-execute and allows untrusted parties to establish agreements without any trusted third party. Therefore, a smart contract can substitute the auction house of traditional market solutions. Smart contracts are fundamental for the requirement of (1) Independence of Section II-A. Our smart contract has different functionalities:

• The Whitelist contains the necessary functions to add or remove the addresses of the participants only by a verifier, which is the TSO in our concept design. Only the registered addresses can interact with the Flexibility Platform.

• The Token gathers the functionality necessary for the use of a token as a medium of payment.

• The Flexibility Platform keeps track of the offers and updates their stage depending on the information provided. At the latest stage, this contract acts as a factory for the creation of Payment Contracts with their corresponding whitelist restrictions.

• The Payment Contract contains the offer to be fulfilled and the functionality to unlock payment if the correct information is input.
C. Verifier

There is a need for a verifier to certify the entities whose intention is to participate in the platform. The certification is necessary to impede entities to join the network without a certified EV or without being a DSO. Additionally, yet another verifier is needed to certify that an energy transfer was successful. This verification ensures that flexibility offers are performed and reflected on the decentralized ledger. To accomplish this in our decentralized market, we assign both verifiers to a TSO owned by a trusted party such as a government institution. Such is the case of e.g., Tennet in Germany [17].

The TSO registers the participants in the Whitelist if they fulfill the requirements based on the desired standards chosen by the TSO itself. Moreover, the TSO verifies whether the SMs installed in the charging stations are tamper-proof and perform measurements correctly. If the SM is compliant, the TSO includes its address in the Whitelist. We assume for the concept design that the TSO has already performed the necessary steps to perform both entity certification and energy transfer verification. This assumption is realistic in Germany, as the largest TSO conducts successful pilots in the same field of research [18].

The participation of a verifier does not compromise the requirements in Section II-A. Verifiers are not intermediaries matching supply and demand centrally. Once verified, market participants trade independently from the verifier without an auction house. Additionally, we bootstrap our system with SMs that communicate their offers and bids, which makes the market a double-sided auction. With respect to pricing, the supply side of the market chooses a price for an offer, from there, the demand side starts bidding. Lastly, any information placed in a decentralized system is visible to the participants. However, some of this information has the potential to be anonymized, which makes the information disseminated pseudo-sealed.

As it is a discrete-timely market, we set a time frame for each stage of an auction round. Following similar day-ahead trading markets discussed in [20]-[21], an auction period of 15 min was considered. As three stages have been defined, each is set to last 5 min. The gate closure will take place 1 min in advance, providing additional time for decision making and a buffer for all the offers and bids to be collected by the participants.

Lastly, the FOs need to include a locked penalty in the Payment Contract. The TSO or DSO with which the offer was reserved, is entitled to retrieve this penalty. The retrieval may happen 24 h after the offer should have been delivered. In the opposite case, the penalty is reverted to the FO after successfully performing an energy transfer.

Fig. 1 summarizes this section by depicting the event sequence of the market.

III. DECENTRALIZED FLEXIBILITY MARKET CONCEPT DESIGN

The following section describes the design and the sequence diagram of our market.

A. Market Design

Every market requires an event sequence in place to describe the stages the offers go through. Additionally, the characteristics of the market need to be defined [19]. This section explores both aspects of our market design.

The auction is divided into three stages:

- In the **Offering** the FOs post offers containing an energy transfer with a duration of multiples of 15-min periods.
- During the **Bidding** the TSO and DSOs clear the market by bidding for the offers provided.
- In the **Contract Creation** the FOs confirm the result of the auction. This confirmation takes the form of a contract with locked payments and penalties. They may be unlocked by presenting a verified ETR after performing the flexibility offer the following day (market settlement).

Here are the characteristics of the designed market: To increase the predictability of fleets and congestion, and looking at other capacity markets [20], we have selected a day-ahead market type for the time of delivery. The **market-clearing rules** in the bidding process cannot allow discrimination of players with lower communication speeds, a lack of frequency trading capabilities [19], or significant computation overhead. Furthermore, decentralized technologies usually have latency, which affects the communication speed. Therefore, we set the clearing to discrete-timely to make the market democratic. Thus, the offers and bids are gathered in batches and considered equally irrespective of asynchronicity.

Additionally, there is a clear set of buyers and sellers communicating their offers and bids, which makes the market a double-sided auction. With respect to pricing, the supply side of the market chooses a price for an offer, from there, the demand side starts bidding. Lastly, any information placed in a decentralized system is visible to the participants. However, some of this information has the potential to be anonymized, which makes the information disseminated pseudo-sealed.

As it is a discrete-timely market, we set a time frame for each stage of an auction round. Following similar day-ahead trading markets discussed in [20]-[21], an auction period of 15 min was considered. As three stages have been defined, each is set to last 5 min. The gate closure will take place 1 min in advance, providing additional time for decision making and a buffer for all the offers and bids to be collected by the participants.

Lastly, the FOs need to include a locked penalty in the Payment Contract. The TSO or DSO with which the offer was reserved, is entitled to retrieve this penalty. The retrieval may happen 24 h after the offer should have been delivered. In the opposite case, the penalty is reverted to the FO after successfully performing an energy transfer.

Fig. 1 summarizes this section by depicting the event sequence of the market.

![Event Sequence Diagram](image-url)

**Fig. 1. Event Sequence.** The three different stages of the market design and the actors and the duration for each stage may be observed.

B. Sequence Diagram

Herein, we contextualize the marketplace. Additionally, we present two sequence diagrams depicting in detail the auction process and the payment request after the energy transfer. Fig. 2 contains a diagram describing the different events an offer is subjected.

1) The FO predicts the behavior of its fleet of EVs the day ahead. Afterward, the FO calculates the flexibility
offers and bundles them together according to time and location.

2) The offers are set in the platform for the TSO and DSOs to bid for them.

3) The TSO and DSOs simulate the power grid according to the supply and demand of energy reserved for the following day in conventional markets. With the results, they can predict the congestion locations in the grid. Thus, they can match their flexibility needs with the offers posted by the FOs and bid for them.

4) The FO confirms the end of the bidding, which triggers the creation of a Payment Contract.

5) The FO then transfers the necessary information from the offers to its fleet.

6) Some of the EVs (the prediction cannot be individual) are plugged to a charging station in the predicted locations and times of the following day. These EVs then perform an energy transfer according to the information dictated by their respective offers.

7) Afterward, the EV receives an ETR signed by a verified SM. With the signed record, the FO is able to request a partial payment of the total offer from the contract. The payment is partial because the offers are bundled, a group of EVs perform the complete flexibility offer together.

Fig. 3 depicts the sequence diagram modeling the auction process. PaymentApproval is the first function the participants trigger. They approve the Flexibility Platform to manage tokens on their behalf before engaging in an auction, which avoids later redundant function calls.

After the FO has calculated the offers, the FO inputs them in the offering function. This function sets the offers in the Flexibility Platform. Every time a participant triggers a function from this smart contract, the Whitelist crosschecks its address with verifyAddress. If the FO was verified, the offer is registered, and the TSO and DSOs receive the information via events. After the TSO and DSOs have calculated their flexibility needs, they bid for the matching offers using the function bidding. Subsequently, the FO finalizes the bidding with the contractCreation function. This function automatically triggers, in turn, a set of functions: transferFrom, paymentContractCreation, and transfer. In order, these collect part of the approved tokens, create a Payment Contract, and transfer the payments and penalties to it. Lastly, the Payment Contract address is broadcasted to the corresponding involved parties through events.

In Fig. 4, the sequence diagram describes the process of requesting payment. The ISO15118 stipulates that the charging station shall verify the existence of the energy transfer contract that will be performed upon plugging in the EV[15]. Once verified, the energy transfer is performed. Subsequently, the verified SM signs the ETR. The FO then uses this ETR to request payment for having fulfilled the offer submitted the previous day in the market. The paymentRequest function call contains as input: the energy transferred, offer information, a random number (generated by the SM), and the signed ETR. The latter holds the encrypted components of the signature from the SM. If the EV/FO is trustworthy, the energy transferred and the offer information should be equal to the data encrypted by the signature of the SM on the ETR.

With verifyOfferOwner, the Payment Contract first verifies whether the address of the FO is the owner of the offer. Afterward, it verifies if the information contained in the signature of the SM is equal to the data provided by the FO. To accomplish the verification, extractSignerFromRecord extracts the SM’s address from the encrypted components of its signature, which is only possible if the equality mentioned above exists. If successful, the Payment Contract also verifies with verifyAddress whether the TSO whitelisted the SM. Then, the random number is checked with checkNonce and compared to the ones already used by the SM (The Payment Contract itself stores these random numbers). This mechanism protects against using the same ETR in a loop to withdraw all the funds.

Lastly, compareRecordWithOffer verifies whether the information about the offer stored in the Payment Contract the previous day is equal to the one used as input. Without this step, FOs may withdraw payments from other offers that e.g., they were not able to fulfill. To be precise, not only the information provided by the EV has to contain information unique to the offer, but also the SM can gather equal information at the moment of the energy transfer. Otherwise, the input of the EV and the encrypted values of the ETR would never match. However, the SM is oblivious to the market. To solve this problem, the SM signs together with the energy transfer value: the date, start time, location, type of flexibility offered, and the address of the FO. The EV can provide the latter. Thus, the Payment Contract can verify that the SM signed the appointed offer.

It is only after these verifications that the Payment Contract triggers calculatePayment and recalculatePenalty. These amounts are then transferred to the FO. Finally, the TSO or DSO, which also owns the offer, can use enforcePenalty to withdraw what is left from the payment and penalty only after a time limit has been reached.
IV. TECHNICAL IMPLEMENTATION

Here, we first select the technology for the implementation. Afterward, we delve into the implementation and simulation of the developed platform.

A. Technology

This section presents the technology selected for the implementation according to the use case and the requirements of Section II-A.

In our system, there is a need for (1) Independence, an (3) Incentive System [6], (4) Audit-ability for tracking energy transactions [15], (5) Immutability, and (6) Transparency for fair trade. Additionally, there is a reluctance of energy players to yield responsibility to one another. Consequently, we selected a DLT to build a platform to host such a market. A DLT is a distributed database whose state is replicated, synchronized, and agreed upon by a consensus algorithm run by participants of a peer-to-peer network. Among the most prominent ones (Hyperledger Fabric, Ethereum, Iota, and Corda) [22]-[25], we selected the blockchain-based system Ethereum. A decision based on its (2) Ease of Access, built-in (7) Monetary Transactions, flexible business logic, and disintermediation capabilities. Additionally, we find crucial for implementation its applicability both in a public and private setting, its advanced development in smart contracts, its future projection, large developer community, and development tools [23], [26]-[27].

Nonetheless, before committing to the use of Ethereum, we must assess whether its throughput is enough to handle the transactions from the 1000 EVs of our simulation in Section IV-C. According to Fig. 6, a maximum of 633 transactions can be sent during the offering stage of the market sequence. This upper limit requires a minimum of 2.64 transactions per second (tps) during the 4-min period. For comparison, we selected the throughput of blockchain in [28], averaging to 5.5 tps. Therefore, Ethereum is a feasible technology to implement our prototype.

The last point to be addressed is whether the market runs in the public or a consortia blockchain. Consortia blockchains are free of fixed gas limits, transaction fees, and have less legal implications. A consortia blockchain platform thus increases the chances of the hereby presented solution to be implemented in the real world.

B. Implementation

In this section, we focus on the implementation of the concept design described in Section III.

These are the operational assumptions:

- No malicious entities participate in the market or attack the underlying network. They will be considered in future work.
- Charging stations are considered ubiquitous, and their locations are known.
- Fleet and power grid predictions and the subsequent flexibility calculations are finished.
- The verification of the participants has taken place.
- The TSO and DSOs perform the matchmaking between the offers and their flexibility needs.

Fig. 5 depicts the components and parties the implementation of the concept design would have in actuality. One may observe that the driver and the EV are unaware of the process taking place in the blockchain as they do not host an Ethereum node. The interaction of the driver is confined by the capabilities of the Human Machine Interface. Additionally, he/she does not participate in the market. Furthermore, the EVs are merely an asset used by the FO to perform the dictated flexibility offers. Instead, the FO hosts the node, as the owner of the fleet and participant of the market. Thus, we achieve the same functionality without investing in dedicated hardware in the EVs, such as a wallet or a light node.

The simulations are carried out to imitate the interaction with the platform shown in Fig. 5. The majority of the code has been programmed in Python, leaving JavaScript for event management, and Solidity for smart contract programming.
To simplify the execution, only two trading participants were recreated: a TSO and an FO. Adding more would only increase the number of transactions, which we studied by increasing the number of locations instead.

In order to set up a blockchain, two Geth nodes were installed in the same machine and set to listen in two different ports. The consensus protocol used is Proof of Authority, and the block time is set to 15 s.

Ultimately, the data used to create the bundled offers comprises 1000 EVs and their offers for several 15-min periods of one day. These offers consist of: positive or negative capacity, location, date, time, and price. This data, however, lacks the state of charge of each vehicle for every 15-min period. Therefore, with the information given, an EV can only make one offer per day. If the FO were to commit two offers on the same day without knowing the estimated state of charge of the EV, the FO might be proposing conflicting offers. Conflicts need to be avoided, and it led to choose the most profitable bundled offers amongst the conflicting ones. Using a data set with state of charge information is scheduled for future work.

C. Simulation

The simulation scenarios and results are discussed in the following paragraphs. In summary, a simulation consists of running one market sequence cycle, the one presented in Fig. 2. The purpose of these simulations is to prove that the conceptual design described in Section III is technically feasible, given different scenarios. Additionally, different data was measured to draw new insights.

In total, 21 successful simulations where conducted. These scenarios are based on four independent variables:

1) A constant of 1000 EVs
2) Number of locations: 25, 50, 75, 100, and 500.
3) The number of offers rejected by the TSO: 50%, 75%, and 90%.
4) The number of offers the FO ultimately performs: 50%, 80%, and 90%.

It is important to remember there is only one bidder, the TSO, in this simulation. Thus only one bid per offer is registered. Moreover, in reality, the TSO needs a simulation of the power grid to find congested segments. This grid simulation is beyond the scope of this paper. Thus in our system, the TSO selects the offers from the FO randomly.

Part of the results is illustrated in the next three figures. In Fig. 6, one may observe a monotonic relationship between the number of locations and the number of potential offers from a set of 1000 EVs. This illustrates the aggregation of offers. The more locations are considered for the same amount of vehicles, the less single offers can be bundled into one, increasing the number of total offers.

For the next two figures, the number of offers ultimately performed by the FO has been fixed to 80%. In Fig. 7 and Fig. 8, there is a consistent downward trend, as the more offers are rejected by the TSO, the less power is transferred and revenue is generated, respectively. The relationship between power transferred and the number of locations is fuzzy in Fig. 7. However, in Fig. 8, there could be a direct relationship between the number of locations and the revenue generated. Knowing that fewer locations lead to more aggregation, this

---

1These values come from the results achieved in publication [8], which was kindly shared by its authors Zade et al.
indicates that aggregation is detrimental for wealth generation and thus challenges the idea of bundling offers. While this assertion is correct in this implemented concept, in actuality, a minimum required amount of kW for an offer would exist, forcing bundling to be necessary to reach that minimum.

Furthermore, the phenomena in Fig. 8 can be explained. The fewer locations there are, the higher is the number of EVs in a bundle. Because one EV can only make one offer per day given the data limitations, it is less likely that its best offer is included in the bundle. Thus, there are fewer vehicles that include their best offer, decreasing total revenue. We can forecast that if the EVs can perform as many offers as their state of charge allows, then the amount of revenue made by the fleet of EVs would be less dependent on the number of locations.

This paragraph revisits the potential issue mentioned in Section IV-A concerning tps. The transaction speed achieved in this implementation with Ethereum ranges between 20 to 25 tps for offering, bidding, and contract creation and from 14 to 16 tps for payment requests. Looking at Fig. 6, the maximum number of transactions sent was 633, which took 24.78 s (25.24 tps). This duration is under the market sequence of 4 min, leaving time for sending another 5424 transactions.

V. FINDINGS

This section discusses the insights and encountered challenges gathered during the implementation of the concept design. The most important one being the limited space Ethereum allows for a string variable. Because the duration of an offer can hold multiple 15-min intervals, the information about positive or negative power and price may become too large. Thus, we hashed the strings and set the hash in the platform as the offer. The readable text was sent by other means to the other participant, who crosschecked the commitment in the blockchain with the hash of the readable version. Another solution is to limit the duration of an offer to a 15-min period. This way, the length of the string would be shortened and fixed (with padding). However, as we aimed to maximize revenue, we aggregated offers spanning longer than 15 min. Thus the latter solution was not chosen, due to the limitation on the number of offers per day.

Furthermore, in case there were malicious participants, the stage closure might be compromised. We rely on the auditability of the blockchain to avert this potential threat. A set of verifiers could penalize participants or grade their reputation if the registered transactions were not within the time limits.

Concerning flexibility, we can forecast that the EVs will not provide the majority of the negative flexibility offers, as charging stations can simply lock their outlets. Moreover, there are inherent uncertainties in the use of emerging technologies such as Ethereum. Even though we have developed a working prototype, employing a new technology is subject to changes in the future. Furthermore, regulations such as GDPR [29] may hinder the further development of projects like the one hereby presented. These uncertainties and factors external to the core functionality of our blockchain-based flexibility market are reserved for future work.

Lastly, despite proposing a government-owned verifier, centralizing critical processes decreases the trustworthiness of the platform. Incidentally, the institution is a market participant. This conundrum is solved by a vote with several trusted entities to verify participants in consensus, e.g., with additional TSOs or DSOs. Concerning the SM verification, the ones within the EVs may be used, however, only if the flexibility offers come from an entity different from the Original Equipment Manufacturer of the EV, e.g. by an independent FO.

VI. CONCLUSION AND FUTURE WORK

With this paper, we define a concept design and a set of requirements for a decentralized flexibility market platform for
EVs. In order to prove its technical feasibility, we implemented a prototype. Here, EVs can offer their flexibility, create a contract with the interested party, and use this contract to unlock payment once the energy transfer was performed. Moreover, a set of successful tests was completed to validate the proper execution of the various functions that conform the system. Additionally, the resulting data provides the foundation for a future economic assessment and a comparison of later iterations of the platform. As a result, we can confirm that the platform is functional, and the time duration of the transactions are within the limits of the designed market sequence.

The research conducted in terms of technology and concept design indicates that a flexibility marketplace is a valid use case for a blockchain application. Furthermore, our automotive industry partners found business potential in our marketplace based on the upcoming trend of e-mobility. Lastly, our platform proves that a blockchain-based decentralized marketplace for flexibility offerings is technically feasible and validates the use of a DLT.

In response to the set of goals of Section I, we conclude that grid operators could directly leverage and coordinate idle EVs in aggregation to improve grid balancing and thus avoid congestion. By extrapolation, this implies that other DERs could also market services to grid operators for a profit using another iteration of our market. This concept design could constitute the incentive system so needed by prosumers in the near future [6].

In future research, the implementation will hold a more significant number of nodes and participants. This arrangement will allow examining if the throughput of the network decreases. Consequently, we will assess whether the duration of an auction cycle should be increased from 15 min to e.g., 30 min or 1 h. Moreover, we will carry out performance and stress analysis. Furthermore, we will implement our concept in a real scenario by utilizing a charging station, a SM and an EV.

Additionally, due to the nature of Ethereum, the platform could be re-worked to be launched in the public blockchain for comparison to the private version. Lastly, with the prospect of dealing with thousands of EVs, future work should investigate other distributed ledger solutions focusing on scalability (e.g., Hyperledger Fabric, Corda, and IOTA). With all the above, we will address the reservations from our industry partners, as they pointed out the need for robustness, scalability, and throughput.

REFERENCES
A Blockchain-based Flexibility Market Platform for EV Fleets

Author: Gonzalo Munilla Garrido
Publisher: IEEE
Date: March 2020

Copyright © 2020, IEEE

Thesis / Dissertation Reuse

The IEEE does not require individuals working on a thesis to obtain a formal reuse license, however, you may print out this statement to be used as a permission grant:

Requirements to be followed when using any portion (e.g., figure, graph, table, or textual material) of an IEEE copyrighted paper in a thesis:

1) In the case of textual material (e.g., using short quotes or referring to the work within these papers) users must give full credit to the original source (author, paper, publication) followed by the IEEE copyright line © 2011 IEEE. IIEEE appear prominently with each reprinted figure and/or table.
2) If a substantial portion of the original paper is to be used, and if you are not the senior author, also obtain the senior author’s approval.

Requirements to be followed when using an entire IEEE copyrighted paper in a thesis:

1) The following IEEE copyright/credit notice should be placed prominently in the references: © [year of original publication] IEEE. Reprinted, with permission, from [author names, paper title, IEEE publication title, and month/year of publication]
2) Only the accepted version of an IEEE copyrighted paper can be used when posting the paper or your thesis online.
3) In placing the thesis on the author’s university website, please display the following message in a prominent place on the website: In reference to IEEE copyrighted material which is used with permission in this thesis, the IEEE does not endorse any of [university/educational entity’s name goes here]’s products or services. Internal or personal use of this material is permitted. If interested in reprinting/republishing IEEE copyrighted material for advertising or promotional purposes or for creating new collective works for resale or redistribution, please go to http://www.ieee.org/publications_standards/publications/rights/rights_link.html to learn how to obtain a License from RightsLink.

If applicable, University Microfilms and/or ProQuest Library, or the Archives of Canada may supply single copies of the dissertation.
3.4 Starling: A Blockchain-based System for Coordinated Obstacle Mapping in Dynamic Vehicular Environments

This publication (Publication [D]) combines a DLT network with a distributed database to perform coordinated obstacle mapping in an open vehicle-to-vehicle (V2V) platform.

Conference: 2020 Hawaii International Conference on System Sciences (HICSS)
Number of Pages: 10
Review: Peer Reviewed (3 Reviewers)

The author of this dissertation contributed substantially to this publication, in particular concerning the development of the idea and approach, the conduction of the literature review, the elicitation of the business requirements, the design of the system architecture, the design and conduction of the evaluations, and writing the publication.

Goal

Today’s vehicle-to-vehicle (V2V) solutions are not capable of ensuring the authenticity of safety-critical vehicle and traffic data. However, this is becoming necessary as more and more vehicles communicate with each other. The goal of this DLT application was to build an open V2V network that allows vehicles to know of obstacles in their environment without being able to detect them with their sensors.

Approach

We implemented a DLT application prototype that uses a combination of a public blockchain protocol and a distributed database to enable vehicles to share data for coordinated obstacle detection and mapping in a secure and verifiable manner. Each obstacle is represented through a unique digital identity on the distributed ledger. Moreover, we developed reliable services for the detection and mapping of obstacles, the verification of obstacles, and the detection of duplications and faulty obstacle data. To evaluate our application, we implemented a simulation of the platform using a public Ethereum network and the InterPlanetary File System (IPFS).
Results

We realized a conceptual implementation to demonstrate the feasibility and value of our open vehicle-to-vehicle (V2V) platform for coordinated obstacle mapping to our industry partner. We implemented reliable services to detect, verify, and match obstacles preventing duplications and faulty obstacle data. The results of our simulation showed that the use of a public blockchain protocol (i.e., Ethereum) combined with a distributed database (i.e., IPFS) is a feasible approach for creating an open vehicle-to-vehicle platform, that provides high availability, data integrity, security, and traceability. To enhance data privacy, we recommend using one-time addresses per-trip or per-event.
Starling: A Blockchain-based System for Coordinated Obstacle Mapping in Dynamic Vehicular Environments

Daniel Miehle  
Technical University of Munich  
daniel.miehle@tum.de

Andreas Pfurtscheller  
Technical University of Munich  
andreas.pfurtscheller@tum.de

Bernd Bruegge  
Technical University of Munich  
bruegge@in.tum.de

Abstract

Current Vehicle-to-Vehicle solutions cannot ensure the authenticity of safety-critical vehicle and traffic data. Moreover, they do not allow malicious vehicles to be detected and eliminated. However, this is becoming mandatory, as more and more vehicles are on the road and communicating with each other. We propose a system called Starling, which focuses on trusted coordinated obstacle mapping using blockchain technology and a distributed database. Starling enables vehicles to share detected obstacles with other vehicles in a secure and verifiable manner, thus improving road safety. It ensures that data was not manipulated, changed, or deleted and is based on an open protocol so that vehicles can exchange data regardless of their manufacturer. In a case study, we demonstrate how a consensus is reached among vehicles and conduct a comprehensive evaluation of the Starling system using Ethereum and the InterPlanetary File System.

1. Introduction

The world is becoming increasingly interconnected, and so are vehicles. In recent years, science, industry, and governmental institutions have explored approaches to implementing reliable communication between both, vehicular and non-vehicular systems, known as Vehicle-to-Everything (V2X) communication [1]. V2X communication is paving the way for the internet of vehicles, which allows for the gathering, processing, and exchange of information pertaining to vehicles, infrastructure, and their environment. Thereby, Vehicle-to-Vehicle (V2V) communication is one of the most important types of communication with regard to road safety and efficient traffic flow in general.

Research on this topic dates back to the early 1970s, when Rosen et al. [2] proposed a routing system for Vehicle-to-Road infrastructures. In recent years, interest in this subject has increased, driven in particular by the advances in autonomous driving [1]. Autonomous driving systems are designated to make decisions on the basis of the data available to them. This emphasizes the relevance of this topic for the future of connected and autonomous vehicles. Access to more information about the environment enables autonomous vehicles to take early actions against imminent hazards out of sight [3]. Hence, Vehicle-to-Vehicle networks such as the Vehicle Ad-hoc Network (VANET) aim to enhance the visibility of vehicles in situations that cannot be detected by sensors such as cameras. However, current Vehicle-to-Vehicle networks are unable to detect and eliminate malicious vehicles [4] that have the potential to cause accidents, especially in highly dynamic vehicle environments. In addition, the solutions lack openness, security, and data protection and are highly centralized, so that entire systems can fail in the event of a failure. This is unacceptable for safety critical systems of vehicles as the exchange of vehicle and traffic data between them and other services cannot be maintained.

The Starling system presented in this paper attempts to address these challenges by providing trusted vehicle and traffic data for coordinated obstacle mapping using a distributed, peer-to-peer database and blockchain technology for decentralized and verifiable data storage. The goal of Starling is to build an open Vehicle-to-Vehicle network that offers better visibility of obstacles and makes this visibility more secure and tamper-proof for all involved.

This paper is structured as follows. In Section 2, we present the foundations of obstacle detection and mapping, blockchain technology, and distributed databases on which the Starling system is based and related works. We formalize the requirements and architecture of the Starling system in Section 3. In a case study, in Section 4, we describe the implementation of the Starling prototype. The Starling prototype is evaluated regarding performance and scalability and the results are discussed in Chapter 5 and 6, respectively. Chapter 7 concludes the paper by summarizing the contributions and future work.
2. Foundations and Related Works

In the following section, we describe the foundations of our approach and review related works to embed our approach in the scientific background.

2.1. Obstacle Detection and Mapping

Research in the field of obstacle detection for vehicles was carried out as early as the 1980s and 1990s, long before the advent of autonomous driving. Articles from this period (see [5, 6, 7]) mainly focus on obstacle detection for collision and obstacle avoidance without the exchange of obstacle data between vehicles. With the emergence of high-resolution cameras and enhanced sensor technology such as LIDAR, obstacle detection techniques and algorithms have improved, increasing their accuracy and reliability [8, 9, 10]. Wireless communication makes it possible to share and map information on obstacles detected by individual vehicles so that vehicles cannot only predict the trajectory of moving obstacles [11], but also extend the field of vision of any vehicle [12, 13].

2.2. Distributed Ledger Technology

Distributed Ledger Technology (DLT) extends the concept of distributed, peer-to-peer databases by including features such as data immutability, fair access, transparency, and the verifiability of transactions. Following [14], a distributed ledger is a distributed data structure whose entries are digital records of actions written by the participants of a DLT system after reaching a consensus on the validity of the entries.

One type of DLT is blockchain technology, which stores entries in a linear growing chain of blocks that are secured using cryptography [15]. The data structure of a blockchain is an append-only linked list, which includes a total order of its entities, starting with the so-called Genesis block [16]. Each subsequent block contains a cryptographic hash created using a uniform hash function of the block itself and the previous block, thus linking both blocks. This procedure ensures the immutability of transactions stored in a blockchain, since all subsequent blocks would have to be changed and hashed again to change only one transaction within a block. Verifying hashes is a relatively cheap process, which is why the blockchain can be easily verified by tracing the hashes of each block back to the Genesis block [16]. A transaction can contain any type of data, ranging from cryptographically signed financial transactions, to hashes of digital assets, and Turing-complete executable programs [14].

Blockchain networks can be either permissionless or permissioned. In permissionless blockchains, each participant can initiate transactions, perform mining, and create smart contracts. In contrast, not all participants in permissioned blockchains are allowed to execute all operations. The consensus mechanism ensures, that the nodes of the blockchain network are consistent. It allows the participants of the network to decide on the validity of entries, preventing double-spending and sybil attacks. [17]. Double-spending describes the use of a single asset twice (e.g., one Bitcoin). Sybil attacks address attacks that use fake identities to gain the majority in the system in order to inject faulty information into the network [14]. The consensus mechanism ensures that participants in the consensus process behave honestly and reliably, as it would be more effort in economic terms to do the opposite. [18]. The most common consensus mechanism for public blockchains (e.g., Bitcoin [16], Ethereum [19], is the Proof-of-Work consensus, which utilizes the processing power of computers. Proof-of-Work is the solution to a mathematical puzzle (i.e., mining), which is easy to verify, but solving is both difficult and takes effectively random time. Other consensus mechanisms include Proof-of-Stake (PoS), where evidence is given by providing economic power, and Proof-of-Authority (PoA), where mining is performed by trusted and pre-defined nodes.

2.3. Smart Contract

A smart contract is a computerized transaction protocol that facilitates, executes, and enforces the terms of a contract between untrusted parties without the involvement of a trusted third party [20, 21]. By using business logic implemented in smart contracts, it is possible to access the distributed ledger, the processing power of the system, and its storage [22, 18]. This allows to reduce errors, fraud, and verification time and costs, and to automate process executions [21, 23, 24]. Ethereum has established this concept of distributed computing, which clearly differentiates it from Bitcoin [14, 19, 22].

2.4. InterPlanetary File System

The InterPlanetary File System (IPFS) is a distributed, peer-to-peer file-sharing system that combines a distributed hash-table, an incentivized block exchange, and a self-certifying namespace in order to connect all computing devices with the same system of files [25]. The advantages of IPFS are no single point of failure and nodes do not need to trust each other.
2.5. Related Work

In literature, blockchain-based systems focusing on different aspects of Vehicle-to-Vehicle communication have been proposed.

For instance, Onishi [4] provides a report on the advantages and limitations of Vehicle Ad-hoc Networks and blockchain-based systems for Vehicle-to-Vehicle communication. Rowan et al. [26] propose an inter-vehicle communication by using a blockchain-based public key infrastructure that enhances interoperability between untrusted vehicles, for example, for platooning vehicles. Buzachis et al. [27] introduce an intersection management system to manage negotiated agreement between vehicles crossing through an intersection using blockchain technology and smart contracts. Singh and Kim [28] present an intelligent vehicle data sharing system using a custom consensus mechanism called Proof-of-Driving. Rathore et al. [29] propose the TangleCV, a decentralized solution for secure data sharing and recording for connected vehicles using a directed acyclic graph. Ramachandran et al. [30] introduce MOTIVE, a decentralized framework that allows vehicles to make peer-to-peer micropayments for data, compute and other services obtained from other vehicles or road side infrastructure enabling autonomous operation and trusted interactions between vehicles and nearby entities. Hewlett Packard Enterprise and Continental [31] announced a blockchain-based data monetization platform for sharing vehicle and traffic data. The platform is designed to allow for new digital services that improve security while allowing manufacturers to monetize data. In addition, there are various articles addressing reputation and liability management in vehicular environments (see [32, 33, 34]) and Vehicle-to-Grid applications for peer-to-peer payments (see [35, 36, 37]) based on blockchain technology.

However, the proposed solutions do not investigate the feasibility of blockchain technology and distributed databases for coordinated obstacle mapping.

3. Starling

In this section, we present the idea of establishing a distributed, peer-to-peer system for coordinated obstacle mapping in dynamic vehicular environments.

3.1. Problem

Vehicle-to-Vehicle networks such as VANET aim to enhance the visibility of vehicles in situations that cannot be detected by sensors. It is essential that obstacle mapping data come in the correct order and have not been manipulated or deleted, which could lead to accidents. In addition, current Vehicle-to-Vehicle solutions lack openness, security, and privacy and do not allow malicious vehicles to be detected and eliminated [4]. Only if this is ensured can vehicles improve their systems by using verified obstacle mapping data.

3.2. Vision

The vision for Starling is to provide verified and trusted vehicle and traffic data for coordinated obstacle detection that can be used by vehicles. By using blockchain technology and distributed databases, Starling aims to provide greater visibility of obstacles and make this visibility more secure and tamper-proof for all stakeholders by verifying and matching obstacles, which prevents data redundancy and double entries. Vehicles would know of verified obstacles in their environment without being able to detect them with their own sensors. For example, autonomous driving systems can consider obstacles much earlier in order to avoid accidents and make road traffic more efficient. In addition, Starling introduces the property reputation, which is an indicator of how trustworthy a vehicle is when reporting obstacles and is increased as other vehicles recognize the same obstacles.

3.3. Requirements

In this section, we describe the functional and the non-functional requirements of the Starling system. We start with defining the functional requirements of the Starling system, which aim to describe the interactions between the system and its environment independent of its implementation. The environment includes users and other external systems Starling interacts with.

1. Provide Obstacle Repository: The system must enable vehicles to persist mapping data of detected obstacles for coordinated obstacle mapping. This data represents obstacles in the immediate neighborhood of the detecting vehicle.

2. Avoid Duplication: The system must ensure that no duplicates of obstacles are persisted in the system, i.e. in case two vehicles detect the same obstacle, there should be a unique entry in the repository.

3. Detect Faulty Obstacle Data: The system must be able to detect manipulated or deleted obstacle mapping data. Incorrect data stored in the repository should be detected and not accepted as valid. Moreover, vehicles should
have the property reputation, which indicates the trustworthiness of a vehicle.

4. **Provide Data Access**: The system must provide an interface for clients to retrieve obstacle mapping data from the repository, to retrieve traffic data, or to detect obstacles out of sight.

5. **Provide Authority Access**: The system must ensure that authorities such as police, judiciary, and insurance companies are able to comprehend decisions about vehicles based on the coordinated mapping data.

6. **Provide Traceability**: The system must ensure the complete traceability of all actions in order to reconstruct traffic accidents.

Next, we define the non-functional requirements, which are so-called quality requirements.

7. **(Supportability) Open Platform**: The system must be an open platform, which means that the barriers to entry for both, car manufacturers and users must be low. The open platform must create transparency for all stakeholders involved.

8. **(Reliability) High Availability**: The system must be available without downtime as it runs in transport environments. A failure is unacceptable.

9. **(Reliability) Data Integrity**: The data in the system must be stored so that it cannot be manipulated. For example, traffic incidents must be comprehended when they occur. Therefore, the original data associated with such an incident must be accessible.

10. **(Usability) Protect Privacy**: The system must ensure that the tracking of vehicles and their owners should not be possible for anyone other than the vehicle owner and entitled authority actors.

11. **(Performance) Low Latency**: The system should be able to store and retrieve obstacles with low latency, as the environment including obstacles changes rapidly due to the high dynamics of traffic. The storing of obstacles should not exceed 500 milliseconds. The verification and retrieving of obstacle data should not exceed 1 second.

12. **(Performance) High Throughput**: The system should be able to handle a high data throughput. When scaling the system with many vehicles, the data throughput (i.e., the number of transactions) increases linearly with it.

### 3.4. Analysis

The analysis object model of the Starling system is derived from the identified requirements as depicted in Figure 1. The main actors of the Starling system are **Vehicles**, the vehicle owners, and authorities such as police officers, which can interact with the system by means of the **VehicleClient** and **AuthorityClient**, respectively. Their abstraction is combined into the **Client** superclass, which provides shared functionality such as retrieving obstacles. The **VehicleClient** allows Vehicles to access the **Repository** in order to store and retrieve obstacles. It facilitates the use of the **VehicleIdentifier**, which can be required by the authorities during investigations. The **AuthorityClient** enables authorities to view mapped obstacles and general traffic information.

The core function of the system is to store obstacles in the **Repository**, where the obstacle mapping data is persisted. It allows to read and write obstacles, to register vehicles, and it provides operations such as user authentication.

An **Obstacle** is initially identified and reported by the sensors of a **Vehicle**. An obstacle can be either static or dynamic and consists of a timestamp and a position, which describes the location where
it has been detected by a vehicle. In addition, a
dynamic obstacle contains information on the velocity
and bearing of the physical obstacle represented.
Starling assigns the sensor readings to obstacles already
reported by other vehicles so that no duplication of physical obstacles occurs. This association is
initiated by the VehicleClient and performed by
the MatchingService. The MatchingService
is called with information about the detected obstacle
and reacts with either a matched or a new obstacle.
After obstacles are retrieved from the Repository, the VerificationService verifies them before
further processing.

3.5. Architecture

Starling is decomposed into six independent subsystems. These subsystems are grouped into
three hierarchical layers, resulting in an open layered architecture. An additional subsystem indicates services
provided by the vehicle’s autonomous driving system. We explain the individual layers from bottom to top.

The Verification Layer provides ObstacleVerification services to the upper layers and does not depend on any other layer.
The subsystem VerificationStore is derived from the VehicleRepository. Since the Verification Store does not contain the ObstacleRepository, we preserve the relationship between the classes Vehicle and Obstacle from the analysis object model. Therefore, we introduce the HashRepository to our subsystem, which contains permanent links to the Obstacles stored in the ObstacleRepository subsystem in the layer above.

The Obstacle Layer provides services for storing and retrieving obstacle data as well as matching obstacles. It encapsulates the Obstacle Store that contains the ObstacleRepository with its obstacle mapping data and the ObstacleMatching subsystem accessible using the Obstacle API. They use the services of the Verification layer below to verify the obstacle data they are working with.

The Client Layer contains the client applications Vehicle Node and Authority Node, which provide system access for the actors Vehicle and Authority, respectively. They use services provided by subsystems from both, the Obstacle and the Verification Layer.

4. Case Study

Here, we describe the implementation of the Starling prototype using Ethereum and IPFS and present a
detailed analysis and discussion of the prototype.

4.1. Objective

The aim is to prove the feasibility of the decentralized Starling system for coordinated obstacle mapping. We implemented a prototype to gain further insight into the advantages and limitations of combining blockchain technology and distributed databases.

4.2. Hardware / Software Mapping

In the following, the decomposed subsystems are mapped to commercially available software and
hardware components with which we implemented the prototype. Considering the requirements and
constraints, we obtain the hardware-software mapping as shown in Figure 3.

First, we explain the components that enable our decentralized data storage, which is based on two
separate components. For the distributed databases, we use the high-throughput, serverless, distributed,
and
queryable database OrbitDB\(^1\). OrbitDB is based on the peer-to-peer protocol IPFS\(^2\) designed to create a distributed database. To achieve consistency across all nodes, OrbitDB uses an immutable, operation-based conflict-free replicated data structure (CRDT)\(^3\), which was proposed by Shapiro et al.\(^4\) in the context of the increasing emergence of distributed systems. CRDTs include, among others, an append-only log that can be used to model a mutable, shared state between peers in peer-to-peer applications meeting the requirements for documentation quality, flexibility, and throughput at the time of system design. We use the official IPFS client implementation, which is written in Go\(^5\) providing the IPFS HTTP API\(^6\) as an interface that allows clients to interact with it and the stored data.

4.2.1. **StorageNode and AccessNode** The core component of Starling is the distributed data storage in which detected obstacles are mapped and stored. The distributed data storage is separated into two independent components, the distributed file system IPFS, and the Ethereum blockchain.

4.2.2. **VehicleNode** The VehicleNode provides the system with the actual obstacle mapping data. For the case study, a Node.js\(^7\) environment was chosen, in which the VehicleNode is executed. It connects the ObstacleMapping service with the decentralized ObstacleStore. This component expects an interface provided by the ObstacleDetection on-board system that allows it to receive notifications of detected obstacles. The ObstacleDetection on-board system is not part of the Starling system and is therefore simulated. The subsystem ObstacleMatching compares the detected obstacles with those already stored in Starling. These obstacles are then stored in IPFS using the OrbitDB Javascript library, which connects to the local IPFS Store via the IPFS Javascript library\(^8\). Once an obstacle data set is stored in IPFS, a unique hash value of this data set is generated and recorded on the Ethereum blockchain. The hash value serves as the immutable digital identity of the obstacle data and can be verified at any time. The hash value is stored via the local GethClient with web3.js\(^9\), which is a collection of Javascript libraries that allow you to interact with a local or remote Ethereum node over an HTTP or IPC socket connection. VehicleNodes can retrieve mapped obstacles via the OrbitDB Javascript library. Based on this information, the autonomous driving systems can, for example, make decisions such as initiating a safety brake. The ObstacleVerification subsystem is implemented by a smart contract running on Ethereum, which contains the business logic for obstacle verification. Once the verification process is

---

\(^1\)https://github.com/orbitdb/orbit-db  
\(^2\)https://ipfs.io/  
\(^3\)https://github.com/ipfs/go-ipfs  
\(^4\)https://docs.ipfs.io/reference/api/http/  
\(^5\)https://github.com/ethereum/go-ethereum  
\(^6\)https://github.com/paritytech/parity-ethereum  
\(^7\)https://github.com/ethereum/wiki/wiki/JSON-RPC  
\(^8\)https://nodejs.org/  
\(^9\)https://github.com/ipfs/js-ipfs  
\(^10\)https://github.com/ethereum/web3.js/
completed, the VerificationStore service in the ObstacleVerification subsystem can be used to perform verification by call.

4.2.3. AuthorityNode The AuthorityNode provides authority actors access to the obstacle mapping data by means of a graphical user interface. It is a Javascript application that runs in web browsers with the same libraries that are used for the VehicleNode. To access the mapped obstacle data, it connects to the decentralized database over a public interface exposed by a remote ObstacleRepository, which is represented by the AccessNode.

4.2.4. Network All subsystems and devices of the Starling system can be connected using an arbitrary network. This can be a private network deployed in a local environment or a public one like the internet.

5. Evaluation

We implemented viable subsystems in order to evaluate the proposed Starling system.

5.1. Simulation

As the operation of Starling in a real scenario was not possible, we simulated vehicles that reliably detected obstacles on a selectable route. For the simulation, we developed further subsystems (e.g., simulation manager) that communicate with each other and were integrated into the Starling system. The simulation manager has access to all simulated vehicles as well as their position, speed, and storage data, but is not aware of the extended environment of the vehicles. The data provided by the simulation manager represent the obstacle data that a real vehicle would receive from its sensors. Hence, the simulation manager can be considered as the ObstacleDetection subsystem.

The graphical web interface depicted in Figure 4, shows the simulation using a map. Using this interface, any information such as traffic conditions can be displayed and the status of a specific vehicle can be reproduced at a certain point in time.

5.2. Design

For the evaluation, ten equivalent virtual machines were provisioned, each with 8GB RAM, 4 CPU cores and 100GB hard disk space running Ubuntu 16.04 LTS as the operating system. The machines operated in a data center of a cloud hosting provider and were connected with each other through a local network. The Docker Engine was installed on all machines, enabling them to be combined into a cluster using Docker’s swarm mode. By running the simulation, the performance and scalability of combining the Ethereum blockchain and the decentralized, peer-to-peer data storage IPFS will be quantitatively evaluated for the use of coordinated obstacle mapping. Based on this data, it is verified whether the requirements are fulfilled and if these technologies are ready to be used for the purpose of coordinated obstacle mapping.

5.3. Results

We have performed three simulation runs with different objectives. In the first simulation run with six vehicles, the verification process – using the hash values stored in the blockchain – was disabled when matching the detected obstacle with the already mapped ones. The detected obstacles could be matched to the obstacles returned by a query on OrbitDB. In addition, towards the end of the simulation, when all six vehicles were stuck in traffic jams, the exact number of six obstacles were mapped, with the obstacles detected by the vehicles always matching the stored ones. Observing the state of the blockchain using the Ethereum Network Status interface, an average of 13 transactions per block are shown, which is approximately 1.6 transactions per second with an average block time of 8 seconds.

In the second simulation run, we continued with six vehicles over a 24-hour period to measure the convergence behavior of the average block time, which settled at 15.6 seconds, while 98% of the blocks propagated in under one second. Another relevant time interval is the average delay that occurs when OrbitDB replicates data between its distributed nodes. Before
measuring this value, the internal clocks of the nodes connected to OrbitDB were synchronized with the same NTP time server, so that the replication delay could be calculated without deviations due to inaccurate clocks. Beyond that, the number of nodes involved was limited to two, so that the actual replication time between these nodes could be calculated. The simulation was started and the timestamps at the time of saving on one node and replication on the other node were extracted. This data set was used to calculate the difference between the two timestamps and their mean value, which is 197 milliseconds.

Finally, we tested the system regarding its scalability in the third simulation run. For this purpose, the number of vehicle nodes was increased to 20 while the reaction of the system to this change was observed. It could be seen that with a growing number of vehicles the number of Ethereum and OrbitDB transactions increases. While the vehicles were scattered across the route to the accident site, the blockchain processed an average of 26 transactions per block, which is approximately 1.67 transactions per second with an average block time of 15.6 seconds. This value increases to up to 7 transactions per second as more vehicles get into traffic jams. During this period, however, the replication time of OrbitDB remained constant at about 200 ms.

6. Discussion

The Starling system is a successful proof of concept and is capable of performing coordinated obstacle mapping using Ethereum and IPFS in a reliable way. However, due to the limiting properties of the Ethereum virtual machine (e.g., support of floating point numbers), the matching algorithm had to be implemented in the vehicle node running in the distributed database instead in the smart contract. The results of our evaluation show that the average block times using the Proof-of-Work consensus mechanism are higher (approx. 15 seconds) than the needed near-real time requirement for obstacle mapping (1 second). This means that the obstacles queried from the distributed database are not validated, which is why incorrect obstacle data could not be identified. However, as soon as transactions are added to the blockchain, obstacle reports can be traced and verified in retrospect.

Concerning data privacy, Ethereum provides pseudo-anonymity in the form of addresses. However, once the relation between an address and a vehicle is uncovered, vehicle data can be associated to the vehicle owner. Therefore, vehicles need to generate a one-time address per-trip or per-event while persisting their used addresses locally. In case a one-time address is needed, an authorized actor such as the vehicle owner can access these addresses stored by the vehicle.

Since deleting data from the blockchain is not possible by design, a further challenge is the increasing demand and costs for data storage, especially for resource-limited vehicle nodes. As the majority of data stored in vehicles will be obsolete in terms of time or irrelevant based on their position, we propose introducing so-called light nodes. Light nodes do not download or verify the entire chain of blocks, instead they rely on full nodes for sending transactions and querying obstacle data. However, this could not be realized in the course of our simulation, because the still experimental light nodes of Ethereum were unable to discover any full nodes, and OrbitDB was not yet capable of this functionality. To tackle this issue we trade decentralization for storage, which shifts the control of the network towards the operators of full nodes. This compromise could be accepted in the Starling network, as full node operators will be a diverse group of stakeholders including vehicle manufacturers, governments, and insurance companies.

While blockchain technology can guarantee that the obstacle mapping data is not tampered with, it does not guarantee that the data recorded by the sensors is accurate. Additional technical controls such as secure sensor elements with unique private keys to ensure increased data integrity may be required.

The second component that was evaluated was the distributed data storage IPFS, which met our requirements for storing obstacle data, even replicating in half the time stated in the quality requirements. In the future, the obstacle matching should be executed by the blockchain and not by the vehicle, as it is implemented in the current version of the Starling prototype.

7. Conclusion

In this paper, we successfully designed and developed the Starling system, which allows vehicles to map detected obstacles in a coordinated manner by means of distributed ledger technology. Furthermore, we implemented a reliable algorithm for matching detected obstacles with already mapped ones, so that the validity of the latter can be verified, duplicated reports prevented, and their traceability ensured. The use of a distributed ledger for the coordinated mapping of obstacles in the context of road traffic embodies a promising technology, especially when considering the immutability and traceability of the data stored. Decisions made by autonomous vehicles based on the sensed surroundings can be comprehended in retrospect.
We addressed the functional and non-functional requirements described in Section 3.2.: The requirements of (1) Provide Obstacle Repository, (2) Avoid Duplication, (3) Detect Faulty Obstacle Data, (4) Provide Data Access, (5) Provide Authority Access and (6) Provide Traceability were addressed by introducing IPFS and our User Interface. (7) Open Platform, (8) High Availability, and (9) Data Integrity were archived using a public blockchain protocol based on proof-of-work (i.e., Ethereum) allowing everyone to connect to Starling. Starling is distributed among several nodes fulfilling high availability in a way that hardly any other ordinary database can. Finally, (10) Protect Privacy, (11) Low Latency, and (12) High Throughput could be partially fulfilled.

In order to ensure data privacy in the future, vehicles need to generate a one-time address while persisting its used addresses locally. In addition, as Starling has to deal with several thousand transactions per second, future work should investigate distributed ledger solutions focusing on scalability (e.g., Tendermint, IOTA, and Hedera Hashgraph), second layer solutions (e.g., Raiden and Lightning Network), and the use of light nodes for resource-limited vehicle nodes. Furthermore, it should be investigated how manufacturers and vehicle owners can monetize their data to create new revenue streams.

References


[18] F. M. Benčić and I. Podnar Žarko, “Distributed Ledger Technology: Blockchain Compared to Directed Acyclic Graph,” in IEEE 38th


4 Co-authored publication

This chapter contains a co-authored publication that is not part of the contributions of this dissertation.

4.1 Fog Computing as Enabler for Blockchain-Based IIoT App Marketplaces - A Case Study

This publication (Publication [E]) proposes a novel approach for an open app marketplace in industrial environments.

Number of Pages: 7
Review: Peer Reviewed (3 Reviewers)

While the focus of the publication is on fog computing, the author of this dissertation contributed to the blockchain-related content of this publication, in particular concerning the conduction of the literature review and technical foundations, writing the paper, and providing valuable feedback.

Goal

With the increasing number of IoT devices in industrial environments, the management of their software is crucial to ensure software security. The goal of this DLT application was to provide an open app marketplace for industrial IoT edge devices.

Approach

We combined a DLT network with the hierarchical, distributed structure of a fog computing architecture. DLT was used to create an open marketplace to provide new delivery channels and flexible payment models (e.g., pay-per-use models) for developers and traceability of software updates for technicians. This allows applications to be
offered and transmitted in a P2P network. In addition, it enables the monitoring of software installations and updates on IoT edge devices.

**Results**

The DLT marketplace enables developers to offer, control, and monetize their apps for IoT devices in industrial environments. Developers and technicians can obtain information about apps as all interactions with the IoT edge devices are recorded on the distributed ledger, increasing transparency and traceability of the software lifecycle management. Due to the low transaction costs, DLTs enabled consumption-based payment models for the use of the apps.

**IEEE Reuse Requirements**

With regard to the IEEE reuse requirements for dissertations, the accepted and not the published version of the publication is used in the following.
Fog Computing as Enabler for Blockchain-Based IIoT App Marketplaces - A Case Study

Andreas Seitz¹, Dominic Henze¹, Daniel Miehle¹, Bernd Bruegge¹, Jochen Nickles² and Markus Sauer²
¹Chair for Applied Software Engineering, Technische Universität München, Munich, Germany
Email: {seitz, henzed, miehled, bruegge}@tum.de
²Siemens AG, Corporate Technology, Munich, Germany
Email: {jochen.nickles, markussauer1}@siemens.com

Abstract—Fog Computing, Augmented Reality (AR) and Blockchain are technologies that have been receiving more attention in recent years. Fog Computing for on-site data analysis and Blockchain as a decentralized framework are used to establish security and trust. AR enables new interactive scenarios with devices in the industrial environment and provides user interfaces for devices that had previously lacked one. The combination of these technologies in an industrial environment opens up new possibilities and opportunities. We present the IIoT Bazaar, a decentralized marketplace for industrial edge applications that relies on Blockchain to create transparency for all stakeholders involved and to enable the traceability of app installations on edge devices. With Fog Computing, resource-limited edge devices can be integrated into the IIoT Bazaar ecosystem. Fog Nodes enable the provisioning of applications on edge devices and their integration into a decentralized Blockchain network. AR serves as an interface between the users and the machines, allowing people to interact intuitively with the edge devices. With a case study, we demonstrate the design and prototypical implementation of the IIoT Bazaar and its applications which bring software developers and users together using a combination of Fog Computing, AR, and Blockchain. We share the challenges we faced and our experiences we made during the case study.

Index Terms—Fog Computing, Blockchain, Augmented Reality, IIoT, Smart Contracts, Edge Computing, Industry 4.0, Distributed Ledger

I. INTRODUCTION

Devices and software in industrial environments are distributed and heterogeneous, and so, difficult to administer, as they are often used in many places for different purposes. Moreover, devices and their software are often individual, tailored solutions, which makes them difficult to develop and update. In addition to the maintenance, the distribution and promotion of software and accompanying updates is tedious.

Marketplaces for apps have emerged from the consumer world where they are already well-known and used for smartphones. Examples of consumer marketplaces are the Apple App Store and Google Play Store. Users are accustomed to extending the functionality and possibilities of their smartphones with various apps. These processes are designed to be particularly user-friendly: After authentication and payment, the app is installed on the device and is immediately available to the user. Marketplaces bring advantages not only for the users but also for the developers of apps. If an app reaches a critical mass, it is successfully distributed through a central point of contact.

Contrary to app stores for smartphones, marketplaces in the industrial environment face various challenges. IIoT solutions are often tailor-made individual solutions: both hardware and software side. The reuse of applications is not possible due to the lack of distribution platforms. From the developer’s point of view, the appropriate delivery channels are missing. Current solutions also do not offer flexible payment models such as pay per use.

From the perspective of edge device developers and technicians, working with these devices raises further challenges. For example, technicians must visit equipment on site and initiate manual the installation of software and updates. The devices in the field often do not provide a user interface, making feedback to the technician difficult and non-transparent. In addition, there is a lack of standardization in the installation process of updates. Furthermore, it is not traceable who carried out which updates when or why. However, the reliable auditing and traceability of software installations and updates are required.

New payment models, such as purchasing time-based functionalities, are also interesting for companies using IIoT. A lack of technological possibilities currently prevents the establishment of such new payment models. These challenges and problems, as well as the individuality of applications and use cases, make it difficult to develop a platform that meets these heterogeneous requirements.

The IIoT Bazaar presented in this paper, attempts to address these challenges and offers solutions by combining different technologies. Technological advances such as Cloud Computing, Fog Computing, Blockchain and Augmented Reality (AR) have already found their way into the industrial domains [1]. The combination of these technologies with Blockchain opens up new opportunities and can overcome existing limitations [2], [3]. Bottlenecks and single points of failures can be eliminated by decentralization.

The IIoT Bazaar aims to address these challenges by applying a decentralized Blockchain network and the hierarchical, distributed structure of a Fog Computing architecture. Blockchain technology is used to create a marketplace for the exchange of applications in which no third parties need to be trusted [4]. This eliminates the “man-in-the-middle” and
allows apps to be offered and transmitted in a peer-to-peer network. By combining IIoT and Blockchain, new applications as well as advanced payment models can be generated.

This paper builds on [1] and is structured as follows: In Section II, we present the foundations of IIoT, Fog Computing, Augmented Reality and Blockchain, followed by comparable approaches to the IIoT Bazaar. In Section III, we present the conceptual structure and the objectives of the IIoT Bazaar starting from the requirements, to the analysis of the problem domain and an overview of the architecture. In the case study in Section IV we discuss the prototypical implementation using AR, Fog Computing and a private Ethereum Blockchain. We report our experiences and challenges which we have discovered. Section V concludes the paper by summarizing the contributions and offering an outlook on our future work.

II. FOUNDATIONS & RELATED WORK

The following section describes IIoT, Fog Computing, Augmented Reality (AR) and the Blockchain technology – the foundations of our approach. Additionally, related approaches are reviewed to embed our approach in the corresponding scientific background.

A. Industrial Internet of Things

While IoT devices, such as household appliances and smart textiles, are already widespread in our daily lives, most of them are considered as Consumer IoT (CIoT) devices. [5]. These devices work very well for private use but do not focus on reliability or connectivity which would be necessary for an industrial setting [5]. IIoT devices on the other hand focus on this aspect [5] and bridge the gap between the physical, industrial world and the digital environment [6] to create cyber-physical settings that use real sensor values, inputs from actuators and interactive devices [7] to collect and process data for pattern recognition, prediction and optimization [8].

B. Fog Computing

Fog Computing was first proposed by Bonomi et al. to extend the possibilities of Cloud Computing all the way down to the edge of the network by introducing an additional layer called Fog [9]. Heavy computational tasks are still executed within the Cloud to harvest the calculation power and power independence of the Cloud servers. IoT devices on the other hand are located in the edge layer with so-called Fog Nodes connecting the devices to the Cloud [9]. Located close to the IoT devices, these Fog Nodes produce and consume data to enable real-time analysis and processing of data, thereby reducing latencies and saving bandwidth [1], [10].

C. Augmented Reality (AR)

Augmented Reality (AR) is a special case of Virtual Reality (VR) [11]. While VR focused on creating an entire virtual environment for the user to interact with, AR introduces virtual objects within the user’s physical surrounding. This allows users to interact with the physical surrounding while having additional information and inputs to interact with the virtual environment. Thus, AR can be seen as the ‘middle course’ between reality and VR [12]. There are many ways of introducing AR using devices, such as head-mounted displays, AR glasses, but also smartphones and tablets.

D. Blockchain Technology

Blockchain technology was first introduced by Satoshi Nakamoto [13] in 2008 for the cryptocurrency Bitcoin and represents a subclass of the Distributed Ledger Technology (DLT). A Blockchain is a distributed database that records transactions in a chronological, ordered list of blocks [14]. Each block consists of transactions, a hash of the preceding block, and a timestamp providing traceability and immutability of transactions. A new block is consistently synchronized across the peer-to-peer network by means of a consensus algorithm. Blockchain technology eliminates the need for a central authority or intermediary to process or validate transactions reducing complexity and cost [15]. The first generation of Blockchain protocols such as Bitcoin mainly focused on the exchange of financial transactions. In contrast, following Blockchain protocols such as Ethereum enable the deployment of executable code, known as Smart Contracts [16], which run on the Blockchain. Smart Contracts are computerized transaction protocols that execute the terms of a contract to enable the automatic exchange of values such as cryptocurrencies in a secure and transparent manner [17], [18].

E. Related Work

The individual technological components have been viewed in many ways by academia and industry. The combination of these topics is still a challenge for research [2]. We refer below to publications that are closely related to our vision and ideas.

In [19], Huckle et al. describe how the IoT and Distributed Ledger Technologies generate opportunities to develop so-called distributed applications (DApps) for a shared economy. Their paper describes visionary scenarios made possible by the combination of IoT and Blockchain. To the best of our knowledge, none of the scenarios have been implemented to date. The authors discuss the shared use of apps but do not refer to the marketplace idea. Pan et al. [20] designed and implemented an Edge-IoT framework based on Blockchain and Smart Contracts. The Smart Contracts are for example used to manage the resource allocation of an IoT device in an automated way. Reyna et al. stated that the combination of IoT and Blockchain could “accelerate the creation of an IoT ecosystem of services and data marketplaces” [2]. We agree, but instead of focusing on the data, we focus on the provision of services in the form of apps in an industrial environment. Furthermore, Reyna et al. mentioned that “secure code deployment” through the integration of technologies could be another advantage [2]. Publications [21], [22] discuss how code can be pushed safely and securely into devices using the Blockchain.

III. BAZAAR

In this section, we present the idea of establishing a marketplace for IIoT applications based on the technologies of Fog
Computing, AR and Blockchain – the IIoT Bazaar. We chose the name 'Bazaar' to emphasize our wish to bring supply and demand together, thereby creating a marketplace with special features in terms of design, location, and function.

A. Problem

Edge devices serve as enablers for smart factories and establish continuous communication among different data sources that connect machines with sensors, actuators, and Cloud applications.

These systems are business critical to smart factories for ensuring that their machines run uninterrupted. Soon, these edge devices may also enable predictive maintenance, availability and effectiveness.

Technicians are responsible for regularly updating the software and applications on these devices, which is a process that is rather cumbersome and complex. Information about new software or updates is usually published via newsletters or internal portals. The technician must download the software, drag it on an USB drive and then transfer it to the device that requires an update in the first place and possibly waiting up to 15 minutes for the update process to complete. With the increasing number of edge devices, this method of updating poses a scaling problem. Many of the devices do not offer a user interface but give only feedback via LEDs on the installation status. This process is error-prone and in need of improvement. In the consumer world, there is already a simple and elegant way which can also be used for the industrial domain – Marketplaces for apps.

B. Vision

The vision for the IIoT Bazaar is the simplification and acceleration of the installation and updating of apps as easily on edge (IIoT) devices as on smartphones. Using machine learning and QR codes, a technician can detect and identify devices by using a smartphone with AR technology and thus receives a user interface for an edge device that would otherwise lack one. The usually large number of manual steps for installation is reduced to a simple drag & drop operation. When the technician points to the device, the technician’s smartphone shows which applications are running on the device, which updates are available, and which new applications can be installed.

The technician takes an app from a list and drags it via AR to the device. The process is started after authentication and visualized in AR. If there is an error, the technician receives feedback via AR.

The IIoT Bazaar app also provides the technician with additional information about the apps: ratings, version number, descriptions, developer information and price.

The metadata about the availability of apps as well as the traceability of installations and updates are stored in the Blockchain, allowing transparency and traceability. The Blockchain as a distributed and open system enables several distributed marketplaces to work in parallel.

C. Requirements

We define the following requirements for the successful implementation and acceptance of the IIoT Bazaar concept:

(1) Open Platform: The IIoT Bazaar must be an open platform, which means that the barriers to entry for both developers and users must be low. The platform must create transparency for all parties involved.

(2) End-to-end Delivery: The IIot Bazaar must support the process of providing an application to installing it on an edge device. End-to-end means from uploading the app to the marketplace through the actual installation of the app on the edge device to payment. Furthermore, there must be a possibility for updates.

(3) User-Centric Design: Usability must be oriented to the same expectations as that from the consumer world, i.e., the rapid notification of the current statuses of the devices and simple initiation of installations and updates.

(4) Independence: The IIoT Bazaar should be a decentralized system in which there is no regulating authority.

(5) Payment Model Flexibility: The IIoT Bazaar must support different payment models. The developers are responsible for offering and providing new and flexible payment models.

(6) On- and Off-Site Remote Update Management: Installation and update management must be available on-site and remotely. The on-site technician can use his smartphone for interaction, but also manage the devices remotely, e.g., from an office.

(7) Flexibility and Extensibility: IIoT must be flexible and expandable. It must support different IIoT technologies and devices and be adaptable for the respective technicians.

(8) Traceability: All installations and updates must be documented for regulatory reasons. The respective processes must be visible and traceable to the different parties.

D. Analysis

For a better understanding of the problem domain we created an analysis object model (cf. Figure 1) to describe the static structure of the IIoT Bazaar.

![IIoT Bazaar Analysis Object Model](image)

**Fig. 1. IIoT Bazaar Analysis Object Model**: the model helps to better understand the problem and to develop the solution approach of the IIoT Bazaar.

We have two actors that interact with the IIoT Bazaar. IIoT application developers who want to distribute their apps and technicians who are responsible for the installation and
availability of the applications. Developers create applications Apps to run on Edge Devices. Technicians oversee the installation and updating of those applications onto the Edge Devices. Both, the Technician and the Developer, require authentication to perform these operations. It is essential to keep track of who developed which application and ensure the correct applications/updates are being installed by the technician on the Edge Device. The contract exists to validate and confirm these transactions.

E. Architecture

Based on the results of [1] and the hybrid approach as described in [2], we propose the following architecture (c.f. Figure 2) for the IIoT Bazaar, which is based on the Fogxy architectural pattern for Fog Computing as presented in [23]. We discuss the individual components and their roles within the IIoT Bazaars ecosystem.

IIoT Bazaar App: The IIoT Bazaar App is the link between the Edge Devices in the field and the Technician. The Edge Devices rarely have user interfaces. The technicians use their smartphones, which have the IIoT Bazaar App installed, to detect, identify and interact with the Edge Devices in AR. After successful authentication, the technicians can install or uninstall apps using drag & drop operations. Furthermore, the IIoT Bazaar App provides information about the current status of the Edge Devices and their interactions with regard to app installations and updates.

IoT Manager: Running on the Fog Node, the IoT Manager is the heart of the architecture and central point of contact. The Fog Node as defined in [24], establishes the connection between the components in the Cloud and those in the Field. The IoT Manager compensates for the missing resources on the Edge Device to enable on- and off-site maintenance and installation of apps.

Dev Store: The Dev Store is the interface for the developers with the IIoT Bazaar ecosystem. Developers can log in here to make their applications available for updates and view the data about the distribution.

An application in the IIoT Bazaar consists of a binary file, images such as icons and screenshots and metadata such as name, price and version number. The Dev Store passes the metadata with a reference to the warehouse and Blockchain.

Blockchain: There are multiple reasons for using a Blockchain. First of all, it provides a single source of truth in an environment with a possible lack of transparency. Second, it is open and therefore very feasible to introduce further parties, such as additional marketplaces to the IIoT Bazaar environment. Third, the Blockchain offers Smart Contracts, which deliver data storage and logic layer in a distributed fashion. Fourth, by using cryptography it provides a temper-proof way of recording transactions to enhance trust and traceability.

Warehouse: In the Warehouse, the binaries and other information, such as screenshots or app icons, are stored. The Warehouse exists parallel to the Blockchain. App entries in the Blockchain refer to the data in the Warehouse. Technicians first refer to the information which apps are available for which devices from the Blockchain. If a suitable app is available, it can be downloaded from the Warehouse to the selected Edge Device.

IV. Case Study

In this section, we describe our implementation of the IIoT Bazaar, which we began together with our industrial partners in the spring of 2018.

A. Objectives

We set ourselves the goal of developing a prototype and testing the implementation of the IIoT Bazaar concept. Furthermore, the prototype serves our industrial partners to validate the acceptance of such a system. Of particular interest to them is the use of the system by technicians in the field. The combination of AR and the deployment of applications using
drag & drop were a vision that can only be validated by trial and error. Since the Blockchain is a new technology from a software engineering point of view, it was also relevant to us how this concept can be combined with other technologies and programming languages. In the following sections, we describe the technical details, the test setup, and the implementation of the user interface.

B. Hardware/Software Mapping

We discuss the different subsystems in three different environments Cloud, Fog, and Field and explain the hardware and software we used to implement the prototype. Figure 3 shows the hardware/software mapping as UML Deployment Diagram explaining the components and communication mechanisms among them.

1) Cloud Environment: The CloudEnvironment contains three subsystems: Dev Store, Warehouse and App Chain. The two components Dev Store and Warehouse were deployed on a self-hosted virtual machine. The App Chain runs on AWS.

Dev Store: The Dev Store component is implemented using Angular 6.0 and runs on a Nginx web server. The Web application includes two components: User Management and Application Management. The former allows users to log in with their Ethereum key pair via the MetaMask browser extension. No username or password is required, so authentication is done via the user’s key. We use the JavaScript implementation of the web3 framework to communicate with the App Chain via JSON RPC.

Warehouse: The Warehouse component is implemented in Kotlin on the Spring framework. The Warehouse provides a REST interface that receives and stores the additional app information from the Dev Store. Furthermore, it offers an interface for the IoT Manager where the binaries files of the app can be obtained to enable the installation on the EdgeDevices. The component is packed in a docker container and can be deployed to any Cloud provider.

App Chain: This is the Blockchain component implemented with a private Ethereum Blockchain. It runs on three AWS Ethereum nodes, which find a consensus on the state of the Blockchain using Proof of Authority. Further Ethereum nodes can be used to scale the system.

To realize the IIoT Bazaar we established three Smart Contracts:

- **IIoTAppRecords** - Here, application metadata are stored. These data contain the following characteristics: name, version, owner (developer’s Ethereum address), release date, price (token), and a reference to retrieve additional data that may contain the application binaries (Warehouse base URL).
- **IIoTInstallationRecords** - This stores the information about the relationship of an app to the EdgeDevices on which it is installed. The following features are considered: deviceId, appId, purchaseDate, installDate, and a flag indicating whether the installation of an app is still active or the app has been uninstalled.
- **IIoTToken** - This enables payment and is derived from the EC20 standard token, which is standard implementation for currency management on Ethereum.

We use a private Ethereum Blockchain for performance reasons and to verify the participants of the ecosystem via the nodes as a means of creating transparency and visibility for all stakeholders in the Blockchain.

2) Fog Environment: An Intel NUC is the central point of communication and computation in FogEnvironment. Ubuntu runs as operating system on the Intel NUC. The AppDevManager and the MQTT Broker component are deployed on it.

**IoT Manager**: The IoT Manager acts as a proxy between the Cloud components and the components in the FieldEnvironment. The IoT Manager is implemented in Typescript and uses the Node.js JavaScript runtime. In its function as a proxy, the IoT Manager makes the applications from the Warehouse available to the respective EdgeDevices. The binaries from the

---

2. https://metamask.io/
5. https://spring.io/
Warehouse are loaded to the EdgeDevice via the IoT Manager after a technician has completed the installation.

**MQTT Broker:** The purpose of the MQTT Broker is to distribute the data among all the components of the system. We use Mosquitto\(^6\) as MQTT Broker.

3) Field Environment: Two subsystems are used in the FieldEnvironment: the IIoT Bazaar App which runs on an iPhone and the IoT Simulation component which runs on SIMATIC IOT2040\(^7\) devices. iPhones with the IIoT Bazaar App, the EdgeDevices and the Fog Nodes must be available on the same local network to communicate.

IIoT Bazaar App: When the app starts, it first connects to the MQTT Broker and subscribes to MQTT topics. The IP address of the broker is resolved using mDNS. The MQTT messages contain information about nearby EdgeDevices and applications executed on them. A technician uses a smartphone camera to capture the surrounding environment. We trained a machine learning (ML) model to detect SIMATIC IOT2040 devices with an accuracy of 95% in the AR View. When the model detects an IOT2040 EdgeDevice, it scans the device for a QR for identification. The technician can see which apps are installed on the device or which apps are available for installation via the messages in the MQTT Broker and via the query on the App Chain. We use Apple’s ARKit\(^8\) for the interaction in AR and integrate the ML model using CoreML\(^9\). We reused the ML model of [1]. The communication with the App Chain takes place via JSON RPC and was implemented in the app with the web3swift\(^10\) library.

IoT Simulation: Three EdgeDevices with several sensors are available in our test environment. On each of the EdgeDevices the IoT Simulation is deployed. Like the IoT Manager, the IoT Simulation component is implemented in Typescript and uses the Node.js JavaScript runtime. The runtime environment allows us to add apps (in our case, sensors). The simulation is compatible with the visualizations in [1]. If the installation of an app works, the sensors and their values are visualized.

C. User Interface Design

In AR, the IIoT Bazaar App provides information about the identified EdgeDevices and their applications.

The interaction with the EdgeDevice in AR on the iPhone is important for the IIoT Bazaar concepts gaining acceptance by technicians.

We tested different user experience concepts in several iterations and evaluated them with our industrial partner. We finally decided on a drag & drop solution. The user interface adapts itself according to the camera angle and which EdgeDevice is in the focus of the AR view. If several

\(^6\)https://mosquitto.org/
\(^8\)https://developer.apple.com/arkit/
\(^9\)https://developer.apple.com/documentation/coreml
\(^10\)https://github.com/BANKEX/web3swift

---

**Fig. 4. AR User Interface:** A technician drags and drops the app to a detected edge device. The idle time application is about to be dragged onto the edge device IOT2040 #2. The technician must authenticate to start the installation process.

**EdgeDevices** are available, the lowest common denominator of all the apps installed on these devices is displayed. Figure 4 shows how the Idle Time application is dragged from the static area below into the dynamic AR area. A visual confirmation gives the EdgeDevice a green frame around the device indicating that the Technician can install the app on the selected device. The installation process is initialized after the drop and visualized in the AR view (loading bar on the app icon). The IoT Manager takes care of the error-free installation and the billing of the app’s costs.

V. Conclusion

We extended the AIIoT approach [1] with real-time device interaction to obtain information about the installed applications and the provision to add or uninstall applications on edge devices. To view the historical data on the interactions with the edge device, we applied a Blockchain to store all interactions performed by a technician on the device to increase transparency and traceability. Furthermore, Smart Contracts enabling micropayments, including automation to create efficient and transparent processes were established.

The IIoT Bazaar prototype was successfully demonstrated to our industrial partners, who provided valuable feedback. In the
case study, we addressed the requirements described in Section III-C by the various technologies and their combination: (1) Open Platform, (2) End-to-end Delivery, (3) User-Centric Design, (4) Independence, (5) Payment Model Flexibility, (6) On- and Off-Site Remote Update Management, (7) Flexibility and Extensibility, and (8) Traceability were each addressed and fulfilled by the different technologies.

However, we identified limitations of the current state of the prototype. During the case study, we encountered difficulties that had not been apparent in the design of the system. Due to faulty frameworks and the lack of expert knowledge, development with a Blockchain component proved to be particularly challenging. Even though we had used a private Proof-of-Authority Ethereum network, the confirmation times for the transactions were very high. Additionally, the evaluation of the scalability and the application of the IIoT Bazaar in a real-world scenario with multiple users are open issues.

The IIoT Bazaar concept offers the potential for human machine interactions, as we have shown by the case study. The concept could also be used and extended for machine machine collaborations by using Smart Contracts for autonomous machines that are used as both producers and consumers (ProSumers). For future research, we intend to evaluate the findings of the case study and examine the acceptance of the system. Furthermore, we plan to combine the IIoT Bazaar with the idea of Seamless Computing [25], [26] and use containers on all layers.

ACKNOWLEDGMENTS
We would like to thank those who contributed to our research: Philipp Diller, Moritz Kellermann, Deeksha Sinha, Phuong Mai Mai, Illia Ovchynnikov, Maksym Hrinenko, Tim Lewandowski, Ali Abbas Jaffri and Alina Turbina. Furthermore, we would like to thank Hubertus Hohl for his feedback and technical support.

REFERENCES
Fog Computing as Enabler for Blockchain-Based IIoT App Marketplaces - A Case Study

Conference Proceedings:
2018 Fifth International Conference on Internet of Things: Systems, Management and Security

Author: Andreas Seitz
Publisher: IEEE
Date: October 2018

Copyright © 2018, IEEE

Thesis / Dissertation Reuse

The IEEE does not require individuals working on a thesis to obtain a formal reuse license, however, you may print out this statement to be used as a permission grant:

Requirements to be followed when using any portion (e.g., figure, graph, table, or textual material) of an IEEE copyrighted paper in a thesis:

1) In the case of textual material (e.g., using short quotes or referring to the work within these papers) users must give full credit to the original source (author, paper, publication) followed by the IEEE copyright line © 2011 IEEE.
2) In the case of illustrations or tabular material, we require that the copyright line © [Year of original publication] IEEE appear prominently with each reprinted figure and/or table.
3) If a substantial portion of the original paper is to be used, and if you are not the senior author, also obtain the senior author’s approval.

Requirements to be followed when using an entire IEEE copyrighted paper in a thesis:

1) The following IEEE copyright/credit notice should be placed prominently in the references: © [year of original publication] IEEE. Reprinted, with permission, from [author names, paper title, IEEE publication title, and month/year of publication]
2) Only the accepted version of an IEEE copyrighted paper can be used when posting the paper or your thesis online.
3) In placing the thesis on the author’s university website, please display the following message in a prominent place on the website: In reference to IEEE copyrighted material which is used with permission in this thesis, the IEEE does not endorse any of [university/educational entity’s name goes here]’s products or services. Internal or personal use of this material is permitted. If interested in reprinting/republishing IEEE copyrighted material for advertising or promotional purposes or for creating new collective works for resale or redistribution, please go to http://www.ieee.org/publications_standards/publications/rights/rights_link.html to learn how to obtain a License from RightsLink.

If applicable, University Microfilms and/or ProQuest Library, or the Archives of Canada may supply single copies of the dissertation.
5 Discussion and Conclusion

This chapter concludes the dissertation, summarizes the contributions of each publication and discusses ideas for future work.

Distributed ledger technologies (DLTs) are a powerful technology for creating cross-organizational platforms that are organized in a decentralized manner. In this dissertation, we used a formative research approach to investigate the integration of DLTs into the automotive value chain. DLTs address the need to enable multiple parties to exchange data across organizational boundaries, transparently and securely. We demonstrated the feasibility and value of DLT platforms within five application prototypes ranging from production and logistics to sales and services. The case studies were carried out in cooperation with industry partners, namely the BMW Group and Siemens, where we successfully linked their business requirements to the capabilities of DLTs. We have obtained comprehensive results showing that DLTs can make cross-organizational business processes more efficient and secure by using unique digital identities, tracing events along the value chain (e.g., ownership transfers), providing verifiable transactions and data, and removing intermediaries.

5.1 Contributions

Publication [A] realizes a cross-organizational platform for the tracking and tracing of parts and vehicles in multi-stage supply chains. The publication led to a pilot project at the BMW Group in 2019, which confirmed the feasibility and value of our part traceability application in a real-world, global supply chain. The pilot project involved two plants of the BMW Group and three plants of a 1-tier supplier. The pilot project was so successful that the BMW Group is scaling up the project to include more first- and additional second-tier suppliers in 2020.

Publication [B] describes a visionary scenario to create a decentralized marketplace and to enable machines to act as economically autonomous machines in that market-
place. The case study underlined that machines require verifiable digital identities to act as autonomous and trusted actors in a system. The publication stimulated a pilot project at the BMW Group with one first-tier supplier in the area of logistics. The pilot project concentrates on the integration of DLTs and IoT devices using secure hardware modules. The aim is to enable secure and trusted interactions by issuing and verifying digital identities for IoT devices. The results of this pilot project can be incorporated into the part traceability application (see Publication [A]).

Publication [C] describes a prototype that demonstrated that electric vehicles (EVs) can offer their flexibility in the form of deviations from their cost-optimal charging plan using a DLT-based flexibility market platform. The prototype was shown to our industry partner and received positive feedback concerning the open flexibility market platform and the flexibility trading mechanism. This publication serves as the foundation for further electric vehicle (EV) projects within the BMW Group. The projects deal with the optimization of charging behavior, such as the stimulation of customers to use sustainable energy offers, and the certification of charging sessions, in particular for plug-in hybrid vehicles.

Publication [D] describes a visionary scenario that handles vehicle and traffic data in a secure and verifiable manner by using a combination of DLTs and distributed databases. This scenario stimulated a research project that investigates the integration of DLTs and differential privacy to ensure the compliant handling of customer and vehicle data.

5.2 Future Work

Successful DLT projects require the collaboration of business and information technology within and across organizations to move from prototypes to ecosystems. Thus, we recommend that further research should be undertaken in the following areas:

Standards. Industry and research institutes need to participate in consortia together to identify common business requirements and incentives, align on common applications, and create standards. To achieve broad adoption, future work should focus on standards that describe identities for organizations, vehicles (cf. [90]), and parts.
5.2 Future Work

**Governance.** Currently, there are no blueprints with respect to organizational structure, responsibilities, financing models, and release models for DLT networks in the automotive industry. To improve this, organizational and technical processes for the on- and off-boarding of participants, particularly in private networks, need to be investigated. Particularly in DevOps environments, future research should investigate the integration and automation of DLT development in enterprises [89].

**Scalability and performance.** Future work should focus on DLT infrastructures that enable higher scalability (e.g., node scalability) and performance (e.g., number of transactions or latency), such as second layer solutions or directed acyclic graph.

**Data privacy.** The increased awareness of data privacy and ownership requires research of cryptographic techniques for secure communication between two parties. Within the next few years, cryptographic techniques, such as trusted execution environments and zero-knowledge proofs [91] for DLTs, will become essential to improve data privacy and ownership, in particular for customers. Also, guidelines to ensure compliance with the General Data Protection Regulation (GDPR) in DLT applications are required.
Acronyms

**DAG** directed acyclic graph.

**DHT** distributed hash table.

**DLT** distributed ledger technology.

**EV** electric vehicle.

**IoT** Internet of Things.

**NONCE** number only used once.

**OEM** original equipment manufacturer.

**P2P** peer-to-peer.

**PBFT** Practical Byzantine Fault Tolerance.

**PoS** Proof of Stake.

**PoW** Proof of Work.

**SHA** secure hash algorithm.

**SPOF** single point of failure.
List of Figures

1.1 Automotive value chain ........................................... 2
1.2 Publication overview .................................................. 5

2.1 Types of systems ....................................................... 7
2.2 Taxonomy of computer system architectures ......................... 9
2.3 DLT data structures .................................................... 13
2.4 Blockchain data structure ............................................. 14
2.5 Types of DLT networks ................................................. 18
2.6 Smart contract .......................................................... 19
Bibliography


