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Abstract

In the age of growing data availability, advanced decision support is needed to make

use of Big Data for practical applications. This thesis contributes to this need and

provides insights into cyclical fixed order cost structures, advanced delivery concepts in

retail considering handling efforts and an innovative organizational approach to just-in-

sequence production.

Current theory describes the optimal inventory policy under stochastic demand and

fixed order costs that are non-increasing over time. We consider that fixed costs vary

cyclically over time and prove the optimal inventory policy. This policy is complex and

differs from the established theory. Yet, we provide nearly optimal simple-to-use policies.

We reveal that a forward-buying effect, which aims at reducing the probability to order

in high-cost periods, drives the policy structure.

We next consider the retail environment and its handling efforts in the supply chain.

Orders incur fixed costs, hence it is more cost efficient to order several products si-

multaneously. We optimize parameters of inventory control policies that focus on fixed

delivery rhythms or coordination of orders across products. We establish data-driven

mixed integer linear programs that use historical demand values to model uncertainty.

Our approach of setting the policy parameters performs best when lots of data is used

and fixed costs are significant. Cost improvements are large when historical data, rather

than expected demands, are included. Those cost benefits are driven by a reduction of

fixed order and out-of-stock costs. We also show that overflow inventory that does not

fit on the shelf significantly drives costs.

In another practical problem, a just-in-sequence module supplier in the automotive in-

dustry uses a mixed-model assembly line. Our idea of resequencing the original sequence

of the customer improves the production flow at the supplier. We establish a mixed in-

teger linear program that creates an improved sequence and incorporates restoration via

a first-in-first-out approach by using mix banks. We find that, with two mix banks, al-

ready most of the savings are realized and sequences of a certain length and complexity

are most attractive for the approach.
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Chapter 1.

Introduction

1.1. Motivation

The digital reinvention of industries is unstoppable but far from finished. The biggest im-

provements in revenues and earnings can be gained by digitizing supply chains (Bughin

et al., 2017). To ensure the vision of Industry 4.0 for digital supply chains, one key

element is the implementation of prescriptive supply chain analytics (Schrauf & Bert-

tram, 2016). Tools for this advanced decision support make use of the available data not

only to anticipate future events but also to provide optimized solutions on how to tackle

those events. This enriched information is then given to managers as decision support

or decisions are automatically executed (e.g. as in automated order management sys-

tems). In the study Digital Supply Chains: Increasingly Critical for Competitive Edge

(2015), business consultants company AT Kearney and business school WHU asked sup-

ply chain managers of leading European companies on their opinion about the impacts

of digitalization on their supply chain. The study shows that the majority of respon-

dents see a clear or very strong impact of digitization on increased just-in-time (JIT)

sourcing and the reduction of order-to-stock. Positive impacts are mostly seen for better

overall supply chain management decisions, increased flexibility and lower inventory and

warehousing costs.

In this thesis, we pick up on all those effects of digitization and explicitly use pre-

scriptive analytics to provide decision support, increase flexibility in the just-in-sequence

production environment and reduce inventory and warehousing costs in retail.

Industry-specific digitization strategies follow the same direction as above. Retail

managers call for heavy analytical approaches down to the item and store level and

accompanying innovative store replenishment and delivery processes to be able to cope

with omni-channel retail requirements in demand planning (Gibson et al., 2016). For

automotive suppliers, big data is generally one of the most relevant digitization trends

1



Chapter 1. Introduction

and intelligent algorithms for decision making in the form of data analytics are a key

element when it comes to achieving higher utilization of plant and machinery and smaller

production times (Brauchle et al., 2015).

In addition to these technological opportunities, markets have to deal with ever more

uncertainty and cost pressure. The stationary retail market is steadily transformed

by the rising influence of e-commerce, which, according to the Global Sector Report -

Retail of Euler Hermes Economic Research (Allouche, 2017), might well account for

15 % of worldwide retail sales by 2020. One key factor that might keep traditional

retailers in play is the focus on more efficient logistics (Sharma, 2017). At the same time,

profitability is decreasing (Allouche, 2017), which is a situation that will likely not change

as disruptive changes like the Amazon takeover and subsequent price drop of Wholefoods

happen (Rigby, 2017). For automotive suppliers, the Global Automotive Supplier Study

2016 by Roland Berger / LAZARD (Berret et al., 2016) emphasizes that there will be

a growing worldwide market uncertainty with disruptive changes in technology, such as

automated driving. This has to be viewed with the backdrop of the immense product

variety in the automotive industry with, e.g., 3, 347,807,348,000,000,000,000,000 options

for the Mercedes E-Class (Pil & Holweg, 2004) in mind.

1.2. Problem statement

From a practical perspective, the need for advanced prescriptive analytics approaches

is clear. However, research has long ignored the rising opportunities and importance to

combine analytics with classical operations research and management science approaches

(Mortenson et al., 2015).

This thesis seeks to tackle this research gap by establishing advanced decision sup-

port systems for several problems that involve fixed costs in inventory management or

production planning. In classical inventory management theory, research predominantly

considers two cases: either determine an optimal policy or optimize the parameters of a

given policy.

We first consider the investigation of the optimal inventory control policy when fixed

costs vary cyclically. In operational inventory management, fixed costs occur when an

order for one or several products is placed, regardless of the individual quantities. When

looking at a problem setting for one individual product, the (s, S) inventory control rule
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is optimal under certain assumptions. Based on this rule, a retailer executes an order

whenever his inventory drops below the reorder level s. The quantity to be ordered

is set in such a way that it fills up the inventory to the order-up-to level S. While

this finding is based on publications from the 1950s and 1960s, one crucial impractical

assumption is made: fixed costs may not increase over time. However, in practice, there

are many applications where this assumption does not hold. For instance, deliveries

might be scheduled for fix dates as, e.g., in retail or for the distribution of spare parts.

If low inventory levels necessitate placing an order between scheduled deliveries, fixed

costs such as truck capacities or warehouse picking routes are not fully exploited and

hence economies of scale reduce, which leads to higher costs on the level of an individual

product. The optimal policy structure for this cost setting is still unknown.

While the investigation of single-product problem settings is valuable for generat-

ing theoretical insights, practical applications mostly deal with multiple products in a

company. If an order of products incurs (major) fixed costs for multiple products, the

so-called joint replenishment problem (JRP) comes up. The key to the problem is to

decide when it is optimal to place a combined order for multiple products, although the

timing might not be optimal for each product on an individual level. In practice, setting

optimal parameters for given (simple) inventory control policies is most relevant. We

hence consider two delivery concepts and provide approaches to set their parameters.

One basic concept for inventory control in retail is the implementation of fixed delivery

rhythms (e.g., delivering on a Monday, Thursday and Saturday or only Wednesdays),

which are allocated to products and retail stores individually. In practice, managers use

rule-of-thumb and negotiations between decentral units to arrive at an allocation of these

delivery rhythms. However, retail demand is highly uncertain and non-stationary and

distributions networks extending over a large number of retail stores and thousands of

products are complex in nature. Hence, decision support systems, which need to suit the

particularities of the retailer, are needed to set delivery rhythms in an automated way.

Other inventory control mechanisms for tackling the joint replenishment problem might

be worth considering for the retailer, such as the (s, c, S) or can-order policy. Using this

approach, orders are triggered by the reorder-level s as in the (s, S) policy, but might

also be triggered by the can-order level c, which is the case when the inventory level

drops below c and at least one other product has already been ordered.

Another important consideration in the retail industry is the handling effort. The
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Chapter 1. Introduction

store handling accounts for 38 % and the warehouse handling for 28 % of the logistics

costs in retail (Van Zelst et al., 2009). At the warehouse level, manual effort is needed

especially for order picking, while in the retail store several processes require manual

handling. Shelf replenishment is the most important in that regard. When goods arrive

at the retail store, they are used for filling up the store shelves. If the shelf capacity

is not sufficient, the overflow needs to be stored in the backroom and used for later

replenishment, which leads to a double handling of goods (the backroom effect (BRE)).

To model demand uncertainty, data-driven approaches directly use historical data

samples for optimization. Thus, there is no need to find theoretical parametric prob-

ability distributions and their parameters need not be estimated. Hence, the input is

used as-is, without any assumptions on its parametric distribution and it remains easily

interpretable for managers. Models that use the approach might be of mixed integer

linear type, which makes the addition of practical constraints easy.

Fixed costs, overload situations and unsteady material consumption in operative pro-

duction environments depend on the sequence they are produced in. OEMs can decide

almost without restrictions how to sequence the items to be produced. Also, they want

to streamline inventories and hence, let suppliers deliver just-in-sequence (JIS). Conse-

quently, module suppliers who deliver JIS on mixed-model assembly lines are most likely

producing in the same sequence as the OEM, although this might not be optimal for

them. To introduce flexibility into the supplier’s production setting, resequencing, where

the OEM sequence is altered to better fit the supplier, is an option. Yet, any restoration

of the original sequence has to be done efficiently, which is due to the time pressure

in just-in-sequence settings and the otherwise too high restoration efforts. However,

smart resequencing of products during assembly might allow for the transformation of

a reactive to a decision-driven assembly system for the supplier.

The methodological contribution of this thesis lies in the mixed integer linear program

(MILP)-based optimization, which covers uncertainty yet allows simple linear models

and the possibility to add constraints. This is especially important for practical ap-

plications, so as to enable a fit of the model to the individual situation of a company.

Furthermore, if we use the data-driven approach no distributional assumptions regarding

the uncertainty have to be made.

Our managerial contributions provide answers to the following research questions:

• How can operations research methods be used to derive advanced decision support
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in digitized supply chains?

• Does the consideration of uncertainty in the decision-making have any impact on

the operational performance?

• How can innovative operations concepts tackle the requirements for cost-efficiency

and practical complexity?

• What is the implication of various forms of fixed order costs (time-dependent,

multi-item or sequence-dependent) for decision-making?

1.3. Outline

The remainder of this thesis is structured as follows.

We investigate optimal stochastic inventory policies when fixed costs vary cyclically

over time in Chapter 2. Fixed costs in inventory management under uncertain demands

lead, under some assumptions, to the optimality of (s, S) inventory control rules. We

generalize existing proofs, which assume fixed costs to be non-increasing over time, by

allowing costs to change cyclically in one period of an order cycle. We show that the

optimal policy is of a complex form with potentially multiple order areas in the low-cost

period, but reduces to the classic (sj, Sj) policy for all other periods (with j as the index

of the period). We compare several simple inventory policies with the optimal one in a

controlled numerical study to get insights into the applicability of the heuristics. This

chapter is based on Taube and Minner (2017b).

The first retail application, introduced in Chapter 3, investigates the allocation of fixed

delivery rhythms and order-up-to levels for several products and stores. We consider a

three-echelon supply chain with a warehouse, several stores, and shelves at the stores.

We include handling efforts at all echelons and investigate data-driven approaches to

determine cost-minimal allocations of rhythms and order-up-to levels per product and

store. Cyclic ordering allows orders which are placed at the end of the time horizon to

serve demands that occur at the beginning. This leads to an optimization of the initial

inventories. We implement several hierarchical decomposition approaches as MILPs, a

genetic algorithm and a savings heuristic. The genetic algorithm is self-adaptive, i.e.,

it sets its parameters automatically based on a metacalibration approach. We compare
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the model variants against several benchmarks in a controlled numerical study and the

most promising ones in a case study based on data provided by a European retailer.

This chapter is based on Taube and Minner (2017a).

The second retail application, in Chapter 4, considers the usage of an (s, c, S, nq)

inventory policy, which uses the traditional (s, c, S) policy, but includes the constraint

that only integer multiples n of a fixed case pack size q may be ordered. We present a

MILP formulation to determine the optimal parameters, using, as before, a data-driven

approach with cyclic ordering. Furthermore, we take the backroom effect into account.

In a controlled numerical study, we compare our model against simplified benchmarks to

investigate the cost benefits when the backroom effect or the stochasticity in the demand

are included, or when the (s, c, S), rather than an (s, S) policy, is applied. This chapter

is based on Turgut et al. (2017).

In Chapter 5, we consider (first-tier) suppliers who deliver just-in-sequence to an

OEM. The supplier produces on mixed-model assembly lines in the original sequence as-

is. We suggest an approach that resequences while ensuring a first-in-first-out restoration

by the use of parallel lines after assembly (so-called mix banks). We provide a MILP

formulation and a limited lookahead heuristic for modeling this problem setting. Based

on an adaptable formulation, we consider three objectives from the sequencing literature:

load balancing, material leveling and color batching. We apply our model and the

heuristic on two controlled testbeds and compare the results with the production of the

OEM sequence as-is. This chapter is based on Taube and Minner (2017c).

The conclusion in Chapter 6 presents a summary and the insights of the thesis and

points out the potential for future research.
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Chapter 2.

Optimal Inventory Control With Cyclic

Fixed Order Costs

There are several applications where fixed order costs change in a cyclic way over time,

e.g. with smaller fixed costs in one period of the time horizon than in all other periods.

The literature on optimal inventory control policies under fixed order costs does not

account for this. We close this gap in inventory theory by generalizing existing proofs

for optimal inventory policies and, for the high-cost periods in our setting, extending

the optimality of (s, S) policies. We consider a periodic review single-item inventory

model under stochastic demand. Every m periods, in the regular order period, fixed

costs are K, when ordering. In the periods in-between, the intraperiods, higher fixed

order costs of L > K apply. We show that the optimal policy is complex in the regular

order period and of an (sj, Sj) type policy in the intraperiods (with j as an index

for the intraperiods). We describe and prove this optimal policy based on the notion

of K-convexity and the optimal ordering behavior in the presence of non-K-convex

cost functions. Although fixed order costs change cyclically, the cost functions of the

intraperiods are K-convex and thus lead to optimal (s, S) policies. The cost function in

the regular order period does not fulfill K-convexity, which leads to the more complex

order structure with multiple order areas. In a numerical study, we compare the optimal

inventory policy with several benchmark policies. We find that a major driver of the

cost deviations between the optimal policy and the benchmarks is based on a forward-

buying effect that aims at reducing the probability of ordering in the intraperiods while

at the same time increasing the probability of ordering in the regular order period. The

cost differences between the optimal and a classic period-dependent (s, S) policy are

negligible. A four-parameter (s, S, r, R) policy, with a reorder point (s) and an order-

up-to level (S) for all intraperiods and different parameters (r and R) for the regular

order period shows good performance with cost differences of 0.9 % on average.
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2.1. Introduction

In the context of stochastic inventory control, the optimality of (s, S) policies under

rather general assumptions is widely known. Although generalizations in many direc-

tions (e.g. random discounts, Markovian demands, etc.) have been made for more

applications, one crucial assumption is that fixed costs do not increase over time (or

at least not in their expectation) (see Iglehart, 1963; Scarf, 1959; Sethi & Cheng, 1997;

Veinott & Wagner, 1965). This assumption is, however, violated for several practical

problems.

In order to reduce the complexity of constantly changing delivery times in the retail

industry, stores or products (groups) are often assigned to a fixed delivery schedule,

e.g. one delivery per week. This fixed delivery schedule is set in such a way that it

exploits economies of scale for the fixed costs of order handling in the warehouse and

the transport costs to all stores (e.g., Gaur & Fisher, 2004). Within a store, however,

goods might run out between two scheduled deliveries and have to be reordered. As these

orders will not be optimally synchronized with the orders of other stores, the effects of

economies of scale vanish and result in higher fixed costs per order. As a generalization

of the retail problem above, consider the joint replenishment problem where an individual

product is optimized under given order schedules (and the associated setup costs) of all

other products. Then, a cyclic cost structure is present whenever managers are allowed

to place single orders in between those schedules. Another example is the spare parts

replenishment process of an original equipment manufacturer to its dealers. To minimize

fixed costs, dealers are asked to order in bulk only once per week on a fixed day. However,

due to the critical nature of spare parts, small ”express” orders are regularly ordered

in between. Naturally, those small orders incur larger fixed costs per order as neither

picking processes in the warehouse nor transportation tours are highly utilized.

In production, schedules are constructed, among other things, to reduce setup times

in order to fulfill a relatively stable customer demand for the end-product. However, due

to the highly stochastic nature of demand, e.g., for spare parts, it might be necessary to

insert an ad-hoc production of certain parts if not available on stock. As these ad-hoc

setups disturb the regular production schedule, indirect costs of influenced production

lots planned for the future have to be accounted for on top of the direct setup costs.

This again leads to higher fixed order costs for those non-regular setups.
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The problem setting of cyclic fixed costs also encompasses the general possibility of

multiple supply modes or suppliers, where not all supply options are available in all

periods. There might, for example, be a cheap cargo train available for transport once a

week, while during all other days, a more expensive truck delivery has to be used. The

setting includes order systems with deterministic discount opportunities, where fixed

costs are known to drop and increase in a cyclic manner, e.g., when a vendor offers

reduced fixed order costs for end-of-season sales.

By taking the setting above into account and explicitly considering that fixed costs

might increase over time, we arrive at a generalization of existing studies regarding the

(s, S) policy (e.g., of Sethi & Cheng, 1997). We include cyclical fixed order costs, such

that there is one regular order period in each cycle (of, e.g., one week), where low fixed

order costs of K are incurred. All other periods (so-called intraperiods) have higher fixed

order costs of L. We show that the optimal policy is not necessarily an (s, S) policy,

but of a more complex type in the order period with low fixed costs. The policy is an

(sj, Sj) policy in all other periods (with j as an index for the intraperiods).

The remainder of this chapter is structured as follows. We start with an overview of

the relevant literature in Section 2.2. In Section 2.3, we state the problem formally and

give an illustrative example of the structure of the optimal policy. We describe and prove

the optimal order policy in Section 2.4, along with some extensions and with finite and

infinite horizon settings. In Section 2.5, we provide a numerical study with insights into

the performance of several simpler benchmark policies against the optimal one. Section

2.6 concludes the chapter with a brief summary and some outlook on further research.

2.2. Literature

After Arrow et al. (1951) introduced the stochastic inventory control problem and the

(s, S) policy, many publications dealt with proving optimality for cases of similar inven-

tory control settings. The basic inventory problem considers a single-stage and single-

item problem where fixed order costs prevail. The seminal paper of Scarf (1959), directly

extending Arrow et al. (1951) and introducing K-convexity, as well as its successors like

Veinott and Wagner (1965), Song and Zipkin (1993) or Sethi and Cheng (1997) gen-

eralize these findings (e.g., for Markovian demands, positive lead times, etc.). For a

definition of K-convexity see 2.A. These publications, however, require fixed costs to be
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either constant or at least non-increasing in their values over time (or in their expected

values of state-dependent order fixed costs for the Markovian demand case). As there

exist several applications where fixed costs rise and fall in a cyclical pattern, this as-

sumption is violated which reveals an important gap in inventory theory that we close

with our investigation.

The above-mentioned publications use K-convexity in their proofs and thus limit

their cases to K-convex cost functions. For settings where K-convexity is not given,

other notions have been used in the inventory control literature. In the area of capacity

expansion/reduction and cash balancing problems, (K1, K2)-convexity (Ye & Duenyas,

2007) and weak-(K1, K2)-convexity (Semple, 2007) have been introduced. These prob-

lems have in common that there are two different fixed costs for buying and selling.

The optimal policies obtained are to some degree similar to the optimal policy found in

our case, in that they show multiple buying and selling areas. However, those notions

are not applicable to problems with cyclic fixed order costs as the decision incurring

the fixed costs is placed in the same period for both, buying and selling. Also, fixed

costs are assumed to be non-increasing over time. sym-K-convexity is introduced by

X. Chen and Simchi-Levi (2004) to characterize the optimality of an (s, S, p) policy for

integrated inventory control and price setting with additive random demand, again as-

suming non-increasing fixed costs. Porteus (1971) introduced quasi − K-convexity for

concave increasing ordering costs. This can be applied in a setting of multiple suppliers

with different fixed and variable order costs. As opposed to our setting, all supplier op-

tions are available in every period, which leads to the same concave order cost structure

for all periods. Gallego and Sethi (2005) extend K-convexity to order decisions placed

for multiple products. In their approach, joint replenishment effects can be obtained

when multiple products are ordered together and thus K-convexity is expanded to the

Rn space.

In the dual sourcing literature stream, Johansen and Thorstenson (2014) include dif-

ferent fixed costs for the regular and emergency order mode and propose an (s,Q) policy

for the regular and an (s, S) policy for the emergency order mode. They use a policy

iteration algorithm to obtain optimal parameters, yet do not provide an analytical proof

for an optimal policy. Chiang (2003) integrates fixed costs as being zero either for both

or at least for the regular supply mode. The resulting policy has two order-up-to levels

(one for the regular and one for the emergency supply) and a reorder point for both

10



2.3. Problem Formulation

modes. Jain et al. (2011) apply varying fixed costs for both supply modes and charac-

terize the complex optimal order policy. They indicate that this complex policy reduces

to an (s, S) policy when the difference in fixed order costs of choosing one order mode

over the other is negligible. They numerically show that the employment of a pure (s, S)

strategy yields good approximations. The difference to our setting is that both order

modes are available in all periods and that it is allowed to split orders between both

modes.

Another related research area is the single-item inventory problem with random dis-

count opportunities in a continuous review setting. In this scenario, it is assumed that

possibilities with reduced costs for ordering (fixed and/or variable costs) occur randomly.

Federgruen et al. (1984) conjecture that combined orders of multiple products occur ran-

domly based on an exponential distribution and thus, for a single item, order costs are

also reduced randomly due to economies of scale. Simple, yet not necessarily optimal,

policies are of an (s, c, S) type, where s and S are used as reorder point and order-up-

to level. The parameter c states a can-order point that is considered when a random

discount opportunity is at hand. Hurter and Kaminsky (1968) introduce an inventory

problem with random discount opportunities and provide an algorithm to determine the

optimal parameters for an (s, c, S) policy. However, they do not prove the optimality

of the policy. The optimal policies when variable and fixed order costs are changing for

discount orders are of (r, R, d,D) type with reorder points (order-up-to levels) r (R) for

the regular and d (D) for the discount orders (see Y. Feng & Sun, 2001). However, all

papers in the area of random discount opportunities have in common that demand is

(compound) Poisson and the discount might happen in any period, thus they do not

have a cyclic cost structure. Zipkin (1989) investigates optimal order policies under pe-

riodically changing variable costs, which results in a period-dependent base-stock policy.

Our work will extend this direction by focusing on cyclical changing fixed order costs.

2.3. Problem Formulation

We consider a finite horizon with n = 1, . . . , N discrete order cycles, each covering m

periods. Later we will generalize to infinite horizon problems. We assume that orders

are placed at the beginning of each period and arrive instantaneously (lead time is

zero), followed by i.i.d. random demand ξ with distribution density φ. Note that in the
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following analyses and proofs, we describe the cost functions and Bellman equations that

assume continuous distributions, but the same holds for discrete distributions, which we

will use for our numerical examples. There are two different fixed order costs. K applies

in the regular order period every m periods and fixed order costs L (K < L) occur in

the intraperiods j ∈ {1, . . . ,m− 1}. Let the period-dependent fixed order costs Kj = L

for all j = 1, . . . ,m− 1, Km = K and, for the convenience of writing, Km+1 = K1 = L.

Variable costs c are incurred for any item ordered. They do not differ between the two

order modes. Positive inventory at the end of the period incurs costs of cH per unit and

period and any demand that cannot be fulfilled is backlogged at a cost cP per unit and

period. 0 < α ≤ 1 is the one-period discount factor.

Let x be the inventory on hand before and y the inventory on hand after ordering.

The expected single period holding and penalty cost function L(y) is

L(y) =

∫ y

0

cH(y − ξ)φ(ξ)dξ +

∫ ∞
y

cP (ξ − y)φ(ξ)dξ. (2.1)

When assuming an N cycle problem as described above, we want to find the policy

that minimizes the expected costs in cycle n and period j and for an inventory state

before ordering x (see, for the case with constant fixed order costs, Porteus, 2002). We

define this optimal expected costs as

fn,j(x) = min
y≥x

{
c(y − x) + δ(y − x)Kj + L(y) + α

∫ ∞
0

fθ(n,j)(y − ξ)φ(ξ)d(ξ)

}

where δ(a) = 1 if a > 0, and 0 otherwise and θ(n, j) =

{
(n, j + 1) for j ≤ m− 1

(n+ 1, 1) for j = m
is a one-period time shift operator that either points to the next period in a cycle or to

the first period of the next cycle.

We furthermore rewrite the optimal expected costs fn,j(x) as

fn,j(x) = −cx+ min

{
Gn,j(x),min

y>x
{Kj +Gn,j(y)}

}
(2.2)
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where

Gn,j(y) = cy + L(y) + α

∫ ∞
0

fθ(n,j)(y − ξ)φ(ξ)d(ξ). (2.3)

The optimal decision for inventory state x in cycle n and period j is found by determining

the minimum of the value Gn,j(x) and the minimizing value of Gn,j(y) to the right of x,

i.e., y > x, plus the fixed order costs. We get the optimal order quantity u∗(x) = y − x
in this case. Hence, we can limit our investigations regarding the optimal policy by

investigating functions Gn,j as in Scarf (1959) and Porteus (2002).

As we consider a finite horizon problem at this point, let fTE be a terminal value

function that is assumed to be continuous and convex, and that is charged at the end of

period m in cycle N . This terminal value function represents the charge that is incurred

for any leftover inventory or backlogged demand at the end of the finite time horizon.

Without loss of generality, let us assume, as in Porteus (2002), fTE to be

fTE(x) = fN,m+1 = −cx

i.e. all positive inventory is salvaged with the unit cost and all backlog has to be produced

at the unit cost.

To illustrate the structure of the optimal policy in the regular order period m, consider

the optimal order quantities u∗(x) in an example with discrete demand shown in Figure

2.1 (see the blue colored stairs plot), with the parameters cH = 1, cP = L = 260, K = 114

and a discretized gamma distribution with µ = 20, σ = 1 and an infinite number of order

cycles (N = ∞). To get the discrete probability distribution for the demands (φD(·)),
we use the continuous cumulative distribution function ΦC(·) and set φD(0) = φC(0),

φD(x) = ΦC(x) − ΦC(x − 1) for all x = 1, . . . , D̄ − 1 and φC(D̄) = 1 −
∑D̄−1

x=0 φD(x).

D̄ is the upper bound on the demand, set to the 99th percentile of the continuous

cumulative distribution function rounded up to the next integer. The red colored stairs

plot represents the cost function Gn,m(x) in the regular order period. We observe that

for net inventory x ≤ 43, 47 ≤ x ≤ 62 and 77 ≤ x ≤ 80, it is optimal to order up to

y = 107. However, with a net inventory level of 44 ≤ x ≤ 46 and 63 ≤ x ≤ 76, it is

optimal to stay put and order nothing. For the three order areas with x ≤ 80, there

exists one order-up-to level that is the same for the three order areas. Each order area is
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defined by a reorder and a stay-put point. A reorder point is the inventory level below

which an order is placed as long as the inventory level does not drop below the stay-put

point. Surprisingly, on the far right of the figure, we can see another order area, where

198 ≤ x ≤ 202 and it is optimal to order up to y = 210, i.e. there exists another order

area with a second order-up-to level. This is due to the sharp drop in the cost function

between inventory level 198 and 210 of more than K units, which is why it is more

cost-attractive to order with fixed costs of K than to stay put.

Figure 2.1.: G-function and optimal order decisions u∗ in the regular order period
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The existence of the order areas can be explained by the following intuition. The

regular order period is cost-attractive in terms of fixed order costs. Now consider that

we are in inventory state x1. At x1, we decide to order additional quantities so as to

minimize the probability that an order in a future intraperiod has to be placed. I.e.,

we accept higher expected holding costs to realize expected savings in fixed costs. We

refer to this as the forward-buying effect. This decision might be optimal up to a certain

inventory on-hand x2 > x1 where it is not optimal to order any more. At x2, it would

not be optimal to order anything for the regular order period and hence the additional

costs of ordering to cover the demand of future intraperiods (i.e., forward-buying) plus
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additional expected holding costs outweigh the expected savings in fixed order costs.

When this happens, the reorder point of the order area is reached. If we further assume

a larger inventory on hand x3 > x2, we have higher expected holding costs than before,

which occur no matter if we order in the regular order period or not. Hence, any

decision to order is again justified if the expected savings in fixed costs are higher than

the additional expected holdings costs, which come on top of what the current inventory

state x3 would incur anyway. At that point, we reach another order area and its stay-put

level.

Any of the inventory states across all order areas in the example might be reached in a

finite-horizon problem, depending on the starting inventory in the first period. However,

for the steady-state in the infinite horizon setting, the inventory states in the order area

around y = 198 will become transient, as inventory levels after ordering will never exceed

y = 107 after an order from any other order area has been triggered.

In the next section, we will prove that the optimal policy for the intra-periods does

not follow the complex order pattern we described above for the regular order period.

Instead it shows the traditional period-dependent (sj, Sj) policy structure.

2.4. Optimal Policy

To characterize the stay-put, reorder and order-up-to level for each order area, we define

critical points along a continuous function g(x).

Definition 2.1 (CRITICAL POINTS). For a continuous function g(x), define

(i) M ∈ inf
x∈[−∞,∞]

g(x)

(ii) ai := inf

{
āi−1 < x ≤ ∞ : g(x) ≥ g(y) +K, y : inf

y∈[x,∞]
g(x)

}
(iii) a∗i := inf

x∈[ai,∞]
g(x)

(iv) āi := sup {ai ≤ x ≤ a∗i : g(y) ≥ g(a∗i ) +K for all ai ≤ y ≤ x}

(v) a0 := −∞

(vi) A = inf
i∈I
{āi}
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(vii) Ā = sup
i∈I
{āi}

For a visual representation of these points, see Figure 2.1. Consider M as the global

minimizer of g(x), i ∈ I as the set of all relevant order areas, ai, āi, a
∗
i as the ith stay-

put, reorder and order-up-to level of order area i, A as the level below which it is always

optimal to order and Ā as the level above which it is never optimal to order. Note that

a∗i = M for all i ∈ I|āi ≤M , i.e. the global minimum M represents the order-up-to level

for all order areas to the left of M . We can see that ai and āi form the different order

areas, where it is optimal to order. āi is the first point left of the next stay-put level

ai+1, where Gn,j increases by more than K with respect to the minimum level right of āi,

therefore indicating a reorder level. Going further to the left ai is the last point before

this cost difference falls below K, thus indicating the stay-put level. This is different to

the traditional (s, S) order policies. The reason lies in the values of Gn,m(x), which fall

below Gn,m(M)+K to the left of M and thus make ordering unattractive in some areas.

To characterize the optimal policy, we first establish an important proposition, since

we need to show that, although Gn,m is not K-convex, the function is still L-convex.

Proposition 2.1. Let L and K be non-negative, with L ≥ K and g : R → R be an L-

convex continuous function such that g(x)→ +∞ as x→ +∞. Let the notation g(−∞)

denote the extended real number lim inf
x→−∞

g(x) and δ(x) = 1 if x > 0 and 0 otherwise. Let

g∗ = inf
x∈(−∞,∞)

g(x) > −∞ (2.4)

Then

(i) h(x) ≡ inf
y≥x,−∞<y<∞

[Kδ(y− x) + g(y)] =


K + g(M) for x < A

K + g(a∗i ) for i ∈ I, x ∈ (ai, āi)

g(x) for i ∈ I, x ∈ [āi−1, ai]

g(x) for Ā ≤ x ≤ ∞


and h : R→ R is continuous;

(ii) h is L-convex on (−∞,∞)

(iii) k(x) ≡ inf
y≥x,−∞<y<∞

[Lδ(y − x) + g(y)] =

{
L+ g(S) for x < s

g(x) for s ≤ x <∞
and k :

R→ R is continuous;
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2.4. Optimal Policy

(iv) k is L-convex on (−∞,∞)

Proof. See Appendix 2.B.1.

In our problem setting, g(x) can be substituted by Gn,j(x). h(x) and k(x) can be

substituted by the Bellman equations of (2.2) for the regular order period and the

intraperiods. When we apply Proposition 2.1 to these substituted cost functions, (i)

introduces the optimal order decisions in the regular order period. (ii) proves that L-

convexity is preserved under this policy. The proof of (ii) establishes that the definition

of K-convexity from Sethi and Cheng (1997) holds for any relevant combination of points

on function h(x) as defined in (i).

Based on the preserved L-convexity, we can now use the standard arguments as in

Scarf (1959) and Sethi and Cheng (1997) to show that an (s, S) policy is optimal in the

intraperiods. We define the optimal inventory control policy for the intraperiods and for

the regular order period in the following theorem.

Theorem 2.1. (i) In the regular order period m of order cycle n, there exist critical

points such that, for a given inventory state x, the optimal inventory after ordering

is

yn,m =


Mn for x ∈ (−∞, An)

a∗n,i for i ∈ In, x ∈ (an,i, ān,i)

x for i ∈ In, x ∈ [ān,i−1, an,i]

x for x ∈ [Ān,∞]

(ii) For all intraperiods j = 1, . . . ,m − 1 of order cycle n, there exists an optimal

(sn,j, Sn,j) policy with critical numbers sn,j and Sn,j, such that, for a given inventory

state x, the optimal inventory after ordering is

yn,j =

{
Sn,j for x ∈ [−∞, sn,j)
x for x ∈ [sn,j,∞]

Proof. See Appendix 2.B.2.

The proof for the intraperiod policy uses Proposition 2.1 and the basic properties of

K-convexity of Scarf (1959) and Sethi and Cheng (1997). It proves by induction that

L-convexity is given in every cycle and intraperiod and thus an (s, S) policy is optimal.
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2.4.1. Parameter Bounds

For the optimal policy, bounds on the optimal parameters like in Veinott (1966) hold,

with some exceptions as explained below.

Proposition 2.2. For each period j = 1, . . . ,m, let numbers sj, Sj and S̄j be defined

to fulfill:

Sj = inf
y∈[−∞,∞]

L(y)

L(S̄j) = L(Sj) +Kj+1

L(sj) = L(Sj) +Kj

and additionally for each period j = 1, . . . ,m− 1 let number s̄j be defined to fulfill

L(s̄j) = L(Sj) + (Kj −Kj+1).

Then,

1. for the regular order period m the optimal parameters of An, an,i, ān,i, a
∗
n,i and Ān

are bounded by parameters

sm ≤ An ≤ an,i ≤ ān,i ≤ a∗n,i ≤ Ān ≤ S̄m

and

2. for the (sn,j, Sn,j) policy in the intraperiods, the optimal parameters sn,j and Sn,j

are bounded by parameters

sj ≤ sn,j ≤ s̄j ≤ Sj ≤ Sn,j ≤ S̄j.

Proof. The assumptions (i)-(v) of Veinott (1966) are valid in all periods and due to the

assumption on the left-over stock after demand and the time-independent definition of

the one-period expected holding and shortage costs L(y). For the regular order period

m, these assumptions suffice to establish sm and S̄m as bounds. Note that assumption

(vi) of Veinott (1966) imposes that Kj ≥ Kj+1, which is true for j = 1, . . . ,m − 1, but

not for j = m. This is why s̄j and Sj can be constructed as bounds for the intraperiods

but not for the regular order period. For the rest of the proof see Veinott (1966).
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2.4.2. Infinite Horizon

In this subsection, we consider the infinite horizon setting, with N → ∞. As before,

we make decisions on the inventory after ordering in order cycle n and period j and

let y = (yn,j, yn,j+1, . . . , yn+1,1, . . .) be the vector of those future decisions. We want to

minimize the following cost function (see Sethi & Cheng, 1997):

Jn,j(x, y) =
m∑
k=j

αk−jE [c(yn,k − xn,k) + δ(yn,k − xn,k)Kk + L(yn,k)] +

m∑
k=1

∞∑
l=n+1

α(l−n)m−j+kE [c(yl,k − xl,k) + δ(yl,k − xl,k)Kk + L(yl,k)]

(2.5)

(2.5) contains the expected discounted costs of all future decisions on the inventory after

ordering y at a given order cycle n, period j and inventory on hand x. The first term

considers all periods until the end of the current order cycle n and the second term all

future order cycles.

We use the l order cycle truncation of the infinite horizon problem in (2.5) in the next

steps, as in Sethi and Cheng (1997). The truncation represents a finite approximation

of the infinite horizon. Let Jn,j,l be the l order cycle truncation of (2.5), hence

Jn,j,l(x, y) =
m∑
k=j

αk−jE [c(yn,k − xn,k) + δ(yn,k − xn,k)Kk + L(yn,k)] +

m∑
k=1

n+l−1∑
q=n+1

α(q−n)m−j+kE [c(yq,k − xq,k) + δ(yq,k − xq,k)Kk + L(yq,k)] .

(2.6)

The truncation considers the following periods until the end of order cycle n and the l−1

order cycles after n. We define the dynamic programming equations for the minimization

of (2.6) as follows:

fn,j,l(x) = −cx+ min

{
Gn,j,l(x),min

y>x
{Kj +Gn,j,l(y)}

}
with

Gn,j,l(y) = cy + L(y) + α

∫ ∞
0

fθ(n,j,l)(y − ξ)φ(ξ)d(ξ).
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θ(n, j, l) =

{
(n, j + 1, l) for j ≤ m− 1

(n+ 1, 1, l − 1) for j = m
is again the one-period time shift opera-

tor that either points to the next period in a cycle or to the first period of the next cycle,

which then reduces the remaining time horizon of the truncation by one order-cycle, i.e.,

we have l − 1 instead of l remaining order cycles. Let fn+l,m+1(x) = fTE again be the

terminal value at the end of the truncated time horizon.

Using this truncation, we can now prove the following corollary on the optimal inven-

tory control policy.

Corollary 2.1. (i) In the regular order period m, there exist critical points such that,

for a given inventory state x, the optimal inventory after ordering is

ym =


M for x ∈ (−∞, A)

a∗i for i ∈ I, x ∈ (ai, āi)

x for i ∈ I, x ∈ [āi−1, ai]

x for x ∈ [Ā,∞]

.

(ii) For all intraperiods j = 1, . . . ,m − 1, there exists an optimal (sj, Sj) policy with

critical numbers sj and Sj, such that, for a given inventory state x, the optimal

inventory after ordering is

yj =

{
Sj for x ∈ [−∞, sj)
x for x ∈ [sj,∞]

.

Proof. We prove that Gn,j is L-convex in the infinite horizon setting. Using the same

inductive argument as in Appendix 2.B.2, it is obvious that Gn,j,l in the finite truncation

of the infinite horizon problem is L-convex for all j = 1, . . . ,m. Due to the definition

of K-convexity and Proposition 2.3.(iii) in Appendix 2.A, the L-convexity of Gn,j,l is

preserved when we take the limit as l→∞, assuming that this limit exists. Thus, Gn,j

of the infinite horizon setting is also L-convex. We next need to show that the limit

of Gn,j,l exists. We use Theorem 6.1 of Sethi and Cheng (1997). Both the necessary

assumptions of variable plus fixed order costs and a convex and asymptotically linear

surplus cost function (L(y)) are valid for our setting. Sethi and Cheng (1997) show that
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fn,j,l is bounded and approaches fn,j for the infinite horizon problem when l→∞. Based

on the definition of Gn,j for the infinite horizon and Gn,j,l for the truncated problem, also

Gn,j,l has a limit and approaches Gn,j. An optimal order policy thus finds the minimum

for (2.5). As Gn,m,l approaches Gn,m, we can apply Proposition 2.1.(i) to obtain the

optimal policy for the regular order period m, as described in Corollary 2.1.(i). Gn,j is

L-convex and we can hence apply Proposition 2.1.(iii) to get the optimal policy for the

intraperiods j = 1, . . . ,m− 1, as described in Corollary 2.1.(ii).

2.4.3. Markov Modulated Demand and Fixed Costs

The result extends to Markov modulated demand as in Sethi and Cheng (1997). We

introduce subscript z as a discrete state-of-the-world variable with the total number of

states being Z. Let pzi be the transition probability of reaching state i in the next period

when being in state z in the current period. We assume that the intraperiod fixed costs

fulfill Kj,z ≤ K̄j+1,z =
∑Z

i=1 pziKj+1,i for all j = 1, . . . ,m− 2. I.e. in any state z during

the intraperiods, the expected fixed costs over all states that are potentially reached in

the next intraperiod are smaller than or equal to those of the current state and period.

Note that this assumption includes fixed order costs, which are not state-dependent, yet

remain equal or decrease from one intraperiod to the next, i.e. where Kj ≥ Kj+1 for all

j = 1, . . . ,m − 2. This extends the constant fixed costs assumption of Section 2.3. To

model the cyclical decreasing fixed costs of the regular order period m, we assume that

0 ≤ Km,z < K̄1,z.

Corollary 2.2. (i) In the regular order period m of order cycle n and state z, there

exist critical points such that, for a given inventory state x, the optimal inventory

after ordering is

yn,m,z =


Mn,z for x ∈ (−∞, An,z)
a∗n,i,z for i ∈ In,z, x ∈ (an,i,z, ān,i,z)

x for i ∈ In,z, x ∈ [ān,i−1,z, an,i,z]

x for x ∈ [Ān,z,∞]

(ii) For all intraperiods j = 1, . . . ,m − 1 of order cycle n and state z, there exists an

optimal (sn,j,z, Sn,j,z) policy with critical numbers sn,j,z and Sn,j,z, such that, for a

21



Chapter 2. Optimal Inventory Control With Cyclic Fixed Order Costs

given inventory state x, the optimal inventory after ordering is

yn,j,z =

{
Sn,j,z for x ∈ [−∞, sn,j,z)
x for x ∈ [sn,j,z,∞]

Proof. The corollary is a straightforward extension from Theorem 2.1 and the proof

thereof in Appendix 2.B.2.

Other extensions such as a constant lead time for all periods, no-order periods (i.e.,

where in some periods of the cycle no orders are allowed), storage and service con-

straints for the finite and a cyclical demand model for the infinite horizon case with

non-increasing fixed order costs can be found in Sethi and Cheng (1997). The exten-

sions are also straightforward applicable in our cost setting.

2.5. Numerical Study

2.5.1. Setup

In this section, we investigate the optimal order policies over a broad parameter set and

quantify the performance of several simpler benchmark policies in comparison to the

optimal one. This will give us insights into the occurrence and importance of non-(s, S)

order policies in the regular order period. At the same time, we will answer the question:

How do sub-optimal policies, which might be easier to implement in practice, perform?

We assume that the uncertain demands are gamma distributed because we want to

cover a wide range of the coefficient of variation and to avoid negative demand values.

A finite number of states reduces complexity for the solution algorithms. Hence, we

assume discrete demand with a maximum demand value D̄ set to the 99th percentile

of the continuous cumulative distribution (ΦC(·)), rounded to next larger integer. To

get a discrete probability distribution function for the demands (φD(·)), we use the

continuous cumulative distribution function ΦC(·) and set φD(0) = φC(0), φD(x) =

ΦC(x)−ΦC(x−1) for all x = 1, . . . , D̄−1 and φC(D̄) = 1−
∑D̄−1

x=0 φD(x). We introduce

the finite inventory state space X = {X, . . . , X̄} and set X = −mD̄ and X̄ = mD̄.

We vary parameters in a full factorial design as follows. We set µ ∈ {5, 15}, the

coefficient of variation (CV) ∈ {0.1, 0.3, 0.5}, the order cycle length m ∈ {2, 3, 5, 7},
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the time between orders (TBO) ∈ {0.5m, 1m, 1.5m, 2m, 5m} and the holding costs cH ∈
{0.1, 0.5, 1, 2} with cH +cP = 10 (similiar as in Jain et al., 2011). The TBO is defined as

the optimal time interval for ordering, when the assumptions of the classical economic

order quantity model apply. We set the high fixed order costs of the intraperiods based

on the TBO value L = 1
2

(TBO2 · µ · cH) and the lower fixed order costs for the regular

order period K ∈ {0.1L, 0.2L, . . . , 0.9L}. We assume α = 1 and hence optimize under

the average cost criterion.

For a finite horizon problem of 3 and 10 order cycles, we compare the optimal policy

with the best (sj, Sj) policy. The (sj, Sj) policy uses period-dependent parameters for

s and S, also in the regular order period, where the (s, S) policy might not be optimal,

as shown in Section 2.4. For all finite horizon policies, we consider the resulting average

costs over all possible initial inventory states, weighted equally rather than picking only

one arbitrary state. Additionally, we consider the infinite horizon problem, where we

compare the optimal policy with the best (sj, Sj), (s, S, r, R), (s, S) and (Opt|m) policy.

The (s, S, r, R) policy is limited to the usage of the same reorder (s) and order-up-to

level (S) for the intraperiods but has different ones (r and R) for the regular order

period. The (s, S) policy, on the other hand, does not distinguish between an intra- and

a regular order period and always uses the same parameters. The (Opt|m) policy always

only orders in the regular order period, i.e., every m periods.

2.5.2. Solution Algorithm

For the finite horizon problems, we solve the Bellman equations recursively and find

values for all required policy parameters within a multi-dimensional search for each

period in the (sj, Sj) policy. For the infinite horizon problems, we use policy iteration

algorithms (see, e.g., Tijms, 2003) to obtain the best parameters. We alter the standard

policy iteration for the heuristic approaches (i.e., the (sj, Sj), (s, S, r, R), (s, S) and

(Opt|m) policies). For the (Opt|m) policy, we limit the action space in the intraperiods,

so that no order is allowed. For the (sj, Sj), (s, S, r, R) and (s, S) policies, we conduct a

two dimensional search for the best improvement step of each reorder and order-up-to

level parameter. It is important to consider that the algorithms might not converge

in all the cases where simultaneous changes in the parameters of multiple periods lead

to worse solutions in the cost determination step. Convergence cannot be guaranteed

23



Chapter 2. Optimal Inventory Control With Cyclic Fixed Order Costs

as the improvement step will not necessarily lead to less or equal costs in the value

function for each state. This is because the improvement step searches for the best

values of s and S, which optimizes the sum of the value functions of all states. A similar

problem has been identified by Johansen and Melchiors (2003) for a modified policy

iteration algorithm that aims at finding optimal parameters for an (s, c, S) policy. As in

Johansen and Melchiors (2003), we terminate the algorithms when cycles in the resulting

order policies occur or policies did not change after the improvement step.

Let k be the long-term average costs of the system that are to be minimized and

V (x, j) the relative values of inventory state x in period j. We furthermore define the

direct costs as

C(x, j, a) = δ(a)Kj + c(a) + L(x+ a),

where a represents the order quantity. We want to find the cost-optimal policy P ∗.

2.5.2.1. Optimal Policy and (Opt|m) Policy

The action space for the optimal policy is dependent on the inventory before ordering x

and is restricted to U(x) = {0, . . . , X̄−x}. The policy iteration algorithm of the optimal

policy is defined in Algorithm 2.1.

Algorithm 2.1 Policy iteration for the optimal policy

Step 0: Initialization

Determine a first feasible policy P by minimizing the direct costs.

for x ∈ X, j = 1, . . . ,m do

P (x, j) = arg inf
u∈U(x)

{C(x, j, u)}

end for

Set P̂ := P and k∗ :=∞.

Step 1: Cost determination

Solve the linear equation system for policy P with the unknowns V and k:

V (x, j) = C(x, j, P (x, j))− k +
∞∑
ξ=0

V (x+ P (x, j)− ξ,Θ(j))φD(ξ) x ∈ X, j ∈ {1, . . . ,m}

V (a, 1) = 0

where Θ(j) =

{
j + 1 for j ≤ m− 1

1 for j = m
and a ∈ X is an arbitrary inventory state.

if k < k∗ then

k∗ := k, P ∗ := P

end if
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Algorithm 2.1 Policy iteration for the optimal policy (continued)

Step 2: Policy improvement

for x ∈ X, j = 1, . . . ,m do

P (x, j) = arg inf
u∈U(x)

{
C(x, j, u)− k +

∞∑
ξ=0

V (x+ u− ξ,Θ(j))φD(ξ)

}
end for

Step 3: Termination

if P = P̂ then Terminate.

else

P̂ := P and go to Step 1

end if

For the (Opt|m) policy, we proceed similar to Algorithm 2.1, but define the action

space period-dependent as U(x, j) = {0} for all j = 1, . . . ,m − 1 and U(x,m) =

{0, . . . , X̄ − x}.

2.5.2.2. (sj, Sj) Policy

For the (sj, Sj) policy, we want to get the optimal parameters s∗j and S∗j . We define

action u(x, s, S) = δ(s − x) · (S − x). Furthermore, we introduce set P as the set

of order policies to be able to control for cycles in the generated order policies. The

policy-iteration algorithm for the (sj, Sj) policy is defined in Algorithm 2.2.

Algorithm 2.2 Policy iteration for the (sj, Sj) policy

Step 0: Initialization

for j = 1, . . . ,m do

(Ŝj , ŝj) = arg inf
Sj∈X,sj∈[X,Sj ]

{ ∑
x∈X

C(x, j, u(x, sj , Sj))

}
for x ∈ X do

P (x, j) = u(x, ŝj , Ŝj)

end for

end for

Set k∗ :=∞, P̂ := P and P := {P}.

Step 1: Cost determination

As in Step 1 of Algorithm 2.1.
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Algorithm 2.2 Policy iteration for the (sj, Sj) policy (continued)

Step 2: Policy improvement

for j = 1, . . . ,m do

(Ŝj , ŝj) = arg inf
Sj∈X,sj∈[X,Sj ]

{ ∑
x∈X

C(x, j, u(x, sj , Sj))− k +
∞∑
ξ=0

V (x+ u(x, sj , Sj)− ξ,Θ(j))φD(ξ)

}
for x ∈ X do

P (x, j) = u(x, ŝj , Ŝj)

end for

end for

Step 3: Termination

if P ∈ P then

for j = 1, . . . ,m do

s∗j = inf{x ∈ X : P ∗(x, j) = 0}, S∗j = sup{x+ P ∗(x, j) : x ∈ X,P ∗(x, j) > 0}
end for

Terminate.

else

P̂ := P , P := P + {P} and go to Step 1

end if

2.5.2.3. (s, S, r, R) Policy

For the (s, S, r, R) policy, we want to get the optimal parameters s∗, S∗, r∗ and R∗.

We define u(x, s, S) and P as before. The policy-iteration algorithm for the (s, S, r, R)

policy is defined in Algorithm 2.3.

Algorithm 2.3 Policy iteration for the (s, S, r, R) policy

Step 0: Initialization

(Ŝ, ŝ) = arg inf
S∈X,s∈[X,S]

{ ∑
j=1,...,m−1

∑
x∈X

C(x, j, u(x, s, S))

}
for x ∈ X, j = 1, . . . ,m− 1 do

P (x, j) = u(x, ŝ, Ŝ)

end for

(R̂, r̂) = arg inf
R∈X,r∈[X,R]

{ ∑
x∈X

C(x,m, u(x, r, R))

}
for x ∈ X do

P (x,m) = u(x, r̂, R̂)

end for

Set k∗ :=∞, P̂ := P and P := {P}.

Step 1: Cost determination

As in Step 1 of Algorithm 2.1.
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Algorithm 2.3 Policy iteration for the (s, S, r, R) policy (continued)

Step 2: Policy improvement

(Ŝ, ŝ) = arg inf
S∈X,s∈[X,S]

{ ∑
j=1,...,m−1

∑
x∈X

C(x, j, u(x, s, S))− k +
∞∑
ξ=0

V (x+ u(x, s, S)− ξ,Θ(j))φD(ξ)

}
for j = 1, . . . ,m− 1, x ∈ X do

P (x, j) = u(x, ŝ, Ŝ)

end for

(R̂, r̂) = arg inf
R∈X,r∈[X,R]

{ ∑
x∈X

C(x,m, u(x, r, R))− k +
∞∑
ξ=0

V (x+ u(x, r, R)− ξ,Θ(j))φD(ξ)

}
for x ∈ X do

P (x,m) = u(x, r̂, R̂)

end for

Step 3: Termination

if P ∈ P then

Set s∗ = inf{x ∈ X : P ∗(x, 1) = 0}, S∗ = sup{x+ P ∗(x, 1) : x ∈ X,P ∗(x, 1) > 0},
r∗ = inf{x ∈ X : P ∗(x,m) = 0}, R∗ = sup{x+ P ∗(x,m) : x ∈ X,P ∗(x,m) > 0} and terminate.

else

P̂ := P , P := P + {P} and go to Step 1

end if

2.5.2.4. (s, S) Policy

For the (s, S) policy, we want to get the optimal parameters s∗ and S∗. The policy-

iteration algorithm for the (s, S) policy is defined in Algorithm 2.4. We define u(x, s, S)

and P as before.

Algorithm 2.4 Policy iteration for the (s, S) policy

Step 0: Initialization

(Ŝ, ŝ) = arg inf
S∈X,s∈[X,S]

{
m∑
j=1

∑
x∈X

C(x, j, u(x, s, S))

}
for x ∈ X, j = 1, . . . ,m do

P (x, j) = u(x, ŝ, Ŝ)

end for

Set k∗ :=∞, P̂ := P and P := {P}.

Step 1: Cost determination

As in Step 1 of Algorithm 2.1.

Step 2: Policy improvement

(Ŝ, ŝ) = arg inf
S∈X,s∈[X,S]

{
m∑
j=1

∑
x∈X

C(x, j, u(x, s, S))− k +
∞∑
ξ=0

V (x+ u(x, s, S)− ξ,Θ(j))φD(ξ)

}
for j = 1, . . . ,m, x ∈ X do

P (x, j) = u(x, ŝ, Ŝ)

end for
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Algorithm 2.4 Policy iteration for the (s, S) policy (continued)

Step 3: Termination

if P ∈ P then

Set s∗ = inf{x ∈ X : P ∗(x, 1) = 0}, S∗ = sup{x+ P ∗(x, 1) : x ∈ X,P ∗(x, 1) > 0} and terminate.

else

P̂ := P , P := P + {P} and go to Step 1

end if

2.5.3. Results

2.5.3.1. Probabilities of Ordering

In Table 2.1, we show the effect of the parameter variations on the probability of ordering

in either the regular or an intraperiod for the optimal policy and an infinite horizon. The

probabilities represent the sum of the steady-state probabilities of all inventory states in

which the optimal policy orders a positive amount. I.e., they represent the percentage

of periods in which either in the regular or in the intraperiod an order takes place.

We see that the effect a difference in µ has on the order probabilities is negligible.

A more pronounced effect can be observed when we compare the different values for

the CV . The higher the CV , the lower the probability of ordering in the regular order

period and the higher the probability of ordering in the intraperiod. For a higher CV ,

higher safety stocks, too, have to be in place. When an order in the regular order period

covers the demand of a number of future intraperiods (i.e., through forward-buying), the

order quantity and hence the holding costs will increase. This increase in the holding

costs makes it less attractive to order in the regular order period, as the fixed costs

benefit decreases.

When analyzing the probability of ordering at all (i.e. the sum of the two proba-

bilities), another effect of the CV can be observed. With an increase in the CV , the

probability of ordering at all decreases. This is surprising at first sight, as one would

expect that higher uncertainty will necessitate having to order more often. However,

with an increase in the CV , the probability of larger demands increases. This leads to

a decrease in the expected holding costs. The trade-off between expected holding and

fixed order costs becomes more favorable for holding inventories and thus the optimal

parameters will lead to a decrease in the order probability.

With a rising value for m or for the TBO, the probability for both regular and
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Table 2.1.: Average probabilities of ordering (in %)

Parameter
Regular
period

Intraperiod Sum Parameter
Regular
period

Intraperiod Sum

µ K/L
5 8.57 2.79 11.36 0.1 9.94 2.36 12.29
15 8.61 2.70 11.30 0.2 9.71 2.36 12.07

0.3 9.62 2.37 11.99
CV 0.4 9.41 2.39 11.80
0.1 9.62 2.47 12.09 0.5 8.96 2.46 11.42
0.3 8.58 2.82 11.40 0.6 8.53 2.60 11.12
0.5 7.56 2.94 10.50 0.7 7.85 2.93 10.78

0.8 7.05 3.35 10.39
m 0.9 6.23 3.88 10.11
2 20.57 5.66 26.23
3 9.00 3.61 12.62 cH (cP )
5 3.17 1.13 4.30 0.1 (9.9) 8.74 3.18 11.92
7 1.61 0.57 2.18 0.5 (9.5) 8.76 2.76 11.53

1 (9) 8.57 2.60 11.18
TBO 2 (8) 8.27 2.43 10.70
0.5m 9.91 11.02 20.93
1m 9.87 1.07 10.94

1.5m 9.16 0.73 9.88
2m 8.17 0.63 8.80
5m 5.83 0.27 6.10

intraperiod ordering decreases. This is as expected, as both m and the TBO value

directly influence the level of fixed order costs K and L.

The table illustrates two effects of an increase in the ratio K/L. First of all, the prob-

ability of ordering in the regular order period decreases and the probability of ordering

in an intraperiod increases, as expected. This is due to the fact that the fixed costs

benefit of ordering in the regular order period decreases until it is as beneficial to order

in an intraperiod as in the regular order period (when K = L). However, we also observe

that the probability of ordering at all is also decreasing with larger K/L. An increase

of K/L means that K is rising while L remains constant. Hence the average fixed costs

over all periods increases, which in turn leads to order policies that order less often.

With a rising value for cH , order probabilities in the regular and intraperiod decrease.
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This impact of cH on the order probabilities is based on two effects. Smaller holding

costs lead to larger order quantities and hence less order probability. On the other hand,

the out-of-stock penalty cP is directly connected to the holding costs. Hence, when cH

decreases, cP increases. The larger penalty, in turn, increases the probability of ordering,

so as to ensure that out-of-stock situations are reduced. While the effects of cH and cP

oppose each other, the penalty costs have a larger effect on the overall order probabilities

in our numerical study.

2.5.3.2. Results of the (sj, Sj) Policy

We investigate the performance of the (sj, Sj) policy in Table 2.2. Any deviations to the

optimal policy are based on the possible multiple order areas in the regular order period

as discussed in Section 2.3. The Table is structured to show the one-dimensional effect

of each parameter. I.e., every row represents the averages and maximum values over the

subset of instances where the particular parameter value applies.

From our numerical study, we find that only in a rare number of cases actual cost

differences occur. Only 3.4 % of the 4,320 instances of the numerical study have more

than one order area in the optimal solution for the regular order period, and thus might

have a potential cost difference between the two policies.

Overall, average cost differences to the optimal policy are < 0.01 % independent of

the number of order cycles. Over all instances, a maximum cost deviation of 0.57 %

occurs for an instance with 3 order cycles. The parameters of this instance are µ = 15,

CV = 0.1, m = 3, TBO = 0.5m, K/L = 0.1 and cH = 0.1. This shows that the cost

effect of not having multiple order areas in the regular period, as we have them in the

optimal policy, is marginal for a wide range of parameter settings.

When looking at the maximum deviations for 3, 10 and infinite order cycles individu-

ally, one finds several similarities. The maximum deviations occur when CV , TBO and

K/L attain their smallest value, when m = 3 and when µ is either large and cH very

small (3 order cycles) or when µ is small and cH is large (10 and infinite order cycles).

Most of those instance characteristics also drive the share of instances with multiple

order areas. Only for cH , a smaller value clearly induces more instances with multiple

order areas and the values of µ have only a very limited influence.

Maximum cost deviations become smaller the longer the problem horizon, i.e., the

higher the number of order cycles. The effect can be explained by the probability
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Table 2.2.: Order areas and average/maximum cost deviations of (sj, Sj) policy (in %)

Order areas N = 3 N = 10 N =∞
Parameter Value 1 2 3 Avg. Max. Avg. Max. Avg. Max.

µ 5 96.67 2.96 0.37 0.00 0.55 0.00 0.37 0.00 0.42
15 96.48 2.78 0.74 0.00 0.57 0.00 0.19 0.00 0.00

CV 0.1 90.21 8.13 1.67 0.01 0.57 0.00 0.37 0.00 0.42
0.3 99.51 0.49 0.00 0.00 0.00 0.00 0.01 0.00 0.00
0.5 100.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00

m 2 97.22 2.78 0.00 0.00 0.30 0.00 0.09 0.00 0.00
3 94.72 4.26 1.02 0.01 0.57 0.00 0.37 0.00 0.42
5 96.94 2.41 0.65 0.00 0.05 0.00 0.07 0.00 0.07
7 97.41 2.04 0.56 0.00 0.01 0.00 0.04 0.00 0.00

TBO 0.5m 89.81 9.14 1.04 0.01 0.57 0.00 0.37 0.00 0.42
1m 94.68 3.82 1.50 0.00 0.30 0.00 0.09 0.00 0.00

1.5m 98.73 1.04 0.23 0.00 0.04 0.00 0.02 0.00 0.00
2m 99.65 0.35 0.00 0.00 0.01 0.00 0.00 0.00 0.00
5m 100.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00 0.00

K/L 0.1 93.96 4.38 1.67 0.01 0.57 0.00 0.37 0.00 0.42
0.2 96.46 3.54 0.00 0.00 0.34 0.00 0.14 0.00 0.00
0.3 96.67 3.13 0.21 0.00 0.21 0.00 0.08 0.00 0.00
0.4 95.63 4.38 0.00 0.00 0.08 0.00 0.03 0.00 0.00
0.5 93.13 4.79 2.08 0.00 0.30 0.00 0.09 0.00 0.00
0.6 96.67 2.71 0.63 0.00 0.10 0.00 0.04 0.00 0.00
0.7 99.38 0.63 0.00 0.00 0.02 0.00 0.01 0.00 0.00
0.8 97.71 1.88 0.42 0.00 0.04 0.00 0.02 0.00 0.00
0.9 99.58 0.42 0.00 0.00 0.02 0.00 0.00 0.00 0.00

cH (cP ) 0.1 (9.9) 95.09 3.70 1.20 0.00 0.57 0.00 0.19 0.00 0.07
0.5 (9.5) 95.93 3.33 0.74 0.00 0.55 0.00 0.24 0.00 0.00

1 (9) 96.94 2.78 0.28 0.00 0.38 0.00 0.17 0.00 0.00
2 (8) 98.33 1.67 0.00 0.00 0.26 0.00 0.37 0.00 0.42

Total 96.57 2.87 0.56 0.00 0.57 0.00 0.37 0.00 0.42
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distribution of the inventory states. The steady-state probabilities of the infinite horizon

case show that the states of the order areas become (almost) transient, as we explained

in our base example in Figure 2.1 of Section 2.3. The effect of the length of the time

horizon (i.e., the number of order cycles) can be explained by the fact that we average

over all initial inventory positions in the finite horizon problems. Hence, the probability

of getting into those states that are transient in the long run increases and thus also the

cost differences between the (sj, Sj) and the optimal policy increase with a smaller the

number of order cycles.

Changes in the mean demand µ have no effect for a time horizon of 3 order cycles, but

maximum cost differences are larger for the smaller µ when the time horizon becomes

longer. The reason lies in the size of the inventory states. For larger µ, more inventory

states are present and, as costs are averaged over all inventory states, cost differences

are likely to be smaller than for small µ.

The values for CV show that significant cost differences only occur for the smallest

value of 0.1. This is due to our finding that the probabilities to order in the regular

order period, and in any period at all, rise with a smaller CV . Hence, the multiple order

areas gain more importance.

An increase in m from two to three first has a positive effect and later a negative effect

on the maximum cost differences. This is based on several overlapping effects. First of

all, we have found that, with m = 2, no instance produced 3, i.e., more than m, order

areas. Second: With a rise in m, fixed costs also rise, as the TBO is a multiple of m.

This lets the probability of ordering at all decrease, while, at the same time, it makes

the absolute spread between the fixed costs of K and L larger. Thus, ordering in the

regular order period becomes more beneficial. Another effect is that, for constant fixed

costs, the probability of ordering in the regular order period decreases with a higher m,

which is simply due to the longer time period between regular shipments. Due to these

trade-offs, we hence see a non-monotonic effect of m.

The effect of TBO can be explained by its relation to the fixed costs. As TBO rises,

both fixed costs K and L rise and hence the probability of ordering at all decreases.

Thus, the importance of the multiple order areas diminishes.

As expected, rising values for K/L lead to smaller cost differences in tendency, as the

multiple order areas in the regular order period become less and less important due to

the decreasing probability of ordering in the regular order period.
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The effect of cH is not as straight-forward and, as pointed out before in this subsection,

depends on the combination with the value for parameter µ. We find that the maximum

deviation for µ = 5 always occurs in instances with a higher cH than for µ = 15 and

over all instances the effect of cH is non-monotonic.

These effects of cH become clear when we recapitulate our intuition regarding multiple

order areas from the end of Section 2.3. Assuming a certain cH , we might have a policy

where it is optimal to always order in the regular order period and cover the demand

of all intraperiods to reduce the probability of ordering in the intraperiod to almost

zero. Now, if we increase cH , we might get to the point where this is not longer the

case and the trade-off between additional holding costs and the savings in fix order costs

varies from one inventory state to the next. In that case multiple order areas might

exists. Increasing cH further will eventually lead to the case where forward-buying in

the regular order period is not longer beneficial and again only one order area exists.

The same reasoning can be applied to a rise in µ as it is directly connected to a rise in the

expected holding costs, assuming that the order policy wants to reduce the probability

of ordering in the intraperiods. This shows that the effect of multiple order areas is also

sensitive to the combination of both parameters, which makes its impact on costs hard

to predict.

Another observation is that optimal values for sj and Sj in the intraperiods do not

monotonically decrease or increase within an order cycle. As an example see Figure

2.2 with parameters m = 10, cH = 1, cP = L = 260, K = 114, discretized gamma

distribution with (µ = 20, σ = 1).

2.5.3.3. Results of the (s, S, r, R), (s, S) and (Opt|m) Policies

In Table 2.3, we depict the cost differences to the optimal policy in the infinite hori-

zon case for all parameters and the benchmark policies (s, S, r, R), (s, S) and (Opt|m).

Again, values show the average over all those instances where the respective parameter

value applies.

We first investigate the overall performance of the three policies. It becomes evident

that in most instances, the (s, S) policy is not capable of producing good results, with

a 32.27 % cost increase on average. The cost deviation rises to a maximum of up to

446.68 % for µ = 15, CV = 0.1, m = 7, TBO = 5m, K/L = 0.1 and cH = 0.1. On the

other hand, the (s, S, r, R) policy mitigates the cost difference much better with only
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Table 2.3.: Average and maximum cost deviations (in %) of (s, S, r, R), (s, S) and
(Opt|m) against optimal policy (infinite horizon)

(s, S) (s, S, r, R) (Opt|m)
Parameter Value Avg. Max. Avg. Max. Avg. Max.

µ 5 31.89 418.68 0.96 73.86 8.79 86.18
15 32.65 446.68 0.84 12.82 8.16 73.90

CV 0.1 42.59 446.68 0.32 73.86 8.16 86.18
0.3 30.77 273.76 1.16 13.93 7.77 47.93
0.5 23.45 209.14 1.23 9.18 9.50 54.11

m 2 23.82 334.83 0.00 0.00 9.85 86.18
3 30.19 415.04 0.45 3.42 8.18 47.04
5 35.93 425.14 1.41 73.86 8.10 51.65
7 39.14 446.68 1.76 29.04 7.79 54.11

TBO 0.5m 3.64 22.90 1.01 6.07 35.33 86.18
1m 20.26 83.75 1.56 73.86 2.97 16.93

1.5m 32.90 143.98 0.73 7.44 1.74 17.14
2m 39.63 195.59 0.69 6.35 1.64 20.27
5m 64.92 446.68 0.52 29.04 0.70 18.25

K/L 0.1 101.71 446.68 1.43 73.86 8.66 86.18
0.2 65.23 224.80 1.17 8.42 8.36 81.46
0.3 44.61 132.95 1.09 17.56 8.11 77.23
0.4 30.87 82.73 1.06 29.04 7.91 73.41
0.5 20.96 58.38 0.91 13.93 7.81 69.96
0.6 13.62 40.16 0.95 11.91 7.86 66.82
0.7 8.06 26.01 0.81 7.21 8.20 63.94
0.8 4.01 15.30 0.50 4.13 8.98 61.30
0.9 1.36 6.99 0.20 1.95 10.42 58.88

cH (cP ) 0.1 (9.9) 29.67 446.68 0.99 13.93 11.66 73.90
0.5 (9.5) 31.82 387.68 1.02 73.86 8.71 70.45

1 (9) 33.27 335.00 0.89 29.04 7.51 86.18
2 (8) 34.31 264.22 0.70 9.18 6.03 78.89

Total 32.27 446.68 0.90 73.86 8.48 86.18
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Figure 2.2.: Example values for sj, Sj for each period of the order cycle
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0.90 % on average. However, costs can still be off by up to 73.86 % for µ = 5, CV = 0.1,

m = 5, TBO = 1m, K/L = 0.1 and cH = 0.5. For the policy where only ordering in

the regular order period is allowed (Opt|m), we observe that on average costs are 8.48

% higher than the optimal solution and worse by a maximum of 86.18 % for µ = 5,

CV = 0.1, m = 2, TBO = 0.5m, K/L = 0.1 and cH = 1.

Similar to our findings of Section 2.5.3.2, maximum cost deviations for the three

policies occur when CV and K/L are at their lowest value. Another similarity is that

either large mean demand and small holding costs or small mean demand and larger

holding costs produce the biggest cost differences. However, m and TBO values for

the instances with the biggest cost differences do not show identical results for the

models. For the (s, S) policy, large values for TBO and m produce the worst solutions.

For (s, S, r, R), the biggest cost difference can be found at medium levels for both m

and the TBO. Lastly, (Opt|m) performs worst when m and TBO are very small.

This comparison already indicates that the all three benchmarks have weaknesses (and
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strengths) in different parameter settings, all of which we explore in the following.

The mean demand has only a negligible effect on the average performance of all three

models.

An interesting insight is that, with an increased volatility in the demand, i.e., a larger

CV , the differences between the (s, S) and the optimal policy decreases. This is due to

higher safety stocks and thus higher holding costs, which diminish the effect of saving

fixed costs when engaging in a forward-buying in the regular order period.

For the (s, S, r, R) policy, cost differences to the optimal policy are primarily driven

by the constant values for (s, S) throughout the intraperiods. In Table 2.3, we see that

average cost deviations increase for larger CV . Our observations on the probabilities

of ordering (Section 2.5.3.1) show in Table 2.1 that the probability of ordering in the

intraperiod is higher for a higher CV . These effects directly connect to the behavior of

the (s, S, r, R) policy as any misalignment in the values for (s, S), due to their constant

nature over time, leads to a penalization that rises with the probability of ordering in

the intraperiods.

We observe a non-monotonic behaviour for rising values in CV and K/L regarding

the (Opt|m) policy. These can be explained in context with the TBO values, as depicted

in Table 2.4.

For the smallest value of TBO = 0.5m, the cost differences that can be observed are

by far the greatest. In this case, fixed costs are very low so that holding inventories is

comparably expensive in relation to the fixed costs. Hence, ordering in the intraperiod

is beneficial. We see that, for TBO = 0.5m, the smallest CV leads to the biggest cost

differences, while for larger TBO values, the smallest CV leads to the smallest cost

differences. Similarly, for TBO = 0.5m, cost differences decrease monotonically with a

rise in K/L, while, for TBO > 1m, cost differences rise with a rise in K/L.

To explain these observations, we need to distinguish between the forward-buying

and the batch ordering effect. The forward-buying effect aims at reducing the ordering

probability in the intraperiod, while at the same time increasing the ordering probability

in the regular order period. The batch ordering effect aims at reducing the probability of

ordering at all, i.e. in both types of periods. Hence, to realize potential savings based on

the fixed costs difference, the first effect tries to achieve that orders occur in the regular

instead of the intraperiod. As opposed to this, the second effect occurs irrespective of a

difference in the fixed costs.
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Table 2.4.: Average cost deviations of (Opt|m) against optimal policy (infinite horizon)
for varying values of TBO, CV and K/L (in %)

TBO
Parameter Value 0.5m 1m 1.5m 2m 5m

CV 0.1 41.34 0.30 0.13 0.55 0.46
0.3 32.37 2.21 1.34 1.94 1.01
0.5 34.58 6.63 3.84 2.51 0.68

K/L 0.1 39.84 3.09 0.87 0.27 0.01
0.2 38.61 2.90 0.78 0.24 0.02
0.3 37.51 2.74 0.74 0.25 0.07
0.4 36.30 2.63 0.76 0.32 0.13
0.5 35.45 2.63 0.85 0.63 0.25
0.6 34.55 2.74 1.07 1.22 0.44
0.7 33.90 3.05 1.71 2.25 0.79
0.8 33.42 3.62 3.27 3.71 1.60
0.9 33.12 4.56 5.97 6.11 3.19

For the very small TBO values, the absolute cost difference between K and L is

also very small. This leads to the point where the forward-buying effect is almost not-

existent and dominated by the batch ordering effect. When K/L increases, the average

fixed order costs increase, and hence the batch ordering effect reduces the probability

of ordering at all. The reduced probability of ordering at all leads to the case where in

the intraperiod, too, orders occur less frequently, and hence the cost differences for the

(Opt|m) policy decrease.

For larger TBO values, the forward-buying effect gains much more importance. For

small K/L ratios, orders hence occur primarily in the regular order period, while, for

larger K/L, orders in the optimal policy occur more often in the intraperiods, which

increases the cost difference for the (Opt|m) policy. As we can see in the table, this

effect is more pronounced than the batch ordering effect.

We argue similarly for the effect of the values for CV in combination with TBO. As

we have seen in Table 2.1 for the optimal policy, a rise in CV leads to a reduction in the

overall order probability and an increase in the order probability of the intraperiod. As

explained in Subsection 2.5.3.1, the first effect is independent of and the second effect

is dependent on the fixed costs difference between K and L. Table 2.4 shows that, for
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the smallest TBO value, the first effect of a reduced probability of ordering at all with a

larger CV is more dominant than the increase in the intraperiod order probability. This

can be explained by the very small fixed costs values in the case of small TBO values.

Again, the relative dominance of the effects is reversed for larger TBO values, where the

fixed order costs increase.

A rise inm leads to an increase in the average cost deviation of the (s, S) and (s, S, r, R)

policies. For the (s, S) policy, the increase in the level of fixed costs, and in turn the

absolute fixed costs difference between K and L, is the main driver for performance.

For the (s, S, r, R) policy, a larger value for m means a higher probability of ordering

in the intraperiods relative to the probability of ordering in the regular order period.

Hence, the probability of costs associated with the restricted constant order policy there

is higher. A small TBO, on the other hand, leads to a higher probability of ordering

in the intraperiods, for which the policy is not fully optimized. For the (Opt|m) policy,

a larger order cycle m reduces the cost disadvantages. Larger m and larger TBO both

lead to higher absolute cost differences between K and L, which makes it more attractive

to order in the regular order period and thus reduces the negative consequences of not

being able to order in the intraperiods.

An intuitive observation for the (s, S) and (s, S, r, R) heuristics is the convergence

between the heuristics and the optimal policy for K
L
→ 1, i.e. when the fixed costs

differences become negligible.

Lastly, cH clearly worsens the performance of (s, S) and improves the performance of

(Opt|m), whereas the effect on (s, S, r, R) is as ambiguous as for the (sj, Sj) policy. The

effect on the (s, S) policy can be explained by the induced effect of forward-buying for

smaller cH . If forward-buying is favorable, it will be executed in the low fixed order costs

period and lead to much higher order quantities than in the other periods. However, the

two constant parameters of the (s, S) policy cannot cover the effect and hence the policy

performs worse. (Opt|m) performs in the exact opposite direction, as forward-buying in

the regular order period is the only possibility to cover the demand for the intraperiods

in this approach. For the effects on the (s, S, r, R) policy, see the explanations of the

similar observations regarding the (sj, Sj) policy at the end of Subsection 2.5.3.2.
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2.6. Conclusion

In this chapter, we investigated inventory control policies where, at regular order periods,

orders can be placed at less fixed costs than in the intraperiods in between. We proved

the optimality of an (sj, Sj) inventory policy for the intraperiods and of a more complex

inventory policy with multiple order areas and order-up-to levels at the regular order

periods. We introduced several benchmark policies and (modified) policy iteration algo-

rithms to find optimal policy parameters. A numerical study showed that, despite the

potential complex structure in the regular order period, cost differences to an (s, S, r, R)

policy are small (0.9 % on average) and nearly non-existent for (sj, Sj) policies (< 0.01

% on average). The cost differences between benchmarks and the optimal policy reveal

a forward-buying effect. The effect aims at redirecting orders from the intra- to the

regular order period.

The optimal policy in the regular order period, although complex, can be described by

multiple order areas. Comparing it to a policy that potentially necessitates a different

order logic for every inventory state, we showed that the order policy contains a certain

structure, which allows a rule-based decision-making for managers. More importantly,

the intraperiods still follow the well-known (sj, Sj) policy, with a reorder point and an

order-up-to level for each period. Hence, managers may use the concept for following

the optimal policy for the intraperiods and use it to approximate the optimal policy in

the regular order period.

Further insights for practice are provided by our comparison of the benchmark policies.

Neither the (s, S) policy with the same parameters for all periods, nor the (Opt|m)

policy, which orders only in the cheaper fixed order costs period, can be recommended

because both show large cost differences to the optimal policy. However, with as few

as four parameters, the (s, S, r, R) policy already mitigates a large share of these cost

differences in most of the instances. Still, if fixed costs differences, the CV , the length

of the order cycle and the time between orders are large, then cost differences might be

substantial and hence an (sj, Sj) policy should be introduced.

For further research, using other sub-optimal inventory control strategies might also

be worthwhile to investigate. Due to the different fixed costs, we observe that we have a

forward-buying effect in the regular order period, as we preferably do not want to order

in an intraperiod. This situation has some similarities with the speculation environment
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of Gavirneni and Morton (1999). Hence, their approaches might be altered and applied

to our setting to provide additional benchmark policies.

The algorithms we used in this chapter rely on traditional policy iteration mechanisms

and hence suffer from the curse of dimensionality. To achieve better computational

performance, other algorithms, e.g., based on the renewal theory, should be investigated.
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2.A. Appendix: Notion of K-convexity

We provide some well-known definitions and properties on K-convexity, which we need

for the construction of the optimality proofs.

We start with a definition of K-convexity based on Sethi and Cheng (1997):

Definition 2.2. A function g : R→ R is said to be K-convex if K ≥ 0, and it satisfies

the property,

K + g(z + y) ≥ g(y)− z g(y)− g(y − b)
b

,∀z ≥ 0, b > 0, y (2.7)

.

Furthermore, we use some important propositions of K-convexity (Sethi & Cheng,

1997).

Proposition 2.3. (i) If g : R → R is K-convex, it is L-convex for any L ≥ K. In

particular, if g is convex, i.e. 0-convex, it is also K-convex for any K ≥ 0.

(ii) If g1 is K-convex and g2 is L-convex, then for α, β ≥ 0,αg1 + βg2 is (αK + βL)-

convex.

(iii) If g is K-convex and ξ is a random variable such that E|g(x − ξ)| < ∞, then

Eg(x− ξ) is also K-convex.

(iv) If g is K-convex, x < y and g(x) = K + g(y), then g(z) ≤ K + g(y) for all

z ∈ [x, y].

Proof. For the proof of (i)-(iii) see Sethi and Cheng (1997) and for (iv) see Scarf (1959).

Proposition 2.4. (Sethi & Cheng, 1997) Let g : R → R be a K-convex function such

that g(x)→ +∞ as x→ +∞. Let the notation g(−∞) denote the extended real number

lim inf
x→−∞

g(x). Let

g∗ = inf
x∈(−∞,∞)

g(x) > −∞ (2.8)
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Define the extended real numbers S and s, S ≥ s ≥ −∞ as follows:

S = min {x ∈ R ∪ −∞|g(x) = g∗,−∞ < x <∞} , (2.9)

s = min {x ∈ R ∪ −∞|g(x) ≤ K + g(S),−∞ < x ≤ S} . (2.10)

Then

(i) g(x) ≥ g(S),∀x ∈ (−∞,∞);

(ii) g(x) ≤ g(y) +K, ∀x, y with s ≤ x ≤ y <∞

(iii) h(x) ≡ inf
y≥x,−∞<y<∞

[Kδ(y − x) + g(y)] =

{
K + g(S) for x < s

g(x) for s ≤ x <∞
and if g

is continuous then h : R→ R is continuous;

(iv) h is K-convex on (−∞,∞)

Moreover, if s > −∞, then

(v) g(s) = K + g(S);

(vi) g(x) is strictly decreasing on (∞, s].

Proof. See Sethi and Cheng (1997).

2.B. Appendix: Proofs

2.B.1. Proof of Proposition 2.1

2.B.1.1. Proof of (ii)

We prove (ii). If Ā = −∞, then h(x) = g(x) and this is obviously true. Next if Ā > −∞
and A > −∞, we need to verify

L+ h(y + z)−
[
h(y) + z

h(y)− h(y − b)
b

]
≥ 0 (2.11)

in the following cases:
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(a) y − b ∈ (ai, āi) : i ∈ I and y ∈ (ak, āk) : k ∈ I, k ≥ i and y + z ∈ (al, āl) : l ∈ I,
l ≥ k

(b) y − b ∈ (ai, āi) : i ∈ I and y 6∈ (ak, āk)∀k ∈ I, k ≥ i and y + z ∈ (al, āl) : l ∈ I,

l ≥ j

(c) y − b ∈ (ai, āi) : i ∈ I and y ∈ (ak, āk) : k ∈ I, k ≥ i and y + z 6∈ (al, āl)∀l ∈ I,

l ≥ k

(d) y − b ∈ (ai, āi) : i ∈ I and y 6∈ (ak, āk)∀k ∈ I, k ≥ i and y + z 6∈ (al, āl)∀l ∈ I,

l ≥ j

(e) y − b 6∈ (ai, āi)∀i ∈ I and y ∈ (ak, āk) : k ∈ I and y + z ∈ (al, āl) : l ∈ I, l ≥ k

(f) y − b 6∈ (ai, āi)∀i ∈ I and y ∈ (ak, āk) : k ∈ I and y + z 6∈ (al, āl)∀l ∈ I, l ≥ k

(g) y − b 6∈ (ai, āi)∀i ∈ I and y 6∈ (ak, āk)∀k ∈ I and y + z ∈ (al, āl) : l ∈ I

(h) y − b 6∈ (ai, āi)∀i ∈ I and y 6∈ (ak, āk)∀k ∈ I and y + z 6∈ (al, āl)∀l ∈ I

Case (a): For proving (a) we can rewrite the inequality (2.11) to

L+ g(a∗l )− g(a∗k)− z
g(a∗k)− g(a∗i )

b
≥ 0

and have to check the following sub-cases: (a1) a∗i = a∗k = a∗l , (a2) a∗i < a∗k = a∗l ,

(a3) a∗i < a∗k < a∗l and (a4) a∗i = a∗k < a∗l . In (a1) inequality (2.11) simplifies to L ≥ 0,

which is true by definition. In (a2) and (a3) we can use b ≥ y − a∗i , as y − b ≤ a∗i from

Definition 2.1.(iii). L-convexity of g yields

L+ g(a∗l )−
[
g(a∗k) + z

g(a∗k)− g(a∗i )

b

]
≥ L+ g(a∗l )−

[
g(a∗k) + z

g(a∗k)− g(a∗i )

y − a∗i

]
≥ 0.

(a4) simplifies to L+ g(a∗l )− g(a∗k) ≥ 0, which has to be true as g(a∗l ) ≥ g(a∗k) based on

a∗j in Definition 2.1.(iii).
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Case (b): Next, we prove (b), where we can rewrite the inequality (2.11) to

L+K + g(a∗l )−
[
g(y) + z

g(y)− (K + g(a∗i ))

b

]
= L+K + zK + g(a∗l )−

[
g(y) + z

g(y)− g(a∗i )

b

]
≥ L+ g(a∗l )−

[
g(y) + z

g(y)− g(a∗i )

b

]
≥ L+ g(a∗l )−

[
g(y) + z

g(y)− g(a∗i )

y − a∗i

]
≥ 0.

In the last step of the inequality, we apply the same reasoning as for (a2) and (a3).

Case (c): In (c) the inequality becomes

L+ g(y + z)−
[
g(a∗k) +K + z

g(a∗k)− g(a∗i )

b

]
= (L−K) + g(y + z)−

[
g(a∗k) + z

g(a∗k)− g(a∗i )

b

]
≥ 0

and we distinguish the cases, where (c1) a∗i = a∗k and (c2) a∗i < a∗k. In (c1), we get

(L−K)+(g(y+z)−g(a∗k)) ≥ 0 where obviously (L−K) ≥ 0 and (g(y+z)−g(a∗k)) ≥ 0

following that g(y + z) > g(a∗k) as a∗k is the minimizer on [y,∞] and y < y + z <∞. In

(c2), we can show that as g(a∗k) +K ≤ g(y) and y − b ≤ a∗i it holds that b ≥ y − a∗i

L+ g(y + z)−
[
g(a∗k) +K + z

g(a∗k)− g(a∗i )

b

]
≥ L+ g(y + z)−

[
g(y) + z

g(a∗k)− g(a∗i )

b

]
≥ L+ g(y + z)−

[
g(y) + z

g(y)− g(a∗i )

b

]
≥ L+ g(y + z)−

[
g(y) + z

g(y)− g(a∗i )

y − a∗i

]
≥ 0

and use L-convexity of g to conclude the proof.
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Case (d): In (d) the inequality can be proven like in (b), as

L+ g(y + z)−
[
g(y) + z

g(y)− (g(a∗i ) +K)

b

]
= L+ zK + g(y + z)−

[
g(y) + z

g(y)− g(a∗i )

b

]
≥ L+ g(y + z)−

[
g(y) + z

g(y)− g(a∗i )

b

]
≥ L+ g(y + z)−

[
g(y) + z

g(y)− g(a∗i )

y − a∗i

]
≥ 0.

Case (e): In (e), we use the property that g(y) ≥ g(a∗k) + K. As a∗l ≥ y + z it holds

that z ≤ a∗l − y. We thus come to the following:

L+ g(a∗l ) +K −
[
g(a∗k) +K + z

g(a∗k) +K − g(y − b)
b

]
≥ L+ g(a∗l )−

[
g(y) + z

g(a∗k) +K − g(y − b)
b

]
≥ L+ g(a∗l )−

[
g(y) + z

g(y)− g(y − b)
b

]
≥ L+ g(a∗l )−

[
g(y) + (a∗l − y)

g(y)− g(y − b)
b

]
≥ 0

where we again can prove the last inequality by L-convexity of g.

Case (f): In (f), we follow the same as in (e), with using g(y) ≥ g(a∗k) + K to show

that

L+ g(y + z)−
[
g(a∗k) +K + z

g(a∗k) +K − g(y − b)
b

]
≥ L+ g(y + z)−

[
g(y) + z

g(y)− g(y − b)
b

]
≥ 0

and prove the last inequality by L-convexity of g.
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Case (g): In (g), we can prove as in (b) that

L+ g(a∗l ) +K −
[
g(y) + z

g(y)− g(y − b)
b

]
≥ L+ g(a∗l )−

[
g(y) + z

g(y)− g(y − b)
b

]
≥ L+ g(a∗l )−

[
g(y) + z

g(y)− g(y − b)
y − b

]
≥ 0.

Case (h): In (h), we can prove as in (b) that

L+ g(y + z)−
[
g(y) + z

g(y)− g(y − b)
b

]
≥ L+ g(y + z)−

[
g(y) + z

g(y)− g(y − b)
y − b

]
≥ 0.

2.B.1.2. Proof of (i), (iii), (iv)

The proofs of (iii) and (iv) directly follow from Proposition 2.4.(iii) as g is L-convex.

The proof of (i) is as follows. Assuming that lim inf
x→∞

g(x) > g(M) + K, we can use

Definition 2.1 by proving all possible outcomes of the right hand side of the equation.

We will start to prove that h(x) = K + g(M) for x < A. To do so, we consider ā0. For

a0 < x < ā0 = A it holds that g(x) > g(a∗0) + K, which is why ordering up to a∗0 is

optimal. As a0 = −∞, a∗0 = arg inf
x∈(−∞,∞)

g(x) = M , it is always optimal to order up to

M in this case.

The second outcome, that h(x) = K + g(a∗i ) for all i ∈ I, x ∈ (ai, āi), directly follows

from the Definition 2.1.(iv).

To prove that h(x) = g(x) for all i ∈ I, x ∈ [āi−1, ai], we check for the cases where

(a) āi−1 ≤ x ≤ a∗i−1 ≤ ai, (b) āi−1 ≤ x ≤ ai ≤ a∗i and (c) āi−1 ≤ a∗i−1 ≤ x ≤ ai ≤ a∗i .

In ((a)), it holds that g(x) ≤ g(a∗i−1) + K which is why it is optimal not to order, as

a∗i−1 is the global minimum on [x,∞) and the above inequality still holds.

((b)) follows from ((a)) as a∗i−1 = a∗i in this case.

In ((c)), we have to compare with the global minimum y∗ = arg inf
y∈(x,∞]

g(y). If y∗ < a∗i ,

either g(x) ≤ g(y∗) + K and it is optimal not to order or g(x) > g(y∗) + K, which by

the Definition 2.1.(ii) would mean x > ai, which is in contradiction to x ∈ [āi−1, ai].

To prove the last outcome of h(x) = g(x) for Ā ≤ x ≤ ∞, we can again compare with

the global minimum y∗ = arg inf
y∈(x,∞]

g(y). If g(x) ≥ g(y∗)+K, then there is another a|I|+1
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and ā|I|+1 by Definition 2.1.(ii) and 2.1.(iv) and thus Ā > x, which is in contradiction to

Ā ≤ x ≤ ∞. We will next prove that it is also not optimal to order up to any other point

z 6= y∗, z > x by contradiction. Assume it is optimal to order, then g(x) > g(z) + K.

As y∗ is the global minimum, it holds that g(z) ≥ g(y∗) and therefore g(x) ≥ g(y∗) +K,

which cannot be the case as shown before.

It remains to show that h(x) is continuous. As g(x) is continuous and g(x) ≤ K+g(a∗i )

for i ∈ I, x ∈ {ai, āi}, h : R→ R is also continuous.

This completes the proof. �

2.B.2. Proof of Theorem 2.1

First, we will prove that Gn,j is a continuous and L-convex function for all j = 1, . . . ,m.

Assuming that fn,j+1(x) and fn+1,1(x) are continuous and L-convex, Gn,j is a sum of two

convex functions and a third term
∫∞

0
fn,j+1(y− ξ)φ(ξ)d(ξ) for all j = 1, . . . ,m− 1 or a

third term
∫∞

0
fn+1,j(y−ξ)φ(ξ)d(ξ) for j = m, which are L-convex by Proposition 2.3.(iii)

and 2.3.(ii). Therefore, Gn,j is also L-convex, by Proposition 2.3.(ii) and Proposition

2.3.(i).

By Proposition 2.4.(iv), fn,j is also L-convex and continuous for all j = 1, . . . ,m− 1.

Note that Proposition 2.4.(iv) does not hold for fn,m. However, Proposition 2.1.(ii) for

fn,m proves L-convexity.

Iterating backwards, starting at fN+1,1 = fTE, which is continuous and by definition

L-convex. As Gn,j is L-convex for all j = 1, . . . ,m and it is furthermore straightforward

to show that Gn,j is continuous, we can apply Proposition 2.1.(i) to obtain the optimal

policy for the regular order period j = m and apply Proposition 2.1.(iii) to get the

optimal policy for the intraperiods j = 1, . . . ,m− 1. �
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Chapter 3.

Data-driven assignment of delivery

patterns with handling effort

considerations in retail

We consider a supply chain with one warehouse and multiple stores. At the ware-

house, the orders for the stores are picked and in the store, shelves are stacked from

the backroom. We include handling costs at the warehouse and stores as these are main

drivers for logistics costs. We find delivery patterns and order-up-to levels, both of which

shall remain fixed for a certain time. As especially in retail stochastic non-stationary de-

mand structures are prevalent, we extend the classic joint replenishment problem under

dynamic demand by a stochastic yet distribution-free optimization approach based on

historical data samples. We formulate a mixed integer linear program using the plant-

location formulation and develop several hierarchical decomposition approaches and a

genetic algorithm. We consider a cyclic approach for orders, which allows an order at

the end of the time horizon to fulfill the demand at the beginning of the time horizon.

Using this approach, there is no need for initial inventories to be set as an input; they

are are optimized within the model. Furthermore, a metacalibration approach is intro-

duced, which allows an automated setting of input parameters for the genetic algorithm.

To derive insights into the performance of the models, random instances are solved and

then the most promising models are used for a case study with a European retailer.

The results for the controlled test instances are analyzed by a meta-modeling approach

that provides insights into performance drivers for the investigated model variants. The

average logistics cost savings of our model over a deterministic approach with safety

stocks amount to 3.02 % for the controlled test instances. In a similar comparison for

the case study, average results over different parameter combinations show a 20.60 %

logistics costs saving potential.
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3.1. Introduction

The problem we deal with reflects a common situation at retail chains that face inventory

control decisions across many individual stores and a large amount of products, see for

example Sternbeck and Kuhn (2014). These companies set fixed delivery patterns for

each store and product valid for several weeks, which are revised on a rolling basis. A

delivery pattern determines during which periods a delivery from the warehouse to a

store is made (e.g. on Monday morning and Wednesday afternoon or only on Thursday

morning). Associated with the fixed delivery patterns, order-up-to levels are defined and

fixed in the same way. Although this fixed inventory control policy establishes a stable

setting for operations, demand in retail is stochastic and clearly non-stationary (Martel

et al., 1995).

The model presented in our work includes a data-driven (or robust, distribution-free)

approach (see Bertsimas & Thiele, 2014). Historical data points used for the calculation

represent multiple samples of the target time horizon (e.g. several weeks). The decisions

made in the model are applied to all sample weeks in the same way, e.g. if a delivery

on Monday morning with an order-up-to level of 10 is scheduled, a delivery is carried

out in all sample weeks where the inventory level is less than 10. This approach has

been developed by Iyer and Schrage (1992) to optimize a deterministic (s,S) policy.

Bertsimas and Thiele (2006) solve inventory planning problems with a data-driven linear

programming formulation and Beutel and Minner (2012) use the approach to determine

safety stocks. Other applications include, e.g., the data-driven minimization of emissions

in urban areas of Ehmke et al. (2016). If this method is used, parametric distributions

do not have to be fitted to sales data. Instead, this data is used as a direct input

for optimization. By applying this method, we circumvent the estimation of suitable

parameters and choice of theoretical distributions. The approach, therefore, does not

need specific knowledge about a suitable parametric distribution (and not even about

the moments of the distribution as in, e.g., the distribution-free approach of Braglia

et al., 2017). As inputs are used as-is, the model is easily interpretable for managers.

Furthermore, the modeling approach based on a mixed integer linear program (MILP),

allows practical constraints, e.g., the addition of capacity constraints to the model. Using

the data-driven approach, we rely on demand data as inflated sales, i.e. data that has

not been censored by out-of-stock situations. Especially in retail, it has been discussed
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how to gain this data. For a distribution-free approach, see Sachs and Minner (2014).

Due to the non-stationarity, we get varying utilizations of warehouses and stores from

one period to the next. Capacities in terms of available labor at the warehouse and

store are scarce as only a limited number of employees is available. Therefore, we

incorporate capacity restrictions for the total effort in each period. In doing so, we

achieve a smoothing of the load throughout the periods, as, due to the store clerks’ shift

schedules, store managers only have limited flexibility for coping with high workload

peaks. Neglecting this constraint will most likely lead to a high accumulation of delivery

patterns right before the weekend, where demand is the highest, which might not be

manageable by the workforce in the warehouse. Note that, in a practical setting, these

capacity constraints might be soft, which is why managers who use the model should

perform a parameter variation on the available capacity to observe the most suitable

trade-off between a balanced load and costs. The capacity constraint also serves as an

example of how a practical constraint can be included into the MILP formulation.

Given the high percentage of manual labor in a retailer’s logistics costs (38 % store

handling and 28 % warehouse handling Van Zelst et al., 2009), this important cost factor

has to be included in the decision making. The necessity to include handling effort in

the decision making of retailers has been shown empirically by Van Zelst et al. (2009)

and Reiner et al. (2013). DeHoratius and Ton (2009) conclude that backrooms in stores

are often organized poorly and shelf stacking tasks are tedious for store clerks. Van

Donselaar et al. (2010) find that order systems neglecting handling efforts are overruled

by the store workers anyway. Curşeu et al. (2008) extend the economic order quantity

model by adding a handling cost factor and investigate the structure of handling efforts

at the store via regression analysis. This analysis supports that there is an additive

structure of fixed and variable terms for explaining the handling effort.

Van Woensel et al. (2013) model the problem, including handling efforts as a Markov

decision process, and numerically determine the complex long-term cost optimal pol-

icy, as well as the performance of structures like (s, S), (s, Q) and a mixture of both.

However, orders can be placed during any period, i.e. there is no fixed order (and thus

delivery) pattern assigned to the stores and a stationary theoretical demand distribution

is assumed. Focusing on the handling effort in a warehouse in a stochastic demand set-

ting, Kiesmüller and Broekmeulen (2010) find that including joint replenishment effects

of the warehouse into the decision-making process leads to significant cost savings. They,
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however, assume that no joint replenishment effects occur at the downstream node (in

our case stores).

So far, there has only been a limited number of publications dealing with the handling

effort in retail logistics in general and with a quantitative implementation specifically.

This is especially true when we are looking at the determination and assignment of de-

livery patterns for stores with non-stationary demand. The contributions of this chapter

include an application of the data-driven solution approach for the joint replenishment

problem (JRP) with stochastic non-stationary demand, the introduction and compar-

ison of several hierarchical decomposition methods and a savings heuristic, a cyclical

approach for including decisions on the initial inventory into the decision making pro-

cess and the introduction of a meta-calibration method for a genetic algorithm (GA).

The chapter is organized as follows: After a brief literature review in Section 3.2, the

model formulation, and the mathematical program are depicted in Section 3.3. Hier-

archical decomposition and solution methods are covered in Section 3.4. Benchmark

models are introduced in Section 3.5. A numerical study based on fictitious data is

presented and the most promising models are then applied to real data of a European

retailer in Section 3.6. Concluding remarks and ideas for further research are given in

Section 3.7.

3.2. Literature Review

Modeling the deliveries from the warehouse to the stores, along with modeling the shelf

stacking in the store are key parts of the problem. This modeling resembles the joint

replenishment problem. The key to the problem is to decide when it is optimal to

place a combined order for multiple products, although it might not be optimal for each

individual product. For an overview of relevant publications, see Aksoy and Erenguc

(1988) and Khouja and Goyal (2008).

In JRP publications that deal with non-stationary stochastic demand, most solutions

are based on the three heuristic strategies of static uncertainty, dynamic uncertainty

and static-dynamic uncertainty as established in Bookbinder and Tan (1988). The first

strategy implements all decisions taken at the start of the planning horizon, whereas the

second strategy assumes that decisions are made in each period and the third strategy

assumes that decisions are made for the whole horizon, but only implemented for the
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first period and then updated in a rolling fashion.

Martel et al. (1995) consider a constrained multi-item non-stationary demand setting

and develop a stochastic programming formulation for the static-dynamic uncertainty

approach, where the replenishment plan of the whole horizon is revised in each period,

which results in multiple static demand sub-problems. A stochastic program with simple

recourse for the capacitated lot sizing problem with probabilistic time-varying demand

is constructed and an equivalent deterministic program is created. Similarly, Hua et al.

(2009), again in a static-dynamic approach, re-solve the problem in each period based

on updated demand distributions. It is assumed in both papers that decisions can be

changed with every revision of the plan, which means that they do not truly represent

robust decisions. As our retail setting, however, calls for the decisions to be robust,

their approaches are not applicable. Besides, only major setup costs are considered

while minor setup costs are neglected.

Tempelmeier and Hilger (2015) apply the static uncertainty approach, which follows

the decision-making process in our problem setting more closely. Setup periods as well

as lot sizes are defined at the beginning of the planning horizon and not revised later.

The authors formulate a MILP model to solve the stochastic multiple-item capacitated

lot-sizing problem with β service level constraints and setup carry-overs. They propose

a fix & optimize heuristic, where the problem is decomposed into sub-problems with a

smaller number of items. At the end, the best solutions of all sub-problems are merged

to get a solution for the whole problem. This is similar to our approach of a product

and store based decomposition, except that we decompose for all individual products

and merge solutions of individual sub-problems by a selection MILP in a second stage.

The determination of delivery schedules and quantities in multiple locations and eche-

lons closely relates to the inventory routing problem (IRP). A given set of customers has

to be served by a central warehouse in a multi-period environment, where the decision

when to serve each customer, how much inventory to allocate and how to construct best

routes for the trucks in each period must be made (for reviews see Coelho et al., 2013;

Moin & Salhi, 2006). The special case of the periodic IRP determines fixed delivery pat-

terns valid throughout the whole time horizon. Campbell and Savelsbergh (2004) use

a hierarchical decomposition approach on the IRP where they first construct delivery

patterns with a MILP formulation and subsequently create routes heuristically in a sec-

ond stage. Jaillet et al. (2002) first define optimal replenishment days for each customer
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based on an equidistant replenishment interval and re-optimize based on the opportu-

nity cost of switching customers to days other than their designated replenishment days.

They justify the equidistance of times between replenishments by stating that, for de-

mand with seasonality, the time horizon should be split into smaller parts stationary in

their demands. Schedules with no equidistance restrictions in their deliveries and based

on the periodic IRP are developed by Gaur and Fisher (2004) in a retail environment.

They aggregate the demand over all products to end up with a single-item problem.

Also, they neglect the variance in demand during the creation of delivery patterns.

Mixed integer linear programming approaches can be found for the joint replenishment

problem under dynamic demand (JRPDD), where deterministic time varying demand

structures are taken into account. An overview of different approaches and their com-

parison can be found in Boctor et al. (2004) and Gao et al. (2008). In their comparisons,

the plant-location type formulation of the problem yields the best performances, which

is why we, too, use this formulation type. Although a deterministic production set-

ting, the work of Mehrotra et al. (2011) gives interesting insights into using production

patterns in the real-world setting of a food processing company with a huge number

of products. Applying a MILP formulation and a heuristic, they come up with costs

savings of 28 % in the real world case against the solution previously implemented by

a consultant. To deal with the complex setting of simultaneous lot-sizing and supplier

selection decisions, Cárdenas-Barrón et al. (2015) use a reduce-and-optimize approach.

This approach constructs sub-problems with a reduced feasible space, solves them and

infers from the reduced costs of additional variables which variables to further include

in the decision space for the next iteration.

Several hierarchical decomposition approaches have been developed, especially for the

IRP. Raa and Aghezzaf (2009) implement a column generation approach for creating and

selecting appropriate delivery patterns. Multiple hierarchical decomposition approaches

with sequential decision making are considered by Bertazzi et al. (2005), who tackle a

production-distribution system. Cordeau et al. (2014) implement a three-phased hierar-

chical decomposition in the last phase of which a MILP solves the integrated planning

and routing problem.

For the creation of (delivery) patterns, metaheuristics have been widely used in the

periodic vehicle routing problem (PVRP), which is related to the periodic IRP but lacks

the decision how to allocate inventory to customers. A GA approach for the PVRP
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in combination with neighborhood-based searches and a new population management

has been developed by Vidal et al. (2012). The authors claim that their approach

outperforms all others in all the available benchmark classes. Drummond et al. (2001)

decompose the PVRP and use a combination of a parallel GA for the creation of delivery

patterns and, in a second step, a savings heuristics for route evaluation. In the consistent

vehicle routing problem in Groer et al. (2009), several aspects (e.g. driver, time of

delivery, etc.) have to remain unchanged for a customer over multiple delivery periods.

Kovacs et al. (2014) tackle this by creating so-called template routes that encapsulate

solutions for combinations of customers requiring consistency. Based on whether or not

those customers have a delivery in a certain period, daily routes are derived. Initial

templates are improved by an adaptive large neighborhood search.

In the IRP literature, we find that metaheuristics are scarce (for an overview on meta-

heuristic approaches, see Coelho et al., 2012). Abdelmaguid and Dessouky (2006) and

Moin et al. (2011) use a GA for the deterministic IRP with multiple periods. Abdel-

maguid and Dessouky (2006) split the problem by constructing delivery patterns within

the GA chromosome and, in a second step, solving the vehicle routing part using heuris-

tics. Moin et al. (2011) optimize both sub-problems simultaneously with a GA approach.

3.3. Data-driven Delivery Pattern Assignment Problem

3.3.1. Assumptions

From a logistics network perspective, our model represents a divergent three-echelon

system with one central warehouse serving multiple retail stores and with the backroom

serving the shelves on the sales floor within each store. We assume that demand is

non-stationary stochastic and use samples of several weeks of data for deterministic

time-varying demand points as input for the model. Lead time is zero, assuming that

there is enough time for the delivery of orders between two successive periods. We target

commonly available products where historic data is available (i.e. no new products) and

no systematic influence on the future demand is invoked by the company (e.g. via

promotions or rebates). However, both could be incorporated into the approach by an

appropriate sampling of the demand data.
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3.3.2. Sequence of Events

In the beginning of each period t, orders are placed in each store s ∈ S and for each

product p ∈ P if a delivery is scheduled in the respective delivery pattern (ztps). ztps is

binary and takes the value 1 if a delivery is scheduled in period t for product p in store

s. The amount ordered is chosen such that the inventory level is raised to a specified

order-up-to level (OULtps). Picking in the warehouse takes place based on all orders

across the stores and products. As soon as picking is finished, the orders are shipped

to the different retail stores and arrive instantaneously. Based on what is available in

the backroom after the delivery arrives and the inventory available on the shelves, some

shelf stacking might take place. The shelf stacking is assumed to be done for multiple

products within the same period. After the stacking events, customer demands (Dnps)

take place in the store up to the point where the shelf space of that product (SHps) is

empty. In our MILP approach, decision variables are defined as fractions of demand.

In the same manner, we set the demand (Dnps) in relation to the shelf capacity (SHps)

to obtain a similar fractional form and define TSHnps = Dnps/SHps. Any unfulfilled

demand is assumed to be lost, which leads to a penalty cost for each unit (OCp). Also,

holding costs for each unit in the store (backroom + shelves) per period (HCp) are

incurred.

3.3.3. Handling Effort and Cost Parameters

Within the warehouse, the process of picking is based on the orders of the stores. This

process incurs labor efforts, such as

• a major (fixed) set-up effort both in the warehouse and store when at least one

product is picked (FEW and FES
s ): for example the worker taking his picking cart

and starting his tour,

• a minor (fixed) set-up effort both in the warehouse and store for a specific product

(group) being picked (PEW
p and PES

ps): for example the worker going to a specific

bin the product is allocated to,

• a variable effort both in the warehouse and store for picking the individual items

(V EW
p and V ES

ps): for example the grabbing of an item and putting it into the

picking cart.
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This leads to a variation in the utilization of the warehouse and store workers over the

periods, which we limit to be below an upper bound of UBW and UBS
s in each period.

We distinguish between the above parameters for manual effort (in time units) and

equivalent cost parameters (in monetary units). FCW , PCW
p and V CW

p are cost factors

accounting for the fixed costs (major setup), product dependent fix costs (minor setup)

and variable costs in the warehouse and FCS
s , PCS

ps and V CS
ps are the respective cost

factors in the store shelf stacking process. These cost factors are used as an input for

the cost-based optimization approach of our MILP model, while the effort-based factors

are used for the capacity constraint therein. Note that the cost factors may represent

additional cost factors besides the handling effort, such as transportation costs.

TV Cipsn = Dnps

(
THCipn + V CW

p + V CS
ps

)
are the total variable costs of a delivery

in period i completely fulfilling the demand in period n, where

THCipn =

{
(n− i)HCp if i ≤ n(
N̄ − i+ n

)
HCp if i > n

stand for the total holding costs in that case and N̄ is the total number of periods over

all sample weeks. Similarly, the total (maximum) out of stock costs per demand period

are set as TOCnps = Dnps ·OCp.
To obtain values for the handling effort in practice, motion time studies have to

be conducted as in Curşeu et al. (2008); Hübner and Schaal (2017); Sternbeck and

Kuhn (2014); Van Zelst et al. (2009). These studies measure the time taken for sub-

processes, such as walking, grabbing, putting, etc. over a number of e.g., picking or

shelf replenishment orders. Based on the average values, the handling effort (in time

units) and the corresponding costs, when weighting with the average wage of the relevant

employees, can be derived.

3.3.4. Timeline

The timeline shown in Figure 3.1 consists of a base time horizon with set T = {1, . . . , T̄},
that can, for example, represent a week of six working days, each of which is divided into

a morning, afternoon and evening (in this case T̄ = 18). We further define the integer

Ē as the number of sample weeks and the total number of data periods N̄ = Ē · T̄ . The
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t = 1 2 3

e.g. one day

Set T
e.g. one week

n = 1 2 3 T̄ + 1T̄ + 2

21T̄

T̄ 2 · T̄

T̄

N̄ = Ē · T̄

T̄

Data set N = one cycle
e.g. four weeks → Ē = 4

One Cycle

Figure 3.1.: Timeline

corresponding set of data periods is then N = {1, . . . , N̄}. We define

t̂(n) =

{
n mod T̄ if n mod T̄ 6= 0

T̄ if n mod T̄ = 0

as the base period equivalent to data period n.

A central concept we follow is that an order is characterized by the period during

which it has been placed (say period i) and by the period the demand of which the order

should (partially) cover (say period n). Furthermore, we introduce Ā as the maximum

time distance between any order and demand period. We introduce this restriction to

make sure that the decisions of ordering do not reach too far into the future, as would,

for instance, be the case if an order is placed today for a demand that takes place in

four weeks. We allow cyclical decision making (represented by the arrow in Figure 3.1),

where orders in a later period are allowed to serve earlier periods. This would indicate

an order for the next cycle’s demand, as the next cycle again starts with the first period.

By doing so, we do not need to assume initial inventories, as is done in most of the JRP

or lot-sizing literature. Initial inventories are thus set in the best possible way by our
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model. Although we encounter non-stationary demands within the week, this approach

assumes that we solve an infinite horizon setting in its steady state. In doing so, we

follow the assumptions of Zipkin (1989), who considers an infinite horizon setting where

demands are non-stationary from one period to the next, but repeat themselves after a

cycle.

We next define some sets of periods to be used in the mixed integer linear program.

The sets are applicable to combinations of order/demand periods, as well as on com-

binations of shelf stacking/demand periods. For easier reading, explanations are only

given for order/demand period combinations.

We define:

Ir(n) :=

{
l : l ∈ N,

(n− Ā) ≤ l ≤ n if n− Ā ≥ 1

(l ≤ n) ∨ (l ≥ (N̄ − Ā+ n)) if n− Ā ≤ 0

}
∀n ∈ N (3.1)

N r(l) :=

{
n : n ∈ N,

l ≤ n ≤ (l + Ā) if l + Ā ≤ N̄

(n ≤ N̄) ∨ (n ≤ (Ā+ l − N̄)) if l + Ā > N̄

}
∀l ∈ N (3.2)

The set Ir(n) includes all those periods l where it is possible to place an order covering

a demand in period n. To illustrate this and the next definitions of sets, consider a setting

where one period equals one day and we look at a time horizon T = N = {Monday,

Tuesday, . . . , Saturday}. If the maximum number of periods between order and demand

Ā = 4, then Ir(Wednesday) = {Wednesday, Tuesday, Monday, Saturday, Friday}. In

contrast, N r(l) comprises all demand periods n satisfied by an order in period l and in

the example N r(Wednesday) = {Wednesday, Thursday, Friday, Saturday, Monday}.
For the MILP formulation, we need to know which combinations of order/demand

periods are to be considered for determining the inventory level in a certain period

j. We thus define the set H+(j) that enumerates those combinations for a period j

at the time after an order has been placed. The set H− defined in (3.4) is just a

minor modification of H+, where orders placed at period j are not included. Hence, it
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represents the situation in the system before an order is placed.

H+(j) := {(l, n) : l ∈ N, n ∈ N r(l), (l ≤ j ≤ n) ∨ (j ≤ n < l) ∨ (n < l ≤ j)}

∀j ∈ N (3.3)

H−(j) :=
{

(l, n) : (l, n) ∈ H+(j), l 6= j
}

∀j ∈ N (3.4)

H+(j) includes the combinations of all those time paths that travel over j, as the prod-

ucts ordered along those paths are physically available in j. Here, one can distin-

guish between three cases: Ordering (in l) and demand (in n) occur in the same cycle

(l ≤ j ≤ n), the order has been placed one cycle earlier than j (j ≤ n < l), or the

demand takes place one cycle after j (n < l ≤ j). Applied to the earlier example,

this means that H+(Wednesday) includes order-demand period combinations (Monday,

Thursday), (Tuesday, Wednesday), . . . as examples for the first case, (Saturday, Thurs-

day), (Friday, Wednesday) for the second case and (Wednesday, Monday) for the third

case. In H−(Wednesday) the combination (Wednesday, Monday) is not included.

Set F is used for the flow restrictions and comprises of those periods that cumulate

the potential order periods relevant for a demand in period n up to the shelf stacking

period l.

F (l, n) :=

{
j : j ∈ Ir(n),

j ≤ l ∨ j > n if l ≤ n

(n+ 1) ≤ j ≤ l if l > n

}
∀l ∈ N, n ∈ N r(l) (3.5)

These periods lie on the time path between one period after n and (including) pe-

riod l. We again have to distinguish between two cases. The first covers those (l, n)

combinations where l ≤ n and where orders are relevant that have been placed af-

ter n in the previous cycle or in this cycle before or during l. If l > n in the sec-

ond case, periods placed after n, but before or during period l are relevant, i.e. we

only consider orders of the same cycle. In our example, the first case would apply for

F (Monday,Wednesday) = {Thursday, Friday, Saturday, Monday} and the second case
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for F (Saturday,Wednesday) = {Thursday, Friday, Saturday}.

3.3.5. Mixed Integer Linear Program (INT)

The INT model constructs delivery schedules for all product-store combinations, taking

the joint replenishment effects in the warehouse and stores into account and adhering to

the labor capacity constraints. In order to achieve robustness, we define that decisions

on delivery patterns and order-up-to levels are valid for all sample weeks. In reference to

stochastic programming literature, these decisions form the here-and-now (first-stage)

decisions, for which non-anticipativity is valid, as they do not change in the sample

weeks. The actual order decisions in each sample week, on the other hand, form the

wait-and-see (second stage) decisions, which are bound to the first-stage decisions on

the delivery pattern and order-up-to level.

As mentioned in the literature review in Section 3.2, the plant-location type formu-

lation showed the best computational performance regarding the JRPDD in the studies

of Boctor et al. (2004) and Gao et al. (2008). This formulation does not rely on a for-

mulation of absolute ordering decisions, instead it defines the size of an order by the

fraction of a future demand it can cover. This leads to an absence of the inventory

balance constraint. We thus define continuous decision variables gipsn to determine the

fraction of the demand of product p in period n supplied to store s in period i. hlpsn

is the fraction of demand of period n stacked into shelves in period l for product p at

store s. To capture the out-of-stock situations, we use decision variable mnps to account

for the lost fraction of demand. Binary decision variables uWt and vWtp indicate whether

a major order set-up for at least one product and a minor order setup for an individual

product p takes place in the warehouse. Analogously, we introduce binary variables

for a major shelf stacking set-up in store s via the variables uSns and vSnps in order to

indicate a minor shelf stacking set-up for the respective product-store combination. As

introduced before, ztps is the binary variable indicating whether a delivery in period t for

product p and store s is allowed in the delivery schedule (when ztps = 1) or not (when

ztps = 0). This decision has to be consistent throughout all Ē sample weeks. Another

continuous variable oultps decides on the order-up-to level in period t for product p in

store s. Note that oultps represents fractional values between 0 and 1, which can be

translated to actual positive integer values for order-up-levels (OULtps) by multiplica-
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tion with the sum of all demands for all periods and rounding up to the nearest integer

OULtps =
⌈
oultps

∑
n∈N Dnps

⌉
.

For an overview of the notation see Table 4.1.

minimize
∑
i∈N

∑
p∈P

∑
s∈S

TOCips ·mnps +
∑

n∈Nr(i)

TV Cipsn · gipsn


+
∑
t∈T

uWt · FCW · Ē +
∑
p∈P

(
PCW

p ·
∑
t∈T

vWtp

)
· Ē

+
∑
s∈S

(
FCS

s ·
∑
n∈N

uSns

)
+
∑
s∈S

∑
p∈P

(
PCS

ps ·
∑
n∈N

vSnps

)
(3.6)

subject to

mnps +
∑

l∈Ir(n)

hlpsn =1 ∀n ∈ N ; p ∈ P ; s ∈ S (3.7)

∑
j∈F (l,n)

hjpsn ≤
∑

j∈F (l,n)

gjpsn ∀l ∈ N ; p ∈ P ; s ∈ S;n ∈ N r(l) (3.8)

ztps ≤uWt ∀t ∈ T ; p ∈ P ; s ∈ S (3.9)

ztps ≤vWtp ∀t ∈ T ; p ∈ P ; s ∈ S (3.10)

gipsn ≤zt̂(i)ps ∀i ∈ N ; p ∈ P ; s ∈ S;n ∈ N r(i)|Dnps > 0 (3.11)

vSnps ≤uSns ∀p ∈ P ; s ∈ S;n ∈ N (3.12)

hlpsn ≤vSlps ∀l ∈ N ; p ∈ P ; s ∈ S;n ∈ N r(l)|Dnps > 0 (3.13)

∑
(l,n)∈H+(j)

hlpsn · TSHnps ≤1 ∀j ∈ N ; p ∈ P ; s ∈ S (3.14)

Jips =
∑

(l,n)∈H+(i)

glpsn ·Dnps −
∑

(l,n)∈H−(i)

hlpsn ·Dnps ∀i ∈ N ; p ∈ P ; s ∈ S (3.15)

Jips∑
j∈N

Djps

≥oult̂(i)ps +
(
zt̂(i)ps − 1

)
∀i ∈ N ; p ∈ P ; s ∈ S (3.16)
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Table 3.1.: Notation for model INT

Sets

p ∈ P Products
s ∈ S Stores
t ∈ T Base periods

i, j, l, n ∈ N Data periods
Ir(n) Order periods in reach for a demand in n
N r(i) Demand periods in reach for an order in i
H+(j) Order-demand period combinations, in store at the end of period j
H−(j) Order-demand period combinations, in store at the start of period j
F (l, n) Order periods relevant for a demand in n and a shelf stacking in l

Parameters

Dnps Demand of product p and store s in n
FEW , FCW Major setup effort and costs in the warehouse
PEW

p , PCW
p Minor setup effort and costs of product p in the warehouse

V EW
p , V CW

p Variable effort and costs of product p in the warehouse
FES

s , FCS
s Major setup effort and costs in store s

PES
ps, PC

S
ps Minor setup effort and costs for product p in store s

V ES
ps, V C

S
ps Variable effort and costs for product p in store s

TV Cipsn Total variable costs of an order in i covering the demand in n for
product p and store s

OCp Out-of-stock costs of product p per unit
TOCpsn Total out-of-stock costs of the demand in n for product p and store s

HCp Holding costs of product p per unit and period
THCipn Total holding costs for an order from i covering the demand in n of

product p
SHps Shelf space of product p in store s

TSHpsn Total shelf space consumption of demand in n, product p and store s
UBW , UBS

s Upper bound on the load in the warehouse and store s

Decision variables

ztps Binary indicator of delivery in t, product p and store s
gipsn Fraction of demand in n, product p and store s delivered in i
hlpsn Fraction of demand in n, product p and store s stacked on a shelf in l
oultps Fractional order-up-to level in t, product p and store s
mnps Fraction of demand lost in n, product p and store s
uWt Binary indicator of major setup in the warehouse in t
vWtp Binary indicator of minor setup in the warehouse in t for product p
uSns Binary indicator of major setup in n and store s
vSnps Binary indicator of minor setup in n, product p and store s

LWi , LSls Load in the warehouse in i and in store s in l
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oult̂(i)ps −
Jips∑

j∈N
Djps

≤1− osips ∀i ∈ N ; p ∈ P ; s ∈ S (3.17)

Jips∑
j∈N

Djps

− oult̂(i)ps ≤osips ∀i ∈ N ; p ∈ P ; s ∈ S (3.18)

gipsn ≤1− osips ∀i ∈ N ; p ∈ P ; s ∈ S;n ∈ N r(i) (3.19)

LWi =FEW · uWt̂(i) +
∑
p∈P

PEW
p · vWt̂(i)p

+
∑
p∈P

∑
s∈S

∑
n∈Nr(i)

V EW
p · gipsn ·Dnps ∀i ∈ N

(3.20)

LWi ≤UBW ∀i ∈ N (3.21)

LSls =FES
s · uSt̂(l)s +

∑
p∈P

PES
ps · vSt̂(l)ps

+
∑
p∈P

∑
n∈Nr(l)

V ES
ps · hlpsn ·Dnps ∀l ∈ N ; s ∈ S

(3.22)

LSls ≤UBS
s ∀l ∈ N ; s ∈ S (3.23)

ztps, u
W
t , u

S
ns, v

W
tp , v

S
nps, osnps ∈{0, 1} ∀t ∈ T ; p ∈ P ; s ∈ S;n ∈ N (3.24)

oultps, gipsn, hlpsn ∈R ∀t ∈ T ; i, l, n ∈ N ; p ∈ P ; s ∈ S (3.25)

The objective (3.6) comprises the total of ordering, shelf stacking, holding and out of

stock costs. Major and minor set-up costs of ordering are incurred in each one of the

Ē representations as soon as they are set by ztps. Constraints (3.7) ensure that in each

period the demand is either served or lost. As the fraction of demand to order gipsn

and the fraction of demand to stack into shelves hlpsn are represented by two different

decision variables, we need the flow constraints in (3.8) to make sure that everything

that is stacked in one period has to be delivered to the store in the same period or earlier.

In (3.9), a major set-up in the warehouse is incurred whenever at least one product is
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delivered to at least one store (i.e. there is a positive fraction to order and the demand

of period n it covers is positive). Likewise, it is set that minor delivery set-ups, too,

can only take place in those periods achieved through constraints (3.10). The delivery

of a positive fraction is identified by constraints (3.11). This constraint ensures non-

anticipativity for the decision of the delivery pattern, as it forces the delivery pattern

to be the same for all sample weeks. Constraints (3.12) are introduced to allow for

minor set-ups in the stores only when major set-ups in the stores are scheduled and

constraints (3.13) allow for positive shelf stacking fractions in those cases only. Shelf

capacity constraints are placed by (3.14). In (3.15), we determine the inventory level

Jips. There, the set H+(j) indicates all orders that have been placed and are still in the

store, while H−(j) indicates all shelf stacking events that have been placed up to the last

period. Based on the subtraction of the latter set from the former, we can thus determine

the current inventory level. In (3.16), we divide Jips by the total demand over all periods

to get a fractional expression, which is ensured to be smaller than the order-up-to level

oultps only during periods where no delivery takes place (i.e. where zt̂(n)ps = 0) and

bigger or equal to the order-up-to level in all other periods. The order-up-to level is

then set as a value between 0 and 1, indicating the fraction of total demand over all

periods (
∑

n∈N dnps). Due to the non-stationarity of the setting, situations, where the

inventory on-hand is greater than the order-up-to level, might arise. We deal with these

cases by setting an auxiliary binary variable osips to 1 whenever said overstock occurs by

applying (3.17) and (3.18). In (3.19), we define that a positive order quantity can only

happen outside an overstock situation, i.e. when osips = 0. (3.16)–(3.18) again enforce

non-anticipativity in the order-up-to levels, as the values remain the same for all sample

weeks.

We restrict the load in the warehouse LWn in (3.21) and the load at the store level

LSls in (3.23) to values lower than their respective upper bound. LWn and LSls take the

total effort (major, minor and variable) of all orders of that period into account and are

defined as in (3.20) and (3.22).

Finally, we define binary variables in (3.24) and continuous variables in (3.25).
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3.4. Hierarchical Decomposition

Driven by the complexity of the model at hand, we generate a hierarchical decomposition

approach to reduce computational effort. In the first stage, a set of possible delivery

patterns is constructed as in e.g. Campbell and Savelsbergh (2004) and in the second

stage, the INT model is reformulated to contain only a selection out of this set for each

product store combination. By doing so, we reduce the solution space in the second

stage model as, instead of all possible combinations of delivery periods, we only present

the reduced set of possible combinations obtained by the first-stage model.

3.4.1. Pattern Selection

Assuming an existing set of delivery patterns r ∈ R, we can use an adjacency matrix

ztr and a binary decision variable orps instead of the former decision variable ztps. ztr

defines whether or not a delivery in period t is allowed in delivery pattern r, while orps

decides on whether delivery pattern r is used (when taking value 1) for product p in

store s or not.

We apply the following changes with regard to the INT model:∑
r∈R

orps · ztr ≤ uWt ∀t ∈ T ; p ∈ P ; s ∈ S (3.26)∑
r∈R

orps · ztr ≤ vWtp ∀t ∈ T ; p ∈ P ; s ∈ S (3.27)

gipsn ≤
∑
r∈R

zt̂(i)r ∀i ∈ N ; p ∈ P ; s ∈ S;n ∈ N r(i) (3.28)∑
r∈R

orps = 1 ∀p ∈ P ; s ∈ S (3.29)

orps, u
W
t , u

S
ns, v

W
tp , v

S
nps ∈ {0, 1} ∀t ∈ T ; p ∈ P ; s ∈ S;n ∈ N (3.30)

where (3.26), (3.27), (3.28) and (3.30) replace (3.9), (3.10), (3.11) and (3.24). (3.29)

ensures the selection of exactly one delivery pattern for each product and store.
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3.4.2. Pattern Construction

We investigate three approaches for constructing the sets of delivery patterns: 1) a

decomposition for each product and store combination individually (DPS), 2) a de-

composition of the time horizon into sample weeks (DTW) and 3) a genetic algorithm

(GAM).

3.4.2.1. Product Store Decomposition (DPS)

The product store decomposition (DPS) approach solves the model for each product and

each store separately, while considering the whole time horizon N . This results in P̄ · S̄
sub-problems. Small changes to the original MILP of (3.6) - (3.25) are necessary. Major

and minor setups defined for multiple products and/or stores are allocated equally among

all sub-problems. Thus, instead of FCW , PCW
p and FCS

s , the model uses FCW/
(
S̄ · P̄

)
,

PCW/S̄ and FCS
s /P̄ . We proceed in the same way for FEW , PEW

p and FES
s . The

integer decision variable indicating the delivery pattern structure ztps is transformed to

the decision variable zt. Also, indices of the decision variables simplify to gin, hln, mn,

oult, Ji, osi, u
S
n, vWt and vSn . Furthermore, after the optimization of each sub-problem,

the resulting vector zt is added to the set of possible delivery patterns R, except if it

constitutes a duplicate of an already existing delivery pattern in R.

The benefit of this approach is a vast reduction of complexity. The binary and con-

tinuous variables connecting the sub-problems of each store and product, such as uWt ,

vWtp or oultps in the original formulation, lead to a combined consideration of all product

and store sub-problems for any fixed binary decision. In the DPS formulation, this is

no longer the case, which is why a fixed binary decision only considers the effects in the

specific product and store. On the other hand, the approach neglects the joint replen-

ishment considerations as it optimizes schedules for products and stores separately. The

pattern selection stage can only partially heal this by, for example, assigning the same

schedule to two products, which might be optimal for one product but sub-optimal for

another. In the original formulation, a different schedule might be derived with a better

compromise for both products, which might reduce overall costs.
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3.4.2.2. Time Horizon based Decomposition (DTW)

The DTW decomposes the problem by time into its sample weeks and solves the problem

for all products and stores as in (3.6) - (3.25), yet with the reduced set of data periods for

one sample. This decomposition of the data set N into Ē sub-problems leads to classical

JRPDD problems. The changed subset of data periods depends on the sub-problem

k ∈ {1, 2, . . . , Ē} and is defined as NTW (k) := {(k − 1) · T̄ + 1, (k − 1) · T̄ + 2, . . . , k · T̄}.
It replaces set N in the original formulation. Furthermore, the two sets N r(i) and Ir(n)

are replaced by the corresponding sets NTWr(i, k) := {i, i + 1, . . . ,min{i + Ā, k · T̄}}
and ITWr(n, k) := {max{n− Ā, (k− 1) · T̄ + 1},max{n− Ā+ 1, (k− 1) · T̄ + 2}, . . . , n}.
Note that sets F (l, n), H+(j) and H−(j) are constructed as in (3.3)-(3.5), but use the

sets NTW (k), NTWr(i, k) and ITWr(n, k) just defined.

By decomposing the problem into the time intervals as considered in the DTW ap-

proach, we reduce complexity for all those decisions that connect the sample weeks in

the original formulation, e.g. ztps and oultps. In contrast to the DPS, the joint replenish-

ment effects are still considered to their full extent, i.e. across all products and stores.

The shortcoming of this approach is that the resulting schedules are not guaranteed to

be robust in the other time intervals. This is again healed to some extent in the second

stage by choosing the most robust schedules from the set.

3.4.3. Genetic Algorithm (GAM)

We implement GAM in the GA toolbox environment of Matlab R2014b and use genetic

operators as well as scaling and selection approaches thereof.

3.4.3.1. Representation and Initialization

The chromosome in GAM represents the binary delivery schedule ztps. This leads to the

output of one (best) schedule being used for the second stage model of Section 3.4.1.

For a starting population, we use the outcome of the savings heuristic of Section 3.5.3

for one individual solution and several randomly generated solutions of the remaining

population.
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3.4.3.2. Evaluation

The value of each chromosome is obtained via a computation of the total costs over the

considered data periods based on the objective in (3.6). Within GAM, we approximate

order-up-to levels via finding the smallest integer value (positive or zero) for ¯OULtps that

satisfies (3.31) in a bisection search. (3.31) is based on the findings of Chiang (2006) for

optimal base stock levels of (R, S) policies in a stationary demand, lost sales and zero

lead time setting. For an optimal value for ¯OULtps, he finds that

(HCp +OCp) ·

|f(t)|∑
i=1

Φi

(
¯OULtps

)−OCp
|f(t)|−1∑

i=1

Φi

(
¯OULtps

)−
(
V CW

p + V CS
ps

)
· Φ|f(t)|

(
¯OULtps

)
≥ |f(t)| ·HCp

(3.31)

where f(t) represents the set of all periods including t up to one period before the next

delivery is scheduled and |f(t)| is the cardinality of the set. Again, the cyclical approach

allows for f(t) to include periods with an index smaller than t. Φi(a) = Pr(xi > a)

represents the complement of the combined cumulative historical distribution function

of xi, the sum of demand of the first i periods in f(t). Note that we directly estimate
¯OULtps, which takes a positive integer value, rather than oultps of the MILP formulation

introduced earlier, which is limited to real values between 0 and 1.

Furthermore, whenever a product is out-of-stock on the shelf and inventory is avail-

able in the backroom, shelf stacking is initiated, which means that the shelf space of

the product will be filled up. Although shelf stacking quantities might be fewer than

necessary for filling up the shelf in the MILP, it is always beneficial to do so because of

major setups in the shelf stacking process.

As, in GAs in general, hard constraints might lead to a premature convergence of

sub-optimal solutions (see, e.g., Michalewicz & Schmidt, 2007), we set a penalty for

the relative (positive) violation of the upper bound capacity constraints in both the

warehouse and the store that is equal to the respective fixed cost value (i.e. FCW resp.

FCS
s ). Thus, we add the terms

∑
i∈N

FCW ·
(

LWn
UBW

− 1

)+

+
∑
l∈N

∑
s∈S

FCS
s ·
(
LSls
UBS

s

− 1

)+

(3.32)
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to the objective function, where (a)+ = max{a, 0}.

3.4.3.3. Strategies and Operators

Scaling Strategies To scale the raw values obtained by the evaluation, the approaches

of Ranking, Top, Proportional or Shift Linear can be applied. When Ranking is applied,

the values of the individuals, rather than an actual score, are associated with their

rank (1,2, etc.), which places each individual in equal distance to the next. The Top

approach selects a predefined percentage (the scaling parameter) of the best individuals

in a population and assigns them with an equal probability value and the remaining

individuals with a value of zero. Proportional scaling sets the scaled value proportionally

to the raw value of the individuals. Lastly, the shift linear approach sets the fittest

individual to a survival rate defined upfront multiplied by the average score over all

individuals and scales all other individuals accordingly.

Selection of Parents The strategies for the selection of parents are Uniform, Roulette,

Remainder and Tournament. In the Uniform selection strategy, parents are chosen

randomly based on a uniform distribution set by the scaled values of the individuals and

the number of parents. The Roulette approach acts out a game of roulette, where each

individual is associated with a segment the size of which is in accordance with its scaled

value. Then, the segments are randomly chosen as parents with a probability that is

equal to its size segment. A mixed approach is performed by the Remainder strategy,

where the integer part of the scaled value of the individuals leads to a deterministic

selection and the fractional part of the scaled value is entered into the Roulette approach

for a random selection. In a Tournament, a specific number of individuals is chosen at

random and the best of those individuals, based on their scaled values, is selected as

parent.

Genetic Operators Within the GA, we create children for the next generation, where

the crossover fraction defines the number of offspring to be produced by a crossover

operation and the rest is produced via a mutation operation. The mutation strategy is

based on a selection of genes with a uniform probability, where each selected gene in the

chromosome is changed individually (i.e. to 1 if being 0 or vice versa).
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For the crossover strategies, Scattered, Single Point and Two Point are investigated.

A random binary vector in the size of the chromosome is first created in the Scattered

approach where a 1 indicates that the gene of the first parent is chosen and a 0 indicates

that the gene of the second parent is chosen for the child. The Single Point approach

takes the first n genes, with n being a randomly generated number, from the first parent

and the rest from the second parent. An extension of this is the Two Point approach,

where another random number m indicates up to which point the genes of the second

parent (genes n+ 1 to m) are chosen. After the mth gene, the genes of the first parent

are again used.

3.4.3.4. Metacalibration of GAM

GAM uses methods of the Matlab GA toolbox for scaling the fitness value, selecting

the parents and applying genetic operators. As in each case the possibilities of chosen

strategies, along with their parameter values, are manifold, we develop a model to select

appropriate settings for any instance. We develop a self-adaptive genetic algorithm

(SGA) that searches for the best settings of a given instance. Within the SGA, the

evaluation of the fitness function is the outcome of the GAM approach with a specific

set of input parameters. Population size, elite fraction, fitness scaling strategy and

parameter, parent selection strategy and parameter, crossover strategy and parameter,

as well as mutation fraction, are part of the search. These parameters are translated into

an array where strategies are represented by integer values and fractions and parameters

are represented as real values each of which has a specified upper and lower bound. This

array represents the chromosome in the SGA. When running the SGA, we thus ultimately

receive the best suitable parameter settings for a certain instance.

As in a practical setting we do not want to rerun the SGA for every new instance, we

develop the following approach: We apply the SGA on multiple calibration instances and

fit regression models to the results, which can then be used for deriving settings for all

other instances. The motivation behind this approach is to perform a metacalibration

in which parameters and strategies are set by an analysis of best settings fitted to

calibration instances. The general idea of metacalibration can also be found in Vidal et

al. (2012). However, we acknowledge that, depending on the problem instances, different

parameter settings might be favorable, which is why, in our approach, we predict those

settings based on regression models.
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After running the SGA over all calibration instances and obtaining the best parame-

ter settings for those instances, linear regression models for all real values (i.e. strategy

parameters) and multinomial regression models for all categorical settings (i.e. chosen

strategies) are created. Based on the regression models, strategies and parameters can

thus be estimated for the instances of the numerical study without having to tune the

parameters individually for every instance, as this would imply the repeated running

of the model, which would not allow a fair comparison with the other models in terms

of maximum solution time. Thus, managers who use the model do not have to pos-

sess the knowledge on how to tune the parameters of a GA, but can instead use the

metacalibration for an automated setting of parameters.

3.5. Benchmark Models

3.5.1. Sequential Model (SEQ)

We sequentially optimize two decisions of the INT model in the SEQ model. Initial

decisions are made on the delivery patterns and order-up-to levels, thus it is assumed

that no shelf stacking decision has to be made. The model uses the first two lines of

objective (3.6), i.e. all warehouse and order relevant costs plus the constraints in (3.7),

(3.9) - (3.11), (3.15) - (3.21) and the relevant constraints of (3.24) and (3.25). Note that

in (3.7) variable hlpsn is replaced by gipsn and in (3.15) the last sum on the right hand

side is deleted.

After running this model, another optimization is applied to the shelf stacking deci-

sions in a second stage model. This second stage model takes the solution on delivery

periods and quantities as a given input and thus only optimizes on the remaining shelf

stacking decisions. It uses the full objective of (3.6) and constraints (3.7) - (3.8), (3.12)

- (3.14), (3.22) - (3.23) and again the relevant constraints of (3.24) and (3.25). Note

that gipsn, oultps, ztps, v
W
tp and uWt are given by the first stage and thus enter the model

as input parameters.

By this approach, we can determine the value of coordination when taking both deci-

sions into account simultaneously, as opposed to a decoupled decision making.
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3.5.2. Expected Demand Model (EDM)

Another benchmark model EDM is introduced, where we explicitly do not consider the

data-driven approach as presented in Section 3.3.5. Instead, we use the average demand

over all sample weeks to create an average demand value for each base period, i.e,

D̄tps = 1/Ē ·
∑Ē

k=1Dn̂(t,k)ps, where n̂(t, k) = t+ (k − 1) · Ē. We introduce the following

constraints into the model formulation:

Jips ≥ γ · D̄ips ∀i ∈ T ; p ∈ P ; s ∈ S (3.33)

LWi = FEW · uWi +
∑
p∈P

PEW
p · vWip +

∑
p∈P

∑
s∈S

V EW
p · oulips ·

∑
j∈T

D̄jps ∀i ∈ T (3.34)

Glps ≥ V ES
ps · SHps ·Hlps ∀l ∈ T ; p ∈ P ; s ∈ S (3.35)

Glps ≥ (oullps −Hlps) · V ES
ps ·
∑
j∈T

D̄jps ∀l ∈ T ; p ∈ P ; s ∈ S (3.36)

LSls = FES
s · uSls +

∑
p∈P

PES
ps · vSlps +

∑
p∈P

Glps ∀l ∈ N ; s ∈ S (3.37)

Hlps ∈ {0, 1} ∀l ∈ T ; p ∈ P ; s ∈ S (3.38)

(3.34) and (3.37) replace (3.20) and (3.22). (3.33), (3.35), (3.36) and (3.38) are added

to the original model formulation. (3.33) ensures that the inventory level in each period

is at least as high as a predefined γ multiple of the average period’s demand. γ thus

represents the periods of supply. In doing this, we realize that a safety stock might be

taken into account. (3.34) restricts the utilization in the warehouse by assuming that

the whole order-up-to level oulips has to be ordered in maximum. This constraint thus

ensures that the capacity constraint also holds in a worst case scenario. The constraint

on the store capacity is adapted by (3.35)–(3.38). For this purpose, the binary variable

Hlps and the continuous variable Glps are introduced. Glps takes the minimum value of

the effort of either replenishing the whole shelf space via constraint (3.35) or the whole

order-up-to level by constraint (3.36). Hlps indicates whether the minimum is given

by the shelf space (if Hlps = 1) or the order-up-to level (if Hlps = 0). Glps replaces
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the formulation of the variable effort in the store capacity constraint, leading to (3.37).

(3.38) defines Hlps as a binary variable.

As we get deterministic demand for all periods in the base time horizon, the model

represents the classical JRPDD approach. To find the best value for γ in each instance,

we backtest the cost of the inventory system by simulating over the in-sample data, which

is the same as for the data-driven approaches, and select the cost-minimal γ setup.

3.5.3. Savings Heuristic (SAVS)

Up to this point, all models are generic and applicable to many problem settings. In

a last benchmarking approach, we introduce a savings heuristic (SAVS) based on the

algorithm in Minner (2009). We extend it to the cyclical approach, also taking the minor

setup cost of ordering into account and then we apply it to our non-stationary stochastic

demand setting.

We first start with the initial lot-for-lot solution that assumes every base period t is

ordering all products. For the determination of the quantities to be ordered, we assume

that we order for all stores together. The order quantity in each period is equal to the

order-up-to level OULtps as determined in (3.31), both here and in the following steps.

For all (t, p) where
∑
s∈S

OULtps > 0, we set the binary indicator vtp := 1. Capacity

slack values are computed for each period, based on the major, minor and variable effort

consumed by the ordered products and their order quantities. Furthermore, for each

period, M(t) denotes the next major order period after t (i.e. the next period where an

order of any product takes place) and m(p, t) denotes the next minor order period of

product p after t. (Note that this next order period, in both cases of M(t) and m(p, t),

might have a value smaller than t due to the cyclical approach). Next, major savings

(MS(t)) through combining the orders of all products and minor savings (ms(p, t))

through combining the order of one specific product of the next order period with the

current order period t are calculated as

MS(t) :=FCW +
∑
p∈P

PCW
p · vtp · vM(t)p −

∑
p∈P

∑
s∈S

( ˆOULtps −OULtps) · hdtM(t) (3.39)

ms(p, t) :=PCW
p · vtp · vm(p,t)p −

∑
s∈S

( ˆOULtps −OULtps) · hdtm(p,t) (3.40)
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where ˆOULtps is again calculated based on (3.31), assuming that the next replenishment

period is the one after M(t) or after m(tp) and

hdij :=

{
(j − i)HCp if i ≤ j(
T̄ − i+ j

)
HCp if i > j

determines the cumulated holding cost factor between periods i and j. Resulting positive

savings are sorted in descending order and iteratively processed. As soon as the biggest

saving is identified, feasibility is checked. The amount of the additional capacity needed

in t is determined and it is also tested whether the available slack capacity is enough

to cope with the change. The needed capacity for a major saving (CPt) and a minor

saving (cptp) is calculated via

CPt :=
∑
p∈P

(1− vtp) · vM(t)p · PEW
p +

∑
s∈S

( ˆOULtps −OULtps) · V EW
p (3.41)

cptp :=(1− vtp) · vm(t,p)p · PEW
p +

∑
s∈S

( ˆOULtps −OULtps) · V EW
p . (3.42)

If infeasible and thus not realized, the respective targeted saving (MS(t) or ms(p, t)) is

set to zero. If a major saving is realized, the values for the major saving and for all minor

savings of the order period M(t) now included in the order of period t are set to zero

(i.e. MS(M(t)) := 0 and ms(p,M(t)) := 0 ∀p ∈ P ). The same is done for the binary

indicators (i.e. vM(t)p := 0 ∀p ∈ P ). Afterwards, the next major order period (M(t) :=

M(M(t))) and all subsequent minor order periods (m(p, t) := m(p,M(t)) ∀p ∈ P ) are

updated accordingly. The minor and major savings in period t are then updated based

on (3.39). If a minor saving is realized, the same is done for the targeted product, its

next minor order period and the relevant minor savings values. The algorithm continues

by sorting and selecting the biggest positive saving until no more positive saving can be

found.
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3.6. Numerical Study

We investigate the different models with respect to their applicability to a variety of

problem setups. By comparing them with the EDM model, we answer the question:

how much can be gained by including the data-driven approach into the decision making

process? Furthermore, we investigate the impact of problem sizes on the solution quality

of the different approaches and derive guidance on which one to select, especially in

large-scale instances.

3.6.1. Data Instances

We first set up a basic configuration for 10 products. Mean demand µp is uniformly

random on [0, 100], the mean coefficient of variation CVp uniformly random on [0.1, 0.5],

a lower variance varLp = (0.5 · CVp · µp)2 and a higher variance varHp = (1.5 · CVp · µp)2.

Furthermore, we draw the one period holding costs of each product uniformly random

from [0.01, 0.1].

To generate demand data for an instance that covers a specified number of sample

weeks Ē, we adapt and extend the approach of Kirca (1995). In addition to the mean

and variance values introduced above, we have another parameter indicating the ratio

of mean demand in each sample against the long-term mean. This value κê(n)p varies

between products and sample weeks, where ê(n) = d n
T̄
e returns the sample belonging

to data period n. Based on the sampling approach specified per instance, we sample

the values for κep, either using Monte-Carlo or descriptive sampling. To get κep, we

draw a value from the interval [0.5, 1.5] uniformly random in the Monte-Carlo sampling

approach. In the descriptive sampling approach, we randomly select equally spaced

samples (see Saliby, 1990), but only let every sample occur once. Note that any other

sampling method could be applied, for example, one that focuses on capturing seasonality

switches or some simple ruling on causal factors such as weather. Additionally, we extract

the average retail fractions of each base period t in the weekly demand as rdt from data

of the European retail chain to capture the seasonality within the week.

Generating demand, we draw two uniformly distributed random values (Z̄1
nps and Z̄2

nps)
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from [0, 1] for each data period, product and store. We set the variance to

¯varnps
(
Z̄2
nps

)
=

{
varLp if Z̄2

nps > 0.5

varHp if Z̄2
nps ≤ 0.5

and the mean demand of that period to µ̄np = κê(n)p · rdt̂(n) · µp. We then draw the

demand values as in

Dnps =

{ ⌈(
F−1
NORM(Z̄1

nps; µ̄np;
√

¯varnps)
)+
⌉

if ¯varnps ≤ µ̄np

F−1
NB(Z̄1

nps; p̂; r̂) if ¯varnps > µ̄np
, (3.43)

where

µ̄np =
r̂(1− p̂)

p̂
, ¯varnps =

r̂(1− p̂)
p̂2

and 0 ≤ p̂ ≤ 1

Whenever ¯varnps ≤ µ̄np, we use the normal cumulative distribution function (c.d.f.)

FNORM , which is truncated for values below zero. On the other hand, we use the

negative binomial c.d.f. FNB when ¯varnps > µ̄np. As has been shown by Agrawal and

Smith (1996), the negative binomial distribution is a good fit for retail demand.

Next we determine values for the major and minor setups. We define parameter TBO

as the time between orders, parameter MSR as the ratio between major and minor set-

up cost and parameter ORR as the ratio between order and shelf stacking costs. Using

these, along with the average demand

D̄ =

∑
n∈N

∑
p∈P

∑
s∈S

Dnps

N̄ · P̄ · S̄

and the average holding cost H̄C = 1/P̄ ·
∑

p∈P HCp, we first determine the average

total fix cost
¯TFC =

(
TBO2 · D̄ · H̄C

)
/2

by the EOQ formula. We then draw the major and minor cost factors from a normal
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distribution N(µ, σ) with

FCW ∼ N
(
F̄C

W
, 0.1 · F̄C

)
, where F̄C

W
= MSR ·ORR · ¯TFC · P̄ · S̄,

PCW
p ∼ N

(
P̄C

W
, 0.1 · P̄CW

)
, where P̄C

W
= (1−MSR) ·ORR · ¯TFC · P̄ ,

FCS
s ∼ N

(
F̄C

S
, 0.1 · F̄CS

)
, where F̄C

S
= MSR · (1−ORR) · ¯TFC · P̄ and

PCS
ps ∼ N

(
P̄C

S
, 0.1 · P̄CS

)
, where P̄C

S
= (1−MSR) · (1−ORR) · ¯TFC.

Parameters V CW , V CS are set to 10 · Ch and we assume that the effort parameters

(FE, PE, etc.) take the same values as their cost parameter counterparts. Another

parameter specified for each instance indicates the ratio of out-of-stock (OOS) to average

total ordering and replenishment cost (OOS − ratio), which allows us to compute the

out-of-stock cost values for each product via

OCp = (OOS − ratio) ·

TBO ·HCp + V CW
p +

∑
s∈S

V CS
ps

S̄

 .

We assume that the shelf space of a specific product in a specific store is allocated

non-restrictively by taking the demand point over all demand periods that covers at

least 99 % of the cumulative demand distribution of the samples drawn multiplied by

the TBO. Warehouse and store capacities are chosen based on the fixed effort needed to

order anything at all plus an instance specific capacity factor β as a percentage of the

capacity needed on average during a given delivery period, assuming that all products

(for all stores) are ordered in this period with a quantity that covers the average demand

over the TBO horizon:

UBW :=FEW + β ·

(∑
p∈P

PEW
p +

∑
p∈P

V EW
p · D̄ps · TBO

)
(3.44)

UBS
s :=FES

s + β

(∑
p∈P

PES
ps +

∑
p∈P

V ES
ps · D̄ps · TBO

)
∀s ∈ S (3.45)

It should be noted that, for the data generation, it is assumed that all parameters

generated are independent of each other.
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To define our numerical design space, we first fix the time horizon T̄ to 18 for all

instances, accounting for six working days with each having a morning, afternoon and

evening period. Each instance is furthermore characterized by the number of Products P̄ ,

the number of stores S̄, the number of sample weeks Ē, the cost influencing parameters

TBO, MSR, ORR and OOS-ratio, the capacity level β, as well as an indication to use

Monte-Carlo or descriptive sampling. These 9 characteristics span a multi-dimensional

design space where each dimension is bounded as indicated in Table 3.2.

Table 3.2.: Numerical design space

Factor Lower bound Upper Bound Values

Products (P̄ ) 2 10 Integer
Stores (S̄) 2 10 Integer
Capacity (β) 0.5 1.5 Real
TBO 2 10 Integer
MSR 0.1 0.9 Real
ORR 0.1 0.9 Real
OOS-ratio 1 20 Real
No. sample weeks (Ē) 5 15 Integer
Sampling method Monte-Carlo Descriptive Categorical

To obtain a good coverage of the 9-dimensional design space, we create quasi-random

design points based on a Sobol sequence. A Sobol sequence creates quasi-random num-

bers along a multidimensional space while filling out the space and avoiding values at

the boundaries of the dimensions (Santner et al., 2003). For a similar approach towards

experimental design in a high-dimensional setting, see Löhndorf and Minner (2013) and

for a thorough review on the matter of the appropriate design of numerical experiments,

see V. C. P. Chen et al. (2006).

Lastly, we vary the value of γ = 0, 1, 3, 6 to be used in model EDM, to observe the

effects of the periods of supply considered.

3.6.2. Results

We create 200 instances from the Sobol sequence and conduct our experiments on a

64-bit system with an Intel Core i7 core with 3.6 GHz and 32 GB of RAM. The

created dataset along with all models can be found in an online repository under
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http://www.logprojects.wi.tum.de/publications/. The mixed integer programming mod-

els are solved in Xpress (Version 7.6) and the genetic algorithm, as well as simulation

models, are realized in Matlab R2014b. We execute all models until a maximum time

interval has elapsed or up to the solver’s optimality gap
(

= objective value−lower bound
objective value

)
of

0.01 % if at least one feasible solution has been found in the last model stage. The

maximum time is set to 1, 000 seconds on every stage of the two-stage models and to

2, 000 seconds for the EDM as it only has one stage. We proceed like this in order to gain

insights into the scalability of the models. After terminating, most of the approaches

will remain with a positive gap, revealing which ones are best capable of closing the gap,

at the same time providing better solutions.

For the meta-calibration of GAM, we randomly create 50 calibration instances in

addition to the numerical study and let the SGA of Section 3.4.3.4 find best strategies

and parameters for every calibration instance. We run the SGA with a population of

10, an elite count of 5, and a termination criterion of 1, 000 seconds of computation

time. Apart from the parameters determined by the chromosome of the SGA, we set a

termination criterion of 100 seconds for the GAM in the evaluation. As the output of

the SGA, we obtain the best settings for a given instance. Using this set of parameters,

we develop the regression models as outlined in Section 3.4.3.4 and use those models to

predict the best parameter settings for our numerical study. To get feasible values for

bounded variables on ]0, 1[, prediction values are truncated below 0.01 and above 0.99,

respectively.

We compare the solutions obtained by simulating the average weekly cost of the

inventory system, as in the fitness function of the GAM approach, by calculating (3.6)

and adding 200 % overtime costs of the original cost factors. In order to do so, we create

200 sample paths with 26 weeks of demand each. In every simulation of a given sample

path, the warm-up period is determined by the Marginal Standard Error Rule (MSER-2)

approach of White (1997) (see also Law, 2015) and solutions are truncated accordingly.

In order to ensure the significance of the obtained results, we set the number of sample

paths to consider in each instance i (SPi) in such a way that, ideally, they form a 95

% confidence interval (based on the standard normal distribution as all replication sizes

are > 31) within a tolerance of ε = 1 % (Law, 2015), with a maximum of 200 sample

paths per instance. As a performance indicator, we use the mean relative deviation from
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the cost minimal policy (ζij) for model j in instance i with

ζij = 1/SPi ·
SPi∑
r=1

((
Costrij −min

k∈M
Costrik

)
/min
k∈M

Costrik

)
,

where Costrij are the average weekly costs of run r in instance i under model j and M

is the set of all models in the analysis.

As a result, we get the values for the average solution quality of all models as depicted

in Table 3.3. We can see that GAM achieves the most robust solution quality over all

instances. Further insights into this and the other models’ performances, along with an

explanation for what lies behind, are investigated in the subsequent Sections.

Table 3.3.: Average ζij over all instances

DTW DPS GAM SEQ SAVS EDM

32.42 % 37.87 % 7.18 % 27.93 % 35.67 % 10.20 %

In bold: Minimum average ζij over all models

3.6.2.1. Significant Influences on Solution Quality

Next, we identify drivers for the performance of the models. Table 3.4 depicts the

result of an Analysis of Variance (ANOVA) test conducted on a linear regression for

each model answering the question how well the results are explained by the factors

characterizing the instances. The purpose of this analysis is to better understand in

which problem settings the models perform better or worse in order to be able to give a

recommendation which model to use. The estimated coefficients βx and the p-values of

each factor in each model are depicted. Bold values highlight p-values ≤ 0.01, indicating

a significant impact. As a bigger ζij value indicates a poor model performance, a positive

estimate of the coefficient refers to a worsening performance.

Since it provides, on average, the best solution over all instances, we especially com-

pare all models with the GAM. Starting with the DTW model, where the first significant

factor is the capacity having a negative coefficient, we can conclude that, in instances

with loose constraints, the approach works better than the other approaches. If con-

straints are not tight, there are more possibilities for the optimization and computational
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Table 3.4.: p-Values for all factors in all models with regard to ζij

Model DTW DPS GAM SEQ SAVS EDM
Factors βx p βx p βx p βx p βx p βx p

Products 0.00 0.97 -0.01 0.73 0.00 0.48 0.02 0.00 0.00 0.81 0.01 0.01
Stores 0.02 0.17 -0.02 0.30 0.00 0.17 0.01 0.03 0.01 0.30 0.01 0.00
Capacity -1.03 0.00 -0.54 0.00 -0.01 0.82 0.15 0.00 0.38 0.00 0.00 0.46
TBO -0.03 0.02 0.01 0.73 -0.01 0.01 0.02 0.00 0.05 0.00 0.00 0.05
MSR -0.03 0.81 -0.22 0.22 0.00 0.91 -0.15 0.01 -0.04 0.53 0.00 0.46
ORR -0.08 0.60 -0.21 0.25 0.00 0.89 -0.12 0.05 0.13 0.05 -0.04 0.08
OOS-ratio 0.03 0.00 0.02 0.00 0.00 0.54 0.01 0.00 0.03 0.00 0.01 0.00
No. sample weeks 0.03 0.00 0.01 0.35 -0.01 0.00 -0.01 0.06 -0.01 0.12 0.00 0.75
Sampling meth. 0.15 0.03 -0.04 0.63 -0.01 0.55 -0.05 0.08 0.00 0.93 0.01 0.27

In bold: p-Values ≤ 0.01

complexity is lower, leading to smaller gaps and thus smaller differences between the ap-

proaches. The OOS-ratio with a positive coefficient leads to the following insight: The

base stock levels in the DTW are smaller (on average by 5.84 %) than GAM, which

has the effect that the more important the OOS penalty, the worse the performance in

comparison to the GAM as out-of-stock situations are more likely to occur. The positive

coefficient for the number of samples weeks indicates that performance worsens when

the number of sample weeks rises. The reason behind lies in the comparison with other

approaches that use the full number of sample weeks during pattern creation. Those

approaches can benefit from the more accurate depiction of the underlying unknown

distribution, achieving more robust solutions, whereas the DTW cannot as it only takes

one sample week into account.

For the DPS, the effects of both, the capacity and the OOS-ratio, are comparable to

the effects in DTW. Also, base stock levels of DPS are on average 7.26 % smaller than

GAM.

Significant effects on the GAM approach can be identified by TBO and the number

of sample weeks, both with negative coefficients. The approach clearly benefits from the

ease of calculation in the evaluation function. Having a bigger TBO makes solutions

more complex but has no significant impact on calculation time, as the diversification

procedures are not influenced by the TBO value. A larger number of sample weeks

captures the demand structure better and thus brings an advantage against the EDM,
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which does not benefit from this, as we can see in Figure 3.2. There, one can observe

that with a larger number of sample weeks used, GAM will perform better than EDM.

Testing the influence of the number of sample weeks on the difference between both

models in a one-factor linear regression, i.e., (ζi,EDM − ζi,GAM) ∼ No. Samples, shows

a significant linear relation (p-value of 0.0169) and a positive coefficient. Thus, with a

rising number of sample weeks, the GAM approach performs better than the EDM. This

gap hence provides insights into the value of incorporating the data-driven approach into

GAM. Another interesting insight gained from Figure 3.2 is the reduction of the variance

in the solution quality for GAM with an increasing number of sample weeks. As opposed

to this, EDM has a larger variance in its performance, which does not change with an

increased number of sample weeks. Hence, this figure also underlines the robustness of

the data-driven approach.
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Figure 3.2.: Solution quality ζij of GAM and EDM in reference to the number of sample
weeks
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In the SEQ model, the parameters products, capacity, TBO, and OOS-ratio, with

positive, as well as MSR, with a negative coefficient, are significant. The significant

impact of the number of products comes from the joint replenishment effect of the

shelf stacking decisions. This effect is neglected during order decisions in SEQ, yet its

importance increases with more products to consider. The effect of capacity and TBO

lies within the tendency to order more and less often when these values rise. The model

ignores shelf capacities at the ordering stage, which leads to more overstocking than

other models, also in cases where demand cannot be fulfilled due to the restricted shelf

space. The influence of MSR follows the reasoning as before. Due to ignoring shelf

capacities, the model decides more often towards achieving joint replenishments than

the other models. Thus, when MSR is high, savings in major setups have a bigger

influence on the costs. In comparison with GAM, the SEQ on average has a 28.33 %

larger total base stock level.

The savings heuristic SAVS performs worse when TBO, capacity or the OOS-ratio

increase. This model, in particular, is driven by capacity and a higher TBO leads to

higher fixed efforts in the order periods, through which the slack capacity diminishes.

Therefore, it is harder for the heuristic to combine order periods, as it will only do so for

the whole order quantity or not at all. The worsening effect of a higher capacity can only

be explained in context with the other models. As capacity increases, the computational

complexity of the more elaborated model decreases and solutions with smaller gaps are

found. However, this does not affect the calculations in the simple savings heuristic, i.e.

the heuristic is not benefiting as much. An explanation for the effect of the OOS-ratio

lies in the approximative setting of the order-up-to level in (3.31). This shows that

other models are better suited to setting the order-up-to level when more information

is available. On average, the total base stock level is the lowest, with 22.72 % less than

GAM.

The performance of EDM worsens significantly with a higher number of products or

stores, and bigger values for the OOS-ratio. Regarding the influence of the OOS-ratio,

we can reason that EDM is not able to adjust the order-up-to levels to the individual

demand peaks under the capacity constraint well enough. This leads to lost sales in

those demand peaks, whose impact increases with higher values for the OOS-ratio. A

larger number of products and stores leads to more decisions on base stock levels to be

made. However, as the model does not include the information as given in the data-
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driven approach for each product and store there are more possibilities for deviations

from GAM. In fact, the model has on average the second lowest total base stock level,

with 17.90 % less than GAM.

For the sake of completeness, one should mention that ORR and the sampling method

have no significant (linear) influence on the solution quality of the models.

3.6.2.2. Solution Quality

After having determined the most relevant factors for the solution quality, we will now

look at the values of ζij itself. We group solutions by the number of sample weeks (≤ 10

or > 10), TBO (≤ 6 or > 6) and capacity (≤ 1 or > 1). Within the group, we average

the ζij values and highlight the best performing model.

Table 3.5.: Average ζij of models in instance group

Number
of sample
weeks

TBO Capacity
No.
inst.

DTW DPS GAM SEQ SAVS EDM

≤ 10 ≤ 6 ≤ 1 29 49.54 % 38.66 % 11.39 % 24.99 % 23.65 % 10.47 %
> 1 36 7.30 % 27.74 % 11.25 % 25.95 % 28.63 % 8.99 %

> 6 ≤ 1 28 34.50 % 46.37 % 8.83 % 29.60 % 35.79 % 10.06 %
> 1 22 5.27 % 25.24 % 3.74 % 41.85 % 68.50 % 13.64 %

> 10 ≤ 6 ≤ 1 25 96.53 % 60.28 % 5.20 % 14.44 % 19.67 % 14.30 %
> 1 22 11.40 % 21.88 % 6.07 % 32.10 % 29.67 % 10.46 %

> 6 ≤ 1 15 62.28 % 75.40 % 2.45 % 23.92 % 25.42 % 4.94 %
> 1 23 4.53 % 20.90 % 3.07 % 32.66 % 60.11 % 7.34 %

Mean 24 32.42 % 37.87 % 7.18 % 27.93 % 35.67 % 10.20 %

In bold: Minimum average ζij over all models in the respective instance group

Looking at the highlighted values in Table 3.5, it is interesting to see that the GAM

performs best in six of the eight instance groups. Note that the GAM is the best model

in all of the four high TBO instance groups, which underlines the findings from before.

Also, in all of the instance groups with a high number of sample weeks, GAM is the best

model. However, in the instance groups where the TBO and number of sample weeks

is small, either the DTW model (for a large capacity value) or the EDM model (for a

small capacity value) is the best model. In a next step, we want to determine the value

of the data-driven approach and the value of coordination. Comparing the differences
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between EDM and GAM, one can see that GAM outperforms EDM by 3.02 %-points on

average and at maximum per instance group average by 9.90 %-points. This difference

is the value of including the data-driven approach into the decision making. The SEQ

model differs by 20.75 %-points on average from the GAM and is not among the best

approaches in any instance group. This further underlines that a combined decision

making between the delivery to the stores and the shelf stacking is favorable and that

there is indeed a value of coordinated decision making. The DPS differs by 30.69 %-

points from the GAM on average, is performing worst of all models and is not among the

best models in any instance group, which illustrates how important the consideration

of the joint replenishment effect during pattern creation is. The SAVS model performs

second worst on average, which leads to the conclusion that a simple heuristic is not

capable of capturing the complexity of the problem setting satisfactorily.

3.6.2.3. Delivery Patterns and Cost Structures

The cost structures within the different models show the drivers behind the solution

quality (see Figure 3.3; note that capacity violation costs take up around 1 % on average).

Taking the GAM model as a reference point, it becomes evident that the share of the

major and minor setup costs, as well as the out-of-stock costs, is much lower than in the

other approaches. This underlines that the good performance of the GAM in terms of

costs is primarily driven by a reduction of the major and minor setups while reducing

the out-of-stock situations.

3.6.3. Case Study

The data of our case study is based on actual point of sales (POS) data of a retailer

gathered over 532 consecutive working days (plus 14 bank holidays where stores are

closed) in the time between March 2011 and December 2012 at 66 stores. The stores are

operating on 6 weekdays (Monday through Saturday) from 8 am to 8 pm. We cluster

the hourly POS data and introduce three intra-periods per day, thereby accounting for

the morning (hours 8 am through 11 am), afternoon (hours 12 am through 3 pm) and

evening (hours 4 pm till last) sales. The demand fluctuates between days in a week and

from one week to the next. With, for instance, 28 % of the total weekly demand on one

day and 9 % on another, the seasonality is not negligible (see Figure 3.4).
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Figure 3.3.: Average percentage cost split (with GAM model as reference)

Figure 3.4.: Case study: Demand data of one product for morning (08.00 am - 11.59 am),
afternoon (12.00 am - 03.59 pm) and evening hours (04.00 pm - Closing)
over four weeks
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We apply the GAM, SAVS and EDM approaches to optimize the large dataset. INT,

DTW, and DPS are not suitable for this large dataset, as out-of-memory issues occur.

As a benchmark for comparison, we include the EDM model to estimate possible cost

benefits and exclude SEQ because of its limited performance in the controlled experi-

ment. We set the time horizon to T̄ = 18. Cost parameters are derived as in Section

3.6.1 based on a TBO equal to 6 (i.e. an order every other day) and MSR = ORR =

0.5. In order to reflect the high complexity of the case study, time restrictions are set to

3, 600 seconds per stage (and 7, 200 seconds for the EDM) or until at least one solution

has been found. We include all 66 stores and focus on the 10 products for which most

data are available. We split the available data into an optimization dataset of four and

a simulation dataset with 26 weeks of data. Based on an assumed weighted average cost

of capital of 10 % p.a. broken down to our periods of roughly 1/3 of a day, we set the

holding costs per period to 8.7 · 10−5 times the sales price. We vary capacities as well as

the OOS-ratio to obtain the results shown in Table 3.6.

Table 3.6.: Results of ζij for the case study

Capacity (β) OOS-ratio GAM SAVS EDM

150 % 10 0.19 % 26.20 % 0.00 %
20 0.25 % 39.51 % 0.00 %

100 % 10 0.00 % 26.37 % 2.91 %
20 0.00 % 39.30 % 5.30 %

50 % 10 0.00 % 40.40 % 46.39 %
20 0.00 % 51.74 % 69.43 %

Mean 0.07 % 37.25 % 20.67 %
In bold: Best ζij value over all models

As before, the GAM performs best on average. Although the EDM gains a small

advantage in instances where capacities are large, the GAM is better by 20.60 %-points

than the EDM approach on average over all instances and never more than 0.25 % away

from the best solution in all instances. SAVS performs worst on average, which is the

same result as in the earlier numerical study. However, it obtains better solutions than

EDM in the last two instances with tight constraints on capacity.
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3.7. Concluding Remarks

We proposed a data-driven method for setting delivery patterns and order-up-to levels

for retail stores with stochastic non-stationary demand, considering the handling effort

incurred in various processes. The solution methodology can be used for retailers to

automatically construct and assign delivery patterns for their stores on a tactical time

horizon. Our approach explicitly considers the handling effort in the decision-making

process and optimizes this cost-intensive part of the supply chain. We applied a MILP

formulation on a three-echelon joint replenishment problem. Due to the computational

complexity of the problem, we used decomposition techniques to achieve good results

in a fairly short time by splitting the decision making into the construction of delivery

patterns in the first and their selection per product and store in the second stage sub-

problem.

It has been shown that a genetic algorithm is favorable in the numerical study on

fictitious data saving 3.02 % against a deterministic approach with safety stocks. The

genetic algorithm is suitable for the large data sets we typically encounter in a real

case, where, under varying parameter settings, logistics costs improvements for the 10

products case of 20.60 %-points on average against a deterministic approach with safety

stocks is realized. This amounts to an average absolute cost saving of 121.70 Euro per

week over 10 products and, if linearly scaled to a full year and full assortment of 2,000

products, it adds up to over 1.3 million Euro.

A limitation of the data-driven approach lies in a possible overfitting. The data does

not allow for extrapolation of realizations that might, e.g., lie in the tails of the true

underlying distribution. To counteract this effect to at least some extent, the usage of

sampling approaches other than Monte-Carlo (e.g., descriptive sampling of Saliby, 1990)

can be used.

For further research, looking at the handling effort at the store and warehouse, one

might also want to include e.g. the effect of the amount that can be directly filled

into the shelf versus the amount that has to be stored in the backroom afterwards

(double handling of products). The relationship between the product location in the

warehouse and the store, as well as its implications on the handling effort, might also

be an interesting field. The next step regarding the data-driven approach would be to

include more available data and thus move the approach to a ”Big Data” application,
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as has been done in Ban and Rudin (2014). Further explanatory input variables can be

information on promotions, weather, price, etc.. These factors can be used to explain the

uncertain demand, while simultaneously making the operational decisions on delivery

pattern and order-up-to level as above.
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Chapter 4.

Data-driven Retail Inventory

Management with Backroom Effects

The backroom effect (BRE) constitutes the handling effort of a replenishment that

does not fit on the shelf of a retailer. This effect needs to be included in the decision

making of inventory policy parameters as it influences the handling effort, which consti-

tutes a major part of the retailer’s operational cost. We propose a mixed integer linear

program to calculate the parameters of a periodic review (s, c, S, nq) policy while con-

sidering the BRE. The (s, c, S, nq) policy triggers an order when inventory drops below

the reorder point s. Also, an order is triggered whenever the inventory drops below the

can-order point c, provided at least one other product’s inventory level is below s and

thus ordered. The order then comprises the smallest integer number n of case packs

with size q that brings the inventory level to or above S. As retailers face stochastic

non-stationary demand, a data-driven approach based on historical data is applied to

this Joint Replenishment Problem. The numerical study shows that including the BRE

into the optimization can lead to cost savings with a median of 0.96 % compared to

neglecting its effects. Considering the stochasticity in the decision making, cost im-

provements with a median of 53.23 % have been realized against an approach that only

considers average daily demands and a safety stock. The advantage of an (s, c, S, nq)

order policy over an (s, S, nq) policy is shown by median savings of 17.99 %.

4.1. Introduction

Retail stores have inventory at two locations: on the shelves and in the backroom. When

a replenishment order arrives at the store, it is used to directly re-stack the shelves.

Obviously, sometimes the replenishment order does not fit on the shelf, as the shelf

space capacity is limited, especially if case pack size and shelf space are not well aligned.
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Hence a part of the replenishment quantity (the overflow inventory) has to be stored in

the backroom. However, having backroom inventory has two main disadvantages. First,

costs arise as the inventory has to be monitored, managed and double handled in order

to restock the shelves when free shelf space is available (Eroglu et al., 2013; Sternbeck

& Kuhn, 2014). Second, operational complexity increases due to misplaced items in the

backroom or in the store and due to inventory record inaccuracies, i.e. discrepancies

between inventory recorded in the system and physical inventory (see Corsten & Gruen,

2003; DeHoratius & Ton, 2009; Raman et al., 2001; Ton & Raman, 2010; Waller et al.,

2008). All of these reasons make the retailer’s decision-making process more complex.

Eroglu et al. (2013) call this phenomenon the backroom effect (BRE).

They found out that the misalignment of case pack size, shelf space capacity and

inventory control policy is the reason for the BRE. According to the results of the

numerical simulation carried out by the aforementioned authors, ignoring the BRE and

hence the dynamics between sales area and backroom leads to inefficient replenishment

policies and consequently to increasing costs. However, as the case pack size is defined by

the manufacturer and the determination of shelf space capacity is a relatively long-term

decision, the retailer can only adjust the short-term inventory control policy in order to

reduce the total cost. Although the backroom effect has a crucial impact on the cost

and efficiency of in-store inventory systems in retail, only a small part of the literature

takes its effects into account (Pires et al., 2015).

The joint replenishment problem (JRP) determines whether various products are or-

dered jointly or not, although ordering might not be optimal for each individual product

(Aksoy & Erenguc, 1988; Khouja & Goyal, 2008). To minimize the total cost of the

inventory system, the ordering decision in a multi-product inventory problem mainly

depends on two cost components: the major ordering (or setup, fixed) cost and the

minor ordering cost. Major ordering costs arise when an order is placed independently

of the number of different items in the order. Minor ordering costs are incurred for every

individual item in the replenishment order.

Whenever a retail store is served by a distribution center, major setup costs can be

characterized by the transport costs of sending a truck to the store, independent of its

utilization. The minor setup costs, which occur per order line along with the variable

cost per unit, resemble the shelf stacking effort in retail stores (Curşeu et al., 2008; Van

Woensel et al., 2013). The transport costs have been tackled by, e.g., solving inventory
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routing problems to combine more stores in a truck delivery so as to achieve a better

utilization (see, e.g., Gaur & Fisher, 2004; Holzapfel et al., 2016). These approaches

model a single-item problem by assuming that each product is served in each delivery

with an amount equal to the (deterministic) demands until the next delivery. They

neglect the potential of ordering some of the products in different orders more or less

often, which could reduce the minor setup costs. Curşeu et al. (2008) and Van Woensel

et al. (2013) also use a single-item view of the problem, allowing for batch ordering in

order to reduce the minor setup costs. However, major setup costs, like the transport

costs depicted above, are neglected. Therefore, the formulation as a joint replenishment

problem allows a minimization of both types of fixed costs (major and minor) simultane-

ously. Balintfy (1964) evaluated and compared classes of multi-item inventory problems

and determined a simple decision rule. He introduced the ”can-order” point and the

(s, c, S) policy. Whenever an order for a particular item has to be issued, i.e., the stock

of any item has dropped to the reorder point s, the inventory level of the rest of the

items will be checked, and all items which are in the range between can-order point c

and reorder point s are ordered jointly (Silver et al., 1998).

Retailers may order multiples of certain batch sizes (case packs) rather than single

units. However, the respective effects have long been ignored in academic literature

(Waller et al., 2008). We include the consideration of case packs and adjust the tra-

ditional (s, c, S) policy, which we will further call (s, c, S, nq) policy. In this policy,

whenever an order is triggered by s or c, the smallest integer multiple n of the case pack

size q that brings the inventory position above S is ordered. This is somewhat similar to

the (s, S, nq) model proposed by Van Woensel et al. (2013), although in their scenario n

takes the largest value so that the inventory position after ordering is still smaller than

S. We, however, follow the dominant literature on (R, s, nq) policies (e.g., Broekmeulen

et al., 2017; Silver et al., 1998), where orders are made to result in an inventory position

above s. It is straightforward to see that both interpretations can be easily implemented

in our model approach and that the resulting values for S can be carried over from one

to the other. For a given value S of our interpretation, using S+q−1 as the order-up-to

level in the policy of Van Woensel et al. (2013) will lead to the same policy.

Another feature in retail is the use of delivery patterns (Sternbeck & Kuhn, 2014).

These patterns determine at what periods a delivery to the store might be made on

an item-level. Although it is beneficial to optimize these patterns with regard to the
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resulting handling effort (Holzapfel et al., 2016; Taube & Minner, 2017a), this is rarely

the case in practice, where delivery patterns are determined by rule-of-thumb in dis-

cussions with store managers. We, therefore, suggest the application of an (s, c, S, nq)

policy. Based on the categorization of retail planning problems in Hübner et al. (2013),

we focus on the interface between distribution and sales, while assuming that strategic

decisions on the store design (e.g., infrastructure and layout) and on the distribution

setup (e.g., the physical distribution structures), as well as the operational decisions of

transport planning (e.g., route planning), are out of scope. Our setting is thus situated

at the mid/short term master planning between distribution (regarding the inventory

policy) and in-store activities (regarding the in-store handling efforts).

Although most publications dealing with the determination of suitable policy param-

eters assume demand to be stationary over time, this is clearly not the case in retail (see

Brijs et al., 1999; Broekmeulen & Van Donselaar, 2004; Ehrenthal et al., 2014; Gaur &

Fisher, 2004; Martel et al., 1995; Van Donselaar et al., 2010, 2006). Even so, for existing

approaches to work, it is necessary to either know future demand in advance or make

distributional assumptions or forecasts based on historical sales data. Iyer and Schrage

(1992) developed a concept for using historical demand data to directly generate inven-

tory control parameters, i.e. an order policy, for use in future inventory control. The

advantages of this data-driven (or direct, robust, distribution-free) approach are that

no distributional assumptions and parameter estimations are needed and that it can be

applied to a non-stationary stochastic demand setting. The drawback of the approach

is that historical demand data can only form samples and an infinite number of samples

would be needed to fully cover the true unknown demand distribution. However, using

samples in a clever way by applying descriptive sampling (Saliby, 1990) can mitigate

this drawback and produce good results.

Van Zelst et al. (2009) revealed that 38 % of the operational logistical costs in retail

are attributed to the in-store handling of products (or items). Hence, it is necessary to

include these costs when determining inventory policy parameters in order to increase

the operational efficiency (Reiner et al., 2013). Van Donselaar et al. (2010) show that

retail managers override order suggestions of software solutions that do not account for

the resulting handling effort anyway.

The handling effort in retail is rarely considered in the decision making and in math-

ematical models for inventory problems (Van Woensel et al., 2013). Furthermore, there
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is hardly any literature dealing with the backroom effect and with the subsequent im-

plications for optimal inventory policies. This chapter contributes to the literature on

the backroom effect in retail, data-driven approaches, and the joint replenishment prob-

lem while considering substantial characteristics of the retail industry: non-stationary

stochastic demand and ordering in multiples of a given case pack size. The following

questions, in particular, are discussed in this chapter: Is it advisable to include the BRE

in the optimization process? Is the application of the data-driven approach promis-

ing? When is it beneficial to consider an (s, c, S, nq) policy over an (s, S, nq) policy? In

order to answer these questions, a mixed integer linear program (MILP) with a data-

driven approach for the joint replenishment problem is developed. The backroom effect

is included in the MILP. Additionally, a cyclical approach is introduced to determine

the initial inventory as part of the optimization process. The mathematical models are

validated in a numerical study assuming stochastic non-stationary demand.

This chapter is organized as follows: a literature review is given in Section 4.2. Section

4.3 captures the model formulation and various valuation models that focus on the data-

driven approach, the backroom effect or the joint replenishment problem. A numerical

study is conducted in Section 4.4. A brief summary of the findings and an outlook on

further research is given in Section 4.5.

4.2. Literature Review

4.2.1. (s, c, S) Policies

To calculate the optimal inventory control parameters with respect to an (s, c, S) policy,

Balintfy (1964) developed an algorithm based on the multiple machine queuing theory.

Other approaches based on Markov Decision Processes to determine the parameters for

periodic review settings have been developed by Ohno et al. (1994) in exact and Johansen

and Melchiors (2003) in approximative ways. Extending the general problem, further

publications deal explicitly with demand correlation between items. H. Feng et al.

(2015) consider the structure of the optimal policy of a corresponding Markov Decision

Process and formulate heuristics capturing the demand correlation. Tsai et al. (2009)

use an association clustering algorithm to decompose a large set of items into groups

that experience correlation. They then adapt a heuristic from Silver (1974) to obtain
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the parameters of the (s, c, S) policy. Although we do not explicitly consider correlation,

our data-driven approach does not imply any assumptions on the underlying demand

distribution, which is why possible demand correlations are implicitly considered in the

determination of the policy parameters. While the above-mentioned publications allow

general (stationary) demand distributions, most other publications resort to Poisson or

compound Poisson demand distributions (Goyal & Satir, 1989; Khouja & Goyal, 2008).

In general, publications dealing with (s, c, S) policies assume backorders rather than

lost sales for any unfulfilled demand. Lost sales joint replenishment problems are scarce

(Bijvank & Vis, 2011) and lost sales (s, c, S) policies under stochastic demand have not

been investigated. Nagasawa et al. (2015) deal with lost sales and (s, c, S) policies,

but only under dynamic deterministic demand. Their heuristic approach based on a

genetic algorithm focuses on finding good values for the can-order level while assuming

that values for s and S are set exogenously. Nonetheless, their MILP formulation of

the problem has some similarities with our model in Section 4.3, although it neglects

uncertain demand and the simultaneous optimization of all policy parameters. None of

the above-mentioned literature on (s, c, S) policies includes batch sizes (i.e., case packs)

for order quantities. However, case packs, the lost sales environment and non-stationary

stochastic demand are dominating characteristics in retail (Hübner et al., 2013), which

is why the existing approaches cannot capture our problem setting.

Non-stationary stochastic demand has been dealt within a joint replenishment context

by applying the three heuristic strategies of static uncertainty, dynamic uncertainty and

static-dynamic uncertainty of Bookbinder and Tan (1988). The first strategy generates

decisions for the whole planning horizon and implements all of those prior to its start.

The second strategy generates and implements decisions only for each period individually

along the planning horizon. In a mixture of both, the third strategy generates decisions

for the whole time horizon before the start, but only implements the first period and

updates the remaining decisions on a rolling horizon basis. Martel et al. (1995) and Hua

et al. (2009) both use the static-dynamic uncertainty approach for a constrained multi-

item non-stationary demand setting. They suggest a stochastic programming approach,

which results in multiple static demand sub-problems. Both papers assume that the

plan does not need to be robust, but decisions can be revised at any time, which is not

applicable in our setting, where we want to keep the parameters of the inventory policy

robust. Also, minor setup costs are neglected. Tempelmeier and Hilger (2015) apply
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the static uncertainty approach, focusing on robust solutions. A MILP model to solve

the stochastic multiple-item capacitated lot-sizing problem is formulated. The model

includes β service level constraints and setup carry-overs. They also propose a fix &

optimize heuristic, where smaller sub-problems are solved and the results are merged to

obtain the solution of the original problem. Taube and Minner (2017a) (see also Chapter

3), use a data-driven approach for a retail-based non-stationary demand environment in

a three-echelon system. They assume an (R, S) policy where R constitutes the delivery

pattern and S the order-up-to level. Both policy parameters are determined by a data-

driven MILP model. As opposed to this, this chapter incorporates case pack sizes and

the BRE into the decision making and uses the (s, c, S, nq) policy.

4.2.2. Backroom Effect in Retail

Eroglu et al. (2013) determined an optimal (r,Q) replenishment policy while considering

the BRE. In their approach, the BRE is triggered by the overflow inventory. In order

to calculate the BRE cost, they determine the expected amount of overflow inventory

per order cycle (for a corrected derivation of the expected overflow term, see Atan &

Erkip, 2015) and multiply it with a fixed unit BRE cost. They assume that the overflow

costs are linear with the number of items. Their numerical study shows that ignoring

the BRE has negative effects on operational costs. Furthermore, a misalignment of case

pack size, shelf space and inventory control policy are causes of the BRE. In contrast to

Eroglu et al. (2013), we focus on an (s, c, S, nq) replenishment policy instead of an (r,Q)

policy while considering the backroom effect. We do so in order to capture the joint

replenishment problem. Another important contribution of our work is the inclusion of

the calculation of the inventory control parameters in the optimization process, i.e. in

the mixed integer linear program. Hence, the determination of the replenishment policy

is not based on the economic order quantity model, as in Eroglu et al. (2013).

Van Woensel et al. (2013) model (s, S, nq), (s, nq) and a mixture of both policies in a

retail setting where only batches (i.e. case packs) can be ordered. They consider handling

efforts and model the problem as a Markov decision process. They, however, focus on

a stationary single-item problem. In a similar setting, while considering equidistant

delivery patterns and case packs, Van Donselaar and Broekmeulen (2013) determine

safety stocks in a lost sales environment and an (R, S, nq) policy under a target fill
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rate. They improve an approximation of the fill rate by regression analysis to reduce

the approximation error.

In other single-item approaches, Sternbeck (2015) and Kuhn et al. (2015) demonstrate

the huge impact of the misalignment of case pack sizes when optimizing those, taking

the handling effort and backroom effect into account. Both assume an (R, s, nq) policy,

while Kuhn et al. (2015) optimize the relevant policy parameters along with the case

pack sizes by modeling a Markov decision process. Recently, Broekmeulen et al. (2017)

determine the location of unpacking a case pack (either in the warehouse or in the store)

and their underlying inventory policies. Those policies are (R, s, nq) for unpacking in

store and (R, s, S) for unpacking in the warehouse. The effects of both alternatives

on cost and especially handling effort are captured and single-item decisions are made.

They assume that customer demand is stationary in time, which does not reflect the

actual situation in retail (Ehrenthal et al., 2014; Taube & Minner, 2017a).

4.2.3. Data-driven Approach

Iyer and Schrage (1992) applied the so-called data-driven approach to find optimal con-

trol parameters for the deterministic (s, S) policy with a polynomial time algorithm.

The idea of this approach is to avoid the distribution fitting step and instead use his-

torical data samples as direct input for the optimization of the inventory control policy.

Note that the classical approach is to choose a theoretical distribution that describes the

historical sales data properly, then to estimate suitable parameters and thus fit the theo-

retical distribution to the sales data. Hence, the major advantage of the direct approach

is that there is no risk of an erroneous determination of the inventory control parameters

due to wrong distributional assumptions. Using the data-driven approach, historical de-

mand streams provide multiple samples of the target time horizon (e.g. several weeks).

Therefore, the optimized inventory control parameters are valid for all samples. For

example, assuming a reorder level of 20 on Mondays and a demand stream representing

10 samples (i.e. demand data of 10 weeks), the inventory level on all 10 Mondays is

examined and if the considered inventory level is less than 20, an order is triggered on

the respective Monday.

Sachs and Minner (2014) investigate the newsvendor problem under unobservable lost

sales and Beutel and Minner (2012) determine safety stocks, both publications using a
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data-driven approach. Taube and Minner (2017a) use the same approach to determine

delivery patterns and order-up-to levels with a mixed integer linear program based on

stochastic non-stationary demand. Further inventory planning problems are solved by

Bertsimas and Thiele (2006) with a robust linear programming formulation. They also

derived closed-form expressions for key parameters that define the optimal policy to

provide a deeper insight into the way uncertainty affects the optimal policy. Bertsimas

and Thiele (2014) provide a tutorial on how uncertainty sets can be obtained for robust

optimization using historical data. Other applications of data-driven approaches include,

e.g., Huh et al. (2011) for inventory control of censored demand data and Bertsimas and

Doan (2010) for call center staffing. To tackle overfitting in models using big data as an

input, Ban and Rudin (2014) introduce several machine learning methods and apply a

big data-driven newsvendor model to a nurse staffing problem.

4.3. Model Formulation

4.3.1. Assumptions

One retail store that is served by one warehouse with ample stock is considered. There is

one in-store backroom serving the shelves and storing overflow inventory. Arriving order

quantities in excess of available shelf capacity cause variable (minor) and fixed (major)

overflow costs. Ordering incurs major, minor and variable costs as in the general JRP.

Available stock in the store at the end of the period incurs holding cost and lost sales

cost occurs for any customer demand of a product the inventory level of which is not

sufficient. Products are assumed to be non-perishable.

As input for the model, a set V of samples representing different weeks of data are

used, whereby demand is assumed to be non-stationary over time and stochastic. The

data samples comprise historical demand data of commonly purchased products in a

retail store. An influence on future demand due to the retailer (e.g. advertising, re-

bates, promotions, etc.) or due to lost sales is excluded from the model. Also, trends

in the demand series are not explicitly considered. Order lead time, i.e. the elapsed

time between the placement of an order and its delivery, is zero, which means that the

replenishment order arrives before demand occurs. We assume that an order is placed

after the final inventory has been updated. Note that this final inventory is equal to the
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beginning inventory of the next period. The order arrives the next period before the

first demand occurs (e.g. via overnight shipment).

4.3.2. Sequence of Events

One sample v ∈ V consists of several periods t ∈ T and in the beginning of each period

t, the inventory level Iivt of an item i ∈ I is updated. Note that Iivt is also defined for

t = |T | + 1, i.e., for one additional period, to reflect the final inventory at the end of

the time horizon. Throughout the chapter, a sample v refers to one week and hence a

period t signifies a specific day within this sample week. If an order is triggered due to

the inventory control policy, i.e. the inventory level Iivt of a specific item i is below the

reorder point sit or can-order level cit, the order quantity is determined such that the

inventory is at least replenished to a predefined order-up-to level Sit.

The order incurs major setup costs SC, minor setup costs of sci per product and

variable ordering costs of pi per item. As the order lead time is zero, the delivery

immediately arrives at the store and is initially placed on the shelf and, if the shelf space

capacity capi is reached, in the backroom. This process causes a major overflow cost K

per overflow event. Furthermore, each item that is replenished to the shelf incurs a minor

overflow cost ki per unit. The two cost factors reflect the generally non-linear handling

costs in retail (Broekmeulen & Van Donselaar, 2004; Curşeu et al., 2008; Sternbeck &

Kuhn, 2014; Van Zelst et al., 2009). We assume that replenishments from the backroom

are made instantaneously so that any customer demand divt is satisfied while inventory

in the store is still available. Unmet demand livt is denoted as a lost sale and incurs a

penalty cost lsi per unit. As capital is tied up with store inventory (shelves + backroom),

holding costs hi per unit on hand arise at the end of each period t.

4.3.3. Calibration and Evaluation Based on a Data-driven Concept

The general concept for finding optimal inventory control parameters and subsequently

evaluating the replenishment policy based on the data-driven approach is shown in

Figure 4.1.

For the calibration, i.e. the calculation of the inventory control parameters, samples

representing multiple weeks are used as deterministic and direct input for the optimiza-

tion. Again, note that, as mentioned before, no distributional assumptions are made

100



4.3. Model Formulation

0

5

10

15

20

25

30

35

40

Mo Tu We Th Fr Sa Mo Tu We Th Fr Sa Mo Tu We Th Fr Sa Mo Tu We Th Fr Sa

Week 1 Week 2 Week 3 Week 4

S
al

es

Calibration Evaluation
Samples of multiple weeks

Inventory control 
policy

Direct input for 
MILP

Costs of 
Inventory 
system

Figure 4.1.: Example of calibration and evaluation based on a data-driven concept

and no demand distribution parameters are estimated. After the optimization process,

the determined parameters of the (s, c, S, nq) order policy are used for future inventory

management. During this process, which is called the evaluation, the inventory control

parameters are fixed and no revision is possible. At the end of the evaluation process, the

inventory system’s costs are obtained. This is done to ensure that the resulting average

weekly costs are estimated within a confidence bound. In practice, the assumption of

no revision can obviously be relaxed if the approach is implemented in a rolling horizon

fashion.

4.3.4. Mixed Integer Linear Program (MILP)

The decision variable Iivt captures the available store inventory (i.e. shelves + backroom)

for item i at the beginning of period t of sample v. The binary decision variable yivt

indicates whether or not an order is triggered by the reorder point sit. Orders take the

quantity nivt ·qi if the binary order variable uivt = 1. Here, nivt is an integer denoting the

ordered number of case packs with size qi. A binary decision variable Yvt is introduced in

order to denote a major ordering event, while the aforementioned variable uivt indicates
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a minor ordering event, regardless of whether this order has been triggered by the must-

order (s) or can-order point (c). Overflow inventory upon delivery arrival is denoted by

the decision variable wivt. The binary decision variable Zvt indicates whether a major

overflow cost due to overflow inventory upon arrival in period t of sample v is incurred

(Zvt = 1) or not (Zvt = 0). The satisfied demand of item i in period t of sample v is

captured by the decision variable bivt, and lost sales are depicted by the decision variable

livt. The actual number of periods is contained in set T . The determined reorder point

sit, can-order point cit and order-up-to level Sit of item i in period t are valid for all

samples. This ensures non-anticipativity of the approach, as the decisions are valid for

all uncertain outcomes and not individually revised in each sample.

Note that, throughout this chapter, the following MILP formulation is referred to as

the full model. In some of the constraints in the model, a sufficiently large number Mi is

needed. In order to be efficient and to enhance the performance of the model, this number

is set to the maximum of total demand over all samples, Mi := maxv∈V
⌈∑

t∈T divt/qi
⌉
·qi.

For an overview of the introduced notation see Table 4.1.

min
∑
i∈I

∑
v∈V

∑
t∈T

(pi · nivt · qi + sc · uivt + ki · wivt + lsi · livt)

+
∑
v∈V

∑
t∈T

(SC · Yvt +K · Zvt) +
∑
i∈I

∑
v∈V

∑
t∈T

hi · Iiv(t+1)

+
∑
v∈V

∑
i∈I

|T | · hi ·
∑
t∈T

(nivt · qi − bivt)

(4.1)

subject to

0 ≤
∑
t∈T

(nivt · qi − bivt) ≤Mi ∀i ∈ I, v ∈ V (4.2)

divt = bivt + livt ∀i ∈ I, v ∈ V, t ∈ T (4.3)

Iiv(t+1) = Iivt + nivt · qi − bivt ∀i ∈ I, v ∈ V, t ∈ T (4.4)

Iivt − sit + 1 ≤Mi · (1− yivt) ∀i ∈ I, v ∈ V, t ∈ T (4.5)

sit − Iivt ≤Mi · yivt ∀i ∈ I, v ∈ V, t ∈ T (4.6)
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Table 4.1.: Notation for the full model

Parameters

i ∈ I Items
t ∈ T Periods
v ∈ V Samples
SC Major setup costs
sci Minor setup costs of item i
ki Variable overflow costs of item i
K Major overflow costs
pi Variable costs of item i
hi Holding costs for item i
lsi Out-of-stock costs of item i

capi Shelf space capacity of item i
qi Casepack size of item i

divt Customer demand for item i in sample v and period t
Mi Sufficiently large number for item i

Decision variables

sit Reorder level of item i and period t
cit Can-order level of item i and period t
Sit Order-up-to level of item i and period t
Iivt Inventory level of item i at the beginning of period t in sample v
bivt Satisfied demand for item i in sample v and period t
livt Unmet demand for item i in sample v and period t
nivt Integer order quantity of casepacks for item i in sample v and period t
yivt Binary trigger of reorder level sit for item i in sample v and period t
uivt Binary trigger of minor ordering event for item i in sample v and period t
Yvt Binary trigger of major ordering event in sample v and period t
wivt Overflow quantity for item i in sample v and period t
Zvt Binary trigger of major overflow event in sample v and period t
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nivt ≤
Mi

qi
· uivt ∀i ∈ I, v ∈ V, t ∈ T (4.7)

uivt ≤ Yvt ∀i ∈ I, v ∈ V, t ∈ T (4.8)

Yvt ≥ yivt ∀i ∈ I, v ∈ V, t ∈ T (4.9)

Yvt ≤
∑
i∈I

yivt ∀v ∈ V, t ∈ T (4.10)

Iivt − cit + 1 ≤Mi · (1− uivt) ∀i ∈ I, v ∈ V, t ∈ T (4.11)

cit − Iivt ≤Mi · (1− Yvt + uivt) ∀i ∈ I, v ∈ V, t ∈ T (4.12)

Iivt + nivt · qi ≥ Sit −Mi · (1− uivt) ∀i ∈ I, v ∈ V, t ∈ T (4.13)

Iivt + nivt · qi ≤ (Sit + qi − 1) +Mi · (1− uivt) ∀i ∈ I, v ∈ V, t ∈ T (4.14)

wivt ≥
(
Iivt + nivt · qi − capi

)
−Mi · (1− uivt) ∀i ∈ I, v ∈ V, t ∈ T (4.15)

wivt ≤Mi · Zvt ∀i ∈ I, v ∈ V, t ∈ T (4.16)

Sit ≥ sit + 1 ∀i ∈ I, t ∈ T (4.17)

Sit ≥ cit + 1 ∀i ∈ I, t ∈ T (4.18)

sit ≤ cit ∀i ∈ I, t ∈ T (4.19)

nivt ∈ N0 ∀i ∈ I, v ∈ V, t ∈ T (4.20)

yivt, Yvt, uivt, Zvt ∈ {0, 1} ∀i ∈ I, v ∈ V, t ∈ T (4.21)

sit, cit, Sit, wivt, bivt, livt ≥ 0 ∀i ∈ I, v ∈ V, t ∈ T (4.22)

Iivt ≥ 0 ∀i ∈ I, v ∈ V, t ∈ {T, |T |+ 1} (4.23)

The objective function (4.1) includes the variable, minor and major ordering, minor

and major overflow, lost sales and holding cost. The holding costs are calculated based

on Iiv(t+1), which represents the final inventory of period t. The third row captures the

penalization of items ordered in excess of the sample’s total demand. We do so because

the cyclic formulation implies that this excess inventory is never used during the time

horizon and thus incurs holding costs for the whole time horizon. To determine the

initial inventory of item i, i.e. the inventory level in the beginning of the first period of

the sample v, a cyclical approach is introduced by (4.2). By this approach, the items
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ordered in excess of the total demand of the sample have to be larger than or equal

to zero. Thus, the initial inventory can only be smaller than or equal to the ending

inventory of the sample. (4.3) ensure that satisfied demand plus lost sales equal the

total customer demand. The calculation of the inventory at the end of period t, which

is the inventory in the beginning of period t+ 1, as mentioned before, is given in (4.4).

By this inventory balance constraint, the inventory in the beginning of period t + 1 is

defined as the sum of initial inventory level and order quantity less the satisfied demand

in period t. (4.5) and (4.6) determine whether or not an order is placed because the

inventory level is below the reorder level s. (4.7) places the upper bound on the order

quantity to either 0 if uivt = 0 or Mi/qi otherwise, thus representing the maximum of

total demanded case packs over all samples. In case of an order placement, (4.8) and

(4.9) indicate a major ordering event. Note that items can only be jointly replenished

if and only if an order of at least one item is already scheduled in the respective period

due to (4.10). (4.11) and (4.12) indicate whether this specific product is going to be

replenished if the inventory level is below the can-order level cit and an order is placed

anyway (Yvt = 1). Whenever a product is replenished, the ordered amount, which is an

integer multiple of the case pack size, has to result in an inventory position equal to or

greater than the order-up-to level, but less than the order-up-to level plus one case pack

size; otherwise the order quantity is zero as stated in (4.13) and (4.14). (4.13) forces

the order quantity to raise Iivt over Sit, while (4.14) ensures that Iivt does not exceed

Sit + qi − 1. Upon delivery, potential overflow inventory that does not fit on the shelf is

determined by (4.15). If overflow inventory arises in a period, a major overflow cost is

denoted by (4.16). To guarantee that the order quantity is always greater than zero in

the case of a replenishment, (4.17) and (4.18) ensure that the order-up-to level is strictly

greater than the reorder and can-order level. (4.19) assures that the can-order level is

at or above the reorder level s. At last, integer variables including the number zero are

defined in (4.20), binary variables are depicted in (4.21) and nonzero variables are listed

in (4.22) and (4.23).

Remark: The formulation can be extended to consider a constant positive lead time

L < |T |. To do so, the net inventory Iivt has to be calculated by exchanging nivt in (4.4)

with nitλ(v−L), where λ(a) =

{
a if a ≤ 0

|T | − a if a < 0
. Due to our cyclic approach, the

period shift operator λ is needed, as it allows orders from the previous cycle to arrive in
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the current cycle. The inventory position can then be defined as Iivt+
∑L−1

r=1 nitλ(v−r) · qi,
which needs to be exchanged with Iivt in (4.1), (4.5)–(4.6) and (4.11)–(4.14).

4.3.5. Valuation Models

In order to quantify the performance of the full model and the respective inventory

control policy, additional valuation models are formulated. A model that does not take

the costs of overflow inventory into account during the optimization process (NoBRE),

a model that is based on a single sample of expected daily demands and a safety stock

(NoDD) and a model that does not consider the joint replenishment problem and uses

an (s, S, nq) policy (NoJRP).

4.3.5.1. Model Without Backroom Effect (NoBRE)

As the BRE may have a significant influence on the performance of an inventory control

policy, a valuation model has been developed in order to investigate to what extent

the implementation of this effect enhances the performance of the full model and the

corresponding (s, c, S, nq) policy.

The difference between this and the full model of Subsection 4.3.4 is that NoBRE

does not consider the BRE, i.e. the overflow inventory and the respective costs, during

the optimization process. ki and K are set to zero, the decision variables wivt and Zvt

and constraints (4.15) and (4.16) concerning the overflow inventory are excluded from

the model. However, the backroom costs are determined in the post-processing in order

to calculate the total cost caused by the replenishment policy during evaluation.

4.3.5.2. Model Without Data-driven Approach (NoDD)

By this valuation model, the inventory control policy is determined without the data-

driven approach. In contrast to the data-driven approach, which uses the data of several

weeks as direct input for the optimization, the demand input for NoDD is now expressed

for one week based on averages over all samples. Therefore, before the optimization

process, the mean demand d̄it of item i in period t is calculated as

d̄it =
1

|V |
·
∑
v∈V

divt ∀i ∈ I, t ∈ T.
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d̄it is used instead of divt in the model formulation, while all other decision variables

and constraints are treated as being applied in a setting with one sample. Additionally,

we introduce

Ii1t ≥ γ · d̄it ∀i ∈ I, t ∈ T. (4.24)

(4.24) is a safety stock constraint, which ensures that at least a given multiple γ of each

period’s demand is available in the inventory at the beginning of each period.

Furthermore, this approach is compared to the following safety stock constraint

Ii1t ≥ γ · qi ∀i ∈ I, t ∈ T. (4.25)

(4.25) ensures that at least a given multiple γ of the case pack size of a product is

available in inventory at the beginning of each period.

Note that, in the following, the model including (4.24) is referred to as NoDD(1) and

the model including (4.25) as NoDD(2).

4.3.5.3. Model Without Joint Replenishment (NoJRP)

To quantify the possible cost savings due to a joint order policy, a valuation model

that only determines a reorder level sit and an order-up-to level Sit as inventory control

parameters has been developed, the result of which is an (s, S, nq) policy. Thus, the

order policy provided by this model only schedules a joint replenishment by chance if it

is optimal to order for each item individually.

The objective function in this case does not consider orders triggered by a can-order

level cit. Consequently, (4.11) - (4.12) and variable cit of the full model have been

removed.

4.4. Numerical Study

The different models are investigated and compared with each other in order to answer

the following questions: Is it advisable to include the BRE in the optimization process?

How much can performance increase by considering stochasticity via the data-driven

approach? In what cases does the (s, c, S, nq) outperform the (s, S, nq) policy? Moreover,
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the problem characteristics are varied to observe potential influences on the performances

of the different approaches.

All models for the calibration and all algorithms for the evaluation have been imple-

mented in FICO Xpress IVE (Version 7.9). A 64-bit system with an Intel Xeon CPU

with 2.60 GHz and 8 cores was used to conduct the experiments.

4.4.1. Data Instances

To create test data, we first fix the time horizon to six periods, representing a week of

six working days from Monday to Saturday. Then we set the mean demand µi for each

item i as a uniform random value of the interval [1, 100] and for the case pack size qi of

the interval [1, 32]. We determine the standard deviation by the coefficient of variation

(CV), which we vary over the instances, with CV = 0.3, 0.5, 0.7. Based on this, the

standard deviations σi for all items can be calculated as σi = µi · CV.
Additionally, in order to represent seasonality within the week, seasonal factors ft for

each period t are considered in the data generation process. These factors are deduced

by using averages of information about sales seasonality from different publications (see

Table 4.2). A general formula to calculate the seasonal factor of a specific item, given

the daily mean demand over all periods µ and the period related mean demand µt, is

given by ft = µt
µ

.

Table 4.2.: Comparison of daily sales fraction in retail literature (in %)

Day of the week Mon Tue Wed Thu Fri Sat

Van Donselaar et al. (2010) 11.0 11.0 13.0 18.0 27.0 20.0
Van Donselaar et al. (2006) 12.0 11.0 12.0 16.0 26.0 23.0
Gaur and Fisher (2004) 12.7 12.5 13.5 16.7 18.3 26.4
Brijs et al. (1999) 14.0 13.0 13.0 19.0 22.0 19.0
East et al. (1994) 10.3 11.3 12.4 19.6 24.7 21.7
Kahn and Schmittlein (1989) 14.1 14.3 15.3 17.8 19.7 18.8
Rounded average 12.3 12.2 13.2 17.9 22.9 21.5

Data estimated from graphics or tables in respective publications.

To reflect the varying values for µit = µi · fit and σi and the necessity to consider

discrete distribution functions to generate the demand, we apply the approach of Adan
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et al. (1995). This approach chooses a suitable discrete distribution function (Fit) that

matches the first two moments for every item i and period t.

Having these distribution functions, we draw random demand values based on two

different sampling approaches: Monte-Carlo sampling and Descriptive sampling. In the

Monte-Carlo sampling, we draw a uniform random value from the interval [0, 1] for each

sample v, i.e. ZMivt ∼ U [0, 1]. In the Descriptive sampling approach of Saliby (1990),

we proceed for each item i and period t individually. We first create |V | values ZDv ,

representing equally spaced points on [0, 1], i.e. ZDv = v
|V |+1

. We use the deterministic

set ZD and randomize the sequence, i.e., we shuffle those values, for each item i and

t separately, which results in ZDivt = ZDΘ(v) ∀i ∈ I, t ∈ T , where Θ(v) is the shuffling

operator. Having both, ZMivt and ZDivt, we create the individual demand values by using

the inverse transformation method, i.e. we get the smallest value of the distribution

function, larger than or equal to Zivt, i.e., divt = arg min{x = 0, 1, 2, . . . : Fit(x) ≥ Zivt}.
Remark: To operationalize the sampling approaches in practice, one would use the

point of sales data for all products and periods as datasets Dit of the daily demand. For

both approaches, ZMivt and ZDivt are constructed as explained above. Then the datasets Dit
have to be ordered by the demand values in ascending order. From these ordered sets, the

values corresponding to Zivt are found in a similar way as in the inverse transformation

method by finding the xth entry that covers a cumulated percentage of the historical

demands that is at least as high as Zivt. Thus, divt = arg min{x = 0, 1, 2, . . . : x/|Dit| ≥
Zivt}, where |Dit| is the cardinality of set Dit.

Eroglu et al. (2011) show that retailers in practice often express the shelf space for a

product as a multiple of the case pack size and that they use a typical shelf-space-to-

case-pack ratio of 1.5. Hence, we set the shelf space size capi to 1.5 · qi in our numerical

study.

To determine the values of major and minor setup costs, we use the average fix costs

per order A as a parameter, which we vary by setting A = 5, 10 in the experiment.

Based on A, the minor and major setup costs can be derived. In order to get there,

we have to consider the ratio between major and minor set-up cost (MSR), defined as

another parameter of the numerical study. We set

sc = (1−MSR) · A
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and

SC = MSR · |I| · A,

where |I| represents the cardinality of set I, i.e. the number of products.

The major overflow costs are set to K = SC. For all other remaining cost values

we sample from a normal distribution with mean values adapted from Broekmeulen et

al. (2017) and a CV of 0.2. Thus, we set the mean holding cost to h = 0.25 Euro/year

= 0.0007 Euro/day, the mean lost sales penalty to ls = 0.275 Euro and the mean variable

order cost and mean variable overflow cost to p = k = 0.03 Euro.

Lastly, we vary the safety stock parameter γ for both model variants without the

data-driven approach (NoDD(1) and NoDD(2)) between the values 1, 2, . . . , 10.

We summarize the parameter variation in Table 4.3, which takes place in a full factorial

design over all models introduced before (i.e., Full, NoBRE, NoDD, NoJRP ).

Table 4.3.: Parameter variation

Parameter Values

Number of items |I| 5 10 15
Number of samples |V | 10 20 30

CV 0.3 0.5 0.7
A 5 10

MSR 0.3 0.6
Sampling method Monte-Carlo Descriptive

Safety stock factor γ (only NoDD) 1, 2, . . . , 6

In addition to this full factorial design, runs with 50 and 100 items are done in order

to give insight into the scalability of our approach. For those runs, we set the average

fix costs per order A to 10, the number of samples to 30, the coefficient of variation CV

to 0.5 and the ratio between minor and major setup cost MSR to 0.3. As sampling

method, we use Descriptive sampling.

4.4.2. Results

The solver has a time limit of 3, 600 seconds for the full-factorial numerical study and has

a time limit of 24 hours for the large instances with 50 and 100 items. First, the full and

valuation models are executed in order to determine inventory control parameters for
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each instance during calibration. In order to compare the performance of the inventory

control policies, the respective inventory system’s average weekly costs are simulated

during the evaluation phase. The evaluation is done on a large number of additional

Monte-Carlo generated samples, to receive results, which are unbiased by a potential

over-fitting during calibration. To guarantee the significance of the received solutions,

the number of simulated weeks (sample size ρ) for each instance is determined such that

a 95 % (1 − α = 0.95) confidence interval based on the standard normal distribution

N (0, 1) (as all sample sizes ρ are > 31) is formed with a tolerance of ε = 1 % (Law,

2015). For the large instances, we specified a maximum number of simulated weeks of

20,960 for tests with 50 items and of 10,480 for tests with 100 items.

4.4.2.1. Overall Performance

To give the reader a first impression, we provide the 25 % quantile, median, mean and

75 % quantile of the relative cost increase regarding the valuation models against the

full model over all instances in Table 4.4. For the NoDD model, we show the values for

the best γ value as is later investigated in Section 4.4.2.3.

Table 4.4.: Cost increase of all valuation models against the full model (in %)

NoBRE NoDD(1) (best) NoDD(2) (best) NoJRP

25 % quantile −3.36 31.66 40.01 9.45
Median 0.96 53.23 54.92 17.99
Mean 1.54 55.95 58.43 20.85

75 % quantile 6.25 76.52 73.65 29.64

One can assess that including the BRE, using the data-driven approach and using the

JRP approach have in common that they all have a positive influence on the median.

Note that, as we can see in the 25 % quantile for NoBRE, there are instances where the

full model does not improve the outcome. This indicates that the performance of the

full model is dependent on the instance characteristics. Note that this refers to the out-

of-sample performance. In the subsequent sections, we will investigate those outcomes

in more detail and explain the influences on the performance of the full model.
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4.4.2.2. Impact of the Backroom Effect

In order to answer the question if it is promising to include the BRE in the optimiza-

tion process, Figure 4.2 shows the median inventory system’s cost differences caused by

neglecting the backroom effect (model NoBRE).
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Figure 4.2.: Median of the cost increase due to the BRE

The first observation is the small cost increase of the NoBRE model for MSR = 0.3

and A = 10. In this setup, the minor setup cost is as high as possible and, thus, the

advantage of joint product orders fades as products are more likely ordered when it is

optimal for them. As a result, the products are frequently stored directly on the shelves

and less often in the backroom.

A general increase of the cost benefit for the full model can be observed when MSR

rises. A rise in this value leads to higher major setup and in turn higher major overflow

costs, as K = SC. As the full model is able to reduce the overflow occurrences in
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comparison with NoBRE, also the savings of the full model against NoBRE regarding

the overflow costs and subsequently the relative cost difference rises with a rising MSR

value.

4.4.2.3. Impact of the Data-Driven Approach

Regarding the data-driven approach, we first show the impact of the safety stock level to

be set. In Table 4.5 and Table 4.6, the 25 % quantile, median, mean and 75 % quantile

are shown for various levels of the safety stock factor γ.

Table 4.5.: Cost increases of NoDD(1) depending on γ (in percent)

γ
Quantile 1 2 3 4 5 6 7 8 9 10

25 % 31.66 34.03 43.44 53.83 47.34 67.36 78.90 87.52 94.33 101.47
Median 53.23 54.48 64.18 75.83 62.97 79.31 88.81 97.24 105.50 112.81
Mean 55.95 57.89 63.82 70.38 61.25 78.80 89.22 98.38 105.26 112.48
75% 76.52 76.75 83.40 94.02 78.32 89.91 99.44 110.30 118.67 126.39

Table 4.6.: Cost increases of NoDD(2) depending on γ (in percent)

γ
Quantile 1 2 3 4 5 6 7 8 9 10

25% 40.01 44.57 38.05 36.79 37.41 42.68 45.28 49.02 51.31 55.53
Median 54.92 64.39 57.82 56.09 56.46 65.10 67.95 70.61 72.62 77.16
Mean 58.43 70.69 64.93 64.80 65.07 69.26 72.34 76.30 77.83 82.56
75% 73.65 93.53 89.13 88.78 89.99 91.76 94.52 99.40 100.12 105.60

Observing the impact of γ, the best results are achieved with a value of γ = 1 in

both cases. And comparing both tables, it seems that NoDD(1) renders slightly better

results in this case when looking at the median and the mean. But even then, the

median of the cost increase lies at 53.23 %, thus we can observe a huge cost impact.

Another interesting observation is the variance in the cost impact across all γ values.

This variance can be explained by the cost trade-off of the fixed γ for all products. As

γ is not product-specific, the safety stocks are likely to be too high for some and too

low for some other products. As γ is varied, the resulting lost-sales costs are impacted.
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In addition, the holding costs incurred by safety stocks also have an impact on the joint

replenishment, as products might be ordered less (more) often by the model when γ

changes. This cost trade-off is individual for every product and hence the cost behavior

in regard to γ is non-monotonic.

When looking at Table 4.6, we see that the variance of the cost impact across all γ

values is far smaller. In this case, the safety stocks are more adapted to the products as

the γ values are tied to the case pack size. This, hence, has a remarkable influence on

the variance of the cost impact.

We analyze the drivers of this cost difference in Figure 4.3, where we show the median

cost increase of the best NoDD model (NoDD(1) with γ = 1) in relation to the number

of samples used and the value for the average fix cost A.
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Figure 4.3.: Median of the cost increase of the best NoDD setup (NoDD(1) with γ = 1)
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As expected, the cost increase by the NoDD model is, in general, reinforced by the

number of samples. With a larger number of samples the full model is able to incorporate

more information regarding the true demand distribution into the decision making than

the NoDD model, which is not able to use that information as it is only using the mean

demand values per period. Hence, major cost savings can be realized with a high number

of samples. A similar rise in cost can be observed for an increase in the value for A. An

investigation of the order behavior of the NoDD model reveals that order fixed costs

and thus the number of orders are much higher than in the full model. As information

regarding the samples is missing, the parameters of the (s, c, S, nq) policy are not set in

such a way that they would appropriately minimize the fixed order costs. This goes hand

in hand with the findings regarding the NoJRP model in the next section. Basically, a

larger CV also yields a larger cost benefit for the data-driven model. This is due to the

fact that the information on the mean loses value for cases with a large CV . In those

cases, demands representing the tails of the distribution occur more often, which have a

huge cost impact, especially due to the resulting lost sales.

4.4.2.4. Impact of the Can-order Policy

Figure 4.4 shows the cost differences between the (s, c, S, nq) policy of the full model

and the (s, S, nq) policy of the NoJRP model, again in relation to the number of samples

used and the value for the average fixed costs A.

A can-order-policy offers advantages over an (s, S, nq) policy, which increases with A,

the number of products and, in general, with an increasing number of samples. In order

to be able to render a benefit from the (s, c, S, nq) approach, joint product orders have

to be possible. This is why an increasing number of products also shows an increase in

costs for the NoJRP model. Furthermore, the (s, c, S, nq) primarily aims at achieving

a saving in the fixed costs due to the JRP characteristics. Hence, a larger value for A

promises a bigger cost saving potential. The full model needs more samples in order

to provide good parameter values, which is logical as it needs to optimize one more

parameter than the (s, S, nq) model. This is why savings are the largest if the number

of samples is high.

Another interesting observation can be made when we look at the overflow and order

setup costs of NoJRP and compare them to the full model. We observe two effects. As

expected, major setup costs rise within NoJRP by a significant amount (94.8 %), as the
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Figure 4.4.: Median of the cost increase of NoJRP

approach does not coordinate the ordering between the products. On the other hand,

minor overflow costs are reduced by 0.7 %. The larger minor overflow in the (s, c, S, nq)

model can be explained by the fact that orders are advanced for some products in the

can-order policy, which might exceed the allocated shelf space on an item-level. However,

major overflow costs are again 94.94 % higher in the (s, S, nq) model, because there is,

again, no coordinating effect. In total, overflow costs are 37.7 % larger in NoJRP . By

focusing on the JRP, we reduce both major setup and major overflow costs. NoBRE

already reduces the major overflow costs by 46.9 % over the results of NoJRP , although

it does not consider the BRE during optimization.
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4.4.2.5. Optimality Gap

Figure 4.5 shows the average optimality gap of the full model within the time limit of

3,600 seconds for the solver and across all instances of the full-factorial numerical study.

Figure 4.5.: Average optimality gap of the full model
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It is quite clear that the solver needs more runtime as the problem complexity in-

creases. Obviously, the average optimality gap rises with a larger number of samples

since the full model has to incorporate more information regarding the true demand

distribution into the decision making. An increase in the number of products also leads

to a higher optimality gap, because the solver has to determine more parameters. How-

ever, optimality gaps rise linearly rather than exponentially in the number of samples

and products. For instance, for 30 samples, when we triple the number of products from

5 to 15, the optimality gap only rises from an average of 4.4 % to 6 %. This makes the

model attractive for the application to large-scale settings.
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4.4.2.6. Scalability of the approach

In order to gain insight into the scalability of the proposed approach, additional runs

with 50 and 100 items were executed. The results of the runs are depicted in Table 4.7,

which shows the optimality gap of the full model and the cost increases of all valuation

models against the full model.

Table 4.7.: Optimality gap of full model and cost increases of valuation models against
the full model for the large instances (in %)

Products
Optimality

Gap
Full Model

NoBRE
NoDD(1)

best
(γ = 2)

NoDD(2)
best

(γ = 4)
NoJRP

50 8.55 11.93 72.81 90.24 46.76
100 11.72 9.74 73.94 60.82 40.58

As we can see, the full model performs significantly better than before, in almost

all cases, when we compare the results of the median of the cost increases shown in

Table 4.4. Especially the cost increases of the NoBRE and NoJRP model are remark-

able. However, these results are what we expected since, with an increasing number of

products, the operational complexity of coordinating orders rises and the (s, c, S, nq) ap-

proach can display its advantages. As already described in one of the previous sections,

an increase of the assortment of a retailer is beneficial to the (s, c, S, nq) policy because

more products can be jointly ordered and, hence, major setup costs can be saved.

Moreover, the optimality gap only moderately increases. When the number of prod-

ucts is doubled from 50 to 100, the optimality gap increases only by 3.2 %-points.

4.5. Conclusion

In this chapter, a data-driven approach is applied in order to calculate inventory control

parameters for retail stores. The demand is assumed to be stochastic and non-stationary.

Furthermore, with the introduction of the backroom effect into the decision making, the

double handling of goods in the store is considered. Finally, a new approach is provided

to calculate the parameters for the (s, c, S, nq) inventory control policy. To eliminate

assumptions on the size of the initial inventory, a cyclical approach is included in the

118



4.5. Conclusion

mathematical model, which sets the initial inventory level as part of the optimization

process.

The numerical study showed that considering the backroom effect leads to cost savings

with a median of 0.96 %. Furthermore, it is evident that including the stochasticity into

the problem solving is a necessity, as cost reductions with a median of 53.23 % are

achieved when we apply the data-driven approach as opposed to optimizing the policy

based on just one sample representing average daily demands, even if safety stocks are

assumed. Further outcomes of the numerical study are the implications derived from

using the (s, c, S, nq) can-order policy, rather than an (s, S, nq) policy. Improvements in

the inventory management performance with a median of 17.99 % are possible.

Moreover, we observed that the approach can cover a large number of products because

the complexity, which is indicated by the average optimality gap at termination, rises

linearly.

As an interesting research field, the effect of including the determination of the case

pack size and the shelf space capacity in the optimization process of the retailer could

be worth investigating. The consideration of the backroom effect in the mathematical

model while assuming non-linear variable overflow cost, as assumed in Sternbeck and

Kuhn (2014) might also render promising results. Another worthwhile approach might

be to introduce the product location into the mixed integer linear program, as it has an

influence on the handling effort and hence is part of the backroom effect. Furthermore,

food retail struggles with perishability of products, which in turn has a huge effect on the

best order policy in the joint replenishment problem (Kouki et al., 2016) and might be

dependent on consumer preference behavior (Amorim et al., 2014). Also for this kind of

products the inclusion of the backroom effect into the decision making should be taken

into account.

One limitation of our approach is the assumption that replenishments from the back-

room to the shelf happen instantaneously. As Corsten and Gruen (2003) point out

backrooms are poorly organized in reality and thus it is likely that products are not

found or replenishments to the shelf are scheduled at later times of the day when a

stock-out on the shelf already occurred earlier. One could include these effects in the

model formulation by defining intra-day schedules for in-store replenishments (see Taube

& Minner, 2017a) or reduce the amount of overflow inventory to be usable for demand

by a certain probability of availability on the shelf.
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Chapter 5.

Resequencing mixed-model assembly

lines with restoration to customer

orders

We consider a supplier who delivers modules to an original equipment manufacturer

(OEM) just-in-time and just-in-sequence. Production at the supplier is done via a mixed-

model assembly line. The time between knowing the OEM sequence and delivering the

finished workpieces to the OEM is small. Nonetheless, resequencing for the mixed-model

assembly line at the supplier might be advantageous under various objectives such as

workload balancing, leveling of materials consumption or color batching. However, if

resequencing is done, the effort to restore the original OEM sequence should be small

to achieve this in time. We propose a model for optimizing resequencing under the

condition that restoring the original sequence is achieved via a first-in-first-out (FIFO)

strategy, where workpieces are stored in mix banks at the end of production and only

the workpieces at the front of those banks have to be dispatched in order to rebuild the

original sequence. The model is the combination of an assignment or traveling salesman

and a vehicle routing problem. We adapt the load balancing, material leveling, and

color batching problem from the sequencing literature to our formulation and present

numerical results derived from a controlled testbed. They show that, compared to

producing the OEM sequence as-is, huge savings in the objective values (> 50 % on

average), are made. Furthermore, a limited look-ahead approach leads to good solutions

in just a small number of seconds, even for large scale problems.
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5.1. Introduction

In order to cope with the ever increasing number of product variants, while maintaining

high output volumes, mixed-model assembly lines have prevailed to allow for mass-

customization. In mixed-model assembly lines, the sequencing of workpieces has a huge

impact on the flow through the assembly system (Boysen et al., 2009b). Mixed-model

assembly lines in general (see Boysen et al., 2009a) and the corresponding sequencing

problem in particular (see Boysen et al., 2009b) have been researched quite extensively.

The problem of resequencing, i.e., the altering of a given sequence in order to facilitate

production, has gained importance, either with the intent of coping with disruptions of

the target sequence during production or to actively change the sequence to facilitate

production.

The problem analyzed in this chapter deals with (first-tier) module suppliers delivering

just-in-sequence (JIS) to their customer (in most cases the original equipment manufac-

turer (OEM)) by producing on a mixed-model assembly line. As they have to deliver

a sequence given prior to production start, this sequence normally also determines the

flow through the mixed-model assembly line of the module supplier (Islamoglu et al.,

2014).

However, in most cases, flows in the OEM production do not take the production

flow of the suppliers into account (Fredriksson, 2006). It would be beneficial to alter

this sequence during assembly at the supplier to balance the load, to level material

consumption or to reduce the number of setups (e.g., color changes) in the same way as

is done with the sequencing decisions made for the OEM assembly. An alteration of the

given sequence, on the other hand, leads to the necessity of restoring the sequence given

by the OEM after assembly is finished, as e.g., in the box assembly line in Islamoglu

et al. (2014). This might require a considerable searching and rearranging effort, while

the time between notification of the OEM sequence and delivery to the OEM is minimal

(Doran, 2001, 2002; Fredriksson, 2006; Meyr, 2004; Swaminathan & Nitsch, 2007).

Within this setting we suggest to engage in a resequencing decision to optimize the

production flow for the supplier under several objectives. Still, we take into account

that sequence restoration has to be efficient to make the approach practically viable.

We motivate our setting and the objectives of load balancing, material leveling and

color batching by our experience from several applied projects at different divisions of

122



5.1. Introduction

a first tier automotive supplier producing major modules just-in-sequence for OEMs.

Modules, such as, e.g., car seats, are likely to be supplied JIS within a small time frame

(e.g., 3 hours production window in Doran (2002), 5 hours information lead time in

Swaminathan and Nitsch (2007)), which makes it paramount to keep the restoration of

the OEM sequence in a possible resequencing as efficient as possible. Other even more

complex applications of JIS supply are given by other module suppliers, with e.g., over

10, 000 cockpit variations for the production of the Smart (Chick et al., 2014; Doran,

2002).

Each module, in general, has a variety of options and a large number of parts, which

highly affect assembly operations (Islamoglu et al., 2014) and JIS suppliers are, in gen-

eral, likely to face varying task times in a mixed model assembly line (see Swaminathan

& Nitsch, 2007). That task times and material consumption vary during the module

production from one workpiece to the next can also be observed in the examples of the

production of a dashboard module in Agnetis et al. (1997) and of front-end modules in

Islamoglu et al. (2014). This variance of task times and material consumption during

assembly is the basic motivation for the load balancing and material leveling objective.

While suppliers might have to deal with different colors in a paint shop, also setup

operations in between different product types might take place (e.g., readjustments of

machines), both leading to settings like in the color batching objective of our model.

We propose a mixed integer linear program (MILP) model that alters the sequence

given by the OEM in order to find a more favorable one for assembly, whilst considering

that workpieces are placed on so-called mix banks, from where the original sequence

can be restored without much effort by applying a first-in-first-out (FIFO) principle (see

Figure 5.1). The system starts with the assembly line, where workpieces are subsequently

processed. At the end of the assembly line, a finished workpiece is moved to one of

several mix banks. We define mix banks (or selectivity banks, storage lanes, line storage

system) as several (parallel) lines, where each of them has a distinguished capacity to

store workpieces with workpieces entering and leaving the system on a FIFO basis. While

the technical definition does not differ from existing approaches such as (Boysen et al.,

2012; Boysen & Zenker, 2013; Choi & Shin, 1997; Spieckermann et al., 2004; Sun et al.,

2015), we use the mix banks as a temporal storage in front of the outbound, rather than

in front of a subsequent production step (such as, e.g., a paint shop). We implement

three of the most common problems in sequencing/resequencing (Boysen et al., 2009b,
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Figure 5.1.: Resequencing and sorting example for an OEM sequence 1-2-3-4-...-10

2012), namely the load balancing, the material leveling and the color batching problem.

The first part of the model comprises the sequencing on the assembly line (see the

upstream sequence in Figure 5.1) and is modeled either by an assignment problem (AP)

or a traveling salesman problem (TSP). We use both formulations as the AP formulation

is necessary for the material leveling and the TSP formulation is necessary for the color

batching problem. For the load balancing problem, both formulations could be applied,

however, the AP formulation yields better performance. We furthermore propose a

limited look-ahead heuristic for all model variants to reduce computational complexity

and be able to solve large-scale problems.

In order to investigate the behavior of the different model formulations and their sav-

ings potential in an operational setting, we set up a numerical study on a controlled

testbed. The contribution of this chapter lies in the introduction of a new relevant

problem setting, a model formulation adaptable to multiple objectives and a solution

approach for solving problems of practice-relevant size. In particular, to support config-

uration and organizational decisions, we provide insights to the following questions:
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• (RQ1): What is the benefit of applying resequencing for the supplier in terms of

the three objectives?

• (RQ2): How does the design of the mix banks (number and capacity) influence

the achievable savings?

• (RQ3): How well does the limited lookahead approach scale for a setting of prac-

tical size?

• (RQ4): How do changes in the operational parameters affect savings, i.e., under

what circumstances is a resequencing approach more/less beneficial?

The chapter is structured as follows. In Section 5.2, we give an overview of the relevant

resequencing literature. The core module of the model (the sequencing and sorting) and

the different objectives are presented in Section 5.3 and tested on a controlled data set

in Section 5.4. The chapter concludes in Section 5.5 with a summary and outlook for

further research.

5.2. Literature Review

The literature regarding resequencing in mixed model assembly lines has been reviewed

by Boysen et al. (2012). Based on their classification, we find our problem setting to be a

physical pro-active resequencing with mix banks. The physical resequencing, as opposed

to the virtual resequencing, actually shifts workpieces to create a new sequence during

assembly. The virtual resequencing, on the other hand, reassigns customer orders to

workpieces that are physically identical but does not alter the physical sequence during

assembly (e.g., Inman & Schmeling, 2003). As we use the model to determine the best

sequence for assembly, we do so pro-actively to achieve a certain goal as we are not only

restoring a given sequence that has been distorted before (e.g., Boywitz et al., 2016).

Lastly, we are using mix banks (or selectivity banks, storage lanes) as a buffer, which

allows the storage and retrieval of workpieces in a FIFO manner on parallel lanes (e.g,

Boysen & Zenker, 2013; Boywitz et al., 2016; Choi & Shin, 1997; Ding & Sun, 2004;

Spieckermann et al., 2004; Valero-Herrero et al., 2014). Alternatively, pull-off tables

extract workpieces from a given sequence and re-enter them into the sequence at a later

point (e.g, Boysen et al., 2010; Gujjula & Günther, 2009; Lahmar & Benjaafar, 2007;
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Lahmar et al., 2003) and automatic storage/retrieval systems allow for a fully flexible

assignment and retrieval of workpieces (e.g, Ding & Sun, 2004; Inman & Schmeling,

2003).

We decide to use mix banks for our approach because of their widespread usage in

the industry and their low implementation cost (Spieckermann et al., 2004). Pull-off

tables require a more complex logic for moving workpieces into the pull-off table and

reinserting them into the sequence at a later point. With mix banks, we only need to

decide on which mix bank to put the next workpiece, as the retrieval sequence is given

by the smallest index of all workpieces in the front of the mix banks. Also, Boysen et al.

(2012) point out that mix banks, in particular, have suffered from considerable neglect

in the operational resequencing literature.

The pro-active resequencing carried out to achieve a better flow during assembly has

only attained little focus. Most dominantly, publications have dealt with the color

batching problem, where sequences that minimize the number of color changeovers in

a downstream paint shop are created. Exact approaches based on mixed-integer linear

programs were introduced by Spieckermann et al. (2004) and Ding and Sun (2004).

Epping and Hochstättler (2003) present a dynamic programming approach inspired from

molecular biology. Heuristic approaches regarding rules for placement and retrieval of

workpieces can be found in e.g., Sun et al. (2015). The aforementioned publications

have in common that mix banks are used, same as in our setting. Other publications

regarding the paint shop problem predominantly deal with pull-off tables (e.g, Lahmar

& Benjaafar, 2007; Lahmar et al., 2003; Lim & Xu, 2009).

To achieve a more balanced load on the workstations, Franz et al. (2014) present a

MILP and heuristic approaches to minimize the number of overload situations. Their

problem consists of a set of unblocked orders that have to be inserted into a given segment

of an existing sequence, therefore they do not consider the resequencing potential of the

existing sequence. A combined optimization of overload situations and the effort for

rescheduling workpieces is tackled by Gujjula and Günther (2009). The authors also

face JIS constraints, however, from the point of view of the OEM who receives materials

from the supplier JIS and thus cannot alter an initially provided sequence too much

during the course of production. Also, the rescheduling is done via pull-off tables, rather

than mix banks.

The material leveling objective smooths material consumption during production.
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Deviations of the cumulated material consumption from a targeted average consumption

are to be minimized. Under consideration of limited resequencing capabilities, Boysen

et al. (2010) investigate this problem, considering pull-off tables, and present exact and

heuristic solution approaches. Based on heuristic rules, Choi and Shin (1997) deal with

the material leveling goal (amongst others), when mix banks are in place.

The car sequencing problem predefines rules and minimizes the violations of these

rules. These sequencing rules (denoted by Ho : No) define that a certain attribute

o (e.g., a labor intensive operation) is not to be repeated more than Ho times in No

subsequent cars of the sequence. Boysen et al. (2011) use pull-off tables and Boysen

and Zenker (2013) use mix banks as a buffer and provide MILP formulations and a

decomposition algorithm to solve the problem. Valero-Herrero et al. (2014) consider the

car resequencing problem using mix banks and formulate several rules for placing and

releasing workpieces. They evaluate the rules by discrete event simulation.

All of the aforementioned approaches have in common that a given sequence upstream

of the buffers is resequenced to produce one new sequence downstream. The problem

setting differs to ours as we produce a new sequence upstream of the mix banks and

restore the original sequence downstream of the mix banks. Also, in the models above,

the consideration of restoring the original sequence does not take place and is in general

rarely considered (Ding & Sun, 2004). Yet, considering the restoration of the sequence

during resequencing is vital if only limited buffers are available, as otherwise a huge

manual sorting effort might happen.

Boywitz et al. (2016) propose a model where a given upstream sequence is restored to

a target downstream sequence by using mix banks. As the upstream sequence is given,

resequencing capabilities are limited. Thus, workpieces at the end of a mix bank might

be blocking the release of the next workpiece of the target sequence. These blocking

items then have to be stored in an overflow area. The target of their optimization model

is to minimize the necessary overflow area. Note that this chapter differs not only in the

objectives treated but especially in the upstream sequence, which we deliberately change

while ensuring that the restoration by the mix banks is possible without blocking.

Most of the MILP models with mix banks suffer from symmetry, as each mix bank is

represented by dedicated decision variables (i.e., decision variables receive an index for

each mix bank). Thus, assigning e.g., the same subsequence alternatively to two different

mix banks might generate two separate solutions, however with the same objective. In
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our approach, the two-index vehicle flow formulation (Toth & Vigo, 2014) for the vehicle

routing problem (VRP) allows that mix banks are not explicitly numbered, which reduces

the symmetry.

In addition to the above, there are models that show how to optimize several down-

stream sequences given one upstream sequence (e.g., one paint shop for each mix bank;

see Han & Zhou, 2010; Lutfe et al., 2015) or optimize one downstream with several

upstream sequences (e.g., Ko et al., 2016). However, neither of the two is applicable to

our setting and they are thus not considered further.

Also, suppliers of standardized components with batch production are not included

in this chapter. Note that our setting considers JIS supply of finished workpieces after

assembly to the OEM, rather than targeting on JIS supply of materials needed for

assembly as in e.g., Gujjula and Günther (2009). For a general discussion of the benefits

and drawbacks when supplying modules to OEMs, see Fredriksson (2006) and Islamoglu

et al. (2014) and for JIS production of suppliers, see Doran (2001).

To summarize, our problem setting is unique in that we resequence upstream of the

mix banks to allow for a better flow during assembly while ensuring a restoration of the

original sequence downstream with the entire process being constrained by the flexibility

provided through the use of mix banks.

5.3. Mathematical Models

5.3.1. Assumptions and Parameters

We consider the production of a sequence of length n and use indices i and j to indicate

the position of a workpiece in the original sequence (i, j = 1, . . . , n) of the OEM. This

sequence is assumed to be known and deterministic before the production starts with the

first workpiece of the sequence. There is one assembly line and, although the sequence

might be altered during assembly, the original sequence has to be restored at the end.

To do so, we assume a number of m mix banks, each having a capacity of f workpieces.

A finished workpiece at the end of the assembly line is subsequently moved to the last

position of one of the mix banks. Restoration of the original sequence has to be done

by pulling workpieces FIFO from within each mix bank. The release of a workpiece

from the mix bank is allowed only when it is the next in line, i.e., the workpiece with
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the smallest index of all workpieces not yet released. It must potentially be possible

to temporarily place the whole sequence on the mix banks, i.e., f ·m ≥ n to ensure a

feasible solution of the VRP formulation. As Boysen and Zenker (2013) point out, this

assumption is not restrictive in practice due to the rather large size of mix banks and

the relatively small size of sequences to be optimized, when applied as in our limited

lookahead approach of Section 5.3.6.

We distinguish two different formulations for the generation of the assembly sequence.

The AP formulation assigns all workpieces of the OEM sequence (1-10 in the example

of figure 5.1) to a number of slots in the assembly line sequence. The TSP formulation,

on the other hand, regards the assembly sequence as a path (in the example from 8 to

4) during which all workpieces have to be visited once and only within one tour. The

sorting of finished workpieces on the mix banks (see the middle part of Figure 5.1) is

modeled by a VRP. As in the VRP, we consider that all workpieces have to be assigned

to specific mix banks once (representing the trucks of the VRP) and in a specific order

inside each mix bank (the route). After sorting, the original sequence of the OEM is

restored (downstream sequence) by withdrawing workpieces FIFO from the mix banks

(see the bottom part of Figure 5.1). The logic to ensure this withdrawal is considered

during the sorting stage as workpieces are only allowed to be placed in ascending indices

on the mix banks.

5.3.2. Resequencing and Sorting

We next define the core of our mathematical model, which concerns the resequencing

and sorting of the workpieces on the assembly line. We introduce eki as a binary variable

indicating whether workpiece i of the original sequence is assembled at position k in the

new assembly sequence. For the sorting, we use binary variable zij to determine whether

workpiece j is placed directly behind i on the mix banks. uij is defined as a continuous

variable that determines the number of workpieces to follow behind i on the mix bank,

conditional to j being directly stored behind i on the same mix bank. For zij and uij,

variables are only defined for i, j = 0, . . . , n, i < j to ensure that workpieces can only be

placed in ascending order of indices on the mix banks.

We formulate the following constraints.
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n∑
k=1

eki = 1 i = 1, . . . , n (5.1)

n∑
i=1

eki = 1 k = 1, . . . , n (5.2)

j−1∑
i=0

zij = 1 j = 1, . . . , n (5.3)

n∑
j=i+1

zij ≤ 1 i = 1, . . . , n− 1 (5.4)

n∑
j=1

z0j ≤ m (5.5)

n∑
j=1

z0j ≥
⌈
n

f

⌉
(5.6)

j−1∑
i=0

uij −
n∑

i=j+1

uji = 1 j = 1, . . . , n (5.7)

zij ≤ uij ≤ fzij i = 0, . . . , n− 1, j = i+ 1, . . . , n (5.8)
n∑
j=1

u0j = n (5.9)

n∑
k=1

keki ≤
n∑
k=1

kekj + n (1− zij) i = 1, . . . , n− 1, j = i+ 1, . . . , n (5.10)

zij ∈ {0, 1} i, j = 0, . . . , n; i < j (5.11)

eki ∈ {0, 1} k, i = 1, . . . , n (5.12)

The first two constraints resemble the assignment problem, where (5.1) ensures that

each workpiece is assigned to one position in the assembly sequence and (5.2) that each

position gets only one workpiece assigned. Constraints (5.3)–(5.9) represent the two-

index single-comodity flow formulation of the VRP of Gavish and Graves (1978). (5.3)

maintains that each workpiece on a mix bank has to be placed behind another workpiece

with a lower index (or is the first, i.e., placed behind the dummy workpiece 0). (5.4)

enforces that after a workpiece (or dummy workpiece) on a mix bank, not more than one
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workpiece can be placed directly behind and again only with an increased index. Due

to increasing index values on the mix banks, we ensure the FIFO sorting principle. A

mix bank will only be used when it has an item on the first position (i.e., after dummy

product 0, z0j = 1). Thus, by the sum
∑n

j=1 z0j in (5.5) we get the total number of mix

banks used, which is limited to the number of mix banks available m. A valid inequality

for improving the LP relaxation is given in (5.6), which places the lower bound on the

minimum number of mix banks needed and is used in general VRP formulations (Toth

& Vigo, 2014). (5.7) ensures that the value for uij decreases by one for each workpiece

along the mix bank. This is done to let uij take the value of the number of workpieces

to follow i in the mix bank. In (5.8), it is ensured that uij can only take positive values

(bounded by the mix bank capacity f) if j has indeed been placed after i on the mix

bank, i.e., when zij = 1. Note that uij is only defined when indices increase, i.e., we

again ensure that the FIFO sorting principle is applied. Constraint (5.9) assures that

the total number of workpieces on the mix banks placed behind the dummy workpiece

0 is equal to the sequence length n. The combination of the assignment problem and

the vehicle routing problem is done in (5.10). This constraint establishes that, if j is

directly placed behind i on a mix bank, i has to be produced before j during assembly.

(5.11) and (5.12) restrict zij and eki to be binary.

Note that the first part of the problem ((5.1)–(5.2)) regarding the position of work-

pieces in the new assembly sequence can also be formulated as a traveling salesman

instead of an allocation problem as above. This makes sense if sequence dependent fac-

tors are included in the problem (e.g., sequence dependent setup times). In this case,

(5.1), (5.2), (5.10), (5.12) and the decision variables ekj have to be omitted. We intro-

duce xij as the binary variable indicating whether workpiece j directly follows workpiece

i in the assembly sequence and decision variable yij as the number of workpieces to follow

i in the assembly sequence, given that j is produced directly after i during assembly.

We then define the following additional constraints.

n∑
i=0

xij = 1 j = 0, . . . , n, j 6= i (5.13)

n∑
j=0

xij = 1 i = 0, . . . , n, j 6= i (5.14)
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n∑
i=0

yij −
n∑
i=0

yji = 1 j = 1, . . . , n (5.15)

0 ≤ yij ≤ nxij i, j = 0, . . . , n, i 6= j (5.16)
n∑
j=1

y0j = n (5.17)

n∑
k=0

yki ≥
n∑
k=0

ykj + 1− n(1− zij) i = 1, . . . , n− 1, j = i+ 1, . . . , n (5.18)

xij ∈ {0, 1} i, j = 0, . . . , n, i 6= j (5.19)

(5.13) ensures that all workpieces in the assembly sequence have one predecessor (where

0 is the start/end dummy workpiece). Likewise, in (5.14), it is ensured that exactly one

successor is produced after each workpiece. (5.15) forces the values for yij to decrease

by one from one workpiece to the next. The upper bound of yij is given by (5.16), as yij

may only take positive values if j directly follows i, i.e., if xij = 1. (5.17) ensures that

all workpieces are considered in only one route. (5.18) achieves the linking between the

assembly and the mix bank sequence. If j is placed directly behind i in a mix bank (i.e.,

zij = 1), the number of workpieces that follow j in the assembly sequence (
∑n

k=0 ykj)

has to be smaller than the number of workpieces that follow i (
∑n

k=0 ykj), i.e., j has to

be produced after i. Finally, (5.19) is the binary condition of the decision variable xij.

5.3.3. Load Balancing Objective (LB)

We adapt the formulation of the load balancing objective for mixed-model sequencing

problems from Boysen et al. (2009b) to integrate with (5.1)–(5.12). We refer to this as

model LB in the following.

We introduce some additional notation. P is the number of stations to consider,

with p = 1, . . . , P . lp denotes the length of each station, bip the processing time of

workpiece i at station p, and c the takt time. An additional decision variable spi denotes

the position of the operator at station p when the production of workpiece i starts.

Lastly, decision variable wpi determines the overload of the operator at station p after

workpiece i has been produced. This overload is determined by the time needed to

complete the workpiece in excess of the station’s right border, i.e., the required work

that the worker cannot cover himself without floating into the next station. Furthermore,
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M := max
p=1,...,P

n∑
i=1

bip is a sufficiently large number. We add the following objective and

constraints to the model.

Minimize
P∑
p=1

n∑
i=1

wpi (5.20)

s.t.

(5.1)− (5.12)

spj ≥ spi + bip − wpi − c−M (2− eki − ek+1,j)

i = 1, . . . , n, j = 1, . . . , n, i 6= j, k = 1, . . . , n− 1, p = 1, . . . , P
(5.21)

spi + bip − wpi ≤ lp i = 1, . . . , n, p = 1, . . . , P (5.22)

spi, wpi ≥ 0 i = 1, . . . , n, p = 1, . . . , P (5.23)

The objective (5.20) sums up all overload situations over all stations and workpieces.

Constraint (5.21) assures that the position of the operator at a given station p at the

production start of j is dependent on the position at the production start of i, the

necessary process time bip and a potential overload wpi. After the production of i, the

position of the worker is reduced by the takt time c. This constraint is only binding

if j is directly produced after i, i.e., eki + ek+1,j = 2. As each station is bounded by a

given length lp, overload of wpi might occur if the position of the operator before the

production of i plus the process time bip exceeds this length, as considered in (5.22).

Lastly (5.23) defines the non-negativity of the new decision variables.

For this objective, the AP formulation shows better performance than the TSP for-

mulation. However, both could be used as only little change is necessary.
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5.3.4. Material Leveling Objective (ML)

Again, the formulation of Boysen et al. (2009b) is the basis for our material leveling

objective, which extends the resequencing and sorting constraints of (5.1)–(5.12). As

discussed in Boysen et al. (2009b), a multitude of weighting functions for the deviations

between the actual and a target material consumption exist and they are, in any case, an

approximation of the inclined costs of late and early supplies. We, therefore, adjust the

basic formulation and use the absolute deviation, rather than the quadratic deviation,

in order to remain with a linear model. This results in a [P, abs|] model in terms of

the classification introduced by Boysen et al. (2009b). This model has to use the AP

formulation in order to be able to quantify cumulated material consumption, which

cannot be directly determined by the TSP formulation as the assembly sequence is not

numbered and thus the absolute position of each workpiece in the assembly sequence is

not known. We refer to this as model ML in the following.

In addition to the resequencing and sorting constraints, we introduce R as the number

of materials to consider, with r = 1, . . . , R. Parameters air represent the bill of material

of workpiece i regarding material r. For a given material r, we determine the average

consumption per workpiece
∑n

i=1 air/n and calculate the target cumulated consumption

tkr, at position k of the assembly sequence, by summing the average consumption over all

workpieces assembled up to k: tkr = k
n

∑n
i=1 air. We furthermore need decision variables

dkr as the absolute deviation between the target and the actual cumulated consumption

of material r when assembling the kth workpiece.

Minimize
n∑
k=1

R∑
r=1

dkr (5.24)

s.t.

(5.1)− (5.12)

dkr ≥ tkr −
k∑
q=1

n∑
i=1

eqiair k = 1, . . . , n, r = 1, . . . , R (5.25)
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dkr ≥
k∑
q=1

n∑
i=1

eqiair − tkr k = 1, . . . , n, r = 1, . . . , R (5.26)

The objective in (5.24) minimizes the absolute deviation between the actual and the tar-

get cumulative consumption of all materials and workpieces. Apart from the constraints

of the core module, we introduce constraints (5.25) and (5.26) to determine the absolute

difference between the actual and the target material consumption at the production of

each workpiece, where (5.25) determines any negative and (5.26) any positive deviation.

Note that, due to those constraints, a non-negativity constraint for dkr is not necessary.

5.3.5. Color Batching Objective (CB)

In contrast to the aforementioned models, we use the TSP formulation for the rese-

quencing problem for the color batching objective as in Spieckermann et al. (2004). The

reason for this lies within the cost structure, which is dependent on the position of

one workpiece in relation to the other workpieces in the assembly line, rather than the

absolute position as in Section 5.3.4. We refer to this as model CB in the following.

The goal of this objective is to minimize the color changes during production, which

are indicated by cij = 1, if the color of workpiece j differs from the color of workpiece i

and 0 otherwise. We formulate the mathematical problem as follows:

Minimize
n∑
i=1

n∑
j=1

cijxij (5.27)

s.t.

(5.3)− (5.9), (5.11), (5.13)− (5.19)

The only new part in this formulation is the objective (5.27), which sums up all color

changes in the assembly sequence.

5.3.6. Limited Lookahead Approach (LL)

To facilitate faster computation and lower model complexity, we apply a limited look-

ahead approach (for a formal definition of lookahead see Dunke & Nickel, 2016) to each
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of the models mentioned. To do so, we iterate over a subset of ν workpieces to run the

MILP model as described above. We then fix the first κ decisions of the result and move

forward. We thus have I = dn/κe iterations. In each iteration , we include the first

n̄ = min{κ (− 1) +ν, n} workpieces, while the position of the first κ · (−1) workpieces

on the assembly line are already fixed based on the decisions of previous iterations. We

solve the reduced model and then fix all decisions up to k̄ =  · κ. We then shift the

lookahead window further ahead by κ workpieces and start the next iteration.

As an illustrative example, see Figure 5.2. The solution is build step by step with

each iteration  for an instance with n = 15, ν = 8, κ = 5. In the first iteration, the

model is solved for workpieces 1 to 8 (in gray). In the next iteration, the first κ = 5

workpieces of that solution are fixed (in black) and a new solution for the next ν = 8

workpieces from 6 to 13 are generated, from which again the first 5 workpieces are fixed

in the next iteration, and so on. For a more detailed explanation of the algorithm, see

Appendix 5.A.

Figure 5.2.: Illustration of the limited lookahead heuristic with ν = 8 and κ = 5

Work pieces
1 2 3 4 5 6 7 8 9 10 11 12 13 14 15

1 8 5 6 1 3 4 7 2
 2 8 5 6 1 3 10 2 13 11 7 12 4 9

3 8 5 6 1 3 10 2 13 11 7 12 15 4 14 9

Fixed by previous iteration(s) Workpieces in optimization (n to n̄)

We refer to this as model LL and to the full MILP models as FM in the following.

5.4. Numerical Study

5.4.1. Data Generation and Setup

Values for the processing times under the load balancing objective have been created by

a procedure adapted from Dörmer et al. (2015). We distinguish four different product

classes (basic, standard, premium and luxury). For each station p and each product

class cl, we randomly generate four processing times (pt1p,cl, pt
2
p,cl, pt

3
p,cl, pt

4
p,cl) based on
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the intervals in Table 5.1. We repeat the generation until the following condition is met

pt1p,cl < pt2p,cl < pt3p,cl < pt4p,cl.

Table 5.1.: Intervals of processing times (Dörmer et al., 2015)

Processing times Basic Standard Premium Luxury

pt1p,cl, pt
2
p,cl [0, 1] [0, 1] [0, 1] [0, 1]

pt3p,cl, pt
4
p,cl [1, 1.5] [1, 2] [1, 3] [1, 5]

We next assign probabilities that a certain processing time value is picked to each

product class. This is needed later when we create individual processing times for each

workpiece in the sequence. Furthermore, each product class receives a probability that

a workpiece in the sequence is assigned to this class. The corresponding values can be

found in Table 5.2.

Table 5.2.: Probabilities of processing times and of demand per product class (Dörmer
et al., 2015)

Product class (cl) Pr(pt1p,cl) Pr(pt
2
p,cl) Pr(pt

3
p,cl) Pr(pt

4
p,cl) Demand prob.

Basic 50 % 25 % 25 % - 33 %
Standard 25 % 50 % 25 % - 33 %
Premium - 25 % 50 % 25 % 17 %
Luxury - 25 % 25 % 50 % 17 %

Generating a workpiece i for the sequence starts by creating a uniform random value

in the interval [0, 1]. Depending on this value, we assign i to one of the product classes

based on the demand probabilities of Table 5.2. Later, in our extended dataset, these

probabilities will be changed. We assign i to product classes by assuming a cumulated

distribution given by these values, i.e., random values in the interval [0, 0.33) generate a

basic workpiece, in the interval [0.33, 0.66) generate a standard workpiece, etc.. As we do

this random assignment to product classes for each workpiece individually, we thereby

create a first randomized sequence in terms of product classes. Next, we proceed for

each workpiece i and station p by randomly assigning the processing times (pt1p,cl−pt4p,cl)
based on the processing time probabilities of Table 5.2 for the relevant product class.
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Doing so, we achieve that, even if we have two workpieces of the same product class,

they will have different processing times in each station.

After generating the sequence and the process times for each workpiece and station,

we rescale all process times to achieve an average of 0.95 time units in each station. As

the cycle time c is fixed to 1, we thereby get a 95 % utilization. Also, this utilization

factor is varied within our extended dataset in the numerical study. Afterwards, the

length of each station is set to lp =
⌈
pt4p,Luxury

⌉
.

For obtaining the bill of materials in the material leveling objective, we proceed like-

wise, however considering different materials r instead of stations, and multiplying the

intervals of Table 5.2 with a factor of 10. Any randomly generated material requirement

is rounded up to the next integer value. We additionally consider the possibility that a

certain workpiece does not need the material at all (i.e., air = 0). We randomly set air

to zero, based on a 20 % probability throughout all experiments.

The color assignment for the color batching objective is done uniformly random for

each workpiece in the sequence on the basis of C different colors. The calculation of cij

is then done according to the definition in Section 5.3.5.

For the experiment, we consider two different datasets: a basic dataset that is used for

comparing the full model with the limited lookahead heuristic and an extended dataset

that is used for giving insights into instances of practical size and that analyzes the

impact of more variation in the parameters based on the limited lookahead heuristic.

See Table 5.3 for the details.

The setup was inspired by similar publications and our projects with the automotive

supplier. As we are in a JIS setting, the work-in-process and thus the scope for any

resequencing is bounded by the short time between the arrival of a signal regarding

the final sequence from the OEM and the actual shipment (Swaminathan & Nitsch,

2007), which is only a few hours (Meyr, 2004). It can be expected that the scope is

further reduced by the number of items that fit in a truck as especially bulky items

are more likely to be produced JIS by the supplier (Fredriksson, 2006; Swaminathan

& Nitsch, 2007). This is why we focused on a setting with up to 40 workpieces for

our comparison between the model formulations in the basic dataset, which represents

the order size for the car seat supplier in Doran (2001). In the extended dataset, we

compare larger instances with up to 100 workpieces and 50 stations/products/colors.

Similar sizes of problem instances can also be found in other resequencing publications:
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Table 5.3.: Numerical study setup

Dataset Basic Extended

n 5, 10, . . . , 40 40, 60, 80, 100
P/R/C 1, 2, 3, 4, 5 10, 30, 50
m 2, 3, 4, 5 2, 5, 10, 15
f dn/me, dn/me + 1,

dn/me+ 2
dn/me, dn/me + 1,
dn/me+ 2

Demand
probabilities

[0.33, 0.33, 0.17, 0.17] [0.33, 0.33, 0.17, 0.17],
[0.25, 0.25, 0.25, 0.25],
[0.4, 0.4, 0.1, 0.1]

Utilization (LB and ML) 0.95 0.85, 0.9, 0.95
Number of replications 10 10
Model formulations FM, LL (selected

parameter
setting)

LL (all parameter
variations),
No-FIFO

up to 20 colors/stations and 100 workpieces in Boysen et al. (2010, 2011); Boysen and

Zenker (2013); Ding and Sun (2004); Han and Zhou (2010); Lahmar et al. (2003); Lin et

al. (2011); Spieckermann et al. (2004); Sun et al. (2015). We chose ten replications per

instance in order to be consistent with Boysen et al. (2010); Boysen and Zenker (2013);

Gujjula and Günther (2009); Sun et al. (2015).

We assume that assembly starts with the first workpiece and no task has been done

before, i.e., workers are starting from their initial position, no material has been previ-

ously demanded and no changeover cost occurs for the first workpiece. However, this

could be adjusted easily in the respective model input parameters.

We implement the models in Fico Xpress 7.9 and run experiments on a 12-core Intel

Xeon CPU with 2.6 GHz and 32 GB RAM. For FM we first solve each instance with

the restriction that the OEM sequence has to be produced as-is. We store this solution

and load it into the original model to achieve a warm start with a feasible solution.

Each instance is stopped after the optimal solution has been found or 1,000 seconds

have elapsed. We restrict the models to this time limit as longer computation times are

infeasible for the operational setting in practice. For a fair comparison, each iteration

of the limited look-ahead model is restricted to 1, 000/I seconds to ensure a maximum

139



Chapter 5. Resequencing mixed-model assembly lines with restoration to customer orders

calculation time of 1,000 seconds over all iterations. To compare solutions we measure

the objective value and gap of the MILP models. Additionally, we calculate the ob-

jective values of the original sequence and the sequence that can be achieved without

the restriction on FIFO sorting via mix banks as lower and upper bounds. We use the

term No-FIFO to represent this variant. We model the No-FIFO approaches by taking

the model formulations of Sections 5.3.2–5.3.5 and eliminate the decision variables zij

and uij and constraints associated with the storage on the mix banks (5.3)–(5.11) and

(5.18). Our main performance indicator when comparing the models is the savings in

the objective function achieved against the lower bound objective value of the original

sequence. In addition, we capture complexity by determining the distance between the

original sequence and the best supplier sequence under the No-FIFO environment. We

do so by calculating the average one-dimensional distance between positions in the se-

quence of each workpiece, i.e., δ̄ = 1
n

n∑
i=1

n∑
k=1

eki · |i− k|, where eki is defined as in Section

5.3.2.

For instances where LL rendered a worse sequence than the original sequence, due to

its heuristic nature, we assume that the original sequence is taken and thus the savings

are zero.

5.4.2. Results of Basic Dataset

5.4.2.1. Computation Times

Before a more thorough analysis of the results of our numerical study, we make a sen-

sitivity analysis on the parameters for the limited look-ahead model, i.e., for the length

of the look-ahead horizon ν and the number of workpieces to be fixed in each iteration

κ. We apply the full numerical design above on four different setups, νxκ = 8x3, 8x5,

10x3 and 10x5. We choose the values for ν in such a way that they represent sequence

lengths which are quickly solvable even in the full model (see also Table 5.5). The values

for κ have been set to be smaller than ν to reflect the rolling horizon effect and they

have been varied to show the different effects they have on solution time and savings.

We observe in Table 5.4 that average and maximum solution times are minimized by

the 8x5 parameter setup. However, for all objectives, better solutions are found by the

10x3 setup. Both results are intuitive, as the 8x5 setup considers the smallest sequence

length per iteration (8) and the smallest number of iterations (dn/5e). The 10x3 setup, in
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Table 5.4.: Solution times (in seconds) and savings of different limited look-ahead pa-
rameters

Parameters ν x κ Time (avg) Time (max) Savings (avg)

Load
Balancing

8x3 43.44 420.34 52.96 %
8x5 12.99 246.56 50.46 %
10x3 92.67 679.98 60.79 %
10x5 114.59 1000.00 60.59 %

Material
Leveling

8x3 3.01 12.95 54.32 %
8x5 1.36 7.36 52.44 %
10x3 5.63 28.80 56.14 %
10x5 3.89 19.97 55.59 %

Color
Batching

8x3 5.67 51.33 61.17%
8x5 2.70 26.33 56.97 %
10x3 17.60 286.77 64.96 %
10x5 10.42 248.71 63.88 %

turn, has the longest sequence length per iteration and the highest number of iterations,

which means that it increases the optimization potential. As we are in an operational

setting, we apply the 8x5 parameter setup in all subsequent analyses, thus focusing on

solution time rather than optimality. This also ensures a more conservative comparison,

as time is also a crucial component in a practical application. For a detailed look at

the savings realized by the fastest and best parameter combination in different problem

sizes, see Figures 5.4a-5.4c in Section 5.4.2.3.

From a managerial perspective, this analysis shows clearly that, prior to fixing the

model parameters in practice, one should conduct a thorough ex-post analysis of the

solution time and savings that would have been realized in past sequences. Based on this

analysis, the most appropriate setting can be chosen, reflecting the respective objective,

solution time restriction, and solution quality.

Comparing the average and maximum solution times between FM and LL over all

instances of our numerical study (Table 5.5), further indicates the applicability of the

limited look-ahead approach to practical large scale settings. In comparison, the full

MILP model exponentially increases in computation time.
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Table 5.5.: Solution time of FM and LL (in seconds)

Load Balancing Material Leveling Color Batching

FM LL FM LL FM LL

n Avg. Max Avg. Max Avg. Max Avg. Max Avg. Max Avg. Max

5 1 1 1 1 1 1 1 1 1 1 1 1

10 1 8 1 3 2 13 1 1 1 14 1 2

15 46 1,000 2 33 373 1,000 1 2 268 1,000 1 3

20 222 1,000 6 44 978 1,000 1 4 859 1,000 2 4

25 462 1,000 12 104 1,000 1,000 2 3 998 1,000 3 8

30 658 1,000 17 136 1,000 1,000 2 4 1,000 1,000 4 9

35 841 1,000 29 176 1,000 1,000 2 7 1,000 1,000 5 11

40 935 1,000 38 247 1,000 1,000 3 5 1,000 1,000 7 26

Avg. 395.47 12.99 669.28 1.38 640.91 2.69

5.4.2.2. Solution Quality

The overall savings in comparison to the initial sequence are significant under all three

objectives, with savings of between 30 - 57 % on average depending on the objective and

the chosen model (Table 5.6).

Table 5.6.: Average Savings (in %) and distance δ̄

Load balancing Material Leveling Color Batching
n δ̄ FM LL δ̄ FM LL δ̄ FM LL

5 1.72 10.00 10.00 1.58 28.82 28.82 1.32 32.50 32.50
10 3.61 52.99 50.00 3.39 47.74 46.17 2.70 62.91 52.10
15 4.93 73.40 63.08 5.15 55.82 52.10 4.31 72.53 58.75
20 6.96 73.00 54.73 6.80 57.23 54.15 5.74 63.62 61.36
25 8.25 74.37 66.72 8.11 38.84 56.67 6.93 46.78 61.90
30 9.55 52.60 56.16 9.68 11.95 60.21 8.24 19.29 62.15
35 11.34 32.79 54.62 11.01 0.73 60.38 9.98 8.00 63.13
40 13.53 17.60 48.35 12.89 0.00 60.98 11.83 2.32 63.63

Avg. 7.49 48.35 50.46 7.32 30.14 52.44 6.38 38.49 56.94
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Although differences between the limited lookahead approach (LL) and full model

(FM) approach are small on average for the load balancing objective (2 %-points), dif-

ferences increase significantly for the material leveling (22 %-points) and color batching

problems (19 %-points), all in favor of LL. The significant differences for the latter two

stem from the increased complexity, which goes in line with the exponentially increasing

solution times as observed in Table 5.5. Another takeaway from Table 5.6 is that the

average distances δ̄, quite naturally, rise with sequence length, yet are still quite similar

in all three objectives.

Next, we observe the quality of the limited lookahead heuristic specifically for those

instances where the full MILP was able to find the optimal solution. The GapLL value

is defined as the relative increase in the objective function between the limited looka-

head heuristic and the full MILP. We define ShareOpt as the share of instances, where

FM found the optimal solution. Within those instances, ShareLL defines the share of

solutions of the heuristic with a GapLL smaller than 1 % to the optimal FM solution.

Another value SGapLL is defined as the difference in savings (in %-points) between

the full MILP and the limited lookahead heuristic. We compare the average values for

ShareLL, GapLL and SGapLL in Table 5.7.

Table 5.7.: Comparison of LL to FM for optimal solutions

Load Balancing Material Leveling Color Batching
8x5 10x3 8x5 10x3 8x5 10x3

ShareOpt (in %) 65.08 35.77 37.66
ShareLL (in %) 66.20 80.22 56.20 81.42 47.79 81.81
GapLL (in %) 39.32 26.31 3.94 0.94 39.16 9.74

SGapLL (in %-points) 11.08 4.25 1.73 0.41 9.38 2.11

Note: The table considers all instances where FM found the optimal solution.

ShareLL reveals that the heuristic finds very good solutions in around 80 % of the

cases with the 10x3 setup and in between 47 and 66 % with the 8x5 setup. The GapLL

values show that, for the most conservative setup of the LL heuristic (8x5), the objective

value increases by 39 % for the Load Balancing and Color Batching objective, while in

the Material Leveling Objective the gap is less than 4 % due to the heuristic. When using

the 10x3 setup for LL, those values drop considerably to 26.31 % for Load Balancing,

0.94 % for Material Leveling and 9.74 %-points in the Color Batching objective.
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We observe how the gap to optimality translates into actual lost savings in the values

for SGapLL. The results show that the impact on the relative savings is far smaller than

GapLL indicates. The reason is in the objective values, which might be quite small for

good or optimal solutions in comparison to the original sequence.

While this shows that using the heuristic comes with costs in terms of gaps to the

optimal solution, it also shows that varying the setup of the heuristic might counteract

those costs to some extent.

5.4.2.3. Impact of FIFO Restriction

As we require that workpieces have to be retrieved FIFO from the mix banks, we next

investigate how much is lost by this constraint in comparison to a No-FIFO approach,

where the sequence can be altered without any further constraint, thus constituting a

pure sequencing problem.

Figure 5.3.: Average savings of full MILP, Limited Lookahead and No-FIFO

(a) Load Balancing (b) Material leveling (c) Color Batching

We see in Figures 5.4a-5.4c that, with growing problem size, the limited look-ahead

approach performs much better than the full MILP that covers the whole sequence at

once. For the load balancing objective, the average loss in savings against the No-FIFO

model amounts to 21.46 and 11.12 %-points for the limited look-ahead setups as opposed

to 23.57 %-points for the full MILP model. However, up to a sequence length of 10, no
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differences between the objective values of the full MILP and No-FIFO approach have

been observed.

For the material leveling objective, the loss of the FIFO restriction varies considerably:

between solution approaches with 29.40 %-points for the full MILP and 7.10 and 3.40

%-points for the limited look-ahead setups. Also, even for the smallest number of mix

banks, a difference between the solutions to No-FIFO can be observed.

Likewise, observations can be made for the color batching objective, however, the

difference between these and the No-FIFO solution is much larger. The average loss in

savings against the No-FIFO model amounts to 11.18 and 19.20 %-points for the limited

look-ahead setups as opposed to 37.64 %-points for the full MILP model. The full MILP

model can obtain the same solutions as the No-FIFO approach for all instances with the

smallest sequence length of 5. For some of the instances with a sequence length of up to

25, the model still finds solutions as good as those found by the No-FIFO approach.

To further examine the impact of the sequence length, we show the average absolute

savings per workpiece in Table 5.8.

Table 5.8.: Average absolute savings per workpiece for LL (8x5)

n LB ML CB

5 0.005 4.92 0.20

10 0.065 13.90 0.33

15 0.078 18.43 0.39

20 0.085 20.95 0.41

25 0.088 22.51 0.40

30 0.077 29.85 0.41

35 0.089 29.33 0.42

40 0.080 34.07 0.42

For all three objectives, we see the impact of the sequence length on the optimization

potential. Until approximately 15 workpieces, savings per workpiece increase for all

objectives. However, for the load balancing objective, savings per workpiece seem to

be unstable and they even drop towards larger sequence lengths. For the material

leveling approach, however, savings per workpiece seem to steadily increase and for the
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color batching approach, savings seem to remain stable after a certain sequence length.

Hence, managers should take into account that too small sequences are not very likely

to produce large optimization potential. Large sequences, on the other hand, increase

the (to some degree limited) optimization potential, yet they reduce the computational

performance.

5.4.2.4. Mix Bank Design

One important question that remains to be answered is the design of such a system in

practice. We investigate the impact of the number of mix banks m and capacity per mix

bank f by calculating the cumulative absolute savings when increasing the respective

parameter.

Table 5.9.: %-point increase in cumulative savings by number of mix banks and capacity

m f = dn/me f = dn/me+ 1 f = dn/me+ 2

Load
Balancing

2 + 35.42 - 0.77 + 0.73
3 + 8.43 + 1.14 + 2.09
4 + 7.59 + 2.32 + 0.92
5 + 6.00 + 2.90 + 0.80

Material
Leveling

2 + 23.95 + 0.95 + 0.05
3 + 1.02 + 1.01 + 0.75
4 + 6.19 + 1.15 + 0.47
5 + 4.23 + 3.47 + 0.79

Color
Batching

2 + 32.68 + 0.60 - 0.40
3 + 3.29 + 1.48 - 0.07
4 + 3.11 + 1.41 + 1.06
5 + 1.85 + 3.73 + 0.90

In Table 5.9, we focus on solutions of FM. One can clearly observe that two mix banks

provide the largest improvement, as expected. However, (smaller) gains can still be

obtained with additional mix banks. These findings are in-line with similar investigations

of Boysen and Zenker (2013). On the other hand, an increase in the capacity per mix

bank f has only little effect most of the times. Increasing the mix bank parameters can
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have a negative impact, as adding capacity slack induces more computational complexity.

However, one should keep in mind that the solution quality of FM deteriorates for large

problem sizes, which is why the results should be interpreted with care.

When analyzing the effects that trigger a high benefit of an additional mix bank,

we can observe that, apart from the length of the sequence (as we observed in Section

5.4.2.3), the distance between the original and the best supplier sequence under the

No-FIFO environment has a significant impact (see Figure 5.5).

Figure 5.5.: Impact of δ̄ on the benefit of additional mix banks (Example for LB and
n = 30)

This figure illustrates the sequence length n = 30 in the load balancing objective,

although the same effects hold for other objectives and sequence lengths. We show the

values for one specified sequence length in order to show that not only the sequence

length itself but the distance δ̄, too, impacts the benefit. When following the increased

values of δ̄ step by step, we observe that, on the one hand, the benefit of the second mix

bank decreases in tendency, and, on the other hand, the spread in savings between a

smaller and a larger number of mix banks widens. We can conclude that, while taking the

sequence length into account is important, the quality of the OEM sequence, measured

by the distance to the best supplier sequence under the No-FIFO environment, also has

to be taken into account when designing the system in the long run. A possibility

to do so would be to perform a back testing of different setups for the mix banks

over historically obtained OEM sequences. Nevertheless, it might be difficult to obtain

a reliable prediction of the distance for the future based on these historical values.
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Hence, managers should be made aware of the possibility that significant consequences

in the realizable savings might occur with a certain setup of mix banks whenever OEM

sequences systematically change in the future.

5.4.3. Results of Extended Dataset

We next investigate the extended dataset to observe the effects of large-scale problems

and different settings for demand patterns and utilization. In Table 5.10, we show the

average savings and solution times in the dimensions of n, P/R/C and m.

Table 5.10.: Average savings and solution times for extended dataset

Load Balancing Material leveling Color batching

n Savings Time Savings Time Savings Time
40 48.05 % 342.45 31.70 % 7.93 19.29 % 3.06
60 36.78 % 823.43 30.54 % 14.37 19.21 % 12.86
80 17.52 % 792.34 28.55 % 27.15 19.42 % 32.96
100 11.27 % 702.02 28.61 % 51.08 19.15 % 75.43

P/R/C Savings Time Savings Time Savings Time
10 46.09 % 359.24 39.76 % 10.63 35.09 % 35.11
30 24.08 % 685.46 26.88 % 24.93 14.29 % 30.18
50 15.04 % 950.48 22.91 % 39.83 8.43 % 27.94

m Savings Time Savings Time Savings Time
2 25.17 % 542.23 22.18 % 24.12 18.65 % 7.13
5 29.45 % 724.30 31.96 % 25.45 19.60 % 44.64
10 29.60 % 700.72 32.60 % 25.61 19.41 % 43.93
15 29.40 % 693.00 32.65 % 25.35 19.41 % 28.60

The impact of n on the results differs from objective to objective. While the color

batching objective seems to result in a stable solution quality, the savings in the mate-

rial leveling objective decline and plummet for the load balancing objective. In Section

5.4.2.3, we found the same effects for the load balancing and color batching objective.

However, the material leveling objective showed slightly rising savings for the smaller se-

quence lengths we investigated there. The effect on the load balancing objective becomes

clear when we observe the solution times. While average solution times for material lev-
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eling and color batching are still far below the 1,000 seconds cut-off, the load balancing

objective results in far longer solution times. Thus, there are instances where no integer

solution is found within the time limit and then zero savings are achieved. However, in

all three objectives, solution times increase linearly rather than exponentially.

For the effect of larger P/R/C in all objectives on savings, we see a similar develop-

ment. With rising values, the solution quality diminishes. This is due to the additional

complexity for the solver to find good solutions, caused by a rise in a number of stations,

materials or colors. As for the solution times, we observe two different phenomena: it

rises steadily for the load balancing and material leveling, whereas there is a decrease

for the color batching objective. This behavior can be explained by the fact that the

number of decision variables increases with the number of stations and materials for the

first two objectives, whereas the number of decision variables remains the same for the

color batching problem.

In the last dimension, we observe the effect of m. Interestingly, m has a rather

small influence on the average solution time for the load balancing and material leveling

objective. Average savings significantly increase if we use between 2 and 5 mix banks

and remain stable for a larger number of mix banks in those two objectives. This goes in

hand with our findings of Subsection 5.4.2.4. The effects for the color batching objective

differ to some degree. While solution times rise sharply from two to five mix banks,

average savings only increase slightly.

Table 5.11.: Impact of utilization and demand pattern on average savings

Demand pattern

Utilization More Standard Basic More Premium

LB

0.85 32.02 % 33.28 % 35.18 %

0.9 26.66 % 28.66 % 30.88 %

0.95 20.85 % 23.47 % 24.61 %

Average 26.51 % 28.47 % 30.23 %

ML - 28.98 % 30.06 % 30.50 %

Table 5.11 shows the effects of varying utilization and demand patterns. We first

observe the impact of varying demand patterns for the load balancing and material
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leveling objectives. Note that the ML objective does not have a utilization, which is why

we compare the effects on the overall averages. We can see that, for the load balancing

objective, a variation of the demand pattern has a larger impact on the savings than in

the material leveling objective. Savings increase in LB when the premium products have

a larger share. This is due to the resulting larger variability in the process times within

a sequence and the thus higher savings potential. The effects for ML are marginal and

not strictly increasing with a larger share of premium products.

Regardless of the demand pattern in the LB objective, a smaller utilization of stations

leads to far better solutions. This is due to the higher slack capacities on the stations

and thus more solution possibilities for the optimization.

What managers should take away from this subsection is that large scale problems can

be successfully solved for the material leveling and color batching problem by the limited

lookahead heuristic, but this should be considered with care for the load balancing

objective. For very large load balancing problems, managers may consider the option of

a longer algorithm run time or else of only using a subset of the most critical stations

of the assembly line to reduce computational complexity. Furthermore, a very large

number of mix banks does not really provide benefits in solution quality after a certain

point (see also our findings from Subsection 5.4.2.4). The approach is most beneficial if

the number of products, materials and colors is not too high for any objective and the

utilization of stations is low and more premium products are demanded within the load

balancing objective.

5.5. Conclusion

We provided a MILP formulation for the resequencing problem under the constraint

that restoration of the original sequence can be achieved by FIFO extraction from mix

banks in order to fulfill just-in-sequence demand. Due to the adaptive formulation of

the approach, we implemented three different objectives and provided insights into the

solution quality and computation times in numerical studies answering our four research

questions of Section 5.1.

• (RQ1): The numerical study showed that significant savings, > 50 % on average,

are achieved in all objectives for a basic dataset, while only small sequence lengths
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can be solved to optimality within a decent time by the MILP.

• (RQ2): Based on our numerical results, we were also able to generate knowledge

about the design of such a system. We conclude that the number of mix banks

should be decided upon after thorough analysis of historical OEM sequences, as

not only the length but also the quality of the OEM sequence drives the saving

potential substantially. However, on average and as long as the distance between

the supplier optimal sequence and the OEM sequence is not too large, having 2

mix banks already generates the largest impact, while additional mix banks bring

some extra saving potential.

From a managerial perspective, these effects of the number of mix banks and

their capacity on the operational performance might serve as an input for a more

detailed analysis of the investment decision for mix banks. While higher savings

in the three investigated objectives are favorable, one has to bear in mind that

implementing mix banks also comes with certain costs.

One aspect of those costs is associated with the implementation of, for instance,

conveyors and floor space and with the handling of a mix bank (e.g., maintenance,

withdrawal of workpieces). Nevertheless, mix banks are considered to be cost

efficient (Spieckermann et al., 2004). While those costs can be estimated by means

of investment and activity based costing approaches, it is much harder to associate

costs with, e.g., the sum of deviations in the material leveling objective. If the three

objectives cannot be directly represented in terms of cost, managers will have to

make a trade-off decision between savings in the objective and costs for the mix

banks, which are subjective to a company’s individual operation setting. The above

analysis can provide operational key performance indicators for the decision-maker

in that respect.

• (RQ3): Our proposed limited look-ahead heuristic produces good results in short

calculation times, even for large-scale instances. However, the parameters for the

heuristic should be carefully analyzed based on historical sequences in order to

find a suitable mix of solution quality and computation time under the applied

objective.

• (RQ4): Based on the variations in the investigated operational settings of our
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controlled testbed, we conclude that the implementation of such a resequencing

system is most beneficial if

– for any objective, the sequence length is not too short (approximately > 15

workpieces),

– the sequence length is not too long (around < 40 workpieces) for the load

balancing objective,

– the number of products, stations and colors is small,

– more complex products, in terms of handling effort and material consumption,

are demanded and

– the average utilization of stations in the load balancing objective is small.

As we pointed out earlier, actual cost savings depend on several factors of a company’s

operation. Nonetheless, we would like to provide the following calculation examples to

give the reader an idea about the possible cost savings. These are based on the average

results from our extended dataset for a sequence length of 40.

For the load balancing objective, let us assume that the takt time and all other values

in the numerical study are in minutes. In the extended dataset, 25.83 minutes of overload

are saved on average within the 40 minutes sequence. Scaled to a full working shift of

8 hours or 8 · 60/40 = 12 sequences, this means 310.01 minutes. Assuming that the

overload situation relates to utility workers who work additionally on the workpiece, we

consider 40 Euro per hour as a penalty. This would lead to cost saving of 206.68 Euro

per shift. For a whole year, this relates to 45,468.75 Euro if we assume 220 working

days.

For the material leveling approach, assume that reductions in the deviation lead to

smaller inventories, as safety stocks can be reduced. The average absolute deviation in

the original sequence in the extended study for n = 40 is 24,080.62 units. This value

is, however, cumulated along the sequence. We thus correct the value by the average

sequence position in which the deviation occurred in the sequence, which is simply

assumed to be the half sequence length. Thus we get 24, 080.62/20 = 1, 204.03 units

deviation to the average consumption per sequence. Taking 1, 204.03 as the standard

deviation around the mean, a service level of 99 % and a normally distributed demand, a

safety stock of k ·σ = 2.32 · 1, 204.03 = 2, 800.99 units is needed for every sequence. The
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same calculation holds for the LL heuristic, with average absolute deviations of 17, 326.55

units, leading to a safety stock of 2, 015.38 units on average. Assuming holding costs of

0.1 Euro per day and unit, we come to safety stock costs of 739, 462.67 Euro without

and 532, 059.97 Euro with resequencing per year (assuming 220 days and one shift per

day with 12 sequences). Hence, a cost saving of 207, 402.71 Euro per year is achieved.

In the color batching objective, 7.00 setups are saved on average for n = 40 in the ex-

tended dataset. We assume average changeover costs of 250 Euro, based on the assump-

tions of the uniform distributed changeover costs as in Lahmar and Benjaafar (2007).

This leads to 250 · 7 = 1, 750 Euro cost reduction per sequence and for 12 sequences a

day and 220 days, to cost savings of 4.62 million Euro per year.

For future research, it might be interesting to consider sorting devices apart from

mix banks, e.g., pull-off tables. While pull-off tables have received far more attention

than mix banks (Boysen et al., 2012), our setting of resequencing under just-in-sequence

demand has not been tackled so far. Pull-off tables allow more flexibility in the possible

shifting of products than mix banks. They can move products to an arbitrary position

in the back and towards the front of the sequence by n positions, with n being the

number of pull-off tables. As opposed to this, the movement of workpieces in mix

banks is constrained in both directions by the unoccupied capacity left on all mix banks

combined. Nevertheless, literature reports that the number of pull-off tables in practice

is rather small (Boysen et al., 2012), while the number and capacity of mix banks are

rather large (Boysen & Zenker, 2013; Choi & Shin, 1997).

While the limited lookahead heuristic shows promising results, other solution ap-

proaches might be worth investigating to further reduce the gap to the optimal solution.

Especially, given that the model formulation consists of a combination of well-known

problem formulations such as VRP, TSP and AP, problem-specific heuristics (such as

the savings heuristic for VRP and TSP) might be promising.

We investigated the resequencing approach under three different objectives, each of the

objectives individually. In practice, several objectives should be considered at the same

time for an overall efficient process (e.g., load balancing and color batching). Therefore,

an extension to a multi-objective approach (as, e.g., in Chica et al., 2016) should be

investigated in the future. This has also been identified as an area of further research in

resequencing by Boysen et al. (2012).
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5.A. Appendix: Limited Lookahead Algorithm

Algorithm 5.1 Limited lookahead approach (LL) for objective LB

procedure LLLB

I ← dn/κe
eSki ← 0 k, i = 1, . . . , n
zSij ← 0 i, j = 0, . . . , n, i < j
wSpi ← 0 p = 1, . . . , P, i = 1, . . . , n
sSpi ← 0 p = 1, . . . , P, i = 1, . . . , n
for  = 1, . . . , I do

n← κ (− 1) + 1; n̄← min{κ (− 1) + ν, n}; k̄ ←  · κ
DefineLB()
Solve LB()
eSki ← eki k = n, . . . , k̄, i = 1, . . . , n̄

zSij ← zij i, j = 0, . . . , n̄, i 6= j,
∑k̄

k=n e
S
kj = 1

wSpi ← wpi, s
S
pi ← spi p = 1, . . . , P, i = 1, . . . , n̄,

∑k̄
k=n e

S
ki = 1

end for
end procedure

Algorithm 5.1 illustrates the procedure for the load balancing objective as an example.

At first, we initialize I. Next, solution arrays eSki, z
S
ij, w

S
pi and sSpi are defined to store

solutions of the decision variables of each iteration. The subsequent for-loop describes

the iterations of the algorithm. We first initialize the horizon of workpieces to consider

in the optimization by defining n as a lower and n̄ as the upper limit of the respective

iteration . k̄ serves as the indicator for the last position in the assembly sequence,

whose decision variables are to be fixed at the end of the iteration.

Next, procedure DefineLB() defines the actual mathematical model (see Algorithm

5.2). The model consists of the basic formulation as defined in previous sections and

is altered by replacing the upper limit n by n̄ and decision variables eij, zij, wpi, spi

by the summation with their stored array counterpart. E.g., in (5.3), zij is replaced by

(zij + zSij) resulting in:
j−1∑
i=0

zij + zSij = 1 j = 1, . . . , n̄.

By doing so, we ensure that the solutions of the previous iterations are fixed in the

current iteration. In the example above, if for a given i and j, zSij = 1, obviously all
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Algorithm 5.2 Definition of the mathematical program for LB()

procedure DefineLB()

• Let LB() be the mathematical program defined by (5.1)–(5.12), (5.20)–

(5.23).

• Substitute n with n̄ in the variable and constraint domains and inequalities

of LB().

• In LB(), substitute eki, zij, wpi and spi by the sum over decision variable

and respective saved solution, i.e., with
(
eki + eSki

)
,
(
zij + zSij

)
,
(
wpi + wSpi

)
and

(
spi + sSpi

)
, respectively.

end procedure

decision variables zik = 0 k = 1, . . . , n̄.

After defining LB() in the for loop of Algorithm 5.1, we solve the mathematical model

and store its solution in the respective solution arrays, but only up to the last position

k̄ of the assembly sequence that is fixed. Note that for uij the decision variables are not

saved. If a product is placed on a mix bank in iteration , where workpieces of previous

iterations are already fixed, the respective uij variables are altered for all workpieces on

said mix bank, as they represent the number of workpieces to follow. Thus, all uij are

potentially subject to change in each iteration.
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Chapter 6.

Conclusion

6.1. Summary and Insights

This thesis provides theoretical advances and practical applications for dealing with

uncertainty and fixed costs in inventory and production systems.

First, we proved the optimal inventory control policy when demands are uncertain and

fixed costs vary cyclically over time. The resulting policy is complex in the regular order

period, where fixed costs are low, but remains a simple period-dependent (s, S) policy

in all other periods. We describe and prove this optimal policy based on the notion

of K-convexity and the optimal ordering behavior in the presence of non-K-convex cost

functions. Although fixed order costs change cyclically, the cost functions of the intrape-

riods are L-convex and thus lead to optimal (s, S) policies. The regular order period does

not fulfill K-convexity, which leads to the more complex order structure with multiple

order areas. We show numerically that simpler policies, for instance (sj, Sj), (s, S, r, R),

(Opt|m) and (s, S) policies, provide varying degrees of approximation of the optimal

policy. In that regard, the (s, S, r, R) policy leads to average cost deviations < 1 % and

the (sj, Sj) policy to almost optimal solutions (that is: negligible cost differences).

Managers should take away that the optimal policy is not of the simple (s, S) type and

that one will make severe errors by applying the policy with the same parameters for

all periods. The optimal policy in the regular order period is even more complex than a

period-dependent (s, S) policy, but it can be described by a clear structure with multiple

order areas. The order areas arise as a forward-buying effect to reduce the probability

of ordering in the high-cost periods gains importance. The good news is that, by adding

two additional parameters (r and R) to the classic (s, S) policy, the resulting inventory

policy is still fairly easy to use yet provides near-optimal solutions in most cases. While

this is true for most settings, companies that face little demand variation and small

holding costs should be careful, as in this case, a more complex policy might be in order,
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namely a period-dependent (s, S) policy.

Next, in a practical problem setting at a retailer, we established a model for setting

and allocating delivery rhythms and order-up-to levels for products and stores. The

complexity of the data-driven model was tackled by the use of hierarchical decompo-

sition approaches in the product or time dimension. Furthermore, a genetic algorithm

approach that self-adapts its parameters depending on an instance’s characteristics was

introduced. Lastly, we established a savings algorithm, which starts with a lot-for-lot

solution and, where it is cost-beneficial and feasible, improves by merging orders. We

compared the different approaches to find that the genetic algorithm, with the savings

algorithm as a starting solution, finds the best results on average. Average cost benefits

of over 3 % in a controlled testbed and over 20 % in the case study of a European retailer

were achieved.

From a managerial point of view, the results furthermore indicated that the genetic

algorithm model is most beneficial when the data-driven model is supplied with a large

number of samples and when the time between orders is high. The approach also showed

the possibility of including practical constraints such as an upper bound on the workload

both in the warehouse and the store, which could easily be extended to a variety of other

practice-related constraints without generally altering the model or solution approach.

In a second practical problem from retail, a model to set the parameters for an

(s, c, S, nq) inventory control policy with case packs was provided. The data-driven

approach incorporates the backroom effect, i.e., the double handling of goods that do

not fit on the shelf during initial replenishment. A comparison of the approach with

benchmarks revealed cost savings of over 0.9 % when the backroom effect is included,

over 17 % when an (s, c, S) policy rather than an (s, S) policy is used and over 53 %

when a stochastic data-driven approach rather than one that only optimizes on expected

demand values is used.

Hence, managers should take the demand uncertainty as well as the backroom effect

into account as they are key cost drivers. If a significant major fixed cost exists, inventory

control should be changed to an (s, c, S, nq) policy, which still allows inventory control on

an item level, but allows the realization of economies of scale across multiple products.

The third practical problem considered in the thesis stems from an automotive supplier

of modules. A model has been introduced to consider resequencing of the assembly

sequence at the supplier while ensuring restoration of the OEM sequence through a
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first-in-first-out approach where mix banks are used. The model formulation has been

adapted for the use in three different objectives, namely the load balancing, material

leveling and color batching. To make the approach applicable in practice, a limited

lookahead heuristic has been developed. The numerical results showed that, on average,

> 50 % savings against the production of the OEM sequence as-is can be realized.

Furthermore, the heuristic provided good solutions in a short time and has hence proven

its applicability to practical-sized problems.

Managers are advised to carefully analyze the proposed model and the parameters for

the heuristic by back-testing its capabilities on historical sequences. The largest increase

in savings is obtained when the second mix bank is implemented. In general, benefits are

high when sequences are neither small nor large, the number of stations/materials/colors

is small, more complex products are demanded and the average utilization of stations is

not too high.

We summarize our insights to provide answers to our research questions of Chapter 1.

• How can operations research methods be used to derive advanced decision support

in digitized supply chains?

In our practical applications, we use data-driven approaches that explicitly uti-

lize given company sales data as-is. Based on our optimization models, we then

transform this data into decision support by providing concrete parameter values

for the inventory control policies. We use the methodological advantages of MILP

models, which are core to many operations research approaches and can be solved

by commercial standard solvers. By using the company data, transforming it into

decision support and using operations research approaches, we manage to derive

large cost savings in our practical applications, which shows the clear benefit of

prescriptive analytics in practice.

• Does the consideration of uncertainty in the decision-making have any impact on

the operational performance?

We explicitly investigate the effect of including uncertainty in our data-driven

models for two practical retail applications. We find that, in both cases, cost

benefits are huge when we consider the uncertainty. Moreover, the larger the

amount of input data is, the better our approaches. Hence, the current drive to

collect more and more data in the industry can effectively be used for reducing
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costs considerably.

• How can innovative operations concepts tackle the requirements for cost-efficiency

and practical complexity?

In our practical applications, we investigated two advanced delivery concepts in

retail and a new organizational approach in production operations for an auto-

motive supplier. We showed that, although the concepts combined with practi-

cal constraints might pose difficulties when it comes to their optimal application

without proper decision support, our models realize significant savings over those

offered by other concepts. For example, the new proposed (s, c, S, nq) policy uses

an additional parameter which needs to be optimized, yet it realizes far higher cost

benefits than would be possible with the traditional (s, S, nq) policy. Despite the

practical requirement of an easy restoration process, our resequencing approach

for the automotive supplier leads to vast savings under very different goals. We

hence showed that innovative concepts, accompanied by the appropriate decision

support tools, can be utilized to realize significant savings in cost, personnel, load

variation and other dimensions.

• What is the implication of various forms of fixed order costs (time-dependent,

multi-item or sequence-dependent) for decision-making?

Our investigations have shown several implications of fixed order costs. If the fixed

order costs are time-dependent, optimal inventory control will likely be of a com-

plex structure. However, simple nearly-optimal inventory policies can approximate

the optimal decision-making when the parameters are properly set. The most im-

portant factor is an adaptive policy that varies its parameters over time with the

variance in the fixed order costs. When we look at a multi-item setting, coordi-

nated inventory control is key when it comes to saving fixed order costs. If no

coordination takes place, costs will likely rise severely, even if optimal parameters

for the inventory policy are used. In the automotive supplier problem, we inves-

tigated sequence-dependent fixed costs in a production setting. Their existence

drives the need for flexible production systems immensely, as possible savings are

huge. On the other side, the requirements for flexible changes in the production

sequence are also significant, even more so if the quality of the customer sequence

is poor.
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6.2. Further Research

The theoretical and practical problem settings observed in this thesis leave room for

future research.

When providing the optimality proof in Chapter 2, we assumed that fixed costs drop

once per order cycle. One could investigate a setting where fixed costs vary in all

periods of the order cycle to further generalize the model. The other introduced notions

mentioned in the chapter all assume non-increasing fixed costs. Consequently, their

optimal behavior might be influenced in the same way if those fixed costs, as in our

setting, vary over time.

The investigated retail problems all use demand data to optimize inventory control

policies. A next extension would be to include causal data to transform the methods into

Big Data approaches and further enhance the demand modeling. In that regard, also

machine learning approaches, such as regularization, might help to reduce the problem

of over-fitting and hence increase the out-of-sample performance.

While the resequencing approach is beneficial in the setting of an automotive supplier,

its adaptable formulation could also be transferred to rather different problem settings as,

e.g., the roll cage sequencing in retail. In this example, roll cages for the different stores

need to be loaded into trucks in sequence, depending on the delivery route. Resequencing

might be applied in this setting to alter the sequence in which the picking tours need to

occur while allowing the restoration of the delivery sequence at the end. In this case,

there would be no need to implement mix banks, as a re-purposing of the outbound area

should yield the same result.

The investigation of the practical problem settings was based on rather small numerical

test instances. To get closer to practice, larger and more complex data sets should be

analyzed. While some of the MILP approaches showed that larger instances will not be

solvable, this leaves room for other technical-driven solutions, which should aim at faster

computation. Exact approaches such as Benders’ decomposition or column generation,

as well as mat- or meta-heuristics might be quite applicable to our practical problem

settings.

In this thesis, we applied the data-driven approaches on inventory problems in retail.

However, the general idea of using historical data in MILP models to generate decision

support through optimization has a wide range of applicability. Other industries that

161



Chapter 6. Conclusion

experience stochastic demand are also candidates for the approach, but so are other

stochastic influences, such as stochastic lead times, yields or prices.

In all of our approaches, we compared several benchmark models and their parameter

settings to exact approaches. The numerical studies revealed that for different instances

also different approaches perform best. While we identified approaches that perform best

across all instances, a further step would be a classifier who selects the most appropriate

model for each instance individually, based on the instance’s characteristics. Using such

a classifier will improve the performance overall and should provide more robustness, i.e.

performance outliers should occur less likely.
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Holzapfel, A., Hübner, A. H., Kuhn, H., & Sternbeck, M. G. (2016). Delivery pattern

and transportation planning in grocery retailing. European Journal of Operational

Research, 252 , 54–68.

Hua, Z., Yang, J., Huang, F., & Xu, X. (2009). A static-dynamic strategy for spare

part inventory systems with nonstationary stochastic demand. Journal of the

Operational Research Society , 60 (9), 1254–1263.
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