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Zusammenfassung
In den letzten Dekaden wurden die mathematischen Eigenschaften der hp-Version der Finiten
Elemente Methode ausführlich untersucht. Hierbei wurde unter anderem bewiesen, dass diese
Diskretisierungsmethode sogar bei singulären Problemen eine exponentielle Konvergenz erzielt.
Trotz der hieraus resultierenden Vorteile ist diese Methode in der heutigen Ingenieurspraxis
nicht weit verbreitet. Ein Grund hierfür ist das Problem der sogenannten hängenden Knoten,
das zu einer hohen Komplexität in der Formulierung und Implementierung der Methode führt.
Das Ziel der in der vorliegenden Arbeit vorgestellten Multi-Level hp-Methode ist das Prob-

lem der hängenden Knoten zu lösen, ohne dabei die hohe Lösungsqualität von hp-Methoden
zu senken. Hierzu wird die klassischerweise eingesetzte refine-by-replacement Verfeinerungs-
strategie durch einen refine-by-superposition Ansatz ersetzt. Die Multi-Level hp-Methode
setzt dieses alternative Verfeinerungskonzept ein, indem ein grobes high-order Grundnetz mit
einem feinen high-order Overlaynetz superpositioniert wird. Diese alternative hp-Formulierung
umgeht das Problem der hängenden Knoten, da die globale Kontinuität der Lösung mittels
homogener Dirichlet-Randbedingungen auf dem Overlaynetz sichergestellt werden kann.
Diese Arbeit zeigt, dass sich durch diesen Paradigmenwechsel die Formulierung der Meth-

ode deutlich vereinfacht. Hierdurch ist eine computergestützte Umsetzung in einem flexiblen
Diskretisierungskernel möglich, der eine dynamische Veränderung der Netzstruktur und be-
liebige Netzirregularitäten erlaubt. Durch eine umfassende Testreihe von ein-, zwei- und drei-
dimensionalen singulären Benchmarks aus dem Gebiet der Wärmeleitung, der Elastizität, der
konvektionsdominierten Transportprobleme und der Kontaktmechanik wird gezeigt, dass die
Multi-Level hp-Methode die gleiche Approximationsgenauigkeit wie konventionelle hp-Ansätze
erzielt. Des Weiteren wird gezeigt, dass es die vereinfachte Implementierung der Methode er-
laubt, die Netzstruktur kontinuierlich während der Laufzeit der Simulation zu verändern. Auf
diese Weise kann das Verfeinerungsgebiet dem Verlauf von bewegten Irregularitäten folgen. Die
sich hieraus ergebenden Vorteile werden im Kontext von sich dynamisch ändernden Randbe-
dingungen, kohäsiver Delamination, sich bewegenden Einschlüssen und Kontaktproblemen mit
großen Deformationen demonstriert.



Abstract
The hp-version of the Finite Element Method has proven to yield an exponential convergence of
the approximation error even for problems with singular solution characteristics. Despite the
resulting possible advantages, hp-FEM has not become the standard computational method
in today’s engineering practice. This has to be partially attributed to the problem of hanging
nodes, which yields a high complexity of the method’s formulation and implementation.
By proposing the multi-level hp-concept, the thesis at hand aims at reducing this com-

plexity, while yielding the same high approximation quality as conventional hp-approaches.
To this end, the conventional refine-by-replacement idea is dropped in favour of a refine-by-
superposition approach. The idea of the multi-level hp-method is to apply this second re-
finement technique by superposing a coarse base discretization with a fine, high-order overlay
mesh in domains of interest. This alternative hp-formulation fully circumvents the problem of
hanging nodes since the global continuity can be ensured by applying homogeneous Dirichlet
boundary conditions on the boundary of the overlay mesh.
This work demonstrates that this change of refinement-paradigm significantly reduces the

complexity of the approach, such that the formulation can be implemented in a flexible dis-
cretization kernel, which naturally allows for dynamically changing, arbitrary irregular meshes.
By means of an extensive test-suite of one-, two-, and three-dimensional singular benchmarks
from the field of heat conduction, elasticity, convection dominated transport problems, and
contact mechanics, it is demonstrated that the multi-level hp-FEM yields the same high
approximation quality as conventional hp-formulations. Furthermore, it is shown that the
dynamic discretization capabilities of the method allow the refinement to stay local to mov-
ing sharp solution characteristics by continuously updating the discretization throughout the
course of the simulation. The advantages resulting from this flexibility are demonstrated
in the context of dynamically changing boundary conditions, cohesive delamination, moving
inclusions, and computational contact mechanics.
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Notation and glossary

This work follows the standard notation of functional analysis used in e.g. [Brenner and Scott,
2008; Ciarlet, 2002; Reddy, 1997]. In the context of continuum mechanics, a slightly altered
version of the notation suggested by Holzapfel [2000] is used: scalar values are expressed in
normal font (e.g. a, β, c), and tensors are denoted in bold font (e.g. u,σ,C). However, in
contrast to [Holzapfel, 2000], no distinction between the order of the tensor is made. Individual
components/coordinates of tensors are denoted using the index notation, e.g. ui, σij, Cijkl.
Assuming a Cartesian basis, the basis vectors are omitted in this notation, and both, co- and
contravariant basis are labeled in with sub-scripts [Holzapfel, 2000, Section 1.6]. Furthermore,
Einstein’s summation convention is used, e.g. ti = σijnj.
Throughout the work, the notation, abbreviations and symbols are described when first

used. Abbreviations and symbols used across chapters are summarized in following.

Abbreviations
CAD Computer Aided Design.
dist. Distribution.
dof Degree(s) of freedom.
elem. Elements/number of elements.
elev. Elevation.
FCM Finite Cell Method.
FEM Finite Element Method.
IGA Isogeometric Analysis.
lin. Linear.
m.-l. hp multi-level hp.
NURBS Non-uniform rational B-splines.
PDE Partial Differential Equation.
ref. Refinement.
SEM Spectral Element Method.
SUPG Streamline upwind Petrov-Galerkin.
uni. Uniform.



x Contents

Functional analysis
a(·, ·) Bi-linear form.
d·e, b·c Rounding operators ceil and floor, respectively.
Cm Space of functions with a continuous m-th derivative.
f(·) Linear form.
f̃(·) Linear form shifted by Dirichlet boundary condition.
Hm Sobolev space of order m.
Hm

0 Homogeneous Sobolev space of order m.
L2 Space of square integrable functions.
||v|| Norm of function v.
||v||E Energy norm of function v.
||v||H1 H1 norm of function v.
||v||L2 L2 norm of function v.
||v||V Norm of function v with respect to inner product space V .
Rn n-dimensional space of real numbers.
S Admissible function space complying to the Dirichlet boundary conditions.
V Admissible functions space complying to homogeneous Dirichlet boundary condi-

tions.

Continuum mechanics
b Left Cauchy-Green tensor.
b̂ Prescribed body load in deformed configuration.
B̂ Prescribed body load in initial configuration.
C Elastic material tensor.
C Right Cauchy-Green tensor.
∇ · u Divergence of a tensor u.
u · v, uivi Dot/inner product of two vectors u and v.
σ : ε, σijεij Dot/inner product of two higher-order tensors σ and ε.
e Euler-Almansi strain tensor.
E Green-Lagrange strain tensor.
ε Engineering strain tensor.
fn Flux over boundary.
f Flux tensor.
F Deformation gradient.
Γ Domain boundary.



Contents xi

ΓD Dirichlet boundary in initial configuration.
γD Dirichlet boundary in deformed configuration.
ΓN Neumann boundary in initial configuration.
γN Neumann boundary in deformed configuration.
Gext External virtual work.
Gint Internal virtual work.
J Determinant of deformation gradient F .
κ Conductivity tensor.
n Outward pointing unit normal vector in deformed configuration.
N Outward pointing unit normal vector in initial configuration.
Ω,Ω0 Control volume or domain in initial configuration.
Ωc Control volume or domain in deformed configuration.
P First Piola stress tensor.
ϕ Deformation mapping.
ϕ̂ Prescribed deformation mapping at Dirichlet boundary.
q Cauchy heat flux vector.
q̂ Applied flux on Neumann boundary (e.g. heat flux or traction).
ŝ Generic source term.
ŝ Heat source.
S Second Piola stress tensor.
σ Cauchy stress tensor.
t Cauchy traction vector.
t̂ Prescribed Cauchy traction vector on Neumann boundary.
T Piola traction vector.
T̂ Prescribed Piola traction vector on Neumann boundary.
(·)> Transpose of a vector or tensor.
W Hyper-elastic energy potential.
x Spatial point in deformed configuration.
X Material point in initial configuration.

Finite element discretization
A Stiffness matrix.
Ai Magnitude of singular solution expansion in polar coordinates.
α Irregularity exponent.
Ii i-th interval in a one-dimensional mesh.
β Algebraic convergence rate.



xii Contents

ci Midpoint of i-th element.
e Approximation error u− uh.
F Right-hand-side or load vector.
∇ξk(·) Gradient with respect to the reference coordinates of refinement level k.
h Element size.
hi Size of i-th element.
Jk Jacobi matrix of refinement level k.
Hk Hessian matrix of refinement level k.
k Refinement level or number of refinement levels.
K Cell or element of a mesh Th.
◦
K Interior of a cell K.
Li Legendre polynomial of order i.
LM Location map.
N Basis function of finite element space.
N Basis function matrix of finite element space.
p Polynomial degree of element shape functions.
Pi Integrated Legendre polynomial of order i.
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Chapter 1

Introduction

1.1 Motivation
In the past decades, the accurate numerical simulation of complex physical phenomena has
been key to expanding technological frontiers. In particular in the fields of mechanical, struc-
tural and civil engineering, the Finite Element Method (FEM) has become the method of
choice in today’s engineering practice. The core principle of this discretization approach is to
partition the geometry under consideration into a finite number of elements and to represent
the numerical approximation of the analytical solution by so-called shape functions defined
on these elements. This element-wise approach allows for the use of complex, unstructured
meshes, which gives the method a high geometric flexibility. Moreover, continuous research in
this field has extended the applicability of the FEM to almost every field of engineering inter-
est including solid and fluid mechanics, contact, friction, non-linear deformations and material
models, fluid structure interaction, bio-mechanics or dimensionally-reduced structures such as
beams, plates and shells.
Despite this great success, one constant request of engineering practice is to simulate larger

numerical models with higher accuracy in a shorter time. The classical approach to increase
the accuracy is the use of finer meshes with decreasing element sizes. Although this so-called
h-refinement is prevalent and has proven to yield excellent results, the obtained numerical ap-
proximation converges to the analytical solution at a comparably slow rate. This does not pose
a problem when applying h-refinement to obtain a first rough estimate or in applications with
high modeling uncertainties. However, in situations requiring highly accurate solutions, the
resulting high number of unknowns necessary for the simulation renders a pure h-refinement
computationally unfeasible.
An alternative strategy to increase the result quality is to use shape functions of higher

approximation order. Classical approaches of this kind are the p-version of the Finite Element
Method (p-FEM) and the Spectral Element Method (SEM). In both cases, tailored high-order
polynomials are used to approximate the analytical solution. The main advantage of these
approaches is that—for smooth problems—the approximation error decays exponentially under
an elevation of the approximation order. In this way, the same approximation accuracy can
be reached at a significantly smaller number of unknowns compared to classical h-refinement.
In the past decade, the family of high-order methods has been extended by the concept of

Isogeometric Analysis (IGA). Here, (high-order) B-splines or non-uniform rational B-splines
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(a) Crack in steel structure [Mann, 2011] (b) In-plane wall cracking due to Killari earthquake in 1993
[WHE, 2016]

Figure 1.1: Examples of failure initiated at geometric features.

(NURBS)—common in the world of Computer Aided Design (CAD)—are used to represent
the numerical solution. Compared to the aforementioned high-order methods, the advantage
of this approach is the higher inter-element continuity of up to Cp−1, with p being the order
of the used splines. In contrast, p-FEM and SEM elements are only C0-continuous. This
higher global continuity renders the method applicable to higher-order variational problems,
such as e.g. shells and higher-order phase fields. Furthermore, it provides a higher accuracy
per degree of freedom compared to the previous methods, when applied to smooth problems.
Unfortunately, the presence of singularities or stress concentrations has a detrimental effect

on the performance of the aforementioned high-order methods. In this case, the convergence
decays to an algebraic characteristics that is only slightly better than the convergence of a
pure h-refinement.
Such non-smooth characteristics are a common problem in the field of computational me-

chanics and can be causes by e.g. re-entrant corners, small geometric features, crack-tips,
material interfaces, changing boundary conditions, or contact boundaries. Unfortunately,
these points often initiate the failure of a mechanical structure as illustrated in Figure 1.1.
Therefore, the numerical prediction is required to be as accurate as possible in these regions
to prevent the possibly catastrophic outcome.
An alternative refinement strategy—tailored for these kind of problems—is the hp-version

of the Finite Element Method. The essential idea of the approach is to obtain higher accuracy
by combining the decrease of the element size with the use of high-order polynomials as shape
functions. In this way, the finite element mesh can be refined in the vicinity of the singularities,
whereas a coarse, high-order discretization can be used to approximate the analytical solution
in domains where it is smooth. A detailed mathematical analysis of this methods reveals that
the simultaneous change of h and p yields an exponential decrease of the approximation error
even in the presence of singularities. This allows for a significantly higher accuracy for the
same number of unknowns.
However, the hp-method has not become the standard in engineering simulations. This has

to be at least partially attributed to the high implementational complexity of this refinement



1.1. Motivation 3

No Refinement Level 1 Refinement Level 2 Refinement Constraints

Active Nodes Constrained Nodes Active Edges Constrained Edges

Figure 1.2: Multiply constrained modes occurring in classical hp-refinement strategies [Zander
et al., 2015].

method. One cause of this complexity is the inherent idea of the approach to perform h-
refinement by replacing coarse elements by a set of finer elements. As illustrated in Figure 1.2,
the resulting fine-scale nodes have no corresponding counterpart in the neighboring coarse
element. These so-called hanging nodes render the discretization irregular.
One possibility to circumvent this problem is to additionally sub-divide the adjacent coarse

elements to form a regular transition between the refined and coarse parts of the mesh. Al-
though this approach has proven to yield good results, the automatic creation of these tran-
sition elements is challenging, in particular in higher dimensions.
An alternative approach is to directly use the irregular discretization for the finite element

computation. To this end, the hanging nodes have to be constrained appropriately such that
the final approximation is C0-continuous. Although the applicability of this constrained ap-
proximation approach has been shown in various contexts, it comes at a high algorithmic
complexity. This applies in particular to cases where hanging nodes have to be constrained
in terms of already constrained nodes. The resulting cascade of constraints has only been
implemented in very few code frameworks, which are mostly used for research purposes. Fur-
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thermore, in applications evolving e.g. moving loads, evolving cracks, propagating shocks,
or sliding contact, the position of a stress concentration or singularity might change during
the course of the simulation. Therefore, the mesh design has to be updated accordingly to
accurately capture the new solution field. When following the prevalent refine-by-replacement
approach, this dynamic change demands a sophisticated discretization kernel.
This rationale motivates the objectives presented in the next section.

1.2 Objectives
The aim of the multi-level hp-version of the Finite Element Method—described in this work—
is to formulate a refinement scheme that a) alleviates the aforementioned algorithmic and
implementational complexity of hanging nodes and b) yields the same approximation quality
as conventional hp-methods.
Point a) requires that the rule-set ensuring the linear independence and the compatibility

of the basis functions is as simple as possible such that it is implementable in a flexible
data structure. Concerning point b), the primary goal is that the refinement scheme yields
an exponential decay of the approximation error in the presence of singularities. Here, the
convergence is not only to be understood with respect to the number of unknowns but also with
respect to the time required to compute the solution. Furthermore, the refinement shall not be
limited to simple benchmarks but also applicable for three-dimensional unstructured meshes.
Moreover, the scheme should be compatible with classical error and smoothness estimation
techniques to yield an automatic, error-driven hp-adaptive scheme. The final aspect is that
the discretization kernel should allow for a dynamic change of the mesh structure during the
simulation such that moving singularities can be resolved with high accuracy.
To meet these demands, the classic refine-by-replacement idea is abandoned. Instead, the

multi-level hp-scheme refines the discretization by superposing the base mesh with a finer
overlay mesh in domains of interest. By this change of paradigm, the inter-element continuity
of the shape functions can be ensured easily by applying homogeneous Dirichlet boundary
conditions on the boundary of the refinement zone. In this way, hanging nodes are avoided by
definition, which reduces the implementational complexity of the scheme. This allows for a
highly flexible discretization kernel featuring arbitrary irregular meshes, which can be refined
and coarsened continuously throughout the simulation runtime.
In accordance with the TUM Promotionsordnung [TUM, 2010, §6, Abs. 1, Satz 2], the idea

of the multi-level hp-method has been pre-published. The refinement scheme was first intro-
duced for two-dimensional problems in [Zander et al., 2015] and extended to three-dimensional
problems in [Zander et al., 2016]. In [Zander et al., 2017], the applicability of this method
for the accurate resolution of cohesive fracture has been demonstrated. The combination of
the multi-level hp-refinement scheme with error and smoothness estimators was presented in
[D’Angella et al., 2016]. The main scientific research as well as the textual elaboration of the
first three publications was performed by the author of this work. The fourth publication
has been co-authored by the author of this work. In accordance with the Wiley-VCH Copy-
right Transfer Agreement [Wiley, 2016], the Springer Copyright Transfer Statement [Springer,
2016], and the Elsevier publishing agreement [Elsevier, 2016], the current work summarizes
these scientific results and supplements them with a more detailed description of the context
and the background. Furthermore, the analysis of the multi-level hp-refinement scheme is
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extended by additional, more detailed numerical studies to assess the approximation quality
of the suggested method in more depth. Throughout the work, the following footnotes are
used to reference the original publications and to mark literal transposition. a b c d e f g h

1.3 Outline
This work is organized in two parts. The first part formulates the multi-level hp-version of
the Finite Element Method. In the second part, the applicability of multi-level hp-method is
analyzed in the context of different problem classes of engineering interest. The content of the
individual chapters is summarized in the following.

Part I: Formulation of multi-level hp-FEM

In Chapter 2, the fundamentals of the Finite Element Method are outlined. The main
purpose of the chapter is to introduce and define the terminology used throughout this work.
To this end, the first part of the chapter describes the mathematical models considered in
this work in their strong and variational/weak form. Furthermore, the requirements for the
existence and uniqueness of an analytical solution are reviewed. The second part of the chapter
describes the fundamentals of the Finite Element Method. To this end, the idea of the Galerkin
method is outlined and the most important approximation properties are stated. On this basis,
the construction of finite element function spaces is outlined. In this context, the respective
terminology—such as “element”, “mesh”, or “shape function”—is defined. The chapter closes
by outlining the proof that the finite element approximation converges to the exact solution.
The requirements necessary for this convergence are interpreted in an engineering context.
In Chapter 3, the different versions of the Finite Element Method and their convergence

properties are discussed. As a motivation, the chapter begins with a detailed convergence
analysis for a one-dimensional, singular benchmark. For this example, the a priori estimation

aThe following chapter/section/paragraph is based on [Zander et al., 2015]. The main scientific research as
well as the textual elaboration of the publication was performed by the author of this work.

bThe following chapter/section/paragraph is based on [Zander et al., 2016]. The main scientific research as
well as the textual elaboration of the publication was performed by the author of this work.

cThe following chapter/section/paragraph is based on [Zander et al., 2017]. The main scientific research as
well as the textual elaboration of the publication was performed by the author of this work.

dThe following chapter/section/paragraph is based on the Master’s thesis [D’Angella, 2015] that was su-
pervised by the author of this work. The resulting publication [D’Angella et al., 2016] was co-authored by the
author of this work.

e In accordance with the Elsevier publishing agreement [Elsevier, 2016], the text of this chapter/section/-
paragraph is taken in an adjusted version from [Zander et al., 2014]. The main scientific research as well as
the textual elaboration of the publication was performed by the author of this work.

f In accordance with the Springer Copyright Transfer Statement [Springer, 2016], the text of this chapter/-
section/paragraph is taken in an adjusted version from [Zander et al., 2015]. The main scientific research as
well as the textual elaboration of the publication was performed by the author of this work.

g In accordance with the Elsevier publishing agreement [Elsevier, 2016], the text of this chapter/section/-
paragraph is taken in an adjusted version from [Zander et al., 2016]. The main scientific research as well as
the textual elaboration of the publication was performed by the author of this work.

h In accordance with the Wiley-VCH Copyright Transfer Agreement [Wiley, 2016], the text of this chap-
ter/section/paragraph is taken in an adjusted version from [Zander et al., 2017]. The main scientific research
as well as the textual elaboration of the publication was performed by the author of this work.
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of the approximation error is stated, and different mesh refinement types are compared. In
the second part of the chapter, these results are cast into the different versions of the Finite
Element Method. In particular, the p- and hp-version of the method are outlined in detail. In
the final part, the approximation properties of these finite element formulations known from
literature are summarized and compared.
In Chapter 4, the classical construction of hp-meshes is reviewed. The chapter focuses on

the question of how to resolve the aforementioned mesh irregularities caused by the classical
refine-by-replacement approach. To this end, the chapter begins with a detailed literature
review of the different strategies developed in the past decades. In the second part, the
prevalent idea of a constrained approximation is outlined in more detail. For this purpose,
the derivation of the constraint coefficients and their assembly in the final stiffness matrix is
discussed. The chapter closes by pointing out the common algorithmic limits of this approach.
Motivated by these challenges, the suggested multi-level construction of hp-meshes is dis-

cussed in Chapter 5. To this end, the chapter begins with formalizing the applied refine-by-
superposition idea. In a second step, a literature survey provides an overview of the different
contexts in which this approach has been applied successfully before. The final part of the
chapter then describes the use of this idea to construct hierarchical hp-meshes wherein hang-
ing nodes need no special consideration. In particular, a simple rule-set to ensure the linear
independence and the compatibility of the final function space is derived.
In Chapter 6, the implementational aspects of the multi-level hp-method are addressed. To

this end, the chapter begins with the presentation of a possible data structure in the context
of an object-oriented finite element framework. The properties of the core classes are derived,
and their interaction is discussed. On this basis, the second part of the chapter describes the
hierarchical refinement procedure in detail. The essential steps of the algorithm are illustrated
in pseudo code. In the third part of the chapter, the implementation of the rule-set for a linear-
independent and compatible basis is discussed by a means of a full outline of the algorithm
in terms of pseudo code. The chapter concludes with details on how the shape functions are
evaluated in the hierarchical mesh structure, and how the final stiffness matrix can be formed.
With Chapter 7, the first part of this work closes by describing an error controlled multi-

level hp-adaptive refinement approach. To this end, the chapter first outlines the essential
idea and properties of an adaptive feedback technique for the construction of finite element
meshes. From this idea, the need of an error and smoothness estimator is derived. For this
reason, the first and second part of the chapter provide a literature review of the different
techniques usable for estimating the error and the smoothness of a numerical approximation
in a cheap and effective way. In the third and final part of this chapter, these two techniques
are combined to formulate an error-controlled multi-level hp-adaptive refinement scheme. To
this end, the chapter outlines how the selected estimation techniques have to be reinterpreted
to estimate the approximation error and the smoothness in a hierarchical mesh structure.

Part II: Application of multi-level hp-FEM

The second part of this work begins with Chapter 8, where the approximation properties of
the suggested multi-level hp-method are analyzed in the context of problems with singular or
non-smooth solutions. The test suite includes the classical benchmarks, such as the L-shaped
domain, the Fichera corner problem, the cracked panel problem, and the three-dimensional
shock problem. For these applications, the convergence of the approximation error is analyzed
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with respect to the number of unknowns and the computational time required for the sim-
ulation. In this context, different mesh design strategies and the error-controlled refinement
algorithm are compared. In addition to the approximation error, other numerical properties of
the multi-level hp-method—such as the condition number or the number of necessary solver-
iterations—are studied and compared to references obtained by conventional hp-approaches.
Besides these simple-shaped benchmarks, the refinement scheme is further tested in the con-
text of a curved, three-dimensional structure to analyze the applicability of the approach for
problems of engineering relevance.
Having assessed the properties of the multi-level hp-approach in the presence of a stationary

singularity, Chapter 9 analyzes the ability of the refinement scheme to dynamically adapt
the discretization during the runtime of the simulation. To this end, the scheme is applied to
resolve a propagating wave front, while keeping the refinement local to the sharp gradients. In
a second benchmark, the potential of the method is tested in the context of a discontinuous,
traveling traction, which induces a moving discontinuity in the stress field. The chapter closes
by extending this benchmark to three dimensions.
Chapter 10 studies potential benefits of combining the suggested refinement scheme with

the Finite Cell Method (FCM) to capture moving inclusions on a fixed, non-matching back-
ground mesh. To this end, the essential idea of the Finite Cell Method is outlined in the first
part of this chapter. In the second part, the combination of the two methods is analyzed for
a two- and a three-dimensional problem.
In Chapter 11, the performance of the refinement scheme is studied in the context of pro-

gressing, cohesive crack growth. For this purpose, the chapter begins with a brief introduction
into the mechanical and numerical modeling of cohesive fracture and outlines the use of the
multi-level hp-refinement method in this context. In the second part of this chapter, the
approximation quality of the hp-refined discretization is analyzed for the well-known double
cantilever beam benchmark. In a second example, the suggested refinement method is used
to resolve the progressing crack front in a three-dimensional setting. In the last example, the
multi-level hp-approach is combined with the Finite Cell Method to simulate the delamination
of a complex-shaped structure without resolving the geometry by the mesh.
Chapter 12 performs a first step in extending the applications range of the suggested re-

finement method towards fluid mechanics. An essential challenge in this application regime is
a convection-dominated transport. The chapter focuses on this aspect by applying the multi-
level hp-scheme to convection-diffusion problems. To this end, the first part of the chapter
briefly reviews the mathematical modeling of this application field. By means of one- and
two-dimensional benchmarks, the second part analyzes the ability of the suggested refine-
ment scheme to resolve sharp boundary layers, which are a common problem in convection-
dominated scenarios. Furthermore, the compatibility of the multi-level hp-method with stan-
dard stabilization schemes, such as the streamline upwind Petrov-Galerkin scheme (SUPG),
is studied.
In Chapter 13, the approximation quality of the multi-level hp-refinement concept is stud-

ied in the context of computational contact mechanics. From a high-order discretization point
of view, the first challenge in this application field is the reduced regularity of the analytical
solution at the boundary of the refinement zone. The second challenge is that—in the presence
of non-linear deformations—the position of the contact zone might change in the course of the
simulation. The aim of the chapter is to analyze whether the dynamic discretization capabil-
ities of the multi-level hp-scheme can be used to resolve these two challenges. To this end,
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the chapter first briefly reviews the essentials of non-linear solid and computational contact
mechanics. In a second step, a refinement strategy is formulated to automatically refine the
discretization in the vicinity of the moving contact points. On this basis, the third section
of the chapter then systematically compares the approximation properties of the suggested
methods by means of the Hertz benchmark and an example involving large deformations and
moving contact.
This work closes with a concluding outlook in Chapter 14.
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Chapter 2

Fundamentals of the Finite Element
Method

The current chapter aims at outlining the fundamentals of the Finite Element Method (FEM).
The first part of the chapter addresses the mathematical formulation of the physical phenom-
ena in its differential and variational form. Further, the requirements for the existence and
uniqueness of the solution to these variational boundary value problems are discussed. The
second part of the chapter describes the essential idea of the finite element discretization and
defines the respective terminology. The third part addresses the requirements for the finite
element solution to converge to the analytical solution. This forms the foundation for the
discussion of the different types of convergence, which follows in the next chapter.

2.1 Mathematical modeling of physical phenomena
In reality, physical phenomena are determined by the interaction of molecular, atomic or even
sub-atomic particles. Thismicroscopic viewpoint is well suited for modeling and understanding
the fundamental principles of physical phenomena on a small scale. However, with a growing
problem size, the number of particles that need to be considered quickly exceeds a reasonable
range. Therefore, the mathematical description of problems on an engineering scale demands
a different modeling ansatz that takes a macroscopic viewpoint.
A successful approach is the continuum concept, which is described in detail in e.g.

[Holzapfel, 2000; Malvern, 1977; Marsden and Hughes, 1994]. This modeling technique is
based on the assumption of a continuous distribution of matter throughout space. With this
abstraction, the physical state of a medium can be characterized by certain field quantities
such as density, velocity, and temperature.

2.1.1 Mathematical models in their strong and weak formulation
To describe the spatial distribution of theses quantities, the underlying physical phenomena
have to be modeled mathematically. Commonly, these mathematical models are based on the
assumption that the mass, the momentum, and/or the energy contained in a control volume
Ω is conserved. Hence, the change in time of such a physical quantity Φ has to be in balance
with its flux fn over the domain boundary Γ = ∂Ω and the production or source term ŝ inside



12 2. Fundamentals of the Finite Element Method

the control volume. Further, it is assumed that the flux fn can be expressed as a function
of a primary variable u(x) describing e.g. the displacement, the velocity or the temperature
distribution within Ω. All four quantities are tensors of rank m.
Mathematically, this idea of conservation or balance is expressed in the following integral

form

Φ̇(t) =
∫

Γ

fn(u) dΓ +
∫

Ω

ŝ dΩ. (2.1)

The second essential assumption in the concept of continuum mechanics is that there exists
a unique tensor f of rank m+ 1, such that the flux over the domain boundary is given by

fn = f · n. (2.2)

Here, n denotes the outward pointing normal vector on the boundary Γ. This allows to
re-write the conservation equation as

Φ̇(t) =
∫

Γ

f(u) · n dΓ +
∫

Ω

ŝ dΩ. (2.3)

Unless otherwise noted, this work will focus on stationary scenarios. Accordingly, Φ does
not change over time, i.e. Φ̇ = 0. Therefore, the problem simplifies to

∫

Γ

f(u) · n dΓ +
∫

Ω

ŝ dΩ = 0. (2.4)

Using the Gauss’-divergence theorem, the surface integral in the above expression can be
transformed into a volume integral

∫

Γ

f · n dΓ =
∫

Ω

∇ · f dΩ. (2.5)

This allows to re-write (2.4) as
∫

Ω

∇ · f(u) dΩ +
∫

Ω

ŝ dΩ = 0 ⇔
∫

Ω

(∇ · f(u) + ŝ) dΩ = 0. (2.6)

Since the conservation has to be maintained for an arbitrary control volume Ω, the integrand
in the above equation has to vanish for every point x in the domain Ω. Accordingly, a second
possibility of expressing the mathematical model is the following differential form

∇ · f(u) + ŝ = 0 ∀x ∈ Ω. (2.7)

This partial differential equation is supplemented by the following boundary conditions:

u = û ∀x ∈ ΓD (2.8a)
f · n = q̂ ∀x ∈ ΓN . (2.8b)
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Here, û is the prescribed value of u on the Dirichlet part of the boundary ΓD, and q̂ denotes
the prescribed flux on the Neumann part of the domain boundary ΓN , with ΓD ∪ ΓN = ∂Ω
and ΓD ∩ ΓN = ∅.
A third possibility of expressing the model mathematically is the variational form. It is

obtained by multiplying (2.7) by a differentiable test function v that is zero on ΓD. In a
second step, the resulting equation is integrated over the domain Ω yielding

∫

Ω

v · (∇ · f) dΩ +
∫

Ω

v · ŝ dΩ = 0. (2.9)

Since v is assumed to be differentiable, this expression can be further transformed by observing
that

∇ · (v · f) = v · (∇ · f) +∇v : f . (2.10)

In this way, the expression (2.9) can be written as
∫

Ω

∇ · (v · f) dΩ−
∫

Ω

∇v : f dΩ +
∫

Ω

v · ŝ dΩ = 0. (2.11)

Again using the Gauss’-divergence theorem, the left-most volume integral in the above equa-
tion can be transformed into an integral over the domain boundary

∫

Ω

∇ · (v · f) dΩ =
∫

Γ

v · f · n dΓ (2.12)

=
∫

ΓD

v · f · n dΓ +
∫

ΓN

v · f · n dΓ =
∫

ΓN

v · f · n dΓ, (2.13)

where the last transformation follows because the test function v was defined to be zero on
ΓD.
Following the boundary condition (2.8b), the product of the flux f and the normal vector

n is prescribed on ΓN as q̂. Hence, it follows
∫

Ω

∇ · (v · f) dΩ =
∫

ΓN

v · q̂ dΓ. (2.14)

Inserting this result into expression (2.11) allows to give the final variational form of the
mathematical model as

∫

Ω

∇v : f dΩ =
∫

Ω

v · ŝ dΩ +
∫

ΓN

v · q̂ dΩ. (2.15)

Commonly, this variational form is also denoted as the weak form, whereas the differential
equation (2.7) is denoted as strong form. This terminology is derived from the continuity
constraints posed on f . In the case of (2.7), f has to be (strongly) differentiable in every
point x of the domain Ω. This is not the case in the variational form (2.15). Here, only the
product ∇v : f has to be integrable. This weaker requirement on the continuity gives this
formulation its (second) name.
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2.1.2 Weak form for heat conduction and linear elasticity
To complete the formulation of the problem, the flux f has to be expressed in terms of the
primary unknown u, which is chosen to describe the problem. Depending on the nature of the
physical problem under consideration, u can denote the displacement, velocity, temperature,
or the electric potential. This primary unknown is commonly related to the respective flux
field f by constitutive models. As this work focuses on heat conduction and elasticity, the
description is limited to these two cases.

Linear heat conduction

In the case of linear heat condition, the primary unknown can be identified as the temperature.
Accordingly, u is a scalar field (m = 1) and thus the bold notation is dropped. The source
term ŝ represents a (scalar) heat source distributed in the domain Ω. Applying Stokes’ heat
flux theorem [Holzapfel, 2000, Page 162], the (scalar) heat flux qn entering the control volume
Ω is given by the product of the Cauchy heat flux vector q and the outward pointing normal
vector n, i.e.

qn = −q · n. (2.16)

The negative sign is needed as the normal vector is outward pointing but qn denotes the heat
that enters the body [Holzapfel, 2000, Page 162]. Accordingly, the flux f in (2.15) is given by

f = −q. (2.17)

Using Fourier’s law of heat conduction, the heat flux can be expressed in terms of the tem-
perature gradient by the thermal conductivity tensor κ of the respective material

q = −κ · ∇u. (2.18)

Here, the negative sign is needed because the heat flows from regions with high temperatures
to regions with low temperature value and thus against the direction of the gradient.
Inserting these relations in (2.15) gives the variational form modeling heat conduction

∫

Ω

∇v · κ · ∇u dΩ =
∫

Ω

v ŝ dΩ +
∫

ΓN

v q̂ dΩ. (2.19)

Linear elasticity

In the case of linear elastic deformation of a continuum, the primary solution represents
the displacement vector u. The source of the deformation is the applied body load b̂ (e.g.
gravitational acceleration) and the surface flux corresponds to the applied traction t̂. All
three fields are tensors of rank one (i.e. vectors, m = 1). The flux f is a rank two tensor and
corresponds to the Cauchy stress tensor σ.
The model is completed using a constitutive relation expressing the stress σ as a function of

the displacement u. In the context of linear elastic deformation, a linear correlation between
the stress and the (engineering) strain ε is assumed:

σ(u) = C : ε(u) with ε(u) = 1
2
(
∇u+∇u>

)
, (2.20)
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and C denoting the elastic material tensor.
The use of this relation in the weak form (2.15) requires a slight reformulation of the left-

hand side integrand. To this end, one exploits the constraint that the stress tensor has to be
symmetric to conserve the angular momentum [Holzapfel, 2000, Page 147], i.e. σ = σ>. This
allows the left-hand side integrand in (2.15) to be written as

∇v : σ = ∇v> : σ> = ∇v> : σ. (2.21)

With this equality, the integrand can be reformulated in terms of the strain tensor as follows

∇v : σ = 1
2
(
∇v : σ + ∇v> : σ

)
= ε(v) : σ = ε(v) : C : ε(u). (2.22)

Using this result in (2.15), the final model reads
∫

Ω

ε(v) : C : ε(u) dΩ =
∫

Ω

v · b̂ dΩ +
∫

ΓN

v · t̂ dΩ. (2.23)

Summary

In order for the variational forms to be evaluable, all integrals in (2.19) and (2.23) have to
be finite. For the integrals on the right hand side, this can be ensured if v, ŝ, b̂, q̂, and t̂
are L2-integrable. The left hand sides of the weak forms (2.19) and (2.23) involve the first
derivatives of the solution u and the test function v and the material constants k and C.
Assuming that κ and C are finite, these integrals are finite if the derivatives of u and v are
L2-integrable in Ω. Accordingly, u and v have to be found in the Sobolev space of first order
H1(Ω) that complies to the Dirichlet boundary conditions

H1
û(Ω) =

{
vi ∈ H1(Ω) : vi = ûi ∀x ∈ ΓD

}
(2.24a)

H1
0 (Ω) =

{
vi ∈ H1(Ω) : vi = 0 ∀x ∈ ΓD

}
. (2.24b)

The final mathematical model can then be formulated as follows

Find u ∈ H1
û(Ω) such that a(v,u) = f(v) ∀v ∈ H1

0 (Ω). (2.25)

Here, f(v) and a(v,u) are a linear- and a bi-linear form. Depending on the problem under
consideration, these read

a(v, u) =
∫

Ω

∇v · κ · ∇u dΩ and f(v) =
∫

Ω

v ŝ dΩ +
∫

ΓN

v q̂ dΩ (2.26a)

a(v,u) =
∫

Ω

ε(v) : C : ε(u) dΩ and f(v) =
∫

Ω

v · b̂ dΩ +
∫

ΓN

v · t̂ dΩ. (2.26b)
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2.1.3 Existence and uniqueness of the weak solution
Having derived the mathematical problem formulations in the previous section, the next es-
sential question is whether a solution exists and whether this solution is unique. To answer
this question, the operands of the variational problem are classified in terms of the following
characteristics.

Definition 2.1.1: Continuous operator [Reddy, 1997, Page 142]
Let f be an operator f : V → W where V and W are normed spaces. Then f is continuous at
v0 ∈ V if for ε > 0 there is a positive number δ such that

||f(v0)− f(u)||W < ε whenever ||v0 − u||V < δ. (2.27)

If (2.27) holds for every v ∈ V, f is denoted as continuous.

Definition 2.1.2: Bounded operator [Reddy, 1997, Page 146]
Let f be a linear operator f : V → W where V and W are normed spaces. Then f is bounded
if there exists a number K > 0 such that:

||f(v)||W ≤ K ||v||V ∀ v ∈ V . (2.28)

The least upper bound taken over all members of V defines the norm ||f ||

||f || = sup
v∈V,v 6=0

||f(v)||W
||v||V

. (2.29)

It follows that

||f(v)||W ≤ ||f || ||v||V . (2.30)

The continuity and the boundedness of linear operators are closely connected, as expressed
in the following lemma taken from e.g. [Reddy, 1997]

Lemma 2.1.1:
A linear operator f : V → W from a normed space V to a normed space W is continuous if
and only if it is bounded.

In a similar way, the continuity of a bi-linear form can be expressed by considering the
boundedness with respect to both its arguments

Definition 2.1.3: Continuous bi-linear form [Brenner and Scott, 2008; Reddy, 1997]
Let a(·, ·) be a bi-linear form a : U × V → R where U and V are normed linear spaces. Then
a(·, ·) is called a continuous or bounded bi-linear form if there exists a positive number M
such that:

|a(u, v)| ≤M ||u||U ||v||V ∀u ∈ U , v ∈ V . (2.31)

Definition 2.1.4: Coercive/V-elliptic bi-linear form [Reddy, 1997, Page 165]
Let a(·, ·) be a bi-linear form a : V × V → R where V is an inner product space. Then a(·, ·)
is called a coercive or V-elliptic bi-linear form if there exists a number α > 0 such that:

a(v, v) ≥ α ||v||2V ∀ v ∈ V . (2.32)
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If the left and right hand side of the weak form meet these requirements, the existence and
the uniqueness of the solution u is ensured by the following lemma

Lemma 2.1.2: Lax-Milgram Lemma [Ciarlet, 2002, Theorem 1.1.3]
Let V be a Hilbert space, and let a : V ×V → R be a continuous, V-elliptic bi-linear form, and
let f : V → R be a continuous linear form. Then the abstract variational problem:

Find u ∈ V such that a(v, u) = f(v) ∀ v ∈ V . (2.33)

has one and only one solution.

The properties of Hilbert spaces are reviewed in e.g. [Brenner and Scott, 2008, Section 2.2],
and a detailed proof of the above lemma can be found in e.g. [Ciarlet, 2002, Pages 8–9],
[Reddy, 1997, Pages 166–169] or [Brenner and Scott, 2008, Pages 60–63]. Therefore, these
details are not stated here. It is more important to note that the requirements on continuity
and coercivity of the Lax-Milgram Lemma are met by the forms given in (2.26) assuming that
the constitutive terms κ and C are bounded away from zero and infinity. Therefore, a unique
solution can be found. Moreover, since a(·, ·) is coercive and f(·) is bounded it follows that

α ||u||2V ≤ a(u, u) = f(u) ≤ ||f || ||u||V (2.34)

⇒ ||u||V ≤
1
α
||f ||. (2.35)

Hence, small changes in the input data f(·) lead to small changes on the solution u. Therefore,
the solution continuously depends on f(·), which renders the continuous problem well posed
[Ciarlet, 2002, Remark 1.1.3].
In Section 2.3, it is shown that these properties also carry over to the discrete finite element

problem, and that—under some further assumptions—the numerical approximation conver-
gences to the unique analytical solution. Before addressing these aspects, the following section
outlines the essential ideas of the Finite Element Method.

2.2 Finite element discretization

Despite the rather simple structure of the above equations, a closed-form solution can only
be derived for extremely simplified settings. Therefore, large efforts have been invested in
the last decades to find approximations to the analytical solution by utilizing the growing
computational power. To this end, different numerical discretization methods have been in-
troduced, which are tailored for the respective problem under consideration. In the context of
mechanical, structural and civil engineering, the Finite Element Method (FEM) emerged to a
prevalent approach. The basic idea is to discretize the problem in its variational formulation
using the Galerkin method in a way that maximizes the geometric flexibility.
The following description addresses the core aspects of this discretization strategy. The first

part of this section outlines the essential ideas and properties of the Galerkin method. The
second part formalizes the construction of the finite element spaces.
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2.2.1 Galerkin method
The essential idea of the Galerkin method is to find an approximation to the analytical solution
of the variational problem

Find ũ ∈ S such that a(v, ũ) = f(v) ∀ v ∈ V . (2.36)

As discussed during the derivation of the weak formulation, the function spaces S and V have
to be admissible, in the sense that functions in the space S comply to the applied Dirichlet
boundary condition û on ΓD, and the functions in V are zero on ΓD. Accordingly, the two
spaces S and V cannot be equal if û 6= 0. This un-symmetry is resolved by “shifting” the
solution function ũ by a suitable function g ∈ S such that ũ = g + u with u ∈ V [Szabó and
Babuška, 1991, Page 17]. This allows to write the above weak form as

Find u ∈ V such that a(v, u) = f̃(v) ∀ v ∈ V , (2.37a)
with f̃(v) = f(v)− a(v, g). (2.37b)

If û ≡ 0, g is chosen as the zero-function such that ũ = u.
To find an approximation to the analytical solution u of the above problem, the Galerkin

method defines a similar problem in a finite-dimensional sub-space Vh ⊂ V . This discrete,
finite-dimensional problem is defined as

Find uh ∈ Vh such that a(vh, uh) = f̃(v) ∀ vh ∈ Vh. (2.38)

Given that the sub-space Vh and the forms a(·, ·) and f(·) satisfy the conditions of the Lax-
Milgram Lemma 2.1.2, the existence and the uniqueness of the numerical approximation can
be ensured [Ciarlet, 2002, Page 38]. Hence, also the discrete problem is well posed.
Since the sub-space Vh is finite-dimensional, it can be spanned by a finite number of basis

functions: N = {N1, N2, . . . , Nn}, with n = dim (Vh). Accordingly, every element of the space
can be represented as a linear combination of the basis functions

∀ v ∈ Vh, v =
n∑

i=1
Niv̂i = Nv̂, (2.39)

with v̂i being the respective coefficients of the linear combination. These coefficients are typi-
cally denoted as degrees of freedom (DOFs). Using this formalism and the Einstein summation
convention, equation (2.38) can be transformed into the following discrete problem

Find û ∈ Rn such that a(Niv̂i, Njûj) = f(Niv̂i) ∀ v̂ ∈ Rn. (2.40)

Due to the linearity of a(·, ·) and f(·), the coefficient vectors can be taken out of the two forms

v̂ia(Ni, Nj)ûj = v̂if(Ni) ⇔ v̂i
(
a(Ni, Nj)ûj − f(Ni)

)
= 0 (2.41)

As the above expression has to be fulfilled for any v̂ ∈ Rn, the term inside of the bracket has
to be zero

a(Ni, Nj)ûj − f(Ni) = 0. (2.42)
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Hence, the solution coefficients û to the discrete problem can be found by solving the following
system of linear equations:

Aû = F with Aij = a(Ni, Nj) and Fi = f(Ni). (2.43)

In the context of computational mechanics, the matrix A and the right-hand side vector
F are typically denoted as stiffness matrix and force vector, respectively. For the matrix A,
different advantageous properties can be observed. First, A is invertible due to the (discrete)
Lax-Milgram Lemma. Second, A is symmetric if a(·, ·) is symmetric. And third, A is positive
definite if a(·, ·) is coercive.
It has to be noted that—by construction—the numerical solution uh is zero on the Dirichlet

boundary. To construct the approximation to the in-homogeneous solution ũ, the shifting by
g has to be reversed. Accordingly, the final numerical approximation is given by ũh = uh + g.
The space containing ũh is denoted as

Sh = {ṽh ∈ S : ∃vh ∈ Vh such that ṽh = vh + g} . (2.44)

Clearly, the error of the approximations are equivalent as

e = u− uh = (ũ− g)− (ũh − g) = ũ− ũh. (2.45)

To analyze the properties of the error, the two forms (2.38) and (2.37a) are subtracted in Vh
giving

a(vh, u)− a(vh, uh) = a(vh, u− uh) = a(vh, e) = 0 ∀ vh ∈ Vh. (2.46)

Therefore, the approximation error e is a-orthogonal to any element vh of the space Vh. This
key to the success of the Galerkin method is denoted as Galerkin orthogonality.
This result has a geometric interpretation when a(·, ·) is symmetric. In this case, a(·, ·)

represents an inner product (·, ·)a, which allows the identification of the approximation uh
as the a-orthogonal projection of the analytical solution u onto Vh (see e.g. [Ciarlet, 2002,
Remark 2.4.1] or [Reddy, 1997, Section 10.2]). Moreover, the symmetry of a(·, ·) implies the
Cauchy-Schwarz inequality (see e.g. [Brenner and Scott, 2008, Remark 2.1.8])

a(v, w)2 ≤ a(v, v)a(w,w) ∀ v, w ∈ V , (2.47)

and the so-called energy norm can be defined [Brenner and Scott, 2008, Proposition 2.1.9]

||v||E =
√
a(v, v) ∀ v ∈ V . (2.48)

Using the Galerkin-orthogonality and the symmetry of the bi-linear form, the error in the
energy norm can be computed as [Szabó et al., 2004]

||e||2E = ||ũ− ũh||2E = ||u− uh||2E (2.49a)
= a(u− uh, u− uh) = a(u, u)− 2a(u, uh) + a(uh, uh) (2.49b)
= a(u, u)− 2a(u− uh + uh, uh) + a(uh, uh) (2.49c)
= a(u, u)− 2a(u− uh, uh)︸ ︷︷ ︸

= 0, from (2.46) since uh∈Vh

−2a(uh, uh) + a(uh, uh) (2.49d)

= a(u, u)− a(uh, uh) = ||u||2E − ||uh||2E. (2.49e)



20 2. Fundamentals of the Finite Element Method

Since ||e||2E ≥ 0, the above result implies that

||uh||2E ≤ ||u||2E. (2.50)

Accordingly, the homogeneous approximation uh underestimates the strain energy of the ho-
mogeneous solution u. It has to be noted that this result does not hold for the pair of
in-homogeneous solutions ũ and ũh (if g 6≡ 0): as ũh 6∈ Vh, the Galerkin orthogonality cannot
be applied to the second term in (2.49d). Therefore, the error cannot be computed as the
difference of the norms of the two in-homogeneous solutions

||e||2E = ||ũ− ũh||2E = ||u− uh||2E = ||u||2E − ||uh||2E 6= ||ũ||2E − ||ũh||2E. (2.51)

Further exploiting the symmetry of the problem, the following fundamental bound for the
approximation error in the energy norm can be derived cf. [Hughes, 2000, Page 186]. To this
end, a function wh ∈ Vh is selected, and by means of the symmetry and the bi-linearity of
a(·, ·) it follows that

a(e+ wh, e+ wh) = a(e, e) + 2a(wh, e)︸ ︷︷ ︸
= 0, from (2.46) since wh∈Vh

+a(wh, wh) (2.52)

Since a(·, ·) is assumed to be coercive, a(wh, wh) ≥ 0. This implies that

a(e, e) ≤ a(e+ wh, e+ wh) ∀wh ∈ Vh. (2.53)

Let vh = uh − wh and note that e+ wh = u− uh + wh = u− vh. Hence, it follows that

||e||2E = a(e, e) = a(u− uh, u− uh) ≤ a(u− vh, u− vh) ∀ vh ∈ Vh. (2.54)

In other words, the error of the Galerkin solution uh is smaller than the error of any other
solution candidate vh. Accordingly, uh is the best approximation to u possible in Vh measured
in the energy norm.
Equivalently, one can choose ṽh = ũh −wh and observe that e+wh = ũ− ũh +wh = ũ− ṽh

to yield

||e||2E = a(e, e) = a(ũ− ũh, ũ− ũh) ≤ a(ũ− ṽh, ũ− ṽh) ∀ ṽh ∈ Sh. (2.55)

Hence, the best approximation property also applies to the in-homogeneous solution pair.
Having outlined these corner stones of the Galerkin method, the following section addresses

the construction of the sub-space Vh by the Finite Element Method.

2.2.2 Finite element spaces
As expressed in equation (2.38), the key idea of the Galerkin approach is to find an ap-
proximation to the analytical solution by restricting the continuous problem (2.37a) to a
finite-dimensional sub-space Vh ⊂ V . Accordingly, the essential aspect of any Galerkin-based
discretization method is the systematic definition of the basis functions {N1, N2, . . . , Nn} that
span the space Vh. Thereby, one main aim is to maximize the geometric flexibility of the
discretization. At the same time, the resulting stiffness matrix A should be kept as sparse
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Figure 2.1: Entities of a finite element mesh.

and well-conditioned as possible. To meet these demands, the basis idea of the Finite Element
Method is to partition the domain Ω into a finite number of elements. On each of these ele-
ments, standard shape functions are defined. By assembling the shape functions of adjacent
elements, the basis functions Ni can be constructed in a systematic and easy-to-implement
way. This element-wise definition of the basis functions allows for a high complexity of the ge-
ometric model under consideration, which renders the finite element approach as the method
of choice in today’s engineering practice. Following [Braess, 2007; Ciarlet, 2002; Demkow-
icz, 2007; Schwab, 1998; Šolín, 2004], the essential ideas of this procedure and the respective
terminology are outlined in the following sub-sections.

2.2.2.1 The finite element mesh

The first step in constructing the finite element space Vh is the discretization of the domain
Ω. This process is denoted as mesh generation or meshing. Although the concept of a mesh is
very intuitive, the mathematical formulation and the generic implementation is highly complex
and demands for a detailed description of solid modeling. For this reason, this section only
outlines the fundamental concepts. A mathematically more rigorous presentation of the this
matter is given in e.g. [Mäntylä, 1988; Shewchuk, 1999; Thompson et al., 1998].
The essential idea is to subdivide the domain Ω into a finite number of cells that are defined

in the following way

Definition 2.2.1: Cell K [Ciarlet, 2002, Page 38]
A cell K is a closed subset of Ω with a Lipschitz-continuous boundary and a non-empty interior
denoted by

◦
K.

The most common cell types for the finite elements are triangles, quadrilaterals, tetra-
hedrons, prisms, and hexahedrons [Šolín, 2004; Zienkiewicz et al., 2005a]. This work only
considers quadrilateral and hexahedral cells.
The corner points of these cells are denoted as nodes, and the connection between two nodes
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Regular node Irregular node

Figure 2.2: Example of an irregular mesh with hanging nodes.

are called edges. The regions enclosed by a closed wire of edges are denoted as faces.
To allow for a systematic implementation of the Finite Element Method, it is assumed that

the shape of each cell K can be described by a standard or reference cell K̂ that is mapped
onto K by a bijective geometric mapping Ψ : K̂ → K. This idea is illustrated in Figure 2.1.
The collections of cells is denoted as

Definition 2.2.2: Mesh Th [Ciarlet, 2002, Page 38]
A mesh Th is a partition of Ω into a finite number of disjoint cells Ki such that:

a) The original domain is recovered by the cells, i.e. Ω̄ =
⋃

Ki∈Th
Ki.

b) The interior of two distinct cells do not overlap, i.e.
◦
Ki∩

◦
Kj = ∅ ∀Ki, Kj ∈ Th, i 6= j.

To establish an adjacency relation between the cells of the mesh, the cells are grouped into
patches in the following way:

Definition 2.2.3: Patch
Let v be a node, edge, or face of the mesh Th. Then the set of all cells K ∈ Th that are adjacent
to v form the patch Pv, that is

Pv = {K ∈ Th : v ⊆ K}. (2.56)

In the context of locally changing cell sizes, a distinction between a regular and an irregular
discretization has to be made. As stated by Felippa [2013], the essential question is whether
a cell “gets along with its neighbors”. An example where this is not the case is depicted in
Figure 2.2. The following definitions render this aspect more formally.

Definition 2.2.4: Regular and irregular/hanging nodes, edges, and faces [Demkowicz et al.,
1989, Page 83]
A node is called regular if it constitutes a node for each of the adjacent cell. Otherwise the
node is denoted as irregular or hanging. The analog applies to edges and faces.
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Definition 2.2.5: Regular/irregular mesh [Schwab, 1998, Definition 4.5]
A mesh Th is denoted as regular if it contains no hanging nodes, edges, or faces. That is: the
intersection of two cells Ki ∩Kj, i 6= j, is either empty or a node or an entire edge or face of
Ki and Kj. If a mesh is not regular, it is denoted as irregular.

Definition 2.2.6: Index of irregularity [Demkowicz et al., 1989, Page 83]
The index of irregularity is the maximum number of irregular nodes per cell side.

For example, the irregularity index of the mesh depicted in Figure 2.2 is two.

2.2.2.2 Elements and shape functions

As mentioned in the introduction of this section, the essential idea of the Finite Element
Method is to define the basis functions of the space Vh in an element-wise manner. For this
purpose, a set of functions is associated to every cell of the mesh. To allow for a systematic
implementation of the method, these functions are defined on the corresponding reference cell
K̂.

Definition 2.2.7: Standard element shape functions
The standard element shape functions ξ̂K̂ = {ξ̂K̂1 , ξ̂K̂2 , . . . , ξ̂K̂nP } are a set of linear independent
polynomials of order pk defined on K̂.

By combining these standard functions with the geometric mapping of the respective cell,
the element shape functions can be defined on the actual cell geometry as follows:

Definition 2.2.8: Element shape functions
The element shape functions ξK =

{
ξK1 , ξ

K
2 , . . . , ξ

K
nP

}
are a set of linear independent functions

defined on K with ξKi = ξ̂K̂i ◦Ψ−1
K . The space of element shape functions P is defined by the

span of these basis functions, that is

P = span
{
ξK1 , ξ

K
2 , . . . , ξ

K
nP

}
. (2.57)

Using these shape functions, the finite element can be defined formally as follows:

Definition 2.2.9: Finite element [Ciarlet, 2002, Page 78]
A finite element in Rn is a pair (K,P) where:

• K is a cell as in Definition 2.2.1.
• P is the element space according to Definition 2.2.8.

To simplify the notation, the elements of the mesh are identified by their cell K.

2.2.2.3 The finite element space and its assembly

Using the aforementioned definition of the mesh Th and the individual elements, the finite
element space can be defined in an element-wise manner:

Definition 2.2.10: Finite element space Vh(Th)
On a mesh Th, the finite element space is given by

Vh(Th) = {v ∈ V : v|K ∈ P(K), ∀K ∈ Th} . (2.58)
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As shown in (2.39), the essential step for constructing the system of linear equations is the
selection of a suitable set of basis functions {Ni} that spans the space Vh. Here, the support of
these basis functions should be as small as possible to optimize the numerical properties of the
method. To this end, the classical Finite Element Method associates each basis function Ni to
a node, edge, or face v of the mesh Vh and defines its support as the patch Pv corresponding to
v. Hence, the respective shape function is non-zero only on the cells adjacent to the associated
node, edge or face and zero on all other cells of the mesh.
The starting point for this systematic construction of the basis functionsNi is the observation

that—by Definition 2.2.10—any function v ∈ Vh can be represented as a linear combination
of element shape functions. Therefore, for every K ∈ Th there exists a set of scalar values
{a1, a2, . . . , anKp } such that

v|K =
nKp∑

j=1
ajξ

K
j . (2.59)

It is therefore natural to also define the basis functions of the space Vh as a linear combination
of the element shape functions. Thus, a basis function Ni is given by

Ni|K =
∑

j

πKij ξ
K
j ∀K ∈ Th. (2.60)

In this way, the basis functions can be fully defined by specifying the factors πKij . A one-
dimensional example of this approach is illustrated in Figure 2.3a. Following [Ainsworth and
Oden, 1997], this matrix πK is denoted as the connectivity matrix or connectivity mapping of
the element K.
However, the values πKij cannot be chosen arbitrarily as the basis functions Ni have to meet

the continuity requirements of the space V . For example, if V = H1, the basis functions have
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(a) Illustration of the basis function definition using
the connectivity matrix π
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simple construction of C0-continuous basis functions

Figure 2.3: Illustration of the basis function definition using the connectivity matrix π.
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to be in H1(K) for all K ∈ Th and C0-continuous in-between elements (see e.g. [Ciarlet, 2002,
Theorem 2.1.1] or [Šolín, 2004, Lemma 1.1]). Since the element shape functions ξK are defined
as polynomials, they naturally comply to the first requirement. However, the inter-element
continuity of the basis functions has to be respected when defining the values πij.
In the framework of the standard Finite Element Method, these constraints are met by a

careful selection of the element shape functions ξj. These are designed such that a continuous
basis function Ni can be constructed by using only one shape function ξKj per element K, that
is

∀K ∈ Pv, there exists one and only one ξKj ∈ ξK such that Ni|K = ξKj . (2.61)

Here, Pv denotes the patch associated to Ni. To meet the C0-inter-element continuity con-
straints, the element shape functions are defined in pairs that have the same trace on opposing
sides of the element (see Figure 2.3b). The construction of C1-continuous basis functions is
considerably more challenging. An overview about such element formulations is given in e.g.
[Braess, 2007, Chapter 2.5].
The one-to-one correspondence between the global basis functions Ni and the element shape

function ξj simplifies the structure of the matrix π. As illustrated in Figure 2.3a, π contains
only the values one and zero and only one non-zero entry per row and column [Oden, 1969].
This Boolean nature of the connectivity allows to transform the matrix into an equivalent,

one-dimensional mapping array [Bathe, 2007; Hughes, 2000; Karniadakis and Sherwin, 2013].
This so-called location map LK directly associates the index of the local shape function ξKj of
an element K to the index of the corresponding global basis function, that is

NLKj
|K = ξKj (2.62)

With the help of the location map, the final stiffness matrix A in (2.43) can be computed
in an element-wise procedure. To this end, an element stiffness matrix AK is computed for
every element K as

AKij = a(ξKi , ξKj )K . (2.63)

Here, a(ξKi , ξKj )K represents the evaluation of the bi-linear form on the element K. These
element contributions are then assembled into the final stiffness matrix A by summing the
respective entries of each element matrix AK as illustrated in Algorithm 1.
This standard assembly routine is at the heart of most FEM-implementations (see e.g.

[Bathe, 2007; Hughes, 2000; Karniadakis and Sherwin, 2013]). However, it has to be noted
that this algorithm is based on the one-to-one correspondence between global basis functions
Ni and element shape function ξKj expressed in (2.61). This direct relation is given in the
case of a regular discretization, but it cannot be assumed when the mesh contains hanging
nodes. Accordingly, the use of an irregular discretization demands for a generalized assembly
procedure. For this reason, this aspect is re-considered when discussing classical hp-approaches
in Chapter 4.
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Algorithm 1 Standard assembly routine of the Finite Element Method

1 // first , initialize global stiffness matrix with zero ...
2 A = 0
3 // Then , run over each element of the mesh ...
4 for each element K ∈ Th
5 {
6 // ... and each row ...
7 for each ξi ∈ ξK of element K
8 {
9 // ... and each column of the element matrix AK ...
10 for each ξj ∈ ξK of element K
11 {
12 // ... and add the element stiffness entry to the
13 // respective global stiffness entry
14 A[LK[i]][LK[j]] += AK[i][j]
15 }
16 }
17 }

2.3 Convergence requirements of the Finite Element
Method

As discussed in the previous section, applying the Finite Element Method to a symmetric
variational boundary value problem provides the best approximation to the analytical solution
v ∈ V contained in the sub-space Vh ⊂ V . Therefore, an important question is if and how
the numerical approximation approaches the exact solution as the FE-space is increased. The
first aspect of this question is addressed in this section by outlining the essential requirements
for convergence. The different types of convergence are discussed in Chapter 3.
To render this important aspect more formal, a family of sub-spaces {Vh} is considered.

Here, h denotes the defining parameter of the family and has limit zero [Ciarlet, 2002, Page
104]. For every sub-space, the discrete problem (2.38) can be solved, giving rise to a family of
discrete solutions {uh}. This allows the following formal definition of convergence:

Definition 2.3.1: Convergence [Ciarlet, 2002, Page 104] or [Reddy, 1997, Section 10.2]
A family of discrete solutions {uh} is said to be convergent to the exact solution u if

lim
h→0
||u− uh||V = 0. (2.64)

It is essential to note that the above definition of convergence is made with respect to the
V-norm rather than the energy norm. Therefore, a matching equivalent to the aforementioned
best approximation property has to be formulated. This can be done by observing that the
following similar error estimate in the V-norm can be derived when assuming that the bi-linear
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form is coercive and continuous [Reddy, 1997, Section 10.2]:

∀ vh ∈ Vh, α||u− uh||2V ≤ a(u− uh, u− uh) (2.65a)
= a(u− uh + vh − vh, u− uh) (2.65b)
= a(u− vh, u− uh) + a(vh − uh, u− uh)︸ ︷︷ ︸

= 0, from (2.46) since vh−uh∈Vh

(2.65c)

= a(u− vh, u− uh) (2.65d)
≤M ||u− vh||V ||u− uh||V . (2.65e)

This result is rendered in the famous lemma of Céa:

Lemma 2.3.1: Céa’s Lemma [Reddy, 1997, Theorem 10.1]
Let Vh be a closed sub-space of a Hilbert space V, and let a : V × V → R be a continuous,
coercive bi-linear form, with the respective coefficients M and α. Then there exists a constant
C, independent of h, such that

||u− uh||V ≤ C inf
vh∈Vh

||u− uh||V , with C = M

α
. (2.66)

Consequently, a sufficient condition for the Galerkin approximation to converge to the analyt-
ical solution is that there exists a family of discrete space {Vh} such that

lim
h→0

inf
vh∈Vh

||u− uh||V = 0. (2.67)

This fundamental result has several implications on the discrete problem. First, the bi-linear
a(·, ·) has to be continuous and coercive. Second, the sub-spaces require some approximation
power such that the smallest error decays to zero. This is typically denoted as completeness.
Third, the FE-spaces Vh have to be sub-spaces of V . This is typically denoted as being
conforming.
The formal proof that the Finite Element Method complies to these requirements and in

fact yields a converging solution is given in e.g. [Brenner and Scott, 2008, Theorem 11.2.28],
[Brenner and Scott, 2008, Section 5.3], [Reddy, 1997, Example 9.3.6], [Johnson, 2009, Example
2.3]. Instead of repeating these results at this point, this work aims at interpreting the above
implications in terms of design rules for the mesh construction. To this end, it is assumed
that a(·, ·) has the following form

a(u,v) =
∫

Ω

∂mv

∂xm
: C : ∂

mu

∂xm
dΩ. (2.68)

Here, the variational index m denotes the spatial derivative of the highest order. For the
aforementioned Laplace-based problem considered in (2.26), m is equal to one. For other
problems—such as e.g. in the case of beam or shell models—m can be larger.
The following outline is based on [Hughes, 2000, Section 3.1], [Felippa, 2013, Section 19] and

[Ciarlet, 2002, Section 2.4]. Thereby, it has to be pointed out that the given requirements are
sufficient but not necessary conditions for convergence.
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Implications of the continuity of a(·, ·)
In the context of structural engineering, the continuity of a(·, ·) implies that any finite dis-
placement u introduces a finite energy into the elastic continuum. Clearly, this demands that
the material parameters (e.g. Young’s modulus) are finite. Furthermore, the mth-derivative
of u has to be square-integrable. Accordingly, the test and solution functions u and v have
to be chosen from the Sobolev space of order m. Therefore, V(Ω) = Hm(Ω) when considering
problems of type (2.68).

Implications of the coercivity of a(·, ·)
Again considering the context of structural engineering, the demand for the coercivity of a(·, ·)
implies that any non-zero deformation u has to result in a non-zero energy. First, this requires
that the material parameter (e.g. Young’s modulus) is greater than zero. Second, zero-energy
modes have to be prevented.
In structural engineering, this applies to rigid body motions (translations and rotations).

These have to be constrained by respective Dirichlet boundary conditions. To this end, the
test and solution functions u and v are chosen from the admissible spaces defined in (2.24).
The numerical quadrature used to approximate the weak form numerically can also affect the

coercivity. For example reduced integration schemes might result in spurious hourglass-shaped
modes of zero-energy that have to be controlled (see e.g. [Hughes, 2000, Section 4.6]).

Implications of the completeness of the FE-space

In order for the numerical approximation to converge, the discrete spaces must have enough
approximation power such that inf

vh∈Vh
||u− uh||V actually decreases as h approaches zero. This

can be ensured by using m-complete polynomial element shape functions, in the sense that
“element shape functions must represent exactly all polynomial terms of order ≤ m in the
Cartesian coordinates” [Felippa, 2013, Section 19]. Following [Hughes, 2000, Section 3.1], this
is plausible as the element shape functions have to approximate the mth-derivative (e.g the
stress/strain state). Accordingly, this highest derivative of the shape functions should be at
least an element-wise constant, non-zero function, such that the approximation error decreases
as the element size decreases (h→ 0).

Implications of the conformity of the discrete space

As mentioned before, Céa’s Lemma assumes that the discrete solution uh is found in a space Vh
that is a sub-space of V , i.e. Vh(Ω) ⊂ V(Ω). Although this seems to be a natural requirement
from mathematical viewpoint, it has several practical implications when designing the finite
element mesh.
Firstly, the used finite element mesh has to be conforming to the geometry. This requires

that the elements of the mesh recover the original domain Ω, that is
⋃

Ki∈Th
= Ω̄. While this

is no problem in the context of polygonal-shaped domains, this aspect has to be considered
when solving problems on domains with curved boundaries.
Secondly, the basis functions used for the finite element approximation have to be contained

in V . Therefore, they have to fulfill the regularity constraints of the space. Here, the global
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continuity of the basis functions is particularly important: the finite elements have to be com-
patible. For the general problem (2.68) with V = Hm(Ω), this demands for a Cm-continuity
of the shape functions within each cell K and a Cm−1-continuity between adjacent elements
[Hughes, 2000, Section 3.1]. In the context of structural engineering (m = 1), this require-
ment implies that no gaps should open between elements when the mesh deforms due to an
external load. When considering problems with a higher variational index or other physical
phenomena—such as e.g. Maxwell’s equation—the compatibility demands for e.g. an H(div)-
or H(curl)-conforming discretization (see e.g. [Šolín, 2004]).
As discussed in the previous section, the standard Finite Element Method accounts for these

constraints by a careful design of the element shape functions. However, this approach is only
applicable when using regular discretizations. In the case of irregular meshes, ensuring the
required inter-element continuity is an essential challenge. Therefore, this aspect is outlined
in more detail when discussing the classical construction of hp-discretizations in Chapter 4.
However, before addressing these details, the different versions of the Finite Element Method
and their convergence properties are described in the next chapter.
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Chapter 3

Finite element extensions and their
convergence properties

As outlined in the previous section, the convergence of the finite element solution is guaranteed
given that the bi-linear form and the finite element spaces meet the requirements of Céa’s
Lemma 2.3.1. The characteristic of this convergence—and with it the decay rate of the error—
depends on the way that the finite element spaces are extended. Over the past decades,
different strategies have been developed for maximizing the approximation quality for the
specific problems under consideration. This chapter focuses on the three most prominent
approaches: the h-, the p- and the hp-version of the Finite Element Method. The details of
these refinement methods are described in Section 3.2, and their convergence properties are
summarized in Section 3.3. To motivate the different types of refinement and examine their
approximation error, the chapter begins with a one-dimensional benchmark example in the
following section.

3.1 Motivating singular example
Céa’s Lemma 2.3.1 suggests that the approximation quality of the finite element solution es-
sentially depends on the smallest distance (metric) between the discrete function space Vh and
the analytical solution u. Accordingly, the approximation error is influenced by the discrete
function space and by the character of the analytical solution. To characterize the solu-
tion, the smoothness of the function is of essential importance. Following [Gui and Babuška,
1986a,b,c; Szabó and Babuška, 1991], the classical example of a one-dimensional, non-smooth
function—which shall be the subject of the present section—is

u(x) = −xα + αx, with x ∈ Ω = [0, 1], (3.1)

where α is chosen as a non-integer value. If α is chosen smaller than one, the first derivative
of u tends to infinity as x approaches zero. As this function-characteristic is common for
singularities caused by re-entrant corners, the above function serves as a model problem for
high-dimensional applications. For this reason, the results presented in the following also carry
over to problems in two and three dimensions.
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When choosing α > 1/2, u and its derivative are square integrable, and thus u is contained
in H1(Ω). This renders the solution well suited for testing the performance of different FEM-
refinement strategies. To this end, the following partial differential equation is considered:

−u′′ = −α(α− 1)xα−2 ∀x ∈ (0, 1) (3.2a)
with u = 0 at x = 0 (3.2b)
and u′ = 0 at x = 1. (3.2c)

The solution of this boundary value problem is given by (3.1).
To find a finite element approximation to the analytical solution, the differential form is

transferred into the variational formulation:

Find u ∈ H1
0 (Ω) such that a(v, u) = f(v) ∀ v ∈ H1

0 (Ω), (3.3)

with the linear and bi-linear form being

a(v, u) =
1∫

0

v′ u′dx and f(v) =
1∫

0

−v α(α− 1)xα−2dx, (3.4)

and

H1
0 (Ω) =

{
v ∈ H1(Ω) : v|x=0 = 0

}
. (3.5)

For the numerical approximation of the solution, the above problem is restricted to a finite
dimensional sub-space Vh ⊂ H1

0 . This space is based on a finite element mesh with m + 1
nodes, whose geometric positions xi, with i = 0, 2, . . . ,m, are such that

0 = x0 < x1 < x2 < . . . < xm = 0. (3.6)

Between the nodes, m cells/intervals Ii = (xi−1, xi) are introduced. On every interval, an
element is defined using polynomials of degree pi as element shape functions. At the nodes,
the two non-zero modes of the adjacent elements are joined into one global function to ensure
the C0-continuity of the global basis functions. The approximation properties of this dis-
cretization for the aforementioned problem were analyzed in detail in the fundamental works
of Gui and Babuška [1986a,b,c]. Closely following these descriptions, the essential findings are
recapitulated here.
In their work, Gui and Babuška considered two different measures for every element. The

first measure is the element size

hi = xi − xi−1. (3.7)

The second measure accounts for the distance of the element to the singularity. As the
singularity is positioned in the origin (x = 0), this is done via the midpoint of the element

ci = xi + xi−1

2 . (3.8)
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This distance of the element to the singularity is taken relative to the element size in the
following way

ηi = 2 ci
hi

= xi + xi−1

xi − xi−1
. (3.9)

This ratio is used to define the mesh design factor as

ri = 1
ηi +

√
η2
i − 1

=
√
xi −√xi−1√
xi +√xi−1

. (3.10)

In their analysis, Gui and Babuška show that the error contribution of the element at
the singularity decays differently than the contributions of the other elements. In [Gui and
Babuška, 1986b, Theorem 1.1], they estimate the error of the first element as

||e||E(I1) ≈
h
α−1/2
1
p2α−1

1
, (3.11)

where “≈ means that the ratio of the left and the right hand side is bounded above and below
by equivalency constants which merely depend on α” [Gui and Babuška, 1986b]. For all other
elements away from the singularity, the following estimate for the error is derived:

||e||E(Ii) ≈
h
α−1/2
i√
1− r2

i

rpi+1−α
i

pαi

(
1

p
α−1/2
i

+ (1− r2
i )α−1/2

)
if 0 < r2

i < 1− 1
pi

(3.12a)

||e||E(Ii) ≈ h
α−1/2
i

rpi+1−α
i

p
α−1/2
i

(
1

p
α−1/2
i

+ (1− r2
i )α−1/2

)
if 1− 1

pi
≤ r2

i ≤ 1. (3.12b)

These results show that the approximation error depends on the element sizes hi, the polyno-
mial orders pi, and the mesh design reflected in ri. From this observation, different refinement
strategies can be derived, which are analyzed in the following.
The classical approach to control the error is to decrease the element sizes hi uniformly

while fixing the polynomial degree of all elements to a common value pi = p. In this case, the
number of unknowns N scales linearly with the number of elements, i.e. N = O(m) = O(1/h).
According to estimate (3.1), the error of the first element decreases algebraically with a rate

of α− 1/2 when extending the function space in this way. Similarly, the error contributions of
the other elements away from the singularity also decay algebraically. A more detailed analysis
given in [Gui and Babuška, 1986b, Theorem 2.1] shows that the sum of all error contributions
converge at a rate of p. It follows that the convergence rate of the total error is governed by
either α− 1/2 or p depending on which element dominates the overall decay. Accordingly, the
convergence of a uniform h-refinement with a fixed p has the following algebraic form

||e||E ≤ C(α, p)N−β with β = min
(
p, α− 1

2

)
, (3.13)

where C(α, p) is positive and independent of h.
This theoretical result is confirmed by a numerical study performed with α = 0.65, whose

results are depicted in Figure 3.1. The approximation error decays algebraically with a rate
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Figure 3.1: Comparison of the convergence of different FEM-versions for problem (3.2) with
α = 0.65. Used abbreviations: h: uniform element size, p: polynomial order of shape functions,
hp: simultaneous change of h and p, uni.: uniform, lin.: linear, m: number of elements, q:
ratio of geometric progression, s: ratio between m and p.

of 0.15, which corresponds to the above estimate for the selected value of α. The convergence
characteristic does not change when increasing the polynomial degree of the used element shape
functions. A further analysis presented in [Gui and Babuška, 1986b, Section 3.3] demonstrates
that the convergence of a uniform h-refinement can never be better than algebraic even if the
values of pi are chosen non-uniformly.
An alternative to a uniform h-refinement is the uniform elevation of the polynomial degrees

pi = p, while keeping the element sizes unchanged. In this case, the number of unknowns N
scale linearly with the ansatz order, i.e. N = O(p).
For this extension type, the estimates (3.12) predict that the error contributions of the

elements away from the singularity decrease exponentially with respect to the base r. However,
the error contribution of the element at the singularity only decreases algebraically, with a rate
of 2α − 1. As this slower decrease of the error eventually dominates the overall convergence,
the asymptotic decay of the total error is algebraic of the form

||e||E ≤ C(α, p)N−β with β = 2α− 1. (3.14)

The numerical results presented in Figure 3.1 confirm these theoretical estimates. This first
comparison demonstrates that a uniform order elevation yields twice the convergence rate of
a uniform h-refinement.
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Despite this remarkable advantage, the convergence of the global error is still limited to an
algebraic decay due to the error contribution of the first element. To yield an exponential
decrease of the global error, the mesh-family has to be designed such that also the error
contribution of the first element decays exponentially. Accordingly, an exponential convergence
demands for a simultaneous change of hi and pi.
One conceivable choice is to use two elements and to relocate the middle node such that

the size—and with it the error contribution—of the first element decreases exponentially.
With a simultaneous increase of the polynomial order p2, also the error contribution of the
second element decreases exponentially. However, as the position of the middle node x1
approaches zero, the base of the exponential convergence r2 convergences to one (see (3.10)).
This renders the asymptotic convergence characteristic again algebraic if the approximation
order is increased linearly.
This analysis demonstrates that for an exponential convergence of the overall error the mesh

design has to a) decrease h1 exponentially, b) increase the polynomial orders pi, and c) keep
ri as small as possible. One—but not the only—possibility respecting these three demands is
the use of a geometrically graded mesh. Here, the position of the nodes is given by a geometric
progression

xi = qm−i with i = 0, 1, 2, . . . ,m and 0 < q < 1. (3.15)

With this mesh design, the ratios ri are equal for all elements

ri =
1−√q
1 +√q ≡ r. (3.16)

Accordingly, the error contributions of the elements away from the singularity converge expo-
nentially with respect to the same base r when increasing their order pi. At the same time,
also the size of the first element—and with it its error contribution—decreases exponentially,
while the number of elements m only increases linearly. When simultaneously increasing the
polynomial degree p uniformly on all elements, the number of unknowns scales quadratically
with p

N = O(mp) = O(p2). (3.17)

Accordingly, the global approximation error decays exponentially with respect to the square
root of the number of unknowns N . A further analysis of the convergence presented in [Gui
and Babuška, 1986b, Theorem 3.4] gives the following estimate of the approximation error

||e||E ≤ C(α, q) 1√
Nσ

e−κ
√
N with σ = min(α, 2α− 1), (3.18)

with κ being positive and independent of N . This estimate is confirmed by the numerical
study presented in Figure 3.1. The depicted results demonstrate the dramatic increase in
accuracy gained by the hp-approach compared to a pure h- or p-refinement.
The performance of the refinement scheme can be further increased when—in addition to

the element sizes hi—also the polynomial order pi are not chosen uniformly but increased
linearly away from the singularity. For the present case, that is

pi = d1 + s(i− 1)e with i = 1, 2, 3, . . . ,m. (3.19)
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A more detailed analysis performed by Gui and Babuška shows that the convergence is optimal
when using s = 2α − 1 in combination with a grading of q =

(√
2− 1

)2 [Gui and Babuška,
1986b, Theorem 3.2]. The respective results presented Figure 3.1 demonstrate the superiority
of theses optimal values.
The final refinement strategy to be address here concerns a uniform p-elevation on a mesh

that is pre-graded (but fixed) towards the point of singularity. In this case, two different
ranges of the convergence arise. In the first range, the contributions of the (larger) elements
away from the singularity dominate the total error. As these contributions decay exponentially
under an elevation of the ansatz order, also the overall convergence is exponential. However,
the error of the first element only decreases algebraically. Hence, it eventually dominates the
total error. At this point, the rate of convergence decreases, and the convergence becomes
algebraic in the asymptotic limit. Accordingly, this second range is denoted as asymptotic
range, whereas the first part is the pre-asymptotic range.
These two ranges are clearly visible in the S-like characteristic of the numerical results

presented in Figure 3.1. Since the error contribution of the first element depends on the size
h1, the turning point separating the two ranges can be controlled by increasing the number of
elements m. This is of essential importance, as it allows the desired accuracy to be reached
with high convergence rates by choosing m accordingly.
The theoretical estimates and the numerical results presented in this section demonstrate

the high gains of accuracy that can be achieved when combining a simultaneous change of
h and p in the hp-version of the Finite Element Method. The following two sections will
demonstrate that these advantage also carry over to higher-dimensional problems.

3.2 Finite element extensions
The previously discussed example motivates the use of a simultaneous refinement of the el-
ement size h and the polynomial order p for the approximation of singular solutions in the
context of a one-dimensional problem. In this section, this hp-version of the Finite Element
Method is formalized for higher dimensional applications. To this end, the section begins
with a brief overview of the p-version of the Finite Element Method in the following section.
Section 3.2.2 then outlines the extension to hp-FEM.

3.2.1 The p-version of the Finite Element Method
The essential idea of high-order finite elements is to improve the approximation quality by
increasing the order p of the polynomial shape functions. Classical descriptions of the Finite
Element Method are based on the use of Lagrange polynomials [Hughes, 2000; Zienkiewicz
et al., 2005a]. These shape functions have the advantage that at so-called nodal points, only
one shape function is non-zero as illustrated in Figure 3.2a. Therefore, this set of shape
functions is interpolating at these points and in that sense naturally extend the nodal-based
idea of linear finite elements. Unfortunately, the condition number of the stiffness matrix
increases drastically with the polynomial order when using a Lagrange basis. This renders
Lagrange polynomials beyond order three not well suited for simulations.
For this reason, the idea of the p-version of the Finite Element Method is to construct a set

of polynomial element shape functions
{
ξ̂i

}
such that the numerical properties of the stiffness
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Figure 3.2: Comparison of one-dimensional shape functions following [Düster et al., 2001].

matrix are as good as possible. In the optimal case, this change of shape functions would
transform the stiffness matrix into the identity matrix. Following e.g. [Szabó and Babuška,
1991; Szabó et al., 2004], this procedure is outlined in the following.
For an one-dimensional problem, the stiffness matrix of an element K is computed as

AKij =
∫

K

∂ξi
∂x

E
∂ξj
∂x

dx, (3.20)

where E is a constitutive parameter that is assumed to be constant over K. To avoid off-
diagonal terms, the optimal shape functions have to be orthogonal in the above sense. Func-
tions with a comparable property are the Legendre polynomials

L0(r) = 1 (3.21a)
L1(r) = r (3.21b)

Li(r) = 1
n

[(2n− 1) r Ln−1(r)− (n− 1) Ln−2(r)] i = 2, 3, . . . , p, (3.21c)

which are defined in the interval r ∈ [−1,+1]. These shape functions are orthogonal in the
sense that

1∫

−1

LiLj dr =
{

2
2i+1 , if i = j

0, else.
(3.22)

To yield an optimized element stiffness matrix, this property has to be transferred to the
function’s first derivative. For this purpose, the p-version of the Finite Element Method is
based on the integrated Legendre polynomials defined as

Pi(r) =
√

2i− 1
2

r∫

−1

Li−1(t) dt = 1√
4i− 2

(Li(r)− Li−2(r)) i = 2, 3, . . . . (3.23)

The one-dimensional shape functions are then constructed by combining the classical linear
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Figure 3.3: Tensor-product structure of the two-dimensional Legendre-based shape functions
[Zander et al., 2014].

modes with the higher-order integrated Legendre polynomials

ξ̂1(r) = 1
2 (1 + r) (3.24a)

ξ̂2(r) = 1
2 (1− r) (3.24b)

ξ̂i(r) = Pi−1(r) i = 2, 3, . . . , p+ 1. (3.24c)

All but the linear modes are orthogonal to each other. Accordingly, the high-order stiffness
matrix is almost diagonal with only two off-diagonal entries. This structure significantly
simplifies the solution process and allows the use of high-order shape functions beyond degree
three.
A second important difference to the Lagrange shape functions is that the integrated Leg-

endre polynomials are hierarchical in the sense that the order of the basis is increased by only
adding one additional function. All other functions remain unchanged. This is in contrast to
the Lagrange basis, where every higher order basis is composed of a completely different set
of shape functions. This difference is illustrated in Figure 3.2.
The two- or three-dimensional basis functions are obtained by a tensor product of the one-

dimensional shape functions

ξ̂2D
i,j (r, s) = ξ̂1D

i (r) ξ̂1D
j (s) (3.25a)

and ξ̂3D
i,j,k (r, s, t) = ξ̂2D

i,j (r, s) ξ̂1D
k (t) . (3.25b)

As depicted in Figure 3.3, the elements of the two-dimensional tensor-product space can be
sorted into the following three groups:
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Figure 3.4: Two-dimensional mode types following [Szabó and Babuška, 1991].

Nodal-mode The combination of two one-dimensional nodal-modes gives rise to the well
known bi-linear modes (see Figure 3.4a). Just as in 1D, these can be associated directly
to one node giving the group its name.

Edge-mode The combination of a one-dimensional internal-mode and a one-dimensional
nodal-mode results in a function that is non-zero at only one edge (see Figure 3.4b).
Therefore, the mode can be directly associated to that edge and, thus, identified as a
two-dimensional edge-mode.

Face-mode The combination of two one-dimensional internal-modes yields a function that is
zero on all four nodes and edges (see Figure 3.4c). The mode can, therefore, be directly
associated to the face and thus, identified as a bubble- or face-mode.

In the case of three-dimensional shape functions, also internal- or volume-modes have to be
consideredf.
This mode-concept is of great advantage for the definition of C0-continuous global basis

functions {Ni} that span the finite element space Vh. As discussed in Section 2.2.2, each global
basis function Ni is associated to either a node, an edge, a face, or—in a three-dimensional
case—to a solid. A globally continuous nodal basis function can be defined as the set of the
respective nodal shape functions of the elements adjacent to the node. In the same way, the
basis functions associated to an edge are defined as the assembly of the respective edge-modes
of the same degree of the elements adjacent to the respective edge. The global shape functions
associated to a face directly correspond to the face modes of the respective element.

3.2.2 The hp-version of the Finite Element Method
As demonstrated for the one-dimensional benchmark setting in Section 3.1, a pure elevation
of the approximation order is not sufficient to yield an exponential decay of the error in the
case of singularities. Instead, also the element sizes and the mesh design have to be adapted.
In the context of the one-dimensional example discussed in Section 3.1, it was demonstrated

that a geometrically graded mesh achieves exponential convergence also in the presence of
singularities. Besides the remarkable gain in accuracy, the choice of a geometrically graded
mesh has the advantage that the family of meshes can be generated by recursively sub-dividing
the element(s) at the singularity in a ratio of q : (1− q). As the geometry of all other elements
remains unchanged, no re-generation of the complete mesh is necessary. In two- and three-
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dimensional problems, this is of great advantage, which is why this type of hp-refinement is
predominantly used.
One common cause of singularities in applications of higher dimensions are re-entrant corners

in the geometry. This case is denoted as point- or vertex-singularity. The geometric meshes
designed for this kind of problems show an inherent layer structure [Babuška and Guo, 1996]:
the zero-th layer L0 consists of all elements whose domains include the singular vertex. The
first layer L1 includes all elements adjacent to the zero-th layer and so on. Thus, a higher-
dimensional geometric mesh family is formally defined as

Definition 3.2.1: Geometric mesh family [Schwab, 1998, Definition 4.30]
A geometric mesh family T kq with k+1 layers and a grading factor 0 < q < 1 on the domain Ω
with a singular vertex v ∈ Ω̄ is defined recursively as follows: if k = 0, T 0

q = {Ω}. Given T kq ,
generate T k+1

q by sub-dividing the elements whose closure includes v with a ratio q : (1− q).
For an exponential convergence of the approximation error, the graded mesh structure has

to be combined with high-order shape functions. To control the condition number of the
resulting stiffness matrix, the high-order shape functions are based on the tensor product
of the integrated Legendre shape functions discussed in Section 3.2.1. As demonstrated in
Section 3.1, the decay rate of the approximation error can be significantly improved by linearly
increasing the approximation order away from the singularity. These advantages also carry
over to higher-dimensional problems. For this reason, the polynomial degree of the respective
element is chosen according to its layer. For every layer j away from the point of singularity,
the polynomial degree is increased linearly with a slope s

pj = d1 + sje, with j = 0, 1, 2, . . . , k. (3.26)

This combination of a simultaneous change of h and p reaches an exponential decay of the
approximation error also in presence of a singularity. The details of the convergence properties
are outlined the following section.

3.3 Summary of convergence properties
Closely following [Szabó et al., 2004; Yosibash, 2012], this section addresses the convergence
properties of the aforementioned h-, p-, and hp-refinement methods. In addition to the chosen
refinement strategy, the convergence characteristic also depends on the nature of the solution
that is to be approximated. For this reason, the overview begins with a classification of the
solution. Afterwards, the types of convergence are formally defined. In the final part of this
section, the convergence properties of the different finite element extensions are summarized.

3.3.1 Problem classification
For the approximation quality of the finite element solution, the smoothness of the analytical
solution is of essential importance. For this reason, the problems are classified depending on
whether their solution is analytic. A function is analytic if it can be represented locally by
a convergent power series [Krantz and Parks, 2002, Definition 1.1.3]. Using this criterion,
Szabó et al. consider the following three different types of problems [Szabó et al., 2004]:
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Category A: The exact solution u is analytic at all points in the domain, including its
boundary.

Category B: The exact solution u is analytic at all points in the domain, including its
boundary, except for a finite number of locations. These are denoted as singular points
or singular edges.

Category C: The exact solution is neither in category A nor in B.

As noted in [Szabó et al., 2004], the solution in the vicinity of corner singularities in two-
dimensional problems commonly has an asymptotic expansion of the following form:

u(r, θ) =
∞∑

i=1
Ai r

αi F (θ), (3.27)

where (r, θ) denote the polar coordinates, Ai and αi are real numbers and F (θ) is an analytic
function. An analog expansion can be derived for three-dimensional problems. The compar-
ison to the one-dimensional singular solution (3.1) reveals that the above expansion is very
similar to the one-dimensional benchmark solution. For this reason, most observations made
in Section 3.1 carry over to higher dimensions. Depending on the exponents {αi}, the solution
itself or its derivatives might tend to infinity as r approaches zero. Therefore, α := min

i
αi

characterizes the regularity of the solution.

3.3.2 Convergence properties
As discussed in the previous section, the strategies of how to increase the approximation
accuracy of three versions can be summarized as follows:

h-FEM: The approximation quality is increased by uniformly decreasing the size h of all
elements, while keeping the order of the polynomial shape functions fixed, typically at
p = 1 or p = 2.

p-FEM: The approximation quality is increased by uniformly elevating the order p of the
polynomial shape functions, while keeping the size of the elements fixed. For problems
of category B, it is assumed that the singular points or edges are resolved by the mesh.

hp-FEM: The approximation quality is increased by simultaneously decreasing the element
size h and elevating the order p of the shape functions. For problems of category B,
the mesh structure is graded towards the singular points or edges according to Defini-
tion 3.2.1, and the polynomial order is increased linearly over the layers according to
(3.26).

As discussed in the context of the one-dimensional benchmark, there are two different ways
in which the global approximation error can decay. If the asymptotic decrease can be bounded
from above in the following way:

||u− uh||E ≤
k

Nβ
, (3.28)

the convergence is said to be algebraic with rate β. Here, k and β are positive constants
dependent on u but independent of N . On the other hand, the convergence is considered as
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Category h-FEM p-FEM hp-FEM

A algebraic exponential exponential
β = p/2 θ ≥ 1/2 θ ≥ 1/2

B algebraic algebraic exponential
β = 1

2 min(α, p) β = α θ ≥ 1/3

C algebraic algebraic Remark 3.3.1
β > 0 β > 0

Table 3.1: FEM convergence for two-dimensional problems following [Szabó et al., 2004; Yosi-
bash, 2012].

Category h-FEM p-FEM hp-FEM

A algebraic exponential exponential
β = p/3 θ ≥ 1/3 θ ≥ 1/3

B Remark 3.3.2 exponential
see Table 3.3

C algebraic algebraic Remark 3.3.1
β > 0 β > 0

Table 3.2: FEM convergence for three-dimensional problems following [Szabó et al., 2004;
Yosibash, 2012].

exponential if the global approximation error can be bounded from above in the following way:

||u− uh||E ≤
k

eγNθ . (3.29)

Similar to the previous case, k, θ are γ are positive constants, which depend on u but not on
N .
In the past decades, a priori estimates of the approximation error of the different versions of

the Finite Element Method applied to problems of the aforementioned categories were derived
in e.g. [Babuška and Guo, 1988, 1996; Babuška and Suri, 1994; Guo and Babuška, 1986b;
Schwab, 1998]. Following [Szabó et al., 2004; Yosibash, 2012], these results are presented in
the Tables 3.1 and 3.2.
The summary demonstrates that, for problems of category A, both, the p- and the hp-version

of the Finite Element Method yield an exponential convergence. If instead the approximation
quality is increased by decreasing the element size h, the error only algebraically.
If the problem is of category B, the p-extension yields only an algebraic decrease of the error.

However, the rate β is at least twice as large as the rate obtained by a uniform h-refinement.
These findings are in agreement with those made in the context of the one dimensional bench-
mark discussed in Section 3.1. To yield an exponential decay of the approximation error for
problems of this category, the hp-version of the Finite Element Method has to be used. In the
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Singularity Type: Regular Vertex Edge Edge-Vertex
θ 1/3 1/4 1/4 1/5

Table 3.3: Exponent of hp-convergence for different types of singularities of three-dimensional
problems following [Babuška and Guo, 1996; Yosibash, 2012].

case of two-dimensional applications, the convergence is (at least) exponential with respect to
the third-root of the number of unknowns (as θ ≥ 1/3). For three-dimensional problems, the
exponent θ depends on the type of singularity. Following [Babuška and Guo, 1996; Yosibash,
2012], the values of the most common types of singularities are summarized in Table 3.3.
This comparison of the convergence properties demonstrates the superiority of the hp-version

of the Finite Element Method in case of solutions with singularities. However, the construction
of hp-graded meshes in higher dimensions bears some challenges. These aspects are addressed
in the two following chapters.

Remark 3.3.1. “When u has a recognizable structure, then it is possible to achieve faster
than algebraic rates of convergence with hp-adaptive methods” [Szabó et al., 2004].

Remark 3.3.2. “In three dimensions, u cannot be characterized by a single parameter. Nev-
ertheless, the rate of p-convergence is at least twice the rate of h-convergence.” [Szabó et al.,
2004].





45

Chapter 4

Classical construction of hp-meshes:
refinement by replacement

The previous chapter outlined that the hp-version of the Finite Element Method yields an
exponential decay of the approximation error even for non-analytical solutions. The corner-
stone of the method is the simultaneous elevation of the shape function order p combined
with a graded decrease of the element size h towards the point(s) of singularity. Typically,
a geometric grading of the elements is chosen as these mesh families can be constructed by
recursively sub-dividing the elements at the singularity in a ratio of q : (1 − q). In this way,
the changes to the mesh remain local as the hp-meshes can be constructed by simply replacing
the elements at the singularity by a new layer of finer elements as illustrated in Figure 4.1a.
This approach is of great advantage as no global re-meshing is necessary, and it has proven to
yield excellent results in different applications in e.g. [Cantwell et al., 2015, 2014; Korous and
Šolín, 2012; Payette, 2012; Schnepp and Weiland, 2012; Šolín and Korous, 2012b].

The major challenge of this “refine-by-replacement” approach is that the discretization be-
comes non-matching as the shape functions of the fine-scale elements have no corresponding
counterpart in the coarse, unrefined neighbors (see Figure 4.1a). The mesh is therefore irreg-
ular as discussed in Section 2.2.2. Accordingly, the standard assembly procedure described in
Algorithm 1 cannot be used to ensure the inter-element continuity. For this reason, irregular
meshes cannot be used directly for the construction of a finite element approximation. In-
stead, special measures have to be taken to restore the inter-element continuity of the shape
functions.

This chapter outlines the most prevalent approaches for the construction of hp-discretiza-
tions. Here, two different types of approaches are considered. The first type restores the
regularity of the discretization by introducing additional elements that form the transition
between the refined and the coarse parts of the mesh. Different approaches of this type are
outlined in Section 4.1. The second type of methods—prevalent in hp-applications—uses an
irregular discretization to find the finite element approximation. To this end, the assembly
procedure is generalized to appropriately constrain the shape functions associated to hanging
nodes. This constrained approximation concept is outline in Section 4.2.
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Regular node Irregular node

(a) Irregular mesh
Regular node

(b) Regular hybrid mesh
Regular node

(c) Regular quadrilateral mesh

Figure 4.1: Regular and irregular hp-discretization.

4.1 Transition elements
The simplest strategy to deal with irregular meshes is their conversion into a regular dis-
cretization. To this end, not only the elements at the singularity are sub-dived but also their
neighbors. In this way, a regular transition between the refined and coarse part of the mesh
can be formed as illustrated in Figure 4.1b.
As outlined in [Mitchell, 1989; Verfürth, 1996], classical approaches for the local refinement of

triangular meshes are the longest-edge-bisection [Rivara, 1984a,b,c], newest-vertex-bisection
[Kossaczký, 1994; Sewell, 1972], and the regular/red-green refinement [Bank and Sherman,
1980, 1981]. All three methods ensure the regularity of the mesh by performing a “clean-up”
step after the actual refinement that sub-divides irregular elements accordingly.
In the case of quadrilateral meshes, the regularity of the mesh can be restored by means of

triangular transition elements as illustrated in Figure 4.1b. Under certain restrictions on the
refinement, the transition can also be formed by only quadrilateral elements as discussed in
e.g. [Babuška and Rank, 1986, 1987; Rank and Babuška, 1987; Schneiders and Debye, 1995].
As illustrated in Figure 4.1c, certain template solutions are derived that are then used for the
respective case under consideration. This approach has been extended to three-dimensional
problems in [Schneiders, 2000; Schneiders and Debye, 1995].
The idea of restoring the mesh regularity via transition elements has been applied successfully

in the context of hp-FEM in e.g. [Eibner and Melenk, 2006; Schwab, 1998; Schwab and Suri,
1999]. However, when using transition elements, the refinement spreads out over lager parts
of the domain. Thus, the refinement loses its local character, which introduces unnecessary
degrees of freedom as shown in e.g. [Šolín et al., 2010a]. Moreover, special care has to
be taken to prevent distorted elements as these would decrease the approximation quality
[Babuška and Aziz, 1976; Mitchell, 1989]. Furthermore, the automatic creation of transition
elements is challenging in particular for three-dimensional problems.
An alternative idea to account for hanging nodes is to use variable-node elements for the

transition between the refined and the coarse parts of the mesh. The essential idea of this
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(a) Matching interface by variable node in transition
element.

(b) Additional shape function of variable node.

Figure 4.2: Transition by variable node element following [Gupta, 1978].

approach—first introduced by Gupta in [Gupta, 1978]—is to define transition elements that
have an additional node on one of their sides. This additional node can then form the transition
to the fine elements. This idea is depicted in Figure 4.2. The approach has been extended
successfully in e.g. [Cho and Im, 2006; Choi and Lee, 1996; Kim et al., 2008; Lim et al., 2012]
also to three-dimensional problems and meshes with a higher irregularity index.
A similar idea was followed in the context of the eXtended Finite Element Method (XFEM)

in e.g. [Cheng and Fries, 2012; Fries et al., 2011]. Their approach was to extend the function
space of the transition element by an additional hat function that recovers the continuity of
the basis functions.
Both approaches resolve the irregularity of the discretization in an elegant way and have

shown to yield an optimal convergence under a uniform refinement of the element size. How-
ever, to the author’s knowledge, the formulation of these methods is so far restricted to the
use of low-order shape functions and has not been used to construct hp-discretizations.

4.2 Constrained approximation
The prevalent approach in hp-finite elements is based on a constrained approximation of the
analytical solution on irregular meshes [Ainsworth and Oden, 1997; Ainsworth and Senior,
1999; Demkowicz, 2007; Demkowicz et al., 1989; Frauenfelder, 2004; Kus, 2011; Rheinboldt
and Mesztenyi, 1980; Schröder, 2011; Šolín, 2004; Šolín et al., 2008, 2010a]. As addressed in
the introduction of this chapter, the major challenge of an irregular discretization is that the
shape functions of neighboring refined and coarse elements are non-matching. This renders
the construction of globally continuous basis functions significantly more complex compared
to the case of regular meshes. In particular, the standard assembly procedure outlined in
Section 2.2.2 has to be generalized as it is based on the assumption of a direct correspondence
between one global basis function Ni and one element shape function ξj, in the sense

Ni|K = ξKj . (4.1)

In the case of an irregular discretization, this simple nature of the one-to-one connectivity
is lost. This becomes immediately evident when considering the simple scenario depicted
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Figure 4.3: Connection between global basis functions and local element shape functions in
case of an irregular discretization.

in Figure 4.3. Here, the basis function N2 has no directly corresponding local shape function
in the second (and third) element for which condition (4.1) holds. Instead, this global basis
function has to be re-constructed by combining the first and third element shape functions of
the second element with a weight of 1 and 1/2, respectively. Accordingly, the basis function
N2 can only be given by a linear combination of multiple element shape functions. Using the
connectivity matrix π introduced in Section 2.2.2, this reads

Ni|K =
∑

j

πKij ξ
K
j (4.2)

For the case depicted in Figure 4.3, the second row of the connectivity matrix πK2 is given by
(
πK2

2j
)
j=1,...,4 =

[
1, 0, 1

2 , 0
]
. (4.3)

Clearly, this connectivity is no longer one-to-one. Moreover, the values of πKij are not neces-
sarily one or zero, but any element in R is possible.
Accordingly, the constrained approximation is a two-step approach: first, the respective

constraints πKij that ensure the continuity have to be derived, and second, these constraints
have to be incorporated in the assembly process. These two steps are outlined in the following
two sections.

4.2.1 Derivation of constraint coefficients
The constraint coefficients ensuring the C0-continuity of the basis functions can be computed
in different ways as shown in e.g. [Ainsworth and Oden, 1997; Ainsworth and Senior, 1999;
Byfut and Schröder, 2012; Demkowicz, 2007; Demkowicz et al., 1989; Frauenfelder, 2004; Kus,
2011; Kus et al., 2014; Schröder, 2011; Šolín, 2004; Šolín et al., 2008, 2010a]. The following
outline is based on the principle setting depicted in Figure 4.4, in which a coarse element Kc

is neighboring a refined element Kr. The two elements share an irregular interface (edge) γ.
The common starting point of most of the aforementioned approaches is expression (4.2)

formulating the re-construction of a global shape functionNi as a linear combination of element
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Figure 4.4: Depiction of geometric mappings used to determine the constraint coefficients of
an irregular mesh.

shape functions ξj defined on the element K. As the equality holds on the complete element
K, it has to hold—in particular—on the interface γ. Accordingly, the values of Ni along γ
can be expressed in terms of the element shape functions defined on the refined element Kr

in the following way

Ni(x) =
∑

j∈J
πKij ξ

Kr
j (x) ∀x ∈ γ. (4.4)

Here, J denotes the set of indices of the element shape functions that are non-zero on the
interface γ.
Observing that the coarse element Kc is not refined, the restriction of the global shape

function Ni to Kc directly corresponds to one local shape function ξKcl of this element, that is

Ni|Kc = ξKcl(i). (4.5)

Since γ ⊂ Kc, this relation can be used to replace the left hand side expression in (4.4). This
allows one to reformulate the constraint equation solely in terms of element shape functions
defined on the two elements Kc and Kr as follows

ξKcl(i)(x) =
∑

j∈J
πKrij ξ

Kr
j (x) ∀x ∈ γ. (4.6)

According to Definition 2.2.8, the element shape functions ξ can be expressed in terms of
standard element shape functions ξ̂ defined in the reference space K̂ using the geometric
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mappings ψKc and ψKr of the two elements

ξj = ξ̂j ◦Ψ−1
K . (4.7)

As a result, (4.6) can be expressed in terms of standard element shape functions

ξ̂Kcl(i) ◦Ψ−1
Kc

(x) =
∑

j∈J
πKrij ξ̂

Kr
j ◦Ψ−1

Kr
(x). ∀x ∈ γ. (4.8)

Combining the geometric mappings of the two elements as follows

Υ = Ψ−1
Kc
◦ΨKr (4.9)

allows the formulation of the constraint equation in the reference space of the refined element

ξ̂Kcl(i) ◦Υ(r) =
∑

j∈J
πKrij ξ̂

Kr
j (r) ∀ r ∈ γ̂. (4.10)

This final form shows that the constraint coefficients depend on two aspects: a) the position
of the two elements relative to each other (expressed in the mapping Υ) and b) the standard
element shape functions ξ̂ along the interface. With this information, the constraint coefficients
πKrij can be computed by collocating the above equation at a sufficient number of points on
the interface γ̂ and solving the resulting system of linear equations for πKrij .
In practice, however, the refinement is typically restricted to halving the long element side.

Accordingly, the complexity of the geometric mapping can be reduced to two cases since the
refined edge is either on the left or on the right half of the large edge. In this case, only the
following two geometric mappings are possible

ΥL(r) = 1
2(1− r) and ΥR(r) = 1

2(1 + r). (4.11)

Further assuming that the shape functions are the same for all elements, the values of π can
be pre-computed for both mappings in the setup phase of the finite element computation.
This allows for an efficient re-use during the actual computation.
Moreover, if the set of basis function {ξ̂j} is hierarchical under the elevation of the poly-

nomial order p, this hierarchic nature carries over to the matrices π. This allows to only
compute the matrices for the highest polynomial degree used. During the assembly process
the respective sub-matrices can be extracted. This property renders the constrained ap-
proximation approach particularly suitable for the commonly used integrated-Legendre shape
functions. Furthermore, the constraint coefficients can be computed explicitly for this type of
shape functions as shown in e.g. [Schröder, 2008]. Following [Ainsworth and Oden, 1997], the
constraint coefficient matrices for a polynomial degree p = 5 are for example given by1:

πL =




1 1/2 0 0 0
0 1/2 0 0 0
0 −1/2 1/4 0 0
0 0 −3/8 1/8 0
0 1/8 3/16 −5/16 1/16




πR =




1/2 0 0 0 0
1/2 1 0 0 0
−1/2 0 1/4 0 0

0 0 3/8 1/8 0
1/8 0 3/16 5/16 1/16



.

(4.12)
1The constraint coefficients are given for the standard integrated Legendre polynomials and not for their

normalized version discussed in Section 3.2.1.
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Figure 4.5: Re-construction example of coarse shape functions by refined shape functions.

Accordingly, the first shape function along the edge of the coarse element can be re-constructed
by combining the first and second shape function along the edge of the refined element in the
following way:

η̂Kc1 ◦ΥL = 1 · η̂Kr1 + 1
2 · η̂

Kr
2 . (4.13)

Similarly, the coarse quadratic mode can be re-constructed by combining the second fine-scale
linear mode and the fine-scale quadratic mode as:

η̂Kc3 ◦ΥL = −1
2 · η̂

Kr
2 + 1

4 · η̂
Kr
3 . (4.14)

These two re-construction examples are illustrated in Figure 4.5.

4.2.2 Generic assembly procedure
Having derived the constraint coefficients, these can be incorporated in the final system of
equations in a generic assembly procedure. To formalize this procedure, let the weak form of
the considered problem read as in (2.37a)

Find u ∈ Vh(Ω) such that a(v, u) = f(v) ∀v ∈ Vh(Ω), (4.15)

with Vh denoting the space spanned by the global shape functions Ni. Using the Einstein
summation convention and the linear combination (4.2), the linear functional on the right
hand side can then be written in the following form

f(Ni) =
∑

K∈Th
f(πKij ξKj ) =

∑

K∈Th
πKij f(ξKj ) (4.16)
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(a) Initial mesh: the
marked element is to be re-
fined.

(b) Clean-up 1: the direct
neighbours have to be re-
fined.

(c) Clean-up 2: the neigh-
bours of the neighbours
have to be refined.

(d) Finial one-irregular
mesh.

Figure 4.6: Subsequent refinement of mesh to maintain a one-irregular discretization following
[Rachowicz et al., 1989].

Thus, the global load vector F is assembled from the local element force vectors FK by the
matrix vector multiplication

F =
∑

K∈Th
πKFK , (4.17)

with Fi = f(Ni) and FK
j = f(ξKj ). A similar transformation is applied to the bi-linear form:

a(Ni, Nj) =
∑

K∈Th
a(πKikξKk , πKjl ξKl ) =

∑

K∈Th
πKika(ξKk , ξKl )πKjl (4.18)

Therefore, the global system matrix A is assembled from the local element matrices AK by
the following matrix multiplications:

A =
∑

K∈Th
πKAK

(
πK
)>
, (4.19)

with Aij = a(Ni, Nj) and AKkl = a(ξKk , ξKl ).

4.2.3 Algorithmic limits
The described approach of a constrained approximation has been applied successfully for
generating a continuous hp-discretization on irregular mesh in e.g. [Ainsworth and Oden,
1997; Ainsworth and Senior, 1999; Bangerth et al., 2007; Demkowicz, 2007; Demkowicz et al.,
1999, 1998, 1989; Frauenfelder, 2004; Frauenfelder and Lage, 2002; Paszyński and Demkowicz,
2006; Rachowicz and Demkowicz, 2000a, 2002; Rachowicz et al., 1989; Šolín, 2004; Šolín et al.,
2008, 2010a]. However, the implementation of the procedure sketched above comes with a
high algorithmic complexity [Šolín et al., 2008].
This holds in particular if the constraint coefficients have to be derived in terms of already

constrained nodes. In this case, the global basis function Ni cannot be expressed in terms of
one element shape function as in (4.5). Accordingly, the simplification of left hand side of the
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constraint equation is not possible in the way described above. Instead, the constraints have
to be expressed over different levels, see e.g. [Ainsworth and Oden, 1997].
For this reason, most hp-frameworks do not allow for these multiply hanging nodes. Instead,

only 1-irregular meshes are considered to reduce the implementational complexity [Bangerth
et al., 2007; Demkowicz, 2007; Demkowicz et al., 1999, 1998, 1989; Paszyński and Demkowicz,
2006; Rachowicz and Demkowicz, 2000a, 2002; Rachowicz et al., 1989; Šolín, 2004]. To this
end, also neighboring elements are refined if multiply hanging nodes emerge. However, when
following this approach the refinement partially looses its local character as illustrated in
Figure 4.6. In the depicted pathological case, twelve additional elements have to be introduced
to maintain the one-irregularity rule. Numerical studies presented in [Schröder, 2011; Šolín
et al., 2010a] demonstrate that these additional refinements introduce unnecessary degrees of
freedom and therefore decrease the convergence rates.
For this reason, different formulations have been derived that allow for arbitrary hanging

nodes in e.g. [Ainsworth and Oden, 1997; Ainsworth and Senior, 1999; Frauenfelder, 2004;
Frauenfelder and Lage, 2002; Kus, 2011; Schröder, 2011; Šolín et al., 2008, 2010a]. However, the
initial refine-by-replacement idea remained unchanged. Therefore, these approaches demand
for a sophisticated discretization kernel.
An alternative to the complex refine-by-replacement strategies is to refine by superposition.

The use of this idea for the construction of geometrically graded hp-meshes is addressed in
the next chapter.
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Chapter 5

Multi-Level construction of hp-meshes:
refinement by superpositiona,b,c

As outlined in the previous chapter, the classical idea of an hp-refinement is to increase the
approximation accuracy locally by replacing coarse elements by a set of finer elements. An
alternative approach—followed in this work—is to refine a global base mesh solution ub by
locally superposing a fine-scale overlay solution uo. The final approximation u is then given
by the sum of the two components

u = ub + uo. (5.1)

This hierarchical refinement strategy is illustrated in Figure 5.1.

Base mesh solution ub Overlay solution uo Final solution u

+ =

Figure 5.1: Conceptual idea of the refinement by superposition following [Rank, 1992].

The key point of this superposition approach is that the overlay solution uo is constrained
by homogeneous Dirichlet boundary conditions. Accordingly, uo is zero on the transition of
the refinement zone, which ensures the C0-continuity of the final approximation. This simple
way of ensuring the compatibility of the basis function offers an essential advantage compared
to the aforementioned refine-by-replacement strategy, as no complex constraining of hanging
nodes is necessary.
The current work proposes to use this alternative refinement concept to construct hierarchi-

cal hp-meshes that are free of hanging nodes but offer the same approximation accuracy as
conventional discretizations. Before outlining the details of this approach in Section 5.2, the
chapter begins with a brief overview of other FEM-based approaches that have applied this
refinement concept before.
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5.1 A brief history of superposition-based refinement
methods

Global-local Finite Elements

To the author’s knowledge, the idea of a refinement-by-superposition dates back to the pio-
neering work of Mote [1971]. To reduce the computational cost of numerical simulations, Mote
suggests to combine the Ritz- and the conventional version of the Finite Element Method in
a superposition approach. The advantage offered by the Ritz method is that it allows for
the use of special solution functions that are known to capture the global deformation of
the structure. In the vicinity of local features such as cracks or holes, this global solution is
enriched by superposing a conventional finite element overlay mesh. Setting the cornerstone
of the refinement-by-superposition idea, the final numerical solution is given by the sum of
the base and overlay solution, and the global continuity is ensured by applying homogeneous
Dirichlet boundary conditions on the overlay mesh. In his original work, Mote demonstrates
the applicability of this approach in the context of beams and plane stress problems. In [Noor,
1986], the approach is compared to other global-local methods.

Hierarchical finite elements

In [Bank et al., 1988; Mitchell, 1988, 1991, 1992; Yserentant, 1986a,b], the refine-by-super-
position concept is applied to perform an h-refinement of triangular finite element meshes.
To this end, the standard nodal basis functions are replaced by a set of hierarchical basis
functions. Accordingly, a k-times refined finite element space Vk is given by the direct sum of
a base space V0 corresponding to an initial coarse base mesh and k overlayed spacesO1, . . . ,Ok,
i.e.

Vk = Vk−1 ⊕Ok, ∀ k > 1. (5.2)

The spaces Ok are spanned by the shape functions of finer elements.
Following this construction approach, not only the sequence of the functions spaces {Vk}

but also their basis functions are hierarchical. As shown in [Yserentant, 1986a,b] for triangular
elements, this hierarchical structure has a beneficial effect on the condition number of the final
equation system. Further, it allows for an efficient solution by multi-grid methods as shown in
[Bank et al., 1988; Mitchell, 1988, 1991, 1992; Yserentant, 1986a,b]. In [Zienkiewicz and Craig,
1986], this idea is applied for p-refinement using hierarchical high-order shape functions.

Adaptive local overlapping grid method

In the adaptive local overlapping grid method—suggested in [Moore and Flaherty, 1992]—
the governing equation is first solved on a coarse base mesh with bi-linear shape functions.
Based on this solution, an error indicator is used to identify regions with a bad approximation
quality. The discretization in these parts of the domain is h-refined by superposing finer
overlay meshes. The refined regions are grouped to form rectangular “megagrids” on which
the governing equations is solved again.
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In [Moore and Flaherty, 1992], this spatial discretization is combined with a backward Euler
time stepping scheme to simulate parabolic problems. Further, the discretization is adapted in
every time step to capture propagating solution features such as flame fronts at high accuracy.

Spectral overlay method

The aim of the spectral overlay method introduced in [Belytschko et al., 1990] is to increase
the approximation accuracy for solutions with high gradients. To this end, a standard finite
element mesh is overlayed by a special, high-order overlay mesh—a so-called spectral overlay
mesh—that resolves these local features. As in the previous approaches, the global continuity
of the final approximation is ensured by applying homogeneous Dirichlet boundary conditions
on the spectral overlay mesh.
In the original work of Belytschko et al. [1990], this idea is used to resolve local shear bands

occurring in bifurcation problems. To this end, a priori knowledge of the local strain field is
exploited by incorporating the results of a local bifurcation analysis in the definition of the
overlay functions. In [Belytschko and Lu, 1992], this idea is extended to curvilinear elements.
In [Gu and Belytschko, 1994], the approach is applied to determine stress singularities at
bi-material wedges.

The s-version of the Finite Element Method

The superposition-version (s-version) of the Finite Element Method—introduced in [Fish,
1992b; Kim et al., 1991]—aims at generalizing the idea of the spectral overlay method to
provide a general purpose refinement tool. To this end, elements with steep gradients in
the solution are overlayed by a patch of high-order elements. In this way, the overlay mesh
can accurately resolve fine-scale solution features. Possible linear dependencies between the
shape functions of the two mesh levels are captured by eliminating equations with zero pivots
occurring during the factorization process of the direct solver. Further, a complex integration
mesh is used that resolves all intersecting element boundaries in both mesh levels.
The results presented in [Fish, 1992b] show that the use of a high-order overlay mesh im-

proves the convergence also in the presence of singularities. In [Fish and Markolefas, 1993],
this approach is coupled with an error estimation scheme. In [Fish, 1992a], the method is ap-
plied to crack problems using special singular overlay elements at the crack tip. The method
is further extended in [Fish et al., 1994] using multiple levels of overlay meshes. In [Fish and
Guttal, 1996], the s-version is used to model laminated shells. To this end, the global model
is discretized using Equivalent Single Layer shell elements. In certain regions of interest, the
approximation accuracy is increased by superposing a stack of three-dimensional elements.

Partition of Unity Methods

Another class of approaches following the refine-by-replacement idea are Partition of Unity
Methods (PUM, [Babuška and Melenk, 1997; Melenk and Babuška, 1996]). The most success-
ful approaches of this kind are the Generalized Finite Element Method (GFEM, [Strouboulis
et al., 2000a,b, 2001]) and the eXtended Finite Element Method (XFEM, [Moës et al., 1999]).
A comprehensive review of these methods is given in e.g. [Belytschko et al., 2009; Fries and
Belytschko, 2010].
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As phrased by Babuška and Melenk [1997], the objective of these discretization approaches
is to permit the “inclusion of a priori knowledge about the differential equation in the ansatz
spaces”. Common applications where such a priori knowledge is available include immersed
interfaces, evolving discontinuities, or crack tips. To incorporate this knowledge, the standard
finite element function space is extended or enriched by special solutions that are tailored for
the respective situation under consideration. In analogy to the other aforementioned refine-
by-superposition methods, the final numerical approximation is given by the sum of the base
mesh solution and an overlay function of choice ψ(x)

u(x) =
∑

i

Ni(x)ûi +
∑

i

Ni(x)ψ(x)âi. (5.3)

Here, the coefficients ûi and âi denote the degrees of freedoms of the base- and the overlay/en-
richment solution, respectively. The above enrichment assumes that the standard nodal shape
functions Ni build a partition of unity (PU)

∑

i

Ni(x) = 1 ∀x ∈ Ω. (5.4)

This ensures that the target function ψ is contained in the finite element solution space.
The product of ψ(x) and Ni can be seen as a new kind of local shape function whose support

is restricted to the support of Ni. This allows for an easy implementation of the method as
it only requires a change of shape functions while the degree of freedom handling remains
unchanged.
This enrichment concept has been a great success and the applicability was proven for

various problems, including e.g. crack growth [Belytschko and Black, 1999; Loehnert et al.,
2011; Moës and Belytschko, 2002; Moës et al., 1999], local refinement [Fries, 2008], embedded
discontinuities [Cheng and Fries, 2009], solidification [Chessa et al., 2002], fluid structure
interaction [Gerstenberger and Wall, 2008], and many more. The major challenges of this
method include the correct integration of the possible complex enrichment function ψ. Further,
possible (near) linear dependencies between base and the enrichment solution may result in a
high condition number of the FE-equation system.

The hp-d version of the Finite Element Method

The final refine-by-superposition method to be mentioned in this review is the hp-d version
of the Finite Element Method, which was introduced in [Rank, 1992]. The essential idea of
this approach is that the analytical solution has a smooth character on a global scale, while
non-smooth solution features are confined in small, local sub-regions. To resolve the smooth,
large-scale part of the solution, the domain Ω is first discretized with a coarse high-order
base-mesh. This base-mesh is superposed locally with a finer, low-order overlay mesh to also
capture non-smooth solution features. This idea is illustrated in Figure 5.2.
As for the aforementioned refine-by-superposition approaches, the global continuity is en-

sured by applying homogeneous Dirichlet boundary conditions on the overlay solution. In the
present case, this is reflected by deactivating all nodes on the boundary of the overlay mesh.
In Figure 5.2b, these nodes are marked in red color.
The second important aspect to be considered is that the overlay mesh must not introduce a

linear dependence between the shape functions of the two refinement levels. This is ensured by
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(a) 1D-Case
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Active Face
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(b) 2D-Case

Figure 5.2: The hp-d-approach introduced in [Rank, 1992; Rank and Krause, 1997]: the
coarse high-order base mesh captures the large-scale solution, while fine-scale characteristics
are captured using the finer h-mesh that overlays the base mesh in the respective domain of
interest.

first restricting the refinement to a structured superposition in which one fine-scale element can
only overlay one base element. In this setting of structured superposition, linear dependencies
can be removed by deactivating those overlay nodes that are direct descendants of base mesh
nodes. In Figure 5.2b, these are marked in blue color.
It is worth noticing that, in principle, the linear dependence could also be ensured by

activating the overlay nodes instead of the base mesh nodes. In this way, the support of
the shape functions would be reduced. However, the chosen strategy of deactivating the
overlay nodes offers the advantage that the base mesh remains unchanged. In this way, the
basis functions of the finite element space are fully hierarchical as only new shape functions
are added.
This non-intrusive nature of the method can be exploited by solving the coupled problem

in a partitioned approach. To this end, the two refinement levels are discretized by two
different finite element solvers. The inter-level coupling is handled as an additional volume
load. In [Rank, 1992], this approach is used to simulate reaction-diffusion processes occurring
in semi-conductors. In [Krause and Rank, 2003; Rank and Krause, 1997], the idea is used to
linear elastic problems. The high flexibility of the method is used in [Düster et al., 2007a;
Ledentsov, 2010; Ledentsov et al., 2010] to “locally enhance dimensionally reduced models”
by superposing volumetric models in domains of interest.
In [Schillinger et al., 2012b], the hp-d-idea is extended to aggregate the fine scale shape

functions in the direct vicinity of local features. To this end, the base element incorporating
this feature is refined by superposing finer elements in the next refinement level. Performing
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(a) 1D-case, the red line marks the position of a singular-
ity.
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(b) 2D-case

Figure 5.3: Conceptional idea of the hierarchical hp-d-method following e.g. [Schillinger et al.,
2012b].

this process recursively gives rise to a refinement tree, in which the base element represents the
root, and the sub-elements are the children. The last level of sub-elements is denoted as leaf-
elements. Following the classical hp-d-idea, the global continuity is ensured by deactivating the
nodes on the boundary of the overlay mesh, and a linear dependence is avoided by deactivating
direct descendants of coarse nodes. This idea is illustrated in Figure 5.3.
Schillinger et al. [2012b] show that this hierarchical extension yields excellent results in the

context of geometrically non-linear structural mechanics and fictitious domain problems. In
[Schillinger, 2012; Schillinger et al., 2012a; Schillinger and Rank, 2011], this idea is used in the
context of isogeometric analysis (IGA) to adaptively refine B-spline and NURBS elements.
In [Schillinger et al., 2013], it is shown that this approach also yields excellent results in the
framework of collocation methodsf.
Although the results presented in [Düster et al., 2007a; Krause and Rank, 2003; Ledentsov,

2010; Ledentsov et al., 2010; Rank, 1992; Rank and Krause, 1997; Schillinger et al., 2012b]
show significant improvements of the approximation accuracy, the overlay only employs linear
shape functions. Thus, the approximation quality is limited to an algebraic convergence in
case of non-analytical solutions. The multi-level hp-method extends the hp-d-idea to yield
exponential convergence also in the presence of singularities. The details of this method are
described in the upcoming section.

5.2 The multi-level hp-method
As noted in the introduction to this section, the multi-level hp-version of the Finite Ele-
ment Method aims at avoiding the problem of hanging nodes common in irregular hp-meshes,
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(c) Three-dimensional case

Figure 5.4: Conceptual idea of the multi-level hp-method [Zander et al., 2016].

while achieving the same approximation accuracy as conventional hp-formulations. To this
end, the classical refine-by-replacement paradigm is replaced by the aforementioned refine-by-
superposition approach.
As illustrated in Figure 5.4, the multi-level hp-method follows the idea of the hp-d-approach:

the approximation quality is increased in the vicinity of a singularity by superposing the
respective base element by finer overlay elements in the next refinement level. This process
is repeated recursively giving rise to a refinement tree, in which the root is given by the base
element, and the children being the sub-elements. The elements on the last refinement level
represent the leaves of the refinement tree.
To construct an hp-discretization, the multi-level hp-approach uses high-order overlay

meshes for the refinement. Exploiting the clear hierarchical structure in the overlay ele-
ments and the integrated Legendre shape functions, the following simple rule set is sufficient
to ensure the compatibility and the linear dependence of the hp-basis.
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Compatibility

The global C0-continuity of the shape functions—and with it the compatibility—is ensured
by applying homogeneous Dirichlet boundary conditions on all overlay meshes. In the context
of high-order overlay elements, this requires to remove all overlay shape functions from the
FE-function space that are non-zero on the boundary of the refinement zone. As discussed in
Section 3.2.1, the integrated Legendre shape functions can be classified as nodal, edge, face and
volume modes. Accordingly, each shape function can be associated directly to one topological
component. Using this inherent structure, the compatibility of the basis can be ensured by
“deactivating” all nodes, edges, and in 3D faces on the boundaries of the overlay meshes. In
this way, all “hanging” nodes are removed from the discretization, and the overlay solution is
zero at the transition from the refined to the coarse domain. This ensures the global continuity
of the solution. In Figure 5.4, these components are marked in red color. The illustrations
demonstrates that this rule allows for arbitrary irregular meshes as the overlay discretizations
can be arranged such that the respective mesh boundaries coincide.

Linear independence

The second aspect to be considered are possible linear dependencies between shape functions
on different refinement levels. Due to the use of high-order overlay meshes, this concerns the
linear and the high-order shape functions.
To prevent linear dependencies between the nodal shape functions, only one of two nodes

in a direct descendant relation (parent- and sub-node) may contribute to the final FE-space.
Accordingly, either the sub-node of a parent or the parent of a sub-node has to be deactivated.
The two approaches are compared in Figure 5.5. In both cases, the resulting function spaces are
the same. When deactivating the sub-node of a parent, the linear modes are distributed over
the different refinement levels. This allows for a smoother transition of basis functions in the
case of mesh-coarsening during the runtime of the simulation. On the other hand, deactivating
the parent of a sub-node reduce the support of the nodal basis functions and with it the
numerical coupling between the levels. For historic reasons, the former approach is chosen
in this work and linear dependencies between nodal modes are prevented by deactivating the
overlay nodes that are direct descendants of coarse-scale nodes.

k = 0

k = 1

(a) Sub-node deactivation
k = 0

k = 1

(b) Parent-node deactivation

Figure 5.5: Prevention of linear dependencies of nodal modes: from two nodes in a direct
descendant relation (parent- and sub-node), one has to be deactivated.
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Figure 5.6: Comparison of different approaches for hierarchical, high-order refinement.

To prevent linear dependencies between high-order modes, the hierarchical nature of the
integrated Legendre shape functions is exploited. The linear independence is ensured by
allowing each high-order mode to be present only once in each branch of the refinement
tree. In Figure 5.4, the high-order modes are placed on the leaves of the refinement tree.
On the coarser elements, only the linear shape functions remain active to ensure the global
continuity. The modal concept of the integrated Legendre shape functions allows for a simple
implementation of this rule as the redundant high-order shape functions can be removed
easily by deactivating edges, faces, and solids that have active children. In Figure 5.4, these
are marked in blue color. An alternative approach is to place the high-order shape functions
on the base element. In this configuration, the multi-level hp-approach is identical to the
hp-d-refinement strategy as illustrated in Figure 5.6a. The polynomial degree can also be
adjusted non-uniformly within the mesh by setting the polynomial degree of the leaf-elements
accordingly. This idea is depicted in Figure 5.6c.

This comparison shows that the idea to refine via superposition allows the formulation of
a hp-discretization scheme that features the same flexibility as conventional approaches but
avoids the problems of hanging nodes. Accordingly, the compatibility and linear independence
of the basis functions can be ensured by a simple rule-set, which is directly applicable for one-,
two- and three-dimensional refinement of arbitrary irregularity.
Although the described hp-formulation is easy to implement, the simplicity might imply a

potential performance bottleneck: as the approximation accuracy is increased by superposing
different elements, the number of shape functions with overlapping support increases. This
results in a denser system of equations with a higher bandwidth compared to a conventional
hp-scheme. Furthermore, the superposition leads to more shape functions being non-zero on
each integration point. This might have negative influences on the time required for integrating
the element matrices and for solving the system of equations.f

To quantify this aspect, the computational performance of the suggested hierarchical refine-
ment approach is analyzed for several two- and three-dimensional benchmarks in Section 8.
In this context it is noteworthy that the number of non-zero shape functions at each integra-
tion point is the same for both, the hp-d- and the multi-level hp-approach. Hence, the work
required for computing the stiffness matrix for one integration domain is equivalent for both
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methods. Therefore, it is to be expected that the latter refinement strategy performs better
not only in terms of the number of unknowns but also when comparing the accuracy increase
with respect to the run-time.
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Chapter 6

Implementational aspects of
multi-level hp-refinementa,b,c

As discussed in Section 5.2, the main challenge in the multi-level hp-approach is to ensure
linear independence and compatibility of the basis functions. This is achieved by deactivating
the “correct” topological components. The following chapter describes the implementation of
the respective rule-set introduced in Section 5.2 in the context of an abstract object-oriented
FEM-code. Thereby, only quadrilateral topologies are considered to limit the extend of the
discussion. However, the handling of other topologies—such as triangles, hexahedrals, tetra-
hedral or prisms—follows in analogy. The outline is based on the description given in [Zander
et al., 2016, 2015, 2017].

6.1 Data structureh

Within this work, the connectivity of the finite element mesh is formulated in terms of three
types of topological components: the nodes, the edges, and the faces. In the context of an
object oriented framework, each of these component types is represented by one corresponding
class. As depicted in Figure 6.1, an edge consists of a list of nodes (typically two), and a faces
consists of a list of nodes and a list of edges. To represent the hierarchical refinement tree
mentioned in Section 5.2, each topological component additionally stores a reference to its
sub-components that are created in the refinement process explained in Section 6.2. In the
case of a node, this is one sub-node, whereas edges and faces store a list of sub-edges and
sub-faces, respectively.
To treat the topological components in a uniform way, the three classes inherit from a

common abstract base class AbsTopologicalComponent. In this way, large parts of the im-
plementation can be re-used by placing it in the base class. In particular, this applies to
the degree of freedom handling. As outlined in the previous section, the shape functions and
corresponding degrees of freedom are identified as nodal, edge, or face modes. For this reason,
each topological component stores a polynomial degree that specifies the order of the associ-
ated shape functions. Furthermore, the topological components are responsible for handling
the degrees of freedom. To this end, the components store a list of degrees of freedom. Given
that an isActive flag is set, this list is filled during the setup phase of the program taking
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Figure 6.1: UML representation of the multi-level hp-data structure [Zander et al., 2017].

into account the associated polynomial degree.
Using the described topological setup, a finite element can be defined by specifying one

topological component as its support. In the one-dimensional case, the elements are defined
on edges, whereas in two dimensions, a face serves as the support. As depicted in Figure 6.1,
each element stores a reference to the respective topological support, and vice versa each
topological component holds a list of all adjacent elements. Using the topological support, the
element can build up the location map and construct the element shape functions depending on
the polynomial degree specified by the topological support. Additionally, each element holds
a list of sub-elements, which overlay the respective element in the next refinement level. This
allows the refinement tree to be build up recursively starting from the coarse base elements.
The list of all base elements is stored in the mesh class. The main responsibility of the mesh

class is to evaluate the element shape functions at the quadrature points. In this way, the
element stiffness matrices can be integrated and then assembled into the final system matrix.

6.2 Refinement procedureg,h

Based on the data-structure introduced in the previous section, the refinement of the discretiza-
tion requires to subdivide the respective topological components such that new elements can
then be defined on this sub-topology. To start the refinement procedure, an element of the
base mesh is passed to the function refineElement outlined in Algorithm 2. The function
first checks, whether the passed element is marked for refinement. In this case, the new sub-
elements are created by calling the function createSubElements on the passed element cf.
Algorithm 3. Afterwards, the refineElement function is called recursively on each of the
created sub-elements. In this way, the function-call traverses naturally through the complete
refinement tree in a depth-first pattern.
The process of creating the sub-elements is illustrated in Algorithm 3. Here, the first step is

to create the new sub-topology. To this end, the topological support of the element is passed
to the function createSubTopology. The creation of the overlaying sub-topology is depicted
in Figure 6.2. In the figures, the arrows exemplarily illustrate the list of adjacent elements for
selected topological components.
As depicted in Figure 6.2b, the first step of refining the topological support of the element (in

the present example a quadrilateral face) is to refine the nodes of the topological component.
To this end, a new sub-node is added to each node of the topological support. These sub-nodes
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(a) Unrefined base-mesh (b) Node refinement (c) Edge refinement

(d) Face refinement (e) Element creation (f) Refinement of second element

Figure 6.2: Creation of overlaying sub-topologies and sub-elements following [Zander et al.,
2015]. The arrows depict the adjacency relation between the created topological sub-
components and the elements [Zander et al., 2017].

Algorithm 2 Recursive refinement of an element [Zander et al., 2017]

1 function refineElement ( elementToBeRefined )
2 {
3 // check whether the passed element shall be refined
4 if( isElementSelectedForRefinement ( elementToBeRefined ) == true )
5 {
6 // create new sub - elements -> see Algorithm 3
7 createSubElements ( elementToBeRefined )

9 // traverse through the refinement -tree by recursively
10 // calling the refinement function on each sub - element
11 for each subElement in elementToBeRefined -> listOfSubElements
12 {
13 refineElement ( subElement )
14 }
15 }
16 // check whether the passed element shall be coarsened
17 else if( isElementSelectedForCoarsening ( elementToBeRefined ) == true )
18 {
19 // remove the sub - elements from the current element -> see Algorithm 4
20 removeSubElements ( elementToBeRefined )
21 }
22 }
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Algorithm 3 Creation of sub-elements [Zander et al., 2017]

1 function createSubElements ( elementToBeRefined )
2 {
3 // first , refine the topological support of the element ...
4 topologicalSupport = elementToBeRefined -> topologicalSupport
5 createSubTopology ( topologicalSupport )

7 // ... and then create new elements on each of the sub - topologies
8 for each subTopology in topologicalSupport -> getListOfSubTopologies
9 {
10 // first , create the new sub - element on the sub - topology ...
11 subElement = createElement ( subTopology )

13 // ... and add new element to the list of sub elements of the parent
14 elementToBeRefined -> addSubElement ( subElement )

16 // then de - register the parent element from the adjacency
17 // list of the sub - topology ...
18 subTopology -> deregisterAdjacentElement ( elementToBeRefined )

20 // ... and register the sub - element instead
21 subTopology -> registerAdjacentElement ( subElement )
22 }
23 }

are geometrically identical to their parents and thus overlay them in the next refinement level.
Furthermore, the sub-nodes inherit the list of adjacent elements from their parents. Therefore,
at this point the sub-nodes are still considered to be adjacent to the original coarse elements.
In Figure 6.2b, this is illustrated for the central sub-node.
In analogy to the nodes, the edges and the face itself are refined by creating new topological

sub-components that overlay their parents in the next refinement level (see Figures 6.2c and
d). Again, these new topological components inherit the adjacency list from their parents and
therefore are still regarded as being connected to the coarse base elements.
An important decision at this point is whether to define the sub-topologies geometrically in

the physical space or in the reference/index space of their parent. Defining the sub-topologies
in the physical space offers the advantage that, in addition to the refinement of the actual
solution space, also the details of the geometric model can be enhanced. However, if a refined
geometric model is not available, the definition of the sub-components in the index space
of the respective parent offers the advantage that the refined topology naturally follows the
geometry of the possibly curved original component.
Without loss of generality, the latter approach is chosen in this work. As illustrated in

Figure 6.3, the mapping between the local space Ω̂k of a sub-component on refinement level k
and the global space Ω is a concatenated sequence of mappings:

Ψ = Ψ0 ◦Ψ1 ◦ . . . ◦Ψk−1 ◦Ψk. (6.1)

This sequence of mappings has to be taken into account when computing the derivatives of a
function φ defined in Ω̂k with respect to the global coordinates x. In case of the first derivative,
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Ω

Physical space
Level 0

Ω̂0

x = Ψ0(ξ0)

Level 1

Ω̂1

ξ0 = Ψ1(ξ1)

. . .

Level k

Ω̂k

ξk−1 = Ψk(ξk)

Figure 6.3: Concatenated geometry mapping: the sub-components are defined with respect to
the index space of their parent topology [Zander et al., 2016].

the chain rule has to be applied as follows:

∂φ

∂xi
= ∂φ

∂ξkj
· ∂ξkj

∂ξk−1
l

· . . . · ∂ξ
1
n

∂ξ0
m

· ∂ξ
0
m

∂xi
. (6.2)

Here, ξk denote the index coordinates of the kth refinement level. Using the inverse of the
Jacobian matrix Jk of the mapping between the levels k − 1 and k:

Jkij =
∂ξk−1

j

∂ξki
with J0

ij = ∂xj
∂ξ0

i

, (6.3)

the above expression (6.2) can be re-written in matrix form as follows:

∇xφ = J−1
0 · J−1

1 · . . . · J−1
k−1 · J−1

k · ∇ξkφ. (6.4)

The second derivative of the function φ defined in Ω̂k with respect to the next level k− 1 is
computed as:

Hk−1(φ) = J−>k ·
[
Hk(φ)−∇ξk−1φ ·Hk(ξk−1)

]
· J−1

k , (6.5)

with Hk
st(φ) = ∂2 φ

∂ξks ∂ξ
k
t

and Hk
rst(ξk−1) = ∂2 ξk−1

r

∂ξks ∂ξ
k
t

With this setup, the derivative with respect to the global coordinates x can be computed
recursively.
After the sub-topology has been created, new sub-elements can be created. To this end,

Algorithm 3 loops over all the sub-components of the topological support. In the present
case of a quadrilateral face, these sub-components are the four sub-faces. In the case of
a hexahedral topological support, the sub-components would be eight octants. On each of
these sub-components, a new element is created (Algorithm 3, line 11) and added as a sub-
element to the parent element. It is important to remember that these sub-elements do not
replace their parents but overlay them in the next refinement level. Therefore, the coarse
base elements are still part of the discretization. However, the new sub-elements change the
adjacency relation of the topological components. As indicated in the final part of Algorithm 3,
the parent elements are de-registered from the adjacency list of the sub-topology and the new
sub-elements are registered instead. Thereby, the functions deregisterAdjacentElement and
registerAdjacentElement do not only affect the four sub-faces but also the connected nodes
and edges. The updated adjacency relations are depicted Figure 6.2e.
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Algorithm 4 Coarsening of refinement tree [Zander et al., 2017]

1 function removeSubElements ( elementToBeCoarsend )
2 {
3 // first , coarsen all sub - elements of the sub - elements of the passed
4 // element To this end , traverse through the refinement -tree by
5 // recursively calling the coarsening function on each sub - element
6 for each subElement in elementToBeCoarsend -> listOfSubElements
7 {
8 removeSubElements ( subElement )
9 }

11 // then , de - register the direct sub - element of the passed element
12 // from the adjacency list of their topology
13 for each subElement in elementToBeCoarsend -> listOfSubElements
14 {
15 deregisterElementFromTopologicalSupport ( subElement )
16 }

18 // and finally delete the actual sub - elements
19 elementToBeCoarsend -> listOfSubElements ->clear ()
20 }

If the next element of the base mesh is refined, the described procedure is repeated. Thereby,
common topological components that have been refined before are not refined a second time.
Instead, the previously created sub-components are used again. In this way, a topologically
connected overlay mesh emerges. Also the adjacency relations are updated accordingly, as
illustrated in Figure 6.2f.
In analogy to the refinement, the discretization can also be coarsened easily as illustrated in

Algorithm 4. To this end, the depth of the refinement tree is decreased by recursively deleting
the leaf-elements and updating the adjacency list of the topology.

6.3 Implementation of the rule-set for a
linear-independent and compatible basis

As outlined in Chapter 5, the essential step in the multi-level hp-mesh construction is to ensure
the compatibility and the linear independence of the shape functions. For this purpose, the
“correct” topological components have to be deactivated.

Compatibilityh

To ensure the compatibility, the rule set introduced in Section 5.2 requires to de-activate all
topological components on the boundary of the refinement zone. Using the aforementioned
data setup, these components can be identified easily by comparing the refinement level of all
adjacent elements. This is done in the first part of the function deactivateTopology outlined
in Algorithm 5, which is called on the topological support of each base element of the mesh.
In the second part of the algorithm, the function is called recursively on all the connected
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Algorithm 5 De-activation of topological components to ensure the compatibility and the
linear independence of the basis functions [Zander et al., 2017]

1 function deactivateTopology ( topologicalComponent )
2 {
3 // check if the passed topology is on the boundary of the refinement
4 // zone by running over each element adjacent to the component ...
5 topologicalComponentIsOnBoundary = false
6 for each adjacentElement in topologicalSupport -> adjacentElements
7 {
8 // ... and comparing the refinement level of the adjacent element
9 // to the refinement level of the topological component
10 if( adjacentElement -> refinementLevel !=
11 topologicalComponent -> refinementLevel )
12 {
13 topologicalComponentIsOnBoundary = true
14 break
15 }
16 }
17 // then , do the same for all connected nodes and edges by
18 // calling deactivateTopology recursively on these components
19 for each connectedComponent in
20 topologicalComponent -> getConnectedComponents ()
21 {
22 deactivateTopology ( connectedComponent )
23 }
24 // and then do the same for all the sub - components recursively
25 for each subTopology in topologicalSupport -> getListOfSubTopologies ()
26 {
27 deactivateTopology ( subTopology )
28 }
29 // and deactivate the passed component if it is either on the boundary
30 // of the refinement zone or if its a leaf of the refinement tree
31 if ( topologicalComponentIsOnBoundary == false &&
32 hasChildren ( topologicalComponent ) == false )
33 {
34 topologicalComponent -> isActive = true
35 }
36 else
37 {
38 topologicalComponent -> isActive = false
39 }
40 // finally , check whether the parent - or sub -nodes shall be activated ...
41 if ( activateBaseNodes == true &&
42 isNode ( topologicalComponent ) == true )
43 {
44 // ... and set the flag accordingly
45 if ( topologicalComponentIsOnBoundary == false &&
46 hasParent ( topologicalComponent ) == false )
47 {
48 topologicalComponent -> isActive = true
49 }
50 else
51 {
52 topologicalComponent -> isActive = false
53 }
54 }
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topological components. In the present case of a quadrilateral face, this concerns the four nodes
and the four edges of the face. In the third step, the function deactivateTopology is again
called recursively on all sub-topologies which were created during the refinement procedure.
In this way, the function-call traverses naturally through the complete refinement tree and all
topological components of the hierarchical mesh are reached. In line 31, Algorithm 5 checks
whether the current component is on the boundary and sets the isActive-state accordingly.

Linear independence

As outlined in Section 5.2, the rule set for a linear independent basis can be formulated in
two variants, which differ in the handling of the nodal modes. In both cases, edges, faces and
solids are deactivated if the respective component has no children and is thus a leaf of the
refinement tree. This check is performed in line 32 of Algorithm 5 and the isActive-state is
set accordingly. In the first variant of the rule set, the same strategy applies to the nodes.
Accordingly, no extension to the algorithm is necessary in this case. In the second variant,
however, not the overlay nodes but the parent nodes are kept active. To reflect this variant,
an extra check is added in line 41 of Algorithm 5.

6.4 Numerical integration and evaluation of shape
functions

After the creation of the overlay mesh, the discrete bi-linear form and the right-hand-side
vector have to be integrated. This is done using the standard Gaussian quadrature. However,
the scheme has to be adapted to account for superposed elements as their shape functions are
only C0-continuous within the parent element. For this reason, the integration domain has
to be partitioned such that standard Gaussian quadrature can be used in each sub-domain
of the integral. As depicted in Figure 6.4, the coarsest partition of this kind is given by
the leaf elements of the refinement tree. As within the individual integration domains all
shape functions are polynomial, conventional Gaussian quadrature can be applied. It is worth
noticing that this approach is only possible because each sub-element is fully contained within
one parent element. Therefore, no complex subdivision of the integration domain is necessary.
In approaches allowing for unstructured overlay meshes, the correct integration requires more
complex subdivision solutions as discussed in e.g. [Fish et al., 1994].
The evaluation of the discrete bi-linear form at one of the resulting integration points trans-

lates into evaluating all non-zero shape functions in the complete hierarchy of superposed
elements. These shape functions are considered as active in the following. It is essential to
note that the set of active shape functions does change within each of the aforementioned
integration domains. Hence, these domains can be considered as a conventional finite element
equipped with a set of active shape functions. From this set, a location matrix can be derived,
which allows to assemble the element stiffness matrix of the respective integration domain into
the finial discrete system.
The evaluation of the active shape functions follows the recursive nature of refinement tree:

first, the shape functions of the base elements are evaluated at the respective integration point.
In a second step, this point is mapped into the index space of the next sub-element, and the
evaluation function of the sub-element is called on the mapped point. In this recursive way, the
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Figure 6.4: Integration on hierarchically refined mesh: the integration domain is partitioned
according to the leaf elements. One each integration domain (green segments), standard
Gaussian integration points are used for the numerical quadrature (red crosses). On each
integration point, all non-zero shape function values (blue circles) present across the different
mesh levels are concatenated into one shape function vector N . In analogy, the location map
LM of each integration domain is formed by concatenating the global dof ids of all shape
functions that are non-zero within the respective integration domain.

program call naturally traverses through the refinement tree and all non-zero shape functions
can be concatenated into one vector. With this active shape function set, the discrete bi-linear
form can be evaluated and the stiffness matrix of the respective integration domain can be
integrated.
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Chapter 7

Error-controlled multi-level
hp-adaptivity

The three previous chapters discussed the benefits an hp-mesh refinement and the simple real-
ization of these irregular discretizations via the multi-level hp-overlay approach. An essential
remaining aspect—which will be the focus of this chapter—is how to decide where and how
to refine. Following e.g. [Babuška and Miller, 1984], the refinement process can be guided in
an a priori or an a posteriori way.
In the case of an a priori refinement, the discretization is designed based on earlier or

engineering experience. Possible scenarios in which this approach yields its full potential
include stress concentrations in the vicinity of re-entrant corners, sharp material interfaces or
sudden changes in the boundary conditions.
In an a posteriori scheme, a first finite element approximation is computed using an initial

mesh. Carefully examining the resulting numerical solution, the initial mesh is refined, and
a second approximation is computed. This iteration process is repeated until a pre-defined
stopping criterion is reached. Since the mesh-design is optimized based on the previous so-
lutions, Babuška et al. classify this process as a feedback technique for the construction of a
sequence of finite element meshes {T ih} and the corresponding solutions {uih} [Babuška, 1986;
Babuška and Miller, 1984, 1987]. Formally, this mesh update process is expressed as

T ih = A
(
T 1
h , . . . , T i−1

h , u1
h, . . . , u

i−1
h

)
, (7.1)

where A denotes the transition operator used for the design of the new discretization.
Babuška [1986] classifies a transition operator A as adaptive with respect to the convergence

measure if the sequence of numerical solutions converges against the analytical solution, i.e.
||u− uih||E → 0 as i→∞. If further, the convergence rate matches the a priori expectations,
the operator is denoted as adaptive with respect to the convergence rate measure. The transi-
tion operator is classified as adaptive with respect to the work measure if the computational
effort of creating the sequence of meshes and numerical solutions is bounded. If the feedback
scheme is combined with an error estimator, the process is classified as adaptive with respect
to an effectivity index if the estimated error converges against the true error as i → ∞. A
more detailed outline of these notions can be found in e.g. [Babuška, 1986, Section 1.5].
To design an automatic adaptive hp-scheme, the feedback algorithm has to decide where

to refine and how to perform this refinement. Regarding the first question, it seems natural
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to refine sub-domains that have a high contribution to the approximation error. As the
approximation error is unknown in general cases, feedback algorithms commonly make use of
error estimation techniques to guide the mesh refinement.
Having identified the regions for refinement, the second question is whether to increase the

local approximation accuracy by decreasing the respective element sizes (h-refinement) or
by elevating the approximation order of the polynomial shape functions (p-refinement). As
discussed in Chapter 3, high-order approximations yield an exponential decay of the error if the
target function is sufficiently smooth. In contrast, singular characteristics in the analytical
solution are best resolved by a decrease of the element size. Accordingly, the refinement
strategy has to be based on the local smoothness of the solution. Hence, a suitable smoothness
indicator is the second integral part of an adaptive hp-refinement scheme.
Combining these two types of indicators, an automatic hp-refinement schemes has the fol-

lowing structure [Mitchell and McClain, 2011a,b]

1. Chose an initial discretization
2. Repeat

(a) Form and solve the finite element equation system
(b) For all elements: compute error indicator value
(c) For all elements with a high error contribution:

i. Estimate the smoothness of the element solution
ii. If the local element solution is smooth, elevate ansatz order p
iii. Else, perform h-refinement

3. Until some convergence criterion is met

In this chapter, the construction of an automatic error controlled multi-level hp-refinement
scheme is outlined. To this end, Section 7.1 briefly reviews the characteristics of a posteriori
error estimation techniques and discusses the essential ideas of the used explicit residual-based
error estimator. Section 7.2 outlines the essential ideas of a posteriori smoothness estimation.
In the final part of this chapter, the two techniques are combined into an error controlled
multi-level hp-adaptive refinement scheme.

7.1 A posteriori error estimation
As discussed in Chapter 3, the aim of an a priori error estimation is to assess the convergence
and the stability of the approximation scheme. Accordingly, these findings have a general
nature and classify the approximation method itself (e.g h-, p-, or hp-FEM). On contrary, the
central aim of an a posteriori error estimation technique is to give a quantitative estimate of the
approximation error e of a specific numerical solution of a specific problem under consideration.
The following two sub-sections briefly review the essential characteristics of a posteriori error
estimators and discuss the explicit residual-based estimator used throughout this work.

7.1.1 Essential characteristics of a posteriori error estimators
Starting at the end of the 1970’s, different error estimation strategies have been developed
and fine tuned for the respective application scenarios. A comprehensive review of these
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methods can be found in e.g. [Ainsworth, 2000; Ainsworth and Oden, 1997; Verfürth, 1996,
1999]. Closely following these works, this section outlines the essential idea of a posteriori
error estimators and their quality constraints. To this end, the Poisson equation is chosen as
a model problem

−∆u = ŝ ∀x ∈ Ω (7.2a)
with u = 0 ∀x ∈ ΓD (7.2b)

and ∇u = q̂ ∀x ∈ ΓN . (7.2c)

As outlined in Chapter 2, the Galerkin method is based on the variational form of the above
equation. For the present case, this reads

Find u ∈ V such that a(u, v) = f(v) +
∫

∂ΓN

vq̂ dΓ ∀ v ∈ V , (7.3a)

with a(u, v) =
∫

Ω

∇u · ∇v dΩ, f(vh) =
∫

Ω

vŝ dΩ (7.3b)

and V =
{
v ∈ H1 : v = 0 ∀x ∈ ΓD

}
. (7.3c)

Using the Finite Element Method, the Galerkin approximation uh is found by restricting the
above problem to a finite dimensional sub-space Vh ⊂ V . The difference between the analytical
solution u and the numerical approximation uh gives the approximation error e = u−uh, which
is to be estimated. In the present work, the error is measured in the energy norm.
The error e ∈ V is characterized by the following residual problem

a(e, v) = a(u− uh, v) = f(v)− a(uh, v) +
∫

∂ΓN

vq̂ dΓ ∀ v ∈ V . (7.4)

Accordingly, the error could be estimated by solving the above problem numerically using a
second finite element computation. However, the true error is a-orthogonal to all elements in
Vh according to the Galerkin orthogonality, cf. (2.46). Therefore, the space for the second
approximation would have to be chosen larger than the original space Vh. This renders the di-
rect approximation of the error more expensive than the original finite element approximation
and thus unfeasible.
For this reason, error estimation techniques aim at providing an accurate approximation to

the true error that can be computed at a significantly lower computational cost as the original
finite element solution. Clearly, it is desirable that this estimate is reliable in the sense that—
at least up to an (unknown) constant C1—the value η provides an upper bound of the true
error, i.e.

||e||E ≤
1
C1
η. (7.5)

Similarly, it is of advantage if the estimate is efficient in the sense that—again up to an
unknown constant C2—the value η provides a lower bound of the true error, i.e.

η ≤ C2||e||E. (7.6)
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If the estimate is both, reliable and efficient, i.e.

C1||e||E ≤ η ≤ C2||e||E, (7.7)

the estimated error “tends to zero at the same rate as the true error” [Ainsworth, 2000, p.
18]. The ratio between the true and the estimated error is denoted as the effectivity index

θ = η

||e||E
. (7.8)

This index measures the under- or over-estimation of the error and therefore the quality of
the estimation scheme. Clearly, the optimal value of θ is unity.
When using the estimator to guide a mesh refinement scheme, the estimator should also

indicate the spatial distribution of the error. To this end, the global error estimator η is
commonly composed of error indicators ηK , which are defined locally either on element or on
patch level [Babuška, 1986; Babuška and Miller, 1984, 1987]. The global estimator is then
given by the sum of these components

η2 =
∑

K∈Th
η2
K . (7.9)

In their classification of different estimation schemes, Ainsworth [2000]; Ainsworth and Oden
[1997] distinguish between explicit and implicit schemes. Explicit approaches solely use di-
rectly available data (uh, ŝ, ĝ), whereas implicit approaches commonly involve the solution of
small auxiliary problems. Within this work, an explicit residual-based scheme is used to esti-
mate the approximation error. The details of this approach are discussed in the next section.
A review of alternative approaches such as implicit or recovery-based schemes can be found
in e.g [Ainsworth, 2000; Verfürth, 1996, 1999].

7.1.2 Explicit residual-based a posteriori estimators
As mentioned above, the major aim of an explicit error estimator is to provide a computation-
ally cheap approximation of the true error that can be directly computed from the available
data set (uh, ŝ, ĝ). To this end, this estimator is based on the residual r, which measures the
numerical error in the strong form of the problem, i.e.

r = −∆e = ∆(uh − u) = ∆uh −∆u = ∆uh + ŝ. (7.10)

As the residual is easily computable, the essential idea of explicit residual-based estimation
schemes is to provide an upper bound of the true error in terms of the residual. This ap-
proach was first presented for one-dimensional finite elements in [Babuška and Rheinboldt,
1978a]. In [Babuška and Rheinboldt, 1978b, 1979], the idea was extended and combined with
an mesh optimization scheme to yield an adaptive refinement algorithm. A more detailed
mathematical analysis was presented in [Babuška and Rheinboldt, 1981] proving the proper-
ties of the estimator for general Lp-energy norms. In [Kelly et al., 1983], the idea was extended
to two-dimensional finite element meshes, and in [Babuška and Miller, 1984, 1987] a sound
mathematical analysis was provided with less limiting assumptions on the regularity of the
analytical solution. Closely following the reviews given in e.g. [Ainsworth, 2000; Verfürth,
1996], this error estimation technique is outlined in this section.
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The starting point is the aforementioned weak form of the residual equation, which is split
into the individual element contribution as follows:

a(e, v) = a(u, v)− a(uh, v) = f(v)− a(uh, v) +
∫

∂ΓN

vq̂ dΓ (7.11)

=
∫

Ω

vŝ dΩ−
∫

Ω

∇uh · ∇v dΩ +
∫

∂ΓN

vq̂ dΓ

=
∑

K∈Th





∫

K

vŝ dΩ−
∫

K

∇uh · ∇v dΩ +
∫

∂K∩ΓN

vq̂ dΓ



 .

With the help of the Gauss’-divergence theorem, the second integral term can be reformulated
in terms of the Laplace operator and the flux over the element boundary yielding

a(e, v) =
∑

K∈Th





∫

K

vŝ dΩ +
∫

K

∆uhv dΩ−
∫

∂K

v∇uh · n dΓ +
∫

∂K∩ΓN

vq̂ dΓ



 (7.12)

=
∑

K∈Th





∫

K

v (ŝ+ ∆uh) dΩ +
∫

∂K∩ΓN

v (q̂ −∇uh · n) dΓ−
∫

∂K\ΓN

v∇uh · n dΓ




.

In the next step, the inter-element interfaces ∂T int
h are separated from the boundary inter-

faces. Further exploiting that v = 0 on ΓD, this allows to write the error expression as

a(e, v) =
∑

K∈Th





∫

K

v (ŝ+ ∆uh) dΩ +
∫

∂K∩ΓN

v (q̂ −∇uh · n) dΓ





+
∑

γ∈∂T int
h





∫

γ

v
(
∇uK2

h −∇uK1
h

)
· nγ dΓ



 . (7.13)

Here, the term ∇uK1
h −∇uK2

h denotes the jump of the gradient along the interface γ between
the elements K1 and K2. Further, nγ denotes the normal of the interface γ pointing outside
of K1.
Using the above separation allows to reformulate the error expression in terms of the element-

internal residual r and the jump of the flux across element interfaces as follows

a(e, v) =
∑

K∈Th





∫

K

vr(uh) dΩ +
∫

∂K

vj(uh) dΓ



 (7.14a)

with r(uh) = ŝ+ ∆uh (7.14b)

and j(uh) =





1
2
(
∇uK2

h −∇uK1
h

)
· nγ ∀x ∈ ∂K \ ΓN

q̂ −∇uh · n ∀x ∈ ∂K ∩ ΓN
0 ∀x ∈ ∂K ∩ ΓD.

(7.14c)
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Here, the jump term is extend by the factor 1/2 as every internal interface is visited once by
both adjacent elements.
In the next step, the test function v is projected on the finite element space Vh using the

Clément interpolation operator Ih : H1 → Vh [Carstensen, 2006; Clément, 1975]. According
to the Galerkin orthogonality,

a(e, Ih(v)) = 0 (7.15)

as Ih(v) ∈ Vh. Combining this with the Cauchy-Schwarz inequality yields

a(e, v) = a(e, v − Ih(v)) (7.16)

=
∑

K∈Th





∫

K

(v − Ih(v)) r(uh) dΩ +
∫

∂K

(v − Ih(v)) j(uh) dΓ





≤
∑

K∈Th

{
||v − Ih(v)||L2(K) ||r(uh)||L2(K) + ||v − Ih(v)||L2(∂K) ||j(uh)||L2(∂K)

}

As show in e.g. [Ainsworth, 2000; Bernardi and Girault, 1998; Carstensen, 2006; Clément,
1975], the Clément interpolation error can be estimated in the following way

||v − Ih(v)||L2(K) ≤ C1,ThhK ||v||H1(K̃) ∀K ∈ Th, v ∈ H1(Ω) (7.17a)

||v − Ih(v)||L2(∂K) ≤ C2,Th
√
hK ||v||H1(K̃) ∀K ∈ Th, v ∈ H1(Ω), (7.17b)

where K̃ denotes the union of K with all its adjacent elements and the constants C1,Th and
C2,Th depend only on the regularity of the mesh.
Using these results and again the Cauchy-Schwarz inequality yields

a(e, v) ≤
∑

K∈Th

{(
C1,ThhK ||r(uh)||L2(K) + C2,Th

√
hK ||j(uh)||L2(∂K)

)
||v||H1(K̃)

}
(7.18)

≤
{∑

K∈Th
C2

1,Thh
2
K ||r(uh)||2L2(K) + C2

2,ThhK ||j(uh)||
2
L2(∂K)

}1/2{∑

K∈Th
||v||2

H1(K̃)

}1/2

≤ C3,Th||v||H1(Ω)

{∑

K∈Th
C2

1,Thh
2
K ||r(uh)||2L2(K) + C2

2,ThhK ||j(uh)||
2
L2(∂K)

}1/2

.

Here, the factor C3,Th takes into account that every element is counted several times when
summing over all patches K̃ in the mesh.
The coercivity of the bi-linear form a(·, ·) allows bounding the H1-norm in terms of the

energy norm since

∀w ∈ H1(Ω), ∃ β such that ||w||H1(Ω) ≤ β||w||E(Ω). (7.19)
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By further choosing v = e in (7.18), the error expression can be written as

||e||2E(Ω) = a(e, e) (7.20)

≤ C3,Th||e||H1(Ω)

{∑

K∈Th
C2

1,Thh
2
K ||r(uh)||2L2(K) + C2

2,ThhK ||j(uh)||
2
L2(∂K)

}1/2

≤ C3,Thβ||e||E(Ω)

{∑

K∈Th
C2

1,Thh
2
K ||r(uh)||2L2(K) + C2

2,ThhK ||j(uh)||
2
L2(∂K)

}1/2

Accordingly, the error in the energy norm can be estimated as

||e||E(Ω) ≤ C3,Thβ

{∑

K∈Th
C2

1,Thh
2
K ||r(uh)||2L2(K) + C2

2,ThhK ||j(uh)||
2
L2(∂K)

}1/2

(7.21)

or equivalently

||e||2E(Ω) ≤ C

{∑

K∈Th
C2

1,Thh
2
K ||r(uh)||2L2(K) + C2

2,ThhK ||j(uh)||
2
L2(∂K)

}
(7.22)

with C = C2
3,Thβ

2.

These results demonstrate that—up to a constant—the error in the energy norm can be
estimated explicitly in terms of the element-internal residual r and the jump of the numerical
flux j across the element boundaries. Moreover, the estimator can be computed locally on
element level. This suggests the definition of an element error indicator as

η2
K = C2

1,Thh
2
K ||r(uh)||2L2(K) + C2

2,ThhK ||j(uh)||
2
L2(∂K), (7.23)

which measures the contribution of element K to the global error bound. The estimator of
the global error is then given by

||e||2E(Ω) ≤ η2 = C
∑

K∈Th
η2
K . (7.24)

Accordingly, the scheme provides an upper estimate for the global approximation error of the
numerical solution and its spatial distribution across the elements of the mesh. This renders
the estimator suitable to guide the adaptive feedback scheme. In case of finite elements with
linear shape functions, the estimator also provides a lower bound for the error in the energy
norm as shown in e.g. [Ainsworth, 2000]. This renders the estimator efficient.

7.2 Smoothness estimation
As outlined in the introduction of this chapter, the hp-version of the Finite Element Method
offers two different refinement techniques: the accuracy can be increased by either decreasing
the element size (h-refinement) or by elevating the approximation order of the finite element
shape functions (p-elevation/refinement). After having identified the elements with the largest
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error contribution using one of the aforementioned estimation techniques, it is essential to
decide for the most efficient type of refinement. To this end, the local regularity of the solution
has to be estimated. Over the past decades, various different techniques have been developed
to extract this information from the current numerical approximation. A detailed review and
comparison of thirteen different strategies is given in [Mitchell and McClain, 2011a,b, 2014].
Closely following these works, the current section briefly reviews the different approaches.

A priori knowledge

A natural approach to decide between h- and p-refinement is to use a priori knowledge or
engineering experience to design the hp-mesh. Possible application scenarios include cases of
re-entrant corners, changing boundary conditions, or non-smooth material interfaces.
Ainsworth and Senior [1999] follow this approach by “flagging” nodes of the mesh, where

the solution is expected to be irregular. All elements adjacent to these candidates are then
h-refined. On all other elements a p-refinement is performed. In [Bernardi et al., 2001], a
similar idea is used in the context of Stokes flow.

Type parameter

Gui and Babuška [1986c] suggest the estimation of the regularity in terms of the ratio between
the estimated error of two consecutive p-refinements

R(K) =
{

ηK,p
ηK,p−1

if ηK,p−1 6= 0
0 if ηK,p−1 = 0.

(7.25)

The refinement type is decided based on a user-defined type parameter γ. An element is
h-refined if R(K) > γ and p-refinement if R(K) ≤ γ. In [Adjerid et al., 1999], this idea is
applied in the context of convection diffusion problems.

Local regularity estimation using larger p estimates

A similar idea presented in [Ainsworth and Senior, 1998] is to estimate the regularity by solving
a local residual problem of the error estimator for p + 1, p + 2, and p + 3. In addition to the
estimate of the local approximation error, this approach also provides the decay rate of the
error and with it the regularity of the local solution. If the regularity is high, the respective
element is marked for p-refinement. Otherwise, the local approximation quality is increased
by an h-refinement.

h- and p-based error estimates

A similar approach is suggested [Schmidt and Siebert, 2000]. It is based on the observation
that the solution of a local residual problem of the error estimator indicates how much the error
will be reduced by increasing the discrete function space VK . This insight is used to quantify
the quality of the different refinement strategies. To this end, the local residual problem is
solved once using a locally p-refined and once using a locally h-refined discretization. Based
on the resulting two estimates, the better refinement strategy for the respective element is
selected.
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Predicted error reduction

Melenk and Wohlmuth [2001] follow a similar idea to choose the refinement strategy. But
instead of actually performing the two different types of refinement, the error level after the
refinement is predicted by means of suitable a priori estimates. If the actual error of the refined
discretization is larger than expected, the solution is assumed to be non-smooth. Therefore,
the element is marked for h-refinement. If the actual error is smaller, the approximation
accuracy is increased by elevating the ansatz order of the element.

Texas 3 step

The idea of the Texas 3 step approach, introduced in [Bey et al., 1995; Oden and Patra,
1995], is to perform the h- and p-refinements separately. To this end, the first step is to refine
an initially coarse mesh by performing an almost uniform h-refinement until the asymptotic
range is reached. In the second step, an adaptive h-refinement is performed until a pre-defined
intermediate tolerance is reached. In the third and final step, an adaptive p-elevation is used
to reach the final accuracy specified by the user.

Mesh optimization via a reference solution

The idea of this approach is to choose the appropriate refinement strategy by comparing
the current numerical solution uh,p to a reference solution uref . For benchmark problems, the
analytical solution is the natural choice for the reference. For general applications, Demkowicz
[2007]; Demkowicz et al. [2002]; Šolín [2004]; Šolín and Demkowicz [2004] suggest performing
a global h- and p-refinement for all elements and to use the respective solution uh/2,p+1 as
the reference solution. To limit the computational costs of this second computation, the
information of the coarse mesh solution uh,p is exploited by computing the fine mesh solution
uh/2,p+1 using a multi-grid solver.
Using the fine mesh reference solution, the gain in accuracy of the different refinement possi-

bilities is compared by locally projecting the reference solution onto the refined finite element
space. The strategy yielding the largest error decrease is then selected for the respective
element.

Decay of Legendre coefficients

An alternative approach suggested in [Mavriplis, 1994] is to estimate the smoothness of the
numerical solution in terms of its Legendre expansion. To this end, the current approximation
on the respective element is written in the form

uh(x)|K =
pK∑

j=0
ajLj(x), (7.26)

where Lj(x) is the Legendre polynomial of degree j cf. Section 3.2.1, and aj is the correspond-
ing coefficient of the expansion. This reformulation of the numerical solution allows to quantify
its regularity by considering the decay rate of the coefficients aj. To this end, Mavriplis [1994]
suggests to perform a least squares fit of the last four coefficients to the exponential decay
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function Ce−σj. The local solution is considered to be regular if the decay rate σ is larger
than one. Accordingly, the element is p-refined in this case and h-refined if σ ≤ 1.
In Houston et al. [2003]; Hsu and Mavriplis [1998]; Mavriplis [1994] the applicability of this

scheme is demonstrated for Poisson’s and Navier-Stokes problems.

7.3 Adaptive multi-level hp-refinement1

In the two previous sections, the essential ideas of different error and smoothness estimators
were outlined. The aim of this third section is to combine these techniques with the suggested
overlay refinement approach to yield an error-controlled multi-level hp-adaptive refinement
scheme. Accordingly, a suitable strategy for both types of estimators has to be chosen.
To decide where to refine, the explicit residual-based error estimator outlined in Section 7.1.2

is used as it has shown to perform well in the context of p-FEM in e.g. [Düster, 2002; Düster
et al., 2001]. To decide how to refine, the results of the detailed study presented in [Mitchell
and McClain, 2011a,b, 2014] are used. Here, the different smoothness estimation techniques
discussed in the previous section were compared for a benchmark suite consisting of 21 test
cases covering Poisson’s, linear elastic, convection diffusion, Helmholtz, and interface problems.
The presented results demonstrate that the decay-rate estimator suggested in [Mavriplis, 1994]
yields excellent results for singular problems at engineering accuracy (1% error) and still good
results at high accuracy (10−4% error). At the same time, the simplicity of the implementation
and the low computational overhead are convincing. For these reasons, the scheme suggested
in [Mavriplis, 1994] is used to decide the correct type of refinement.
However, both types of estimators are formulated in the context of the classical refine-by-

replacement approach. Therefore, the techniques have to be re-formulated for their application
in combination with the suggested refine-by-superposition strategy.
For the error estimator, this requires quantifying the approximation error in the hierarchy of

overlay meshes. This is surprisingly simple as it only demands a re-interpretation of the overlay
mesh structure. The motivation for this process is the derivation of the explicit residual-based
error estimator, which in (7.12) makes use of the Gauss’-divergence theorem. For this step to
be valid, the numerical solution uh has to be twice continuously differentiable within each K.
This is not given when considering an element K that has been refined by overlay elements as
the overlay shape functions are only C0-continuous within the base element K. Accordingly,
the element domain K has to be partitioned into a set of non-overlapping sub-domains {Pi}
with

⋃
i

Pi = K such that the numerical solution is in C2(Pi) for each sub-domain. In this way,
a partition-wise error indication can be computed

η2
Pi

= C2
1,Thh

2
Pi
||r(uh)||2L2(Pi) + C2

2,ThhPi ||j(uh)||
2
L2(∂Pi) (7.27)

for each sub-partition of the respective element K.
In analogy to the integration of the stiffness matrix discussed in Section 6.4, the coarsest

partition of that kind is the set of all leaf elements, cf. Figure 7.1. Using this natural partition,
the error indicator values can be associated directly to the leaf elements of the mesh. It
is essential to note that this does not imply that only the shape functions of this highest

1This section is based on the Master’s thesis [D’Angella, 2015] that was supervised by the author of this
work. The resulting publication [D’Angella et al., 2016] was co-authored by the author of this work.
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k = 0

k = 1

k = 2

k = 3

C∞-partitions Pi given by leaf elements

Figure 7.1: Partitioning of hierarchically refined mesh into sub-domains Pi in which the numer-
ical solution is C∞-continuous. The coarsest partition of that kind is given by the projection
of the leaf elements.

element level are used to compute the residual. Instead, the complete numerical solution
uh has to be considered. Accordingly, all non-zero shape functions of all elements in the
hierarchical mesh are evaluated to compute the residual. Therefore, the error estimator is not
divided hierarchically according to the refinement levels but split according to the geometry
of the leaf elements. This is of great advantage as it allows guiding the adaptive feedback
scheme by marking all leaf elements for refinement that have an estimated error contribution
ηPi ≥ CE max

Pj∈Th
(ηPj). Here, CE is a user-defined threshold level relative to the maximum error

in the mesh.
In analogy to the error estimator, the smoothness estimator is also considered partition-wise.

To this end, the extension to higher dimensions suggested in [Houston et al., 2003] is followed
by computing e.g. the two-dimensional Legendre coefficient matrix α as

αij = 2j + 1
2

2i+ 1
2

1∫

s=−1

1∫

r=−1

uh(x(r, s), y(r, s))Li(r)Lj(s)|J | dr ds (7.28)

with 0 ≤ i ≤ pKx , 0 ≤ j ≤ pKy

for each leaf element in the hierarchical mesh. Here, J denotes the Jacobian matrix of the
mapping between the reference and physical element. As before, not only the shape functions
of the respective leaf element but the complete numerical solution uh is considered. From the
coefficient matrix α, two one-dimensional sets of coefficients are obtained by summing the rows
and columns of α. Using these two sets, the local smoothness of the current numerical solution
is assessed by the exponential decay rates σr and σs of the coefficients. A p-refinement is
performed if σ = max(σr, σs) ≥ CS, with CS being a user defined threshold for the smoothness.
Otherwise, the accuracy is increased by an isotropic h-refinement.
Combining both types of estimators, the final error-controlled multi-level hp-feedback scheme

is given by Algorithm 6. To simplify the notation, all leaf elements of the hierarchically
refinement mesh Th are denoted by K l.
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Algorithm 6 Error controlled multi-level hp-adaptivity
1: function Multi-level hp-adaptivity(initial mesh T 0

h , target accuracy TOL, max.
number of mesh adaption steps kmax)

2: k = 0
3: for k < kmax do
4: Solve problem on T kh
5: Compute ηKl

i
∀K l

i ∈ T kh
6: if

∑
Kl
i∈T kh

η2
Kl
i
≤ TOL2 then

7: break
8: end if
9: Mark leaf elements K l

i for which ηKl
i
≥ CE max

Kl
i∈T kh

(ηKl
i
)

10: for each marked leaf element K l
i do

11: Compute decay rate σ of the Legendre coefficients on ηKl
i

12: if σ ≥ CS then
13: Update T kh by performing p-refinement on K l

i

14: else
15: Update T kh by performing multi-level h-refinement on K l

i

16: end if
17: end for
18: k ← k + 1
19: end for
20: end function
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Chapter 8

Benchmark problems with singular or
non-smooth solutions

In this first numerical examples chapter, the approximation quality of the multi-level hp-
refinement strategy is analyzed for problems having a non-smooth or even singular solutions.
The most prevalent cause of such demanding solution characteristics are re-entrant corners
in the geometry of the domain Ω. Different benchmarks and applications of this kind are
presented and discussed in Section 8.2. Besides the geometry, also the boundary conditions
can cause singularities in the analytical solution. This aspect is addressed in Section 8.3. A
third application demanding for hp-refinement are internal- or boundary-layer effects in which
the solution changes its value with a high gradient. The use of the multi-level hp-method for
this problem kind is analyzed in Section 8.4. In most of the following examples, the approx-
imation quality of the hp-d- and the multi-level hp-method are compared. For this reason,
the chapter begins with a motivating detailed analysis of the two approaches in the context
of a one-dimensional bi-material example in Section 8.1.1. In a second motivating example,
the suggested multi-level hp-approach is compared to the classical refine-by-replacement hp-
formulation using the well know one-dimensional, singular benchmark of [Gui and Babuška,
1986a].
If not noted otherwise, the approximation quality is expressed in terms of the error in the

energy norm. Following e.g. [Düster et al., 2008], the error is calculated as

||e||E =

√
a(u− uh,u− uh)

a(u,u) · 100[%] (8.1a)

=

√
| a(u,u)− a(uh,uh) |

a(u,u) · 100[%]. (8.1b)

The above expression is based on the Galerkin orthogonality

a(u− uh,u− uh) = a(u,u)− a(uh,uh), (8.2)

discussed in Section 2.2. However, the equivalence of the expressions (8.1a) and (8.1b) is
only given in case of exact arithmetic. When instead using finite precision computation, the
way of computing the error significantly affects the nominal error value. Following the IEEE-
standard for floating point arithmetic [IEEE Computer Society et al., 2008], the difference
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a(u,u) − a(uh,uh) in (8.1b) can be computed with an accuracy of 16 decimal digits using
double precision (64 bits). Accordingly, the machine accuracy for the subtraction is 10−16.
Taking into account the square root and the percentage in (8.1b), the machine accuracy in
the energy norm is given by 10−8 = 10−6%.
Interestingly, this apparent decrease in accuracy does not occur in computing the error in

the energy norm according to (8.1a). The reason is that a(u − uh,u − uh) computes the
square of the difference of u and uh (whereas (8.1b) computes the difference of the squares).
Thus, this expression can be computed up to a difference of 10−32 when using double precision.
Again taking into account the square root and the percentage, the machine accuracy in the
energy norm (8.1a) is 10−16 = 10−14%.
This apparent difference in the maximal accuracy has to be considered when assessing the

accuracy of the approximation. If not noted otherwise, the relative error is computed according
to (8.1b). Hence, a relative error in the energy norm of 10−6% corresponds to machine accuracy
of 64-bit double precision.

8.1 Motivating one-dimensional examples

8.1.1 Comparison of hp-d- and multi-level hp-refinement
Before assessing the approximation quality of the multi-level hp-refinement method in the con-
text of complex two- and three-dimensional settings, this first examples aims at comparing the
numerical properties of the hp-d- and the multi-level hp-strategy in a simple, one-dimensional
setup. To this end, an elastic, bi-material rod is considered. As depicted in Figure 8.1a, the
structure is fixed at the left end and loaded with a constant body load. The rod is of length one
and the material interface is positioned in the middle. The analytical displacement resulting
from the loading is given by the following piecewise quadratic distribution:

u(x) =
{

f
k1
x
(
L− x

2
)

∀x ∈ [0, L2 )
f
k2
x
(
L− x

2
)

+ fa(L− a
2)k2−k1

k1k2
∀x ∈ [L2 , L]

(8.3)

k1 = 1 k2 = 1
10

f = 0.1

L = 1

a = 1
2

(a) Setup of bi-material rod.
0.5 1

0

0.25

0.5
Analytical strain
m.-l. hp-ref.,
p = 2
hp-d-ref., p = 2
hp-d-ref., p = 4

(b) Approximation of piecewise constant strain by different dis-
cretizations.

Figure 8.1: Bi-material rod benchmark. Used abbreviations: m.-l. hp: multi-level hp, ref.:
refinement.
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m.-l. hp-ref., p = 1, 2, 3

Figure 8.2: Convergence of bi-material rod benchmark. Used abbreviations: m.-l. hp: multi-
level hp, ref.: refinement.

Accordingly, the resulting strain depicted in Figure 8.1b is a piece-wise linear function with
different slopes in the two parts of the rod and a jump at the material interface.
When using only one high-order element for the numerical approximation of the solution,

the polynomial shape functions can not represent this kink-characteristic in the middle of
the rod. Hence, the analytical solution cannot be captured exactly but only approximated
in this numerical setup. The accuracy of this approximation can be increased by elevating
the polynomial order of the used shape functions. However, since the material interface is
not resolved by element boundaries, the solution is non-smooth within the element. For this
reason, the approximation error only decays algebraically under a p-elevation as demonstrated
in Figure 8.2.
These first results demonstrate that the exact representation of the solution demands for

the resolution of the kink-characteristic by the mesh. Clearly, this is possible when refining
the discretization by using two quadratic elements, whose central node resolves the interface.
Accordingly, the error in the energy norm decreases to machine accuracy when using shape
functions of order two as demonstrated in Figure 8.2.
Alternatively, the quadratic base element can be refined following the hp-d-strategy by

introducing an additional hat-function in the middle of the element. This is illustrated in
Figure 8.3a. The refined set of basis functions can represent the kink-characteristic of the
solution. However, even with this refinement the numerical approximation is not exact but only
an approximation as results depicted in Figure 8.1b demonstrate. Moreover, when elevating
the polynomial order of the shape functions, the convergence of the error remains algebraic,
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0 1
0

0.5
nodal modes

overlay mode

hp-d: coarse
quadratic mode

multi level hp: fine
quadratic modes

(a) Refined shape functions
0.5 1

0

0.5
∂u
∂x

∂u1
∂x

r1 = ∂u
∂x − ∂u1

∂x

(b) Approximation of piecewise linear strain with
nodal and overlay modes.

0.5 1

−0.4

−0.2

0

0.2
r1

∂u2
∂x

(c) hp-d-approximation of residual with coarse high-
order mode: the piecewise linear residual cannot be
captured exactly on neither side of the interface.

0.5 1

−0.4

−0.2

0

0.2
r1 = ∂u2

∂x

(d) Multi-level hp-approximation of residual with fine
high-order modes: the residual is captured exactly on
both sides of the interface.

Figure 8.3: Approximation of piecewise quadratic function using the hp-d- and the multi-level
hp-refinement strategy.

although with a higher rate than in the unrefined case.
This remaining approximation error can be explained by grouping the final three linear

shape functions depicted in Figure 8.3a in a piecewise linear contribution u1. In this way, the
final numerical approximation can be written as:

unum = u1 + u2, (8.4)

with u2 denoting the contribution of the quadratic shape function. The additional linear over-
lay mode introduced by the refinement breaks the C∞-continuity of the final approximation
in the middle of the coarse base element. Accordingly, the linear solution contribution u1 can
represent a piecewise constant strain, which accounts for the jump of the strain at the material
interface as shown in Figure 8.3b. However, the residual between analytical strain and the
approximation by u1 remains piecewise linear with different slopes in the two parts of the
rod. Thus, the linear overlay mode only shifts the kink from the displacement to the strain
but does not resolve it. This characteristic in the strain cannot be captured by the remaining
single quadratic mode u2, as illustrated in Figure 8.3c: since this function has support on the
original coarse base element, it cannot compensate the two different slopes of the residual in
the left and right part of the rod. Thus, the analytical solution is not captured exactly but
only approximated. Elevating the order of the approximation u2 also does not resolve the
problem as the support of these shape functions remains on the coarse base element. Hence,
the situation is similar to the previously considered unrefined approximation, with the differ-
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ence that the kink is not a characteristic of the displacement but of the strain. As this only
weakens the strength of the irregularity, the approximation by the hp-d-refinement achieves
higher convergence rates but is not exact.
This analysis demonstrates that the hp-d-refinement only breaks the continuity of the shape

functions, while their support remains unchanged. Therefore, the superposition of a linear
mode does not correspond to an h-refinement of the high-order base element.
The situation is fundamentally different when using the multi-level hp-approach as illus-

trated in Figure 8.3d. Since the high-order shape functions are moved from the base to the
leaf-elements, their support is reduced. Hence, the two distinct parts of the residual r1 can
be compensated by the two quadratic overlay modes yielding an exact representation of the
solution. Accordingly, the approximation error decays to machine accuracy as shown in Fig-
ure 8.2. This demonstrates that only the multi-level hp-overlay corresponds to a high-order
h-refinement.
Admittedly, this tailored, one-dimensional benchmark is not representative for more complex

applications. However, the example gives a clear reasoning for the superior approximation
properties of the multi-level hp-approach compared to the hp-d-strategy, which is confirmed
in various scenarios by the remaining examples following in this work.

8.1.2 Comparison of classical and multi-level hp-refinementg

The aim of this second example is to compare the classical refine-by-replacement hp-
formulation of the Finite Element Method and the multi-level hp-refinement scheme in the
context of a one-dimensional, singular example. To this end, the one-dimensional bench-
mark of [Gui and Babuška, 1986b] discussed in Section 3.1 is considered. Restating (3.2), the
problem reads

Find u such that u′′ = −α(α− 1)xα−2 ∀x ∈ (0, 1) (8.5a)
with u(0) = 0, u′(1) = 0 and α = 0.65. (8.5b)

The analytical solution of this boundary value problem is given by

u(x) = −xα + αx ∀x ∈ [0, 1]. (8.6)

The singular nature of the analytical solution demands for the use of an hp-refinement to
achieve an exponential convergence of the approximation error. To this end, the element size
is graded geometrically towards the origin in a ratio of q = 0.5, and the polynomial degree of
the ansatz functions is elevated linearly away from the singularity [Gui and Babuška, 1986b].
As illustrated in Figure 8.4a, this mesh design yields an exponential decay of the approxima-

tion error, which is identical for both, the classical and the multi-level hp-strategy. This is not
surprising as both approaches construct the same ansatz space—at least for one-dimensional
problems.
However, the different basis functions used by the two approaches lead to a significant

difference in the condition number of the resulting stiffness matrix as illustrated in Figure 8.4b.
While the condition number of the classical hp-approach is monotonically increasing, the
multi-level hp-approach yields a constant condition number κ = 1 for all discretizations. This
improved characteristic originates from the orthogonality of the hierarchical shape functions.
As discussed in Section 3.2.1, the used integrated Legendre shape functions are designed
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Figure 8.4: Comparison of classical and multi-level hp-FEM [Zander et al., 2016].

(a) Classical hp-FEM (b) Multi-level hp-FEM

Figure 8.5: Comparison of sparsity patterns obtained using the classical and the multi-level
hp-version of the finite element method (Number of unknowns: 22) [Zander et al., 2016].
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to be orthogonal with respect to the bi-linear form a(·, ·). Interestingly, the same property
also holds for the superposed, fine-scale hat functions as these are orthogonal to all shape
functions on all other refinement levels. Therefore, the multi-level hp-approach yields an
almost fully orthogonal hp-basis when starting the analysis with one base element. Only the
coarse linear shape functions on the base mesh remain non-orthogonal. Hence, the resulting
stiffness matrix is almost diagonal with only two off-diagonal entries resulting from the two
linear shape functions the base mesh, cf. Figure 8.5b. After applying the Dirichlet boundary
condition and performing a Jacobi pre-conditioning, the basis is fully orthonormal and the
condition number is independent of the number of elements.
The situation is fundamentally different when using the classical refine-by-replacement ap-

proach. Here, all linear shape functions are non-orthogonal, resulting in more off-diagonal
entries in the stiffness matrix as illustrated in Figure 8.5a. Accordingly, the simple Jacobi
pre-conditioning is not sufficient to fully orthonormalize the stiffness matrix. This leads to a
constant growth of the condition number when refining the discretization.
Just as for the integrated Legendre shape functions, the orthogonality properties of the

superposed hat functions do not carry over directly to cases involving more complex geometric
domains in higher dimensions. For this reason, the solvability of the final equation system
for two- and three-dimensional problems is an important aspect, which is studied in the next
sections.

8.2 Singularities due to re-entrant corners

8.2.1 L-shaped domain benchmarka

The aim of this first example is to analyze the convergence properties of the proposed re-
finement methods in the context of non-smooth problems. For this purpose, the well known
L-shaped domain problem is considered following e.g. [Szabó and Babuška, 1991].f

8.2.1.1 Problem definitionf

Consider the Poisson’s problem
∆φ = 0 ∀ (r, θ) ∈ Ω (8.7)

defined on the L-shaped domain depicted in Figure 8.6a, with the boundary conditions defined
as

φ = 0 ∀ (r, θ) ∈ ΓD (8.8)

∇φ · n = 2
3r
− 4

3

[
x sin

(2
3θ
)
− y cos

(2
3θ
)

y sin
(2

3θ
)

+ x cos
(2

3θ
)
]
· n ∀ (r, θ) ∈ ΓN . (8.9)

Here, ΓD and ΓN define the Dirichlet and Neumann boundaries, respectively, such that
ΓD ∪ ΓN = ∂Ω and ΓD ∩ ΓN = ∅.

As shown in e.g. [Demkowicz, 2007], the analytical solution φ can be given in polar coordi-
nates r and θ as

φ(r, θ) = rλ sin
(

2
3θ
)
∀ (r, θ) ∈ Ω, with λ = 2/3. (8.10)
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Figure 8.6: Setup and solution of L-shaped domain problem [Zander et al., 2015].

8.2.1.2 Numerical resultsf

To approximate the analytical temperature distribution φ numerically, the depicted domain
is discretized with an initial element size h = 1/2. This base mesh is refined towards the
re-entrant corner using the hierarchical hp-d- and the multi-level hp-approaches.
The numerical approximation of the analytical gradient magnitude q = ||∇φ|| obtained

with the hp-d- and multi-level hp-approaches are depicted in Figure 8.7. The comparison to
the analytical solution in Figure 8.6 shows that the overall solution characteristics are cap-
tured correctly by both strategies. In the case of the hp-d-method, however, the elements
near the singularity suffer from severe discontinuities in the flux. As shown in e.g. [Rank
and Zienkiewicz, 1987], these discontinuities directly correspond to the discretization error.
Increasing the number of recursive refinements reduces this defect, as the effects of the singu-
larity are bound to the higher refinement levels. But even with ten recursive refinements, the
numerical solution still shows large discontinuities in the flux field. In contrast, the results
obtained by the multi-level hp-approach approximate the singularity significantly better with
only minor discontinuities in the derivative field, which qualitatively shows the advantage of
this new approach.

8.2.1.3 Convergence comparison

For a quantitative comparison of the result quality, the convergence characteristics are ana-
lyzed. For this purpose, the performance of four different refinement strategies are compared
in the following.

Strategy 1: uniform p-elevation with fixed number of linear overlay meshes

In first refinement strategy, a p-convergence study is performed on a geometrically graded
mesh. To this end, the elements at the entrant corner are refined k-times following the hp-d-
method. On this graded mesh, the function space is enlarged by increasing the polynomial
order of the employed shape functions while keeping the element size unchanged. In the
context of an hp-d-refinement, this only effects the order of the base mesh whereas the overlay
meshes remain linear as illustrated in Figure 8.8a.
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(a) Approximation of q using no
hp-d refinement

(b) Approximation of q using 3
hp-d refinements

(c) Approximation of q using 10
hp-d refinements

(d) Approximation of q using no
multi-level hp-refinements

(e) Approximation of q using 3
multi-level hp-refinements

(f) Approximation of q using 10
multi-level hp-refinements

Figure 8.7: Numerical approximation of the flux q obtained with p = 2 [Zander et al., 2015].

The decrease of the relative discretization error in the energy norm (8.1b) obtained by this
type of refinement is depicted in Figure 8.9. As discussed e.g. in [Guo and Babuška, 1986a;
Szabó and Babuška, 1991; Szabó et al., 2004], algebraic convergence with a rate β = λ = 2

3
is to be expected when a p-elevation is applied to the singular problem under consideration.
As shown in Figure 8.9, these theoretical values are met when no refinement is employed (i.e.
k = 0). If the p-elevation is performed on a mesh refined by the hp-d-scheme, the first two
to three p-refinement steps yield a significant improvement of the numerical error. For the
remaining steps, however, the convergence rates significantly reduce towards the theoretical
value of β = 2/3 and asymptotically, an algebraic convergence is observed (see Figure 8.9a).
In particular, neither the absolute error value nor the convergence characteristics are affected
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(a) hp-d-method (b) Uniform distribution in multi-level hp-
method

(c) Linear distribution in multi-level hp-
method

(d) Adaptive multi-level hp-FEM after 85 re-
finement steps

Figure 8.8: Comparison of p-distribution of the hp-d- and multi-level hp-method.

significantly by the employed number of mesh refinements. These results confirm the findings
of e.g. [Schillinger et al., 2012b].f

Strategy 2: uniform p-elevation with fixed number of high-order overlay meshes

In analogy to the first refinement strategy, this second approach performs a uniform order
elevation on a mesh that pre-graded geometrically towards the re-entrant corner. However,
in contrast to the first approach, the discretization is refined in the multi-level hp-sense using
high-order overlay meshes. This is illustrated exemplarily in Figure 8.8b.
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(b) Convergence of multi-level hp-method

Figure 8.9: p-convergence results on a geometrically graded mesh (grading factor q = 0.5)
created with the hp-d- and the multi-level hp-method using a uniform p-distribution p =
1, 2, . . . , 10. Used abbreviations: k: number of refinements [Zander et al., 2015].

The results presented in Figure 8.9b demonstrate that grading the mesh with the multi-level
hp-refinement changes the convergence characteristics substantially. Although the asymptotic
convergence is still algebraic, the convergence rates continuously increase for the first refine-
ment steps if the mesh grading is strong enough. Only when the polynomial order of the
shape functions exceeds the optimal value for the current mesh, the convergence rates de-
crease and tend towards the expected algebraic value of β = 2/3 in the asymptotic range. In
contrast to the previously presented results, however, the comparison of different refinement
levels demonstrates that this transition point can be shifted significantly to higher accuracy
if more refinement levels are employed. This allows reaching the desired accuracy with a
high convergence rate. The direct comparison of the two methods, depicted in Figure 8.10a,
demonstrates that the multi-level hp-scheme improves the approximation accuracy by several
orders of magnitude compared to the hp-d-approach.f
For a more detailed analysis of the pre-asymptotic convergence, the representation is changed

into a log- 3
√ scaling in Figure 8.10b. In this way, the error decay achieved on a multi-level hp-

graded mesh appears linear until the asymptotic range is entered. Hence, the pre-asymptotic
convergence can be identified as being exponential in the form

||e||E ≤ C exp
(
γN θ

)
with θ = 1/3. (8.11)

This matches the theoretical expectations of an hp-approximation in the presence of a singu-
larity given in Section 3.3 and e.g. [Szabó et al., 2004; Yosibash, 2012].
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Figure 8.10: Direct comparison of the different refinement strategies [D’Angella et al., 2016;
Zander et al., 2015]. Used abbreviations: uni.: uniform, elev.: elevation, m.-l. hp: multi-level
hp. dist.: distribution

Strategy 3: simultaneous change of h and p using a linear p-distribution

The convergence characteristic of the second refinement strategy turns algebraic as soon as
the error contribution of the elements at the singularity dominate the overall error. Hence,
an exponential convergence in the asymptotic sense demands for a simultaneous elevation of
the shape function order p and a graded refinement of the element size h. For this reason, the
following second refinement strategy increases the polynomial degree linearly over the different
refinement levels as illustrated in Figure 8.8c. In this configuration, the fine elements near the
singularity are of lower order, whereas the large elements approximate the solution with high
order shape functions. The approximation space is increased subsequently following the hp-
idea by refining the innermost elements and elevating the order of polynomial shape functions
at the same time. The decrease of the error obtained by this second refinement strategy is
depicted in Figure 8.10. The results demonstrate that this hp-mesh family constructed by
multi-level hp-method achieves exponential convergence also in the asymptotic sense.

Strategy 4: adaptive multi-level hp-refinement using automatic error controld

It is noteworthy that the uniform order elevation on a graded mesh yield significantly higher
convergence rates in the pre-asymptotic phase. This suggests that the chosen linear p-
distribution—although yielding exponential convergence—is not the optimal distribution. To
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Figure 8.11: Comparison of true and estimated error following [D’Angella et al., 2016].

find a better configuration of the discretization, the third refinement strategy uses the error-
controlled feedback scheme described in Section 7.3 to guide the refinement. The thresholds
for the two indicators are chosen heuristically as CE = 0.8 and CS = 1.75, respectively.

The obtained convergence results presented in Figure 8.10 confirm the expectations: similar
to the previous refinement strategies, the convergence is exponential in form of (8.11). But
the absolute error value is significantly better than the results obtained by the two a priori
refinement strategies. One possible reason for the better performance of the automatic scheme
can be derived from the distribution of the polynomial degree depicted in Figure 8.8d. The
distribution obtained after performing 85 automatic refinement steps suggests that an het-
erogeneous p-distribution with a lower polynomial degree in the diagonal elements improves
the result quality. This seems reasonable as the approximation properties of the used tensor
space is higher over the diagonal of the element than along its principle axis. Thus, a lower
polynomial degree here balances the error contribution of the different elements yielding a
even higher exponential convergence rate.

The comparison depicted in Figure 8.11a demonstrates that the estimation scheme over-
estimates the true error. This deviation is to be expected since the used explicit residual-
based error estimator only provides an upper bound up to an—in general unknown—constant.
Therefore, it is more important to note that the error is overestimated by a constant factor.
This is reflected in the converging effectivity index shown in Figure 8.11b. Hence, the true
and the estimated error converge with the same rate. Thus, the feedback-based hp-refinement
scheme can be identified as adaptive with respect to the convergence rate measure according
to the definition given in Babuška [1986].
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Figure 8.12: Comparison of integration and solver time of the multi-level hp-method, k = 20.

8.2.1.4 Runtime comparison

As discussed in Section 5.2, the superposition approach results in a larger support of the shape
functions than a conventional hp-approach. This leads to larger element matrices and a denser
system of equations with an increased bandwidth. To assess this effect, the convergence of the
error with respect to the run-time is compared for the hp-d- and the multi-level hp-method
in the following. For this purpose, the second refinement strategy of the previous study is
chosen by elevating the polynomial order of the shape functions uniformly on a pre-graded
mesh (k = 20).
Due to the approximation quality of higher-order shape functions, high accuracy can be

achieved with a comparably small number of unknowns when using the p-version of the finite
element method. At the same time, however, the number of shape functions per element
significantly increases. This increases the time required for integrating the element matrices,
such that it typically dominates the time for solving the final system of equations. To analyze
this effect, the time required for integrating and the time required for solving the system of
equations are compared in Figure 8.12. A conjugate gradient solver with a simple diagonal
pre-conditioning is used for solving the system of equations iteratively (see e.g. [Shewchuk,
1994]).f
The results show that the time for solving the system of equations is not dominating. There-

fore, it can be deduced that the increase of the bandwidth and the reduction of the sparsity of
the final equation system—although present—do not have a significant influence on the total
computation time.f
To assess whether the integration time is in balance with the gain in accuracy, the dis-

cretization error in the energy norm is plotted versus the required time for integrating and
assembling the element matrices in Figure 8.13. As in the previous studies, this plot shows
that the pre-asymptotic and the asymptotic range of the multi-level hp-approach can be clearly



8.2. Singularities due to re-entrant corners 103

10−1 100 101

10−4

10−3

10−2

10−1

100

101

Integration time [s]

Er
ro
r
in

en
er
gy

no
rm

[%
]

hp-d-refinement, k = 20
m.-l. hp-refinement, k = 20

(a) log-log-scale

0.9 1 1.1 1.2 1.3

10−4

10−3

10−2

10−1

100

101

9
√
Integration time [s]

Er
ro
r
in

en
er
gy

no
rm

[%
]

m.-l. hp-refinement, k = 20

(b) semi-log-scale

Figure 8.13: Convergence with respect to the integration time of the multi-level hp method
with 20 levels of refinements and p = 1, 2, 3, . . .

identified also in terms of the integration time. Within the pre-asymptotic range, the time for
integration increases by a factor of approximately 20, while the error reduces by a factor of
about 35,000.f
This is in significant contrasts to the hp-d-strategy, which only converges algebraically and

yields an accuracy increase in the magnitude of ten in the same time. In fact, the time required
for integration is comparable in both methods. This is reasonable since the number of non-
zero (active) shape functions per integration domain is the same in both cases as outlined
in Section 5.2. However, the support of the high-order shape functions is smaller in case of
multi-level hp-FEM. Accordingly, the accuracy gain per integration time is significantly higher
in the multi-level hp-case.
Changing to a semi-log scaling in Figure 8.13b allows identifying the pre-asymptotic conver-

gence as exponential with respect to the 9th-root of the integration time. This is in excellent
agreement with the theoretical expectations when considering that the work for integration
scales as

W = O(N3), (8.12)

as discussed in e.g. [Melenk et al., 2001]. In combination with the error estimate (8.11), the
following bound for the convergence in terms of work can be given:

||e||E ≤ D exp
(
ωW 1/9) . (8.13)

This demonstrates that the multi-level hp-method yields the theoretical exponential conver-
gence characteristics for non-smooth problems not only in terms of degrees of freedom but
also in terms of the run-time.
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Figure 8.14: Comparison conventional and multi-level hp-FEM. In both cases, the results are
obtained by a simultaneous change of h and p using a linear p-distribution.

8.2.1.5 Comparison to conventional hp-approaches

After having compared different refinement strategies in the previous analysis, this section
concludes with a comparison of the multi-level hp- and classical hp-approaches of constructing
graded meshes. To this end, the aforementioned results obtained by a simultaneous change of
h and p using a linear p-distribution are compared to the results obtained by the conventional
refine-by-replacement approach presented in [Di Stolfo et al., 2016]. The comparison depicted
in Figure 8.14a suggests that—at least for the present L-shaped domain benchmark—both
refinement schemes yield the same accuracy.
Besides the approximation accuracy, the support of the shape function also affects the solv-

ability of the linear system Ax = b. For this reason, the number of conjugate gradient cycles
required to solve the equation system up to a relative residual

rrel = ||Ax− b||2||b||2
< 10−15 (8.14)

using a diagonal pre-conditioning are depicted in Figure 8.14b. The comparison reveals that
also with respect to the solvability, the two methods show virtually the same quality.
Together with the runtime analysis presented before, these results demonstrate that the

increased support of the shape functions has no detrimental effect on the approximation quality
or the numerical performance—at least for the benchmark under consideration in this section.
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(b) Numerical setup

Figure 8.15: Setup of cracked panel (plane strain) [Zander et al., 2017].

8.2.2 Multi-level hp-FEM for elastic problems: the cracked panel
benchmarkh

The aim of this second example is to assess the approximation properties of multi-level hp-FEM
for linear elastic problems with re-entrant corners. To this end, the cracked panel benchmark
depicted in Figure 8.15a is considered. Following e.g. [Szabó, 1986], the analytical stress state
of a pure mode I deformation under plane strain conditions is given by:

σxx = K1√
2πr

cos θ2

(
1− sin θ2 sin 3θ

2

)
(8.15a)

σyy = K1√
2πr

cos θ2

(
1 + sin θ2 sin 3θ

2

)
(8.15b)

σxy = K1√
2πr

sin θ2 cos θ2 cos 3θ
2 . (8.15c)

In the above equations, (r, θ) are the polar coordinates, and K1 denotes the stress intensity
factor, which is chosen as K1 = 1.0 the present example. The analytical stress distribution
σxx is depicted in Figure 8.16a.

8.2.2.1 Numerical setup

For the numerical approximation of the analytical solution, the variational boundary value
problem (2.23) governing linear elastic deformation is solved using the Finite Element Method.
The symmetry of the problem is exploited by only considering the upper half of the panel. The
respective symmetry Dirichlet boundary conditions are applied as depicted in Figure 8.15b.
On the remaining boundary, the analytical stress distributions given in (8.15) are used as
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(a) Analytical stress σxx (b) Approximation on a uniformly
h-refined mesh: 64 × 32 elements,
p = 1, 4,290 unknowns

(c) Approximation on a multi-level
hp-mesh: k = 18, p = 5 (uniform),
5,682 unknowns

Figure 8.16: Analytical distribution of σxx and its approximation on different discretizations
(due to symmetry, only the upper half is computed) [Zander et al., 2017].

traction values of the Neumann boundary conditions:

σ · n = 0 ∀x ∈ ΓN1 , σ · n = −
[
σxx
σxy

]
∀x ∈ ΓN2 , (8.16a)

σ · n = +
[
σxy
σyy

]
∀x ∈ ΓN4 , σ · n = +

[
σxx
σxy

]
∀x ∈ ΓN3 . (8.16b)

The symmetric part of the domain is discretized with a initial mesh of 4 × 2 elements.
To account for the singular stress state at the crack tip, this base discretization is refined
geometrically towards the crack tip using hp-d- and multi-level hp-overlay meshes, respectively.
The resulting approximation to the analytical stress distribution σxx is exemplarily depicted
in Figure 8.16c.

8.2.2.2 Convergence comparison

As for the previously discussed L-shaped domain problem, the effect of the hp-d- and the multi-
level hp-refinement on the approximation quality are compared in the following. Additionally,
a uniform h-refinement and a uniform order elevation is considered. The approximation quality
is quantified using the error in the energy norm (8.1b) with the following reference value given
in [Szabó, 1986]

1
2 · a(uex,uex) ≈ 0.23706469 ·K2

1 ·
a

E
. (8.17)
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Figure 8.17: Direct comparison of the accuracy gained by different refinement strategies.
Used abbreviations: uni.: uniform, ref.: refinement, elev.: elevation, k: number of recursive
refinements [Zander et al., 2017].

Uniform h- and p-refinement

The simplest idea to increase the approximation quality is to uniformly decrease the element
size h or to elevate the approximation order p of all elements. The error decrease resulting from
these extensions are depicted in Figure 8.17a. The results show that a uniform h-refinement
yields an algebraic convergence of the approximation error at a rate β = 0.25. This is in
excellent agreement with the a priori estimates presented in e.g. [Szabó et al., 2004; Yosibash,
2012], which predict that the convergence rate in the presence of a singularity cannot be higher
than λ/2. The convergence resulting from a uniform p-elevation is also algebraic but at a rate
β = 0.49 ≈ λ. These results also meet the a priori estimates given in e.g. [Szabó et al., 2004;
Yosibash, 2012], which predict that a p-refinement achieves twice the convergence rate of a
uniform h-refinement. This allows for a significantly higher accuracy using the same number
of unknowns. However, both refinement approaches only yield an algebraic decay of the error.

Strategy 1: uniform p-elevation with fixed number of linear overlay meshes

As for the L-shaped benchmark, the first method used for a non-uniform refinement is the
hp-d-approach. To this end, a high-order base mesh is refined towards the crack tip by re-
cursively superposing linear overlay meshes. An example of such an hp-d-discretization is
depicted in Figure 8.18a. For the convergence curve presented in Figure 8.17a, an 18-times
recursively refined mesh is used and the approximation order p is elevated from one to ten.
The results show a high convergence of the error for the first refinement steps. However, the
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(a) Strategy 1 (hp-d-FEM): the or-
der is elevated on the base mesh
while the overlay mesh is linear.

(b) Strategy 2: leaf-elements are of
high-order. On refined elements,
only linear shape functions are ac-
tive.

(c) Strategy 3: h and p are changed
simultaneously and the ansatz or-
der increases linearly away from the
singularity.

Figure 8.18: Comparison of p-distribution of the analyzed refinement strategies with four levels
of refinement.
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(b) Convergence of strategy 2 (multi-level hp-method).

Figure 8.19: p-convergence results on a geometrically graded mesh (grading factor q = 0.5)
created with the hp-d- and the multi-level hp-method using a uniform p-distribution p =
1, 2, 3, . . .. Used abbreviations: k: number of refinements.
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rates of convergence gradually decay for the later steps, and the convergence turns algebraic
in the asymptotic limit with β ≈ λ. Furthermore, the levels of refinement k do not signif-
icantly influence the error level as shown in Figure 8.19a. This demonstrates that refining
the base discretization by linear overlay meshes does not improve the approximation quality
substantially.

Strategy 2: uniform p-elevation with fixed number of high-order overlay meshes

The second refinement approach considered is the multi-level hp-approach. To this end, the
high-order shape functions are moved from the base- to the leaf-elements. This idea is illus-
trated exemplarily in Figure 8.18b. As in the previous case, an 18-times recursively refined
mesh is used and the approximation order p is elevated successively from one to ten. The
resulting convergence curve presented in Figure 8.17a demonstrates that the use of high-
order overlay meshes has a substantial effect on the convergence characteristic. Although the
asymptotic convergence is still algebraic, the convergence rates in the pre-asymptotic range
are significantly higher. Only when the polynomial order of the shape functions exceeds the
optimal value for the current mesh, the convergence rates decrease and tend towards the ex-
pected algebraic value of β ≈ λ in the asymptotic range. However, when using an 18-times
refined mesh for the present example, this turning point lies in the range of ||e||E = 10−2%.
Therefore, the accuracy increases by three orders of magnitude in the pre-asymptotic range.
This gain in accuracy could not be achieved with any of the previous refinement strategies.
As illustrated in Figure 8.19b, the accuracy level at which the convergence turns algebraic can
be adjusted by the number of mesh refinement levels k.
When depicting the results in a log- 3

√ -scaling in Figure 8.17b, the error decay appears linear
until the asymptotic range is entered. This allows to identify the pre-asymptotic convergence
as exponential in the form

||e||E ≤ C exp
(
γN θ

)
with θ = 1/3, (8.18)

which matches the theoretical expectations of an hp-approximation in the presence of a sin-
gularity given in Section 3.3 and e.g. [Babuška and Guo, 1988; Schwab, 1998; Szabó et al.,
2004; Yosibash, 2012].

Strategy 3: simultaneous change of h and p using a linear p-distribution

In the second refinement strategy, the convergence rate eventually turns algebraic. This hap-
pens because the error contribution of the elements at the singularity only decays algebraically
[Gui and Babuška, 1986b] and therefore eventually dominates the overall convergence. Hence,
an exponential convergence in the asymptotic sense requires a decrease of the finest element
size h and a simultaneous elevation of the approximation order p. This is done in the third re-
finement strategy considered here. Following the standard idea of an hp-mesh design presented
e.g. in [Gui and Babuška, 1986b; Schwab, 1998], the approximation order p is increased linearly
away from the singularity. An example of such a discretization is depicted in Figure 8.18c.
For the convergence curve presented in Figure 8.17a, the approximation quality is increased
by successively superposing an addition layer of refined elements at the crack tip. Simultane-
ously, the polynomial order of all other elements is elevated by one. The results depicted in
Figure 8.17 show that this refinement approach yields an exponential convergence.
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Figure 8.20: Convergence of approximation error with respect to the time needed to integrate
and solve the finite element system. The runtime measurements were performed on a desktop
workstation using a single core of an Intel R© CoreTM i7-4790 CPU and the same finite element
code framework. k: number of recursive refinements [Zander et al., 2017].

8.2.2.3 Runtime comparison

The comparison closes with analyzing the decay of the approximation error with respect to
the computational time. To this end, Figure 8.20a depicts the error against the time needed to
integrate, assemble and solve the finite element equation system. A conjugate gradient solver
with a simple diagonal pre-conditioning is used [Shewchuk, 1994]. The results show that the
super-algebraic convergence character achieved by the multi-level hp-refinement also carries
over to the computational performance. In contrast, the asymptotic convergence achieved
by the hp-d-refinement strategy remains algebraic also when considering the runtime of the
simulation.

As for the L-shaped domain example, the a priori estimate (8.13) is used as an upper bound
for the approximation error in terms of the workload. To compare the numerical performance
of the refinement methods to this theoretical estimate, the runtime-results are depicted in a
log- 9
√
t scale in Figure 8.20b. In this scaling, the pre-asymptotic convergence of both multi-

level hp-refinement strategies appear virtually linear. Therefore, these can be identified as
exponential with respect to the 9th-root of the run time, which is in excellent agreement with
estimate (8.13). This demonstrates that the exponential convergence character of the multi-
level hp-method translates to computational effort in the theoretical correct way also for linear
elastic problems.
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(a) Fichera corner problem (b) Solution on one octant (c) Gradient on one octant

Figure 8.21: Numerical approximation of the solution and its gradient using four levels of
multi-level hp-refinement and p = 6 (uniform) [Zander et al., 2016].

8.2.3 Fichera corner singularityb

The aim of the next example is to analyze the convergence properties of the multi-level hp-
approach in the presence of a re-entrant corner in a three-dimensional setting. For this purpose,
the Fichera corner problem depicted in Figure 8.21a is considered.

8.2.3.1 Problem definitiong

Following e.g. [Beilina et al., 2005; Kus, 2011; Kus et al., 2014; Schillinger et al., 2014], the
Laplace problem is defined as

∆u = −λ · (λ+ 1) · rλ−2 ∀x ∈ Ω (8.19a)
∇u · n = λ · rλ−2 · x · n ∀x ∈ ∂Ω (8.19b)

u = 0 x = 0, (8.19c)

with r being the radial coordinate

r =
√
x2 + y2 + z2, (8.20)

n denoting the outward-pointing normal vector on the boundary and choosing λ = 1
2 . The

analytical solution to this partial differential equation reads

u = rλ. (8.21)

Due to the symmetry of the solution, only one octant of the Fichera corner domain is consid-
ered:

Ω = (0, 1)3. (8.22)
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(a) Strategy 1: uniform p-distribution (b) Strategy 2: linear p-distribution (c) Strategy 3: adaptive multi-level
hp-FEM

Figure 8.22: Different discretizations of Fichera corner problem [Zander et al., 2016].

8.2.3.2 Convergence comparison

As λ is chosen smaller than unity, the solution is singular at the origin r = 0. To assess the
approximation quality of the proposed refinement scheme for this vertex-singularity, the error
in the energy norm (8.1b) is considered. In the present example, the exact reference value
readsg

1
2a(uex,uex) = 1

2λ
2
∫

Ω

r2λ−2 dΩ ≈ 1.48754835248779 · 10−1. (8.23)

For the numerical approximation of the solution (8.21), the domain Ω is first discretized using
a grid of 2×2×2 elements. This base mesh is refined using the multi-level hp-approach to better
capture the singularity. For this purpose, the refinement is steered geometrically towards the
origin as depicted in Figure 8.22. The resulting discrete weak form is strongly over-integrated
to accurately capture the singular, non-polynomial right hand side in (8.19a). The solution
and the gradient computed with this setup are depicted exemplarily in Figure 8.21. Similar to
the previously considered cases, the discretization is adapted using three different refinement
strategies in the following.g

Strategy 1: uniform p-elevation with fixed number of high-order overlay meshesg

In the first approach, the solution is approximated using a mesh with a fixed number of
refinements. The accuracy is increased by elevating the ansatz order of the leaf-elements
uniformly as shown in Figures 5.6b and 8.22a. As depicted in Figure 8.23a, pure p-enrichment
on the coarse base mesh results in the expected algebraic rate of convergence [Szabó et al.,
2004]. This characteristic changes when elevating the ansatz order on a pre-refined mesh.
Although the asymptotic convergence is still algebraic, the rates continuously increase over the
first refinement steps until the polynomial degree exceeds an optimal value for the given mesh
configuration. This S-shaped behavior corresponds to the characteristics of pure p-enrichment
on a mesh graded towards a singularity [Szabó and Babuška, 1991]. It is important to note
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Figure 8.23: Convergence of singular cube example for different refinement configurations using
a 2×2×2 base mesh (used abbreviations: p-elev.: uniform order elevation on pre-graded mesh,
k: refinement depth) [Zander et al., 2016]

that the turning-point can be shifted to higher accuracy by choosing more refinement levels.
This allows to achieve a desired accuracy with a high convergence-rate by choosing the number
of refinements accordingly.
By changing the representation into a log ||e||- 4

√
N scaling in Figure 8.23b, the decay of

the error appears linear until the asymptotic range is entered. Hence, the pre-asymptotic
convergence can be identified as being exponential in the following form:

||e||E ≤ C exp
(
γN θ

)
with θ = 1/4, (8.24)

which matches the expectations of an hp-approximation in the presence of a vertex-singularity
[Babuška and Guo, 1996; Yosibash, 2012].

Strategy 2: simultaneous change of h and p using a linear p-distributiong

In the second refinement approach, both h and p are adjusted simultaneously to obtain expo-
nential convergence also in the asymptotic limit. For this purpose, a linear p-distribution is
chosen, where the ansatz order decreases linearly over the refinement levels i:

p = i+ 1, i = 1, 2, . . . , k. (8.25)

As illustrated in Figure 8.22b, the fine elements near the singular point are of low-order, while
the coarse elements use high-order shape functions to approximate the solution where it is
smooth. For the convergence graph depicted in Figure 8.23, the accuracy is increased by
introducing an extra level of refinement at the singularity, while the ansatz order of all other
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Figure 8.24: Comparison of true and estimated error.

leaf elements is elevated. The resulting error decay depicted in Figure 8.23 demonstrates
that the hp-mesh family created by this approach yields exponential convergence also in the
asymptotic sense.

Strategy 3: adaptive multi-level hp-refinement using automatic error controld

As in the case of the L-shaped domain, the pre-asymptotic convergence rates obtained by
the uniform order elevation are higher than the exponential rates resulting from the linear p-
distribution. In analogy to the L-shaped domain, this motivates the use of the error-controlled
refinement scheme. To this end, the error and smoothness estimators described in Section 7.3
are used to guide the refinement. The thresholds for the two indicators are chosen heuristically
as CE = 0.8 and CS = 1.75, respectively.
The comparison presented in Figure 8.23 confirms that the accuracy achieved by the error

controlled refinement scheme not only increases exponentially but is also higher than any of the
previously considered schemes. The reason seems to be again the in-homogeneous increase
of the ansatz order obtained by the adaptive scheme. As illustrated in Figure 8.22c, the
polynomial degree in elements across the diagonal are selected lower as in elements along the
principal axis.
The comparison depicted in Figure 8.24a demonstrates that the error estimator overestimates

the true error. As discussed in the context of the L-shaped domain example, this is due to
the—in general unknown—constant of the employed explicit residual-based error estimator.
However, as illustrated in Figure 8.24b, the effectivity index converges to a constant value.
This implies that the true and the estimated error converge at the same rate. According to the
definition given in Babuška [1986], also the three-dimensional hp-feedback scheme can thus be
identified as adaptive with respect to the convergence rate measure.
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Figure 8.25: Comparison of refinement schemes in terms of computational perfor-
mance.[Zander et al., 2016]

8.2.3.3 Runtime comparisong

The final aspect addressed in this study is the computational efficiency of the different refine-
ment schemes. In particular, the cost of the additional overhead of the hierarchical meshes is
of interest. To assess this point, Figure 8.25a depicts the decay of the error in the energy norm
versus the time required to integrate and assemble the global stiffness matrix. The time needed
for building the right-hand-side vector is not considered as the singular load function demands
for a significant over-integration, which would distort the analysis. All measurements are per-
formed using the same in-house code and a single thread on an Intel(R) Core(TM) i7-4790
CPU running at a clock speed of 3.60GHz.
The comparison presented in Figure 8.25a shows that the algebraic convergence character of a

uniform order elevation carries over to the computational performance if p is sufficiently high.
In contrast, both hp-schemes show an exponential convergence. Although this exponential
character is only slightly pronounced, the obtained convergence rate is significantly higher than
the rate resulting from a pure p-refinement. For the present example, the three refinement
schemes break even at an error level of about 1%. Beyond this point, the hierarchical hp-
refinement achieves a higher accuracy than a pure p-elevation for the same computational
time.
The second aspect to be considered is the solution of the finite element equation system. To

this end, Figure 8.25b compares the number of conjugate gradient iterations needed to solve
the respective equation system up to an accuracy of 10−15 using a Jacobi pre-conditioning
scheme, cf. [Shewchuk, 1994]. The depicted results demonstrate that, when using an hp-
refinement, the number of necessary CG-iterations is not more than in case of a pure order
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elevation. This indicates that the use of high-order shape functions is dominating the overall
convergence characteristic of the CG-scheme, and the use of finer overlay meshes has no
negative effect.

8.2.4 Multi-level hp-refinement for curved, three-dimensional,
elastic structuresg

The aim of this last example is to study the applicability of the suggested refinement scheme
for more complex examples including curved geometries. To this end, the three-dimensional
extension of the Girkmann-problem [Girkmann, 1956] introduced in [Rank et al., 2005] is
considered. This benchmark was already investigated in the context of shell formulations
[Kiendl et al., 2010], isogeometric analysis [Cottrell et al., 2009, 2007; Hughes et al., 2005],
T-splines [Bazilevs et al., 2010], and adaptive volumetric shells [Düster et al., 2007b; Scholz
et al., 2006].
The geometric and mechanical properties are depicted in Figures 8.26a and b. Due to the

symmetry of the problem, only one quarter of the structure is considered. Accordingly, the
respective displacements normal to the yz- and zx-planes are constrained to zero. The stiffener
is simply supported at the bottom surface by constraining the vertical displacement uz to zero.
The structure is loaded by self-weight and a pressure q on the outer surface of the shell and
the stiffener.
For the numerical approximation of the resulting deformation, the domain is first discretized

using six high-order, hexahedral elements depicted in Figure 8.26c. As shown in [Rank et al.,
2005], such a coarse base mesh is capable of capturing the global deformation state accurately.
Due to the applied load, the vertical displacement uz is constant along the latitude. Hence,
the use of linear polynomials for the vertical displacement component in this direction is

x

y

z

10 m
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q = 105 N
m2
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s2

(a) Problem definition
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(b) Details of stiffener (c) Refined discretization

Figure 8.26: Hemispherical shell with stiffener [Zander et al., 2016].
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(a) Stress distribution on outer shell (b) Zoom-in on connection between shell and stiffener

Figure 8.27: von Mises stress in N/m2 on deformed structure (scaling factor = 500, p = 10)
[Zander et al., 2016].

sufficient. For this reason, the displacement is approximated by a trunk tensor space formed
by the following polynomial degree template

P =

ux uy uz( )r p p p
s p p p
t p p 1

. (8.26)

Here, p denotes the polynomial degree used for the remaining solution components. The
variables (r, s, t) represent the coordinate directions in the reference space of the element,
where t corresponds to the latitude direction.
To capture the expected singularity, the base discretization is refined at the connection

between the shell and the stiffener by superposing three levels of overlay elements as shown
in Figure 8.26c. As the overlay elements are defined in the index space of their corresponding
parent elements, the shape of these fine elements naturally follows the curved geometry.
The approximation obtained with the refined discretization is depicted in Figure 8.27. The

results show that the coarse base mesh efficiently captures the global deformation and the
resulting state of stress. At the same time, the local refinement accurately resolves the stress
concentration at the re-entrant corner.
To assess the quality of the numerical approximation in more detail, displacements and

stresses are recorded at the points labeled A and D in Figure 8.26b. The results are com-
pared to the reference values presented in [Rank et al., 2005] in Figure 8.28 and 8.29. The
comparisons show an excellent agreement of the convergence limits. This demonstrates that
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Figure 8.28: Convergence of displacement and stress at point A [Zander et al., 2016].
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(a) Displacement magnitude at point D
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(b) Von Mises stress at point D

Figure 8.29: Convergence of displacement and stress at point D [Zander et al., 2016].
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(b) Number of CG-iterations necessary for solving the
FE-equation system up to an accuracy of 10−15.

Figure 8.30: Comparison of computational performance for p = 1 . . . 10 after application of a
Jacobi pre-conditioner [Zander et al., 2016].

the advantageous approximation properties of the multi-level hp-scheme, observed for the
simply-shaped benchmarks discussed in the previous sections, also carry over to complex ge-
ometries. The solutions obtained by [Rank et al., 2005] show a slightly faster convergence
because Rank et al. used a problem-tailored mesh that was graded with a geometric progres-
sion of 0.15 towards the re-entrant corners. To achieve a similar performance, the presented
scheme would need to be extended to also feature anisotropic refinement mimicking general
geometric progressing factors.

The final aspect to be considered is the computational performance of the suggested refine-
ment scheme for this benchmark with a curved geometry. To this end, the condition number
of the stiffness matrix obtained by the multi-level hp-refinement scheme is compared to the
reference obtained by a pure p-elevation on the geometrically graded mesh used by Rank et
al. in Figure 8.30a. The depicted results demonstrate that the hierarchical overlay approach
yields a condition number that is in the same order of magnitude but slightly lower than the
classically graded p-mesh. As shown in Figure 8.30b, this advantage is also reflected in the
number of conjugate gradient iterations necessary to solve the respective finite element equa-
tion systems up to an accuracy of 10−15. It seems likely that the better conditioning of the
equation system is a consequence of the orthogonality properties observed for one-dimensional
problems in Section 8.1.2.
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Figure 8.31: Setup of discontinuous traction example with a base discretization of 2 × 2
elements (plane strain).

8.3 Singularities due to boundary conditions

The results presented in the previous section demonstrate that the multi-level hp-method is
well suited for the approximation of stress concentrations and singularities caused by re-entrant
corners in the domain. The aim of the present section is to analyze the applicability of the
method for situations in which the applied boundary conditions reduce the regularity of the
solution. For this purpose, the elastic continuum depicted in Figure 8.31 is considered, which is
loaded by a discontinuous traction on the top edge. To approximate the resulting deformation,
the variational boundary value problem (2.23) governing the linear elastic response is solved.
On the lower and the left side of the domain, symmetry boundary conditions are applied by
constraining the displacement normal to the respective edge. The left half of the top edge is
loaded by a uniform pressure q = 1, whereas homogeneous Neumann boundary conditions are
applied on the remaining parts of the boundary.
For the numerical approximation of the deformation resulting from the described loading,

the domain is first discretized with 2× 2 elements depicted in Figure 8.31. Due to the discon-
tinuity of the traction applied on the top edge of the domain, the vertical stress component
σyy is expected to be discontinuous at the point (a/2, 2). To account for this challenging so-
lution characteristic, the base discretization is refined by superposing an overlay mesh that is
geometrically graded towards this point. In analogy to the previously considered benchmarks,
the overlay mesh is created following the hp-d- or the multi-level hp-method, respectively.
In Figure 8.32, the approximations of the vertical stress component σyy obtained by different

discretizations with the same refinement depth are compared. According to the applied bound-
ary conditions, σyy is expected to be −1 on the left and 0 on the right half of the top edge.
This discontinuous characteristics can be captured sharply when using overlay meshes created
by the multi-level hp-method as demonstrated in Figures 8.32b and c. In contrast, the stress
approximation appears piece-wise linear when using an hp-d-overlay mesh (see Figures 8.32a).
To qualify this difference in more detail, the numerical stress approximations along the top
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(a) hp-d-grading, k = 6, p = 4 uni.,
226 dofs

(b) multi-level hp-grading, k = 6,
linear p-distribution, 1,978 dofs

(c) multi-level hp-grading, k = 6,
p = 4 uni., 1,282 dofs

Figure 8.32: Approximation of the vertical stress component σyy obtained by different dis-
cretizations.
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Figure 8.33: Numerical approximation of σyy-stress component on top edge (y = a). The
vertical lines correspond to element edges of 6-times refined mesh. Used abbreviations: elem.:
element, dofs: degrees of freedom, k: refinement levels, m.-l. hp: multi-level hp, dist.: distri-
bution.
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edge are plotted in Figure 8.33. In the illustration, the divisions along the abscissa correspond
to the element edges of the six-times refined mesh. The comparison first demonstrates that a
pure order-elevation on the original coarse mesh consisting of 2×2 elements yields an approx-
imation that suffers from severe oscillations. This Gibbs-like phenomenon is well known when
using polynomial shape functions for the approximation of discontinuous solutions. Interest-
ingly, however, refining the mesh by the hp-d-mesh does not decrease this deficiency. Instead,
both, the amplitude and the spread of the oscillations remain unchanged. The reason is that
the hp-d-overlay mesh approximates the solution only with linear shape functions, whereas the
high-order modes remain on the original coarse element. Hence, the linear overlay functions
only break the continuity on the final approximation, while the support—and thus the approx-
imation power—of the high-order mode remains unchanged. Accordingly, the superposition of
the linear overlay mesh does not correspond to a high-order mesh refinement. The situation
is therefore similar to the bi-material truss discussed in the motivating example 8.1.1.
This shortcoming of the refinement scheme can even be seen in Figure 8.33: at the edge of

the overlay mesh, the approximation of the hp-d-refined mesh is discontinuous. However, the
underlying high-order approximation appears continuous but only shifted by the constant off-
set function introduced by the derivative of the linear overlays. This gives a visual explanation
for the large spread of the oscillations.
As discussed in Section 8.1.1, the situation changes fundamentally when using high-order

shape functions in the multi-level hp-overlay mesh. In this case, the support of the high-
order modes is reduced to the overlay elements, which increases the approximation properties.
The results depicted in Figure 8.33 demonstrate that the multi-level hp-refinement limits the
oscillations to the finest elements.
When evaluating the approximation accuracy, it has to be taken into account that the

employed multi-level hp-overlay mesh requires about six times more degrees of freedoms than
the respective hp-d-mesh. To assess this aspect, the convergence of the error in the energy
norm (8.1b) is considered in the following. For this purpose, an overkill solution is computed
using 18 recursive refinements and a uniform ansatz order p = 20 (7.2146 · 104 degrees of
freedom) to obtain the following reference value:

1
2 · a(uex,uex) ≈ 7.2694419479162997 · 10−2. (8.27)

As for the benchmarks discussed in the previous section, first a uniform order elevation on
a pre-graded mesh created by the hp-d- or multi-level hp-method, respectively, is analyzed.
The corresponding results depicted in Figures 8.34 demonstrate that a pure p-elevation on the
unrefined base mesh yields an algebraic convergence of the error with a rate β ≈ 1. Due to
the discontinuity of the stress state, this convergence characteristic matches the expectations.
However, the use of a graded hp-d-overlay mesh does not change this nature. Instead, the
convergence turns algebraic in the asymptotic limit. Further, Figure 8.34a demonstrates that
also the gain in accuracy is only marginal.
In analogy to the previously discussed benchmarks, the performance of the uniform order

elevation is fundamentally different when using a pre-graded mesh created by the multi-level
hp-method. Although the asymptotic characteristic is still algebraic, the pre-asymptotic con-
vergence is exponential, and the turning point can be shifted to higher accuracy by using more
levels of refinement as shown in Figure 8.34b.
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(b) Convergence of multi-level hp-method

Figure 8.34: p-convergence results on a geometrically graded mesh (grading factor q = 0.5)
created with the hp-d- and the multi-level hp-method using a uniform p-distribution p =
1, 2, 3, . . .. Used abbreviations: k: number of refinements.

The direct comparison of the hp-d- and the multi-level hp-method in Figure 8.35a shows
that the previously mentioned increase in the number of unknowns is compensated by a
significant gain of accuracy. The figure also demonstrates that by changing from a uniform to
a linear distribution of p over the refinement levels and a simultaneous change of h and p, the
exponential convergence characteristic can extended to the asymptotic range. Further, the
change to a log- 3

√ -scaling in Figure 8.35b demonstrates that the convergence is exponential
in the form

||e||E ≤ C exp
(
γN θ

)
with θ = 1/3, (8.28)

which matches the theoretical expectations.
The present study confirms the findings presented in the context of singularities originating

form re-entrant corners. This demonstrates that the multi-level hp-method is also well appli-
cable to capture discontinuous stress states with high accuracy. This point is addressed again
in the context of dynamic mesh refinement in Chapter 9.

8.4 Problems with interior layers: the shock
benchmarkg

The results presented in the previous section demonstrate that the multi-level hp-refinement
scheme yields exponential convergence for singular problems. The following example analyses
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Figure 8.35: Direct comparison of the different refinement strategies. Used abbreviations:
uni.: uniform, ref.: refinement, elev.: elevation, m.-l. hp: multi-level hp, dist.: distribution.

whether the suggested refinement scheme is also applicable for problems featuring interior or
boundary layers. These scenarios are particular challenging as they typically demand complex,
three-dimensional mesh refinement patterns. To asses the performance of the multi-level hp-
method for this kind of applications, the well-known shock problem is considered by following
e.g. [Rachowicz et al., 2006].
The domain is defined as

Ω = (0, 1)3, (8.29)

and the radial coordinate is considered with respect to a shifted origin:

r =
√

(x− x0)2 + (y − y0)2 + (z − z0)2 with x0 = y0 = z0 = −1/4. (8.30)

The manufactured solution is then defined as a shock-like function:

u = tan−1(α(r − r0)) with r0=
√

3 and α ∈ {40, 80, 160}. (8.31)

Here, the scalar factor α determines the sharpness of the shock. This solution is approximated
by solving the following partial differential equation numerically

∆u = s ∀x ∈ Ω (8.32a)
∇u · n = g ∀x ∈ ∂Ω, (8.32b)



8.4. Problems with interior layers: the shock benchmark 125

(a) Overlay mesh construction for the multi-level hp
refinement.

(b) Numerical approximation of the gradient (α = 160)
using three levels of multi-level hp-refinement and p =
5

Figure 8.36: Local hp-mesh refinement for the shock problem [Zander et al., 2016].

in which the source term s and the surface flux g follow from the previously defined solution:

s = 2 α
rf

(
1− α2 r

f
(r − r0)

)
and g = α

rf



x− x0
y − y0
z − z0


 · n (8.33a)

with f = 1 + α2(r − r0)2. (8.33b)

To render the solution unique, an additional Dirichlet boundary condition is applied at the
point (1, 1, 1). As in the previous example, the error is considered in the energy norm (8.1b)
using the following reference values:

a(uex,uex) = 1
2

∫

Ω

(
α

f

)2

dΩ (8.34)

α = 40 : a(uex,uex) ≈ 2.23858386360232 · 101

α = 80 : a(uex,uex) ≈ 4.48424691179860 · 101

α = 160 : a(uex,uex) ≈ 8.97291532487928 · 101

For the numerical approximation of the solution, the domain is first discretized using 4×4×4
elements. This base mesh is refined in the vicinity of the shock by superposing multiple levels
of finer overlay elements. The refinement is steered geometrically towards the surface of the
sphere with radius r0. This results in the nested, three-dimensional mesh structure presented
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Figure 8.37: Convergence of the shock problem (α = 40) under uniform p-elevation on a
k-times graded mesh [Zander et al., 2016].

in Figure 8.36a. Figure 8.36b exemplarily depicts one numerical approximation computed on
the locally refined discretization.
In the following, the convergence of the error in the energy norm is studied. To this end, the

approximation accuracy is increased by elevating the polynomial degree of the shape functions
uniformly while keeping the number of refinements fixed. In Figure 8.37, the convergence
results are shown for a mild shock with α = 40. In this setting, the pure p-extension on the
non-refined base mesh already yields exponential convergence in the form

||e||E ≤ C exp
(
γN θ

)
with θ = 1/3, (8.35)

which—according to e.g. [Yosibash, 2012]—is to be expected for the regular solution under
consideration. However, the convergence rate can be further improved by using one- or two-
mesh refinements. As shown in Figure 8.37b, the finer elements in the vicinity of the shock
increase the exponential convergence rate γ by about 50%. When using three or more lev-
els of refinement, the convergence rates decrease again because the finer elements introduce
unnecessary unknowns, which over-resolve the mild shock.
This observation is confirmed when increasing the sharpness of the transition to α = 80 and

160, respectively, as shown in Figures 8.38 and 8.39. In these configurations, the width of the
shock is significantly smaller. Thus, an accurate resolution demands for a small element size.
Accordingly, the optimal number of refinement levels increases to three and four, respectively.
Further h-refinement decreases the rates of convergence again. These findings show that the
multi-level hp-method can also be used for regular but complex solutions to ensure and improve
exponential convergence.
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Figure 8.38: Convergence of the shock problem (α = 80) under uniform p-elevation on a
k-times graded mesh [Zander et al., 2016].
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Figure 8.39: Convergence of the shock problem (α = 160) under uniform p-elevation on a
k-times graded mesh [Zander et al., 2016].
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Chapter 9

Dynamic local mesh refinement and
coarsening

The previous chapter analyzed the applicability of the suggested multi-level hp-refinement
method to resolve singular solution features in the context of stationary examples. An addi-
tional challenge for any discretization scheme—which is the focus of the present chapter—is a
sharp solution feature that changes its position during the runtime of the simulation. Possi-
ble scenarios of engineering relevance include e.g. problems with sliding contact, propagating
wave and flame fronts, evolving cracks, phase changes, shocks, changing boundary conditions,
or moving heat sources such as lasers. In all these cases, the discretization has to be updated
dynamically throughout the runtime of the discretization to keep the refinement local to the
respective solution characteristics.

In the context of conventional refine-by-replacement strategies, this implies a continuous
creation, replacement, and deletion of elements. In particular, the coarsening of the mesh
demands for a sophisticated discretization kernel since a set of fine elements has to be re-
grouped into one coarse element. To the author’s knowledge, only very few code-frameworks
can handle this complexity in the context of hp-finite elements, for instance Hermes used
in e.g. [Korous and Šolín, 2012; Schnepp and Weiland, 2012; Šolín et al., 2010b; Šolín and
Korous, 2012a,b].

When instead the suggested refine-by-superposition approach is followed, the refinement
can be kept local to the discontinuity by simply “moving” the overlay mesh along with the
traveling sharp solution feature while keeping the base mesh unchanged. Technically, this does
not require a complex coarsening algorithm. Instead, only the depth of the element refinement
tree needs to be adjusted in every time-step of the simulation.

The aim of this section is to study the dynamic mesh refinement capabilities of the refine-
ment scheme. To this end, the sharp resolution of a propagating wave front is considered in
the first example. In the second example, the discontinuous load benchmark considered in
Section 8.3 is extended by continuously changing the position of the load during the runtime
of the simulation. In the third example, the traveling load benchmark is extended to three
dimensions.
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9.1 Propagating wavef

ΩΓN ΓD

ΓD

ΓD

100

S

30

Figure 9.1: Setup of compression wave example [Zander et al., 2015].

The aim of this first example is to analyze the capabilities of the suggested refinement
scheme to resolve a propagating wave front. To this end, the evolution of an acoustic wave is
considered using the well-known wave equation [Sadd, 2009]

∂2φ

∂t2
= ∆φ+ ŝ(x, t) ∀x ∈ Ω and t ∈ [0, 100] (9.1a)

φ = 0 ∀x ∈ ΓD and t ∈ [0, 100] (9.1b)
∇φ · n = 0 ∀x ∈ ΓN and t ∈ [0, 100] (9.1c)

φ = 0 ∀x ∈ Ω and t = 0 (9.1d)
∂φ

∂t
= 0 ∀x ∈ Ω and t = 0, (9.1e)

with Ω being depicted in Figure 9.1. Centered on the point S, the following wavelet-shaped
source term is applied to emit a wave front:

ŝ(x, t) = at(t) · ax(x) (9.2a)

with ax(x) = Ax · e
− (x−S)2

2σ2
x and at(t) = −At · (t− µ)e

− (t−µ)2

2σ2
t (9.2b)

and Ax = 100, At = 1000, σx = 6, σt = 1, µ = 10 (9.2c)

The time range is discretized in 200 equidistant time steps using the Newmark time stepping
scheme [Bathe, 2007; Hughes, 2000; Newmark, 1959]. The spatial domain is discretized with
10×10 elements on which shape functions with p = 4 are defined. During the simulation, this
base discretization is refined by superposing up to three levels of overlay elements. To keep
the refinement local to the wave front, the refinement tree depth of every element is adapted in
every time step. The refinement is steered by the relative energy contribution of the respective
element K in comparison to the total energy of the current solution:

||u||KE
||u||totE

> tol,
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(a) t = 5% (b) t = 12%

(c) t = 22% (d) t = 45%

(e) t = 57% (f) t = 78%

(g) t = 88% (h) t = 100%

Figure 9.2: Propagation of wave front and discretization over time (max. three overlay meshes,
p = 4) [Zander et al., 2015].



132 9. Dynamic local mesh refinement and coarsening

with tol being a user defined tolerance value.
Figure 9.2 depicts the results of this simulation, with the mesh being warped in the z-

direction according to the current wave amplitude. The time series shows that the suggested
refine-by-superposition approach allows the discretization to change dynamically during the
runtime of the simulation. In this way, the refinement can stay local to the propagating wave.

9.2 Traveling load in two dimensions
The results presented in Section 8.3 suggest that the multi-level hp-method is well suited to
resolve the jump in the stress state caused by a discontinuous traction boundary condition.
The current section aims at extending this study to the transient regime. To this end, the
traveling, discontinuous load illustrated in Figure 9.3 is considered.
As depicted, the elastic domain is defined by the rectangle Ω = (−2, 2) × (0, 1). The

structure is supported in the vertical direction from below and the horizontal displacement
is constrained at the lower left corner. In analogy to Example 8.3, the domain is loaded by
a discontinuous traction on the top edge, which—in this example—travels from left to right
during the runtime of the simulation. On all other edges, homogeneous Neumann boundary
conditions are applied.
The elastic response of the system is governed by the equations of linear elastodynamics

reading

ρü = ∇ · σ ∀(x, t) ∈ Ω× (0, T ] (9.3a)
σ = C : ε ∀(x, t) ∈ Ω× (0, T ] (9.3b)

ε = 1
2
(
∇u+∇u>

)
∀(x, t) ∈ Ω× (0, T ]. (9.3c)

As for the stationary case, σ denotes the stress tensor, C the elastic material tensor, ε the
engineering strain, and u the displacement vector. Additionally, ρ denotes the density of the
elastic material. The values of the material parameter are given in Figure 9.3. The problem
definition is completed by the homogeneous initial conditions for the displacement and the

1
2a

a = 2 m
p = 1 N/m2

T = 10 s
E = 210 · 109 N/m2

ρ = 7850 kg/m3

ν = 0.3

p

2
3a

t

1
2a a

1
2a

Figure 9.3: Setup of traveling load example (plane stress).
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(a) p-FEM, 8× 2 elements, p = 5, 902 degrees of freedom

(b) B-spline basis, 32× 8 knot-span elements, p = 5, 962 degrees of freedom

(c) hp-d-refinement, 8× 2 elements, 5 refinement levels, p = 5, 1004 degrees of freedom

(d) Multi-level hp-refinement, 8 × 2 elements, k = 5, linear p-distribution, pmax = 5, 1996 degrees of
freedom

(e) Multi-level hp-refinement, 8× 2 elements, k = 5, linear p-distribution, p = 5, 3812 degrees of freedom

Figure 9.4: Comparison of stress distribution σyy at t = 24% using different refinement strate-
gies. For better visualization, the deformation is magnified by a factor of 5 · 1010.
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velocity

u = u̇ = 0 ∀x ∈ Ω, t = 0. (9.4)

To approximate the resulting deformation, the above equations are considered in their weak
form. For the temporal discretization, the Newmark time-stepping scheme with 96 equidistant
time steps is used [Bathe, 2007; Hughes, 2000; Newmark, 1959]. For the spatial discretization,
a finite element mesh consisting of 8× 2 high-order elements is used.
The numerical approximation obtained with this discretization is depicted in Figure 9.4a

exemplarily for an intermediate time step. The result demonstrates that the high-order base
mesh can accurately capture the smooth part of the solution away from the discontinuous
loading condition. However, the jump in the stress state cannot be resolved sharply by the
coarse mesh. This is confirmed by the plot of the numerically computed vertical stress σyy
along the top edge depicted in Figure 9.5. In analogy to the stationary case in Example 8.3,
the coarse, high-order base mesh is not able to resolve the discontinuous stress state sharply.
Instead, the numerical solution suffers from severe oscillations that spread over large parts of
the domain and only decay after crossing multiple elements.
As discussed in the previous chapter, this phenomena is caused by the C∞-continuity of the

used polynomial shape functions, which does not allow for a separate representation of the
two distinct stress states within one element. This limitation causes the oscillatory artifacts.
Only the C0-inter-element continuity of the polynomial basis functions partially reduces the
coupling between the numerical solutions of adjacent elements. This limits the range of the
oscillations to the elements in the vicinity of the stress discontinuity.
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Figure 9.5: Surface traction σyy along the top of the block at t = 24%. The dashed lines along
the abscissa mark the boundaries of the base elements along the path. Used abbreviations:
elem.: elements, ref.: refinement, m.-l. hp: multi-level hp, k: number of refinement levels, lin.:
linear, uni.: uniform, dist.: distribution.



9.2. Traveling load in two dimensions 135

(a) t = 8%

(b) t = 24%

(c) t = 57%

(d) t = 100%

Figure 9.6: Stress distribution σyy at different time steps using the uniform multi-level hp-
refinement strategy (5 levels, p = 5). For better visualization, the deformation is magnified
by a factor of 5 · 1010.
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Accordingly, the oscillatory phenomena becomes more pronounced when using shape func-
tions that provide a higher global continuity, such as e.g. B-splines (see e.g. [Cottrell et al.,
2009; Hughes et al., 2005] on the use of B-spline basis functions). This is demonstrated in
Figures 9.4b and 9.5 using 32× 8 knot span elements of order five yielding a similar number
of unknowns as the previously considered p-FEM basis. The depicted results demonstrate
that the Cp−1-inter-element continuity of the B-spline basis functions prevents the effective
separation of the two solution states. Hence, the oscillations spread over the complete length
of the domain.
These observations underline the need for a local mesh refinement with a reduced solution

continuity in the vicinity of the changing loading conditions. For this purpose, the simulation
is repeated using the suggested overlay refinement technique. To keep the refinement local
to the discontinuity, the refinement tree depth of every base-element is adjusted according
to the current position of the moving load in every time-step of the simulation. As depicted
in Figure 9.6, this allows the refinement zone to follow the moving discontinuity, which is
traveling through the domain.
In a first step, the refinement is carried out following the hp-d approach. Here, the base

mesh remains unchanged, and the accuracy is increased by superposing five levels of overlay-
elements with linear shape functions only. The results depicted in Figure 9.4c demonstrate
a significant improvement in the approximation quality. In particular, the boundary of the
load surface is resolved more sharply. However, as shown in Figure 9.5, the oscillations in the
numerical stress solution are not bounded to the finest element level but still spread over large
parts of the domain—although with a reduced amplitude.g
In analogy to the stationary version of this benchmark, this poor result quality is due to the

use of overlay meshes with only linear shape functions. Since the high-order modes remain
active on the coarse base mesh, their support remains unchanged. Hence, the linear overlay
mesh only breaks the continuity of the approximation within the base element but does not
yield a high-order mesh refinement.
This is fundamentally different when using the graded or uniform multi-level hp-approach.

Since the high-order shape functions are moved from the base to the leaf-elements, their
support is minimized. Only this corresponds to a high-order mesh refinement and yields
a substantial increase of the approximation quality as shown in Figures 9.4d and e. Both
versions of the multi-level hp-method limit the spreading of the oscillations. In particular the
uniform multi-level hp-approach renders the traction surface extremely sharp, whereas the use
of a linearly increase p-distribution appears to be a good compromise between accuracy and
efficiency.g
These results demonstrate that the high approximation quality observed for the stationary

Benchmark 8.3 also carry over to situations that demand a dynamic change of the discretization
during the runtime of the simulation.

9.3 Traveling load in three dimensionsb

The aim of the last example of this section is to analyze whether the approximation properties
observed for the previous two-dimensional example also carry over to higher dimensions. To
this end, the three-dimensional counterpart of the last example, depicted in Figure 9.7, is
considered.
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Figure 9.7: Setup of traveling load example [Zander et al., 2016].

Problem definitiong

In analogy to the two-dimensional case, a linear elastodynamic problem is solved. The density
is chosen as ρ = 7850 kg/m3, the Young’s modulus as E = 210 · 109 N/m2 and Poisson’s ratio
as ν = 0.3. Furthermore, the end time T is set to 10 s.
As depicted in Figure 9.7, the domain is simply supported on the lower face:

uz = 0 ∀(x, t) ∈ ΓD × (0, T ] with ΓD = {(x, y, z) ∈ Ω : z = 0}. (9.5)

To prevent rigid body motions, the displacement is further fixed at two additional points as
follows:

ux = uy = 0 on x = (0, 0, 0), t ∈ (0, T ] (9.6)
uy = 0 on x = (2, 0, 0), t ∈ (0, T ]. (9.7)

A vertical traction

σ · n = −




0
0
1


 ∀(x, t) ∈ Γq(t)× (0, T ] (9.8)

is applied onto the square load surface depicted in dark gray in Figure 9.7:

Γq(t) = {(x, y, z) ∈ Ω : |x− Px(t)|+ |y − Py(t)| ≤ w/2, z = 1} with w = 5
6 . (9.9)

During the simulation runtime, the center point P—and with it the load surface—moves across
the top surface of the domain as follows:

[
Px(t)
Py(t)

]
= −

[
1.0
0.5

]
+ t

T

[
2
1

]
. (9.10)

On the remaining part of the boundary

Γ0 = (∂Ω \ΓD) \Γq, (9.11)
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homogeneous Neumann boundary conditions are applied

σ · n = 0 ∀(x, t) ∈ Γ0(t)× (0, T ]. (9.12)

To complete the problem definition, the initial displacement and velocity are set to zero:

u = u̇ = 0 ∀x ∈ Ω, t = 0. (9.13)

Numerical setupg

For the numerical approximation of the solution, the multi-level hp-approach is combined with
the Newmark time stepping scheme using 48 time steps [Bathe, 2007; Hughes, 2000; Newmark,
1959]. In a first approach, the spatial domain Ω is discretized by 4× 2× 2 elements of order
p = 4. To avoid any side-effects resulting from the numerical quadrature of the discontinuous
traction (9.8), a high-resolution integration mesh of 64 × 64 integration cells per element is
used to accurately capture the load on the top surface. This integration mesh is used for all
following mesh refinement configurations.
From the boundary condition (9.8) applied on the top surface, it is evident that the vertical

stress σzz on the top surface should be −1 within the load surface Γq and zero outside. Any
deviation from this expected result can thus be identified as a discretization error.

Numerical results

The stress distribution obtained using this numerical setup is depicted exemplarily for an
intermediate time step in Figure 9.9a. As for the two-dimensional benchmark considered in
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Figure 9.8: Vertical stress σzz along top of the block (cut AB) at t = 38% [Zander et al.,
2016]. Used abbreviations: ref.: refinement, m.-l. hp: multi-level hp, k: number of refinement
levels, lin.: linear, uni.: uniform, dist.: distribution.
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(a) No refinement (p = 4, 4,131 unknowns)

(b) hp-d-refinement [Rank, 1992; Schillinger et al., 2012b] (p = 4, k = 6, 10,257 unknowns)

(c) Multi-level hp-refinement (linear p-distribution, pmax = 4, k = 6, 51,165 unknowns)

(d) Multi-level hp-refinement (uniform p-distribution, p = 4, k = 6, 472,215 unknowns)

Figure 9.9: Comparison of vertical stress distribution σzz at t = 38% using different refinement
strategies. For better visualization, the deformation is magnified by a factor of 5 · 1010. Used
abbreviations: p: polynomial degree of shape functions; k: number of refinement levels [Zander
et al., 2016].
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(a) t = 4%

(b) t = 24%

(c) t = 38%

(d) t = 100%

Figure 9.10: Vertical stress distribution σzz at different time steps using the uniform multi-level
hp-refinement strategy (p = 4, k = 6). For better visualization, the deformation is magnified
by a factor of 5 · 1010 [Zander et al., 2016].
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the previous section, the coarse, high-order base mesh can correctly capture the global solution
characteristic of the problem. However, the boundary of the load surface cannot be resolved
sharply. Instead, the solution suffers from significant oscillations that spread over large parts
of the domain as depicted in Figure 9.8.
In analogy to the two-dimensional counterpart, the accurate resolution requires a non-

uniform refinement of the mesh that stays local with respect to the traveling load. As shown
in Figure 9.10, this dynamically changing discretization also works for the present three-
dimensional setting by the applied refine-by-superposition approach. The discretization is
refined as soon as the load surface Γq enters an element and coarsened again when the singu-
larity has left the element.
As depicted in Figure 9.9, this non-uniform refinement yields a significant improvement of

the approximation quality. Furthermore, the cut along the top surface depicted in Figure 9.8
shows that—also for this three-dimensional benchmark—the oscillations in the stress state
are confined to the finest element level. These results demonstrate that the potential of
the multi-level hp-refinement method to resolve moving sharp solution features carry over to
three-dimensional problems.
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Chapter 10

Application to fictitious domain
problems

The previous two chapters analyzed the applicability of the suggested multi-level hp-refinement
scheme to accurately resolve the complex solution state in the vicinity of singularities. As
demonstrated, these points of singularities can be fixed in space or even change their position
during the runtime of the simulation.
Another challenge for any discretization scheme—which is the focus of this chapter—arises

when not only the singularity itself but also the complete object under consideration is chang-
ing its position or shape during the course of the simulation. Possible scenarios of engineering
interest that face this problem include e.g. the motion of rigid objects in fluid flow, or moving
non-conductors in an electric or thermal field. The common challenge of these applications is
the continuous change of the computational domain Ω throughout the runtime of the simula-
tion.
Classical discretization approaches resolve this problem by updating the mesh in every time-

step. An alternative approach—followed in this work—is the use of a fixed background mesh.
In this discretization technique, the geometry of the moving body is not resolved by the
mesh explicitly. Instead, it is immersed or embedded in the discretization. One discretization
approach that follows this idea and has gained increasing popularity in the past decade is the
Finite Cell Method (FCM).
A second challenge rising in the context of moving inclusions is that these inclusions might

introduce steep gradients, discontinuities or even singularities in the solution. As in the case of
stationary problems, this calls for a local refinement of the discretization. However, since the
inclusions are changing their position, this refinement has to be adapted dynamically during
the course of the simulation.
As demonstrated in the previous chapter, the suggested superposition-based hp-refinement

allows for this flexibility in the discretization. For this reason, the aim of this chapter is
to analyze whether the multi-level hp-approach and the finite cell concept can be combined
to capture the solution state around moving objects on a fixed, non-boundary conforming
background mesh. To this end, the first section of this chapter reviews the core principles of
the Finite Cell Method. In the second part, the combination of the two methods is tested for
different two- and three-dimensional examples.
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10.1 Essential idea of the Finite Cell Methode

In daily engineering practice, the mesh-generation process is often time consuming and some-
times even a limiting factor when using the Finite Element Method for industrial applications
[Cottrell et al., 2009; Hughes et al., 2005]. This problem becomes even more severe for the
p-version of the Finite Element Method: since the solution can be represented by coarser ele-
ments than in the h-version, the elements have to assume the possibly complex shape of the
domain to yield accurate results [Szabó and Babuška, 1991]. The Finite Cell Method (FCM)—
introduced in [Düster et al., 2008; Parvizian et al., 2007]—aims at reducing this problem by
combing the benefits of higher-order Finite Elements with the ideas of fictitious domain meth-
ods.
This approach has proven its excellent applicability in various contexts of engineering rele-

vance including linear elasticity [Düster et al., 2008; Parvizian et al., 2007], topology optimiza-
tion [Cai et al., 2014; Parvizian et al., 2011], geometrically nonlinear continuum mechanics
[Schillinger, 2012; Schillinger et al., 2012b,c], contact mechanics [Bog et al., 2015], computa-
tional steering [Yang et al., 2012a,b], bio-medical engineering [Ruess et al., 2012; Verhoosel
et al., 2015; Wille et al., 2016], elastoplasticity [Abedian et al., 2013, 2014], wave propaga-
tion in heterogeneous materials [Duczek et al., 2014; Joulaian et al., 2014], implicit dynamics
[Elhaddad et al., 2015], local enrichment for material interfaces [Joulaian and Düster, 2013],
numerical homogenization [Heinze et al., 2015], porous media [Duczek et al., 2015; Joulaian
et al., 2016], unstructured meshes [Duczek and Gabbert, 2016; Varduhn et al., 2016], convec-
tion diffusion problems [Cai, 2013], Karhunen-Loeve expansion [Betz et al., 2014], thin-walled
structures [Guo and Ruess, 2015a,b; Rank et al., 2011], design-through analysis and isogeomet-
ric analysis [Kudela et al., 2015, 2016; Rank et al., 2012; Ruess et al., 2013, 2014; Schillinger
et al., 2012a], thermoelasticity [Zander et al., 2012], cohesive delamination [Zander et al.,
2017], and fluid-structure interaction [Kamensky et al., 2015; Xu et al., 2015]. Recently, the
convergence properties of the method have been analyzed in detail in [Dauge et al., 2015].
A comprehensive review of the method and its recent extensions is given in [Schillinger and
Ruess, 2014]. An open-source MATLAB-toolbox presented in [Zander et al., 2014] offers an
easy start into this research field.h

The core principles of this approach are outlined in the first part of this section. The
second part addresses the imposition of boundary conditions for non boundary-conforming
discretizations.

10.1.1 Basic concept

The essential idea of the Finite Cell Method is to simplify the mesh-generation process by
separating the approximation of the analytical solution from the geometry representation of
the physical domain. For this purpose, two independent meshes are introduced: the solution
and the integration mesh. The first mesh is used to approximate the analytical solution and,
thus, spans the shape functions. However, it does not resolve the geometry of the domain.
This is done by the second mesh, which is completely independent of the first one and does
not introduce any additional degrees of freedom.
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Ωphy

ΓN

ΓD

t̂

∪ =

Ωfict Ω∪

α = 1

α → 0

Figure 10.1: Principle idea of the finite cell method (FCM) following [Parvizian et al., 2007]:
the complex physical domain Ωphy is extended by a fictitious domain Ωfict such that their union
Ω∪ yields a much simpler geometry. The original problem is recovered using the indicator
function α (taken from [Zander et al., 2017]).

Solution mesh

The first step to separate the two meshes is to embed the actual physical domain Ωphy in a
fictitious domain Ωfict such that their union Ω∪ yields a simple shape. This idea is depicted
in Figure 10.1. To recover the original boundary value problem on the new domain Ω∪, an
indicator function α is defined as

α(x) =
{

1 ∀x ∈ Ωphy

0 ∀x /∈ Ωphy
1.

(10.1)

Using this indicator, the bi-linear form a(·, ·) of, for example, a linear elastic problem can
then be rewritten as

a (u,v) =
∫

Ωphy

ε (v) : C : ε (u) dΩ (10.2a)

=
∫

Ωphy

1 · ε (v) : C : ε (u) dΩ +
∫

Ωfict

0 · ε (v) : C : ε (u) dΩ (10.2b)

≈
∫

Ω∪

α · ε (v) : C : ε (u) dΩ. (10.2c)

The right hand side f(·) is treated in analogy. In this way, the meshing of the complex physical
domain can be simplified, as the simply-shaped domain Ω∪ can be discretized instead using a
Cartesian-shaped solution mesh. This renders the mesh-generation process trivial. To avoid a
confusion of names, the resulting non boundary-conforming, high-order elements are denoted
as finite cells giving the method its name.

1Choosing α as zero outside of the physical domain has a detrimental effect on the condition number of
the stiffness matrix. To control the conditioning, the value of α is typically set to a small value that allows
solving the system of equations without numerical problems. Experience shows that direct solvers can handle
values of α ≈ 10−10 without major difficulties.
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Integration mesh

The second step is to recover the domain geometry using a separate integration mesh. In
principle, this second mesh can be generated following various strategies.
The classical approach is to use a space-tree as integration mesh. Starting from the non-

conforming solution mesh, cut cells are recursively refined towards the domain boundary
yielding a quad- or octree structure. This approach has the advantage that it requires only a
simple inside-outside test. It can therefore also be applied in conjunction with simple geometry
modeling techniques such as voxel-models.
A more advanced approach is to use conforming integration simplices by triangulating the

physical domain. XFEM- and Level Set-based methods commonly apply this strategy [Dréau
et al., 2010; Legrain et al., 2012]. Typically, this approach is used with linear simplices.
However, the method can also be extended to higher-orders as shown in [Cheng and Fries,
2009; Sevilla et al., 2008, 2011a,b,c]. The applicability of these approaches in the context of
fictitious domain methods is demonstrated in [Fries and Omerović, 2015; Kudela, 2013; Kudela
et al., 2015, 2016; Legrain, 2013; Stavrev, 2012; Stavrev et al., 2016].

10.1.2 Boundary conditions
One challenge in the context of embedded domain methods is the imposition of boundary
conditions. Since the boundary is not resolved by edges of the finite cells, a classical imposition
over the element edges is not possible. Accordingly, alternative approaches have to be applied.
The following two sub-sections summarize the most prevalent techniques.

10.1.2.1 Neumann boundary conditions

Like in the classical FEM, homogeneous Neumann boundary conditions need no special treat-
ment in the FCM. In the case of in-homogeneous Neumann boundary conditions, the respective
boundary integral term on the right hand side of the weak form has to be computed. Since
the mesh does not resolve the boundary, this integration cannot be performed over the facets
of the elements as in conventional finite elements. Instead, an explicit surface discretization is
introduced on which the traction integral can be evaluated. Just as the previously described
integration mesh, this surface integration mesh is independent of the actual solution mesh and
does not introduce additional degrees of freedom. A convenient way to generate this mesh is
to provide the surface of interest in the Surface Tesselation Language (STL). The STL format
is supported by most CAD systems and represents surfaces as a collection of linear triangles
over which the integration can be performed.

10.1.2.2 Dirichlet boundary conditions

In contrast to the Neumann case, the incorporation of Dirichlet boundary conditions is more
challenging. As discussed in Section 2.2, these are classically imposed by explicitly choosing
the shape functions from kinematically admissible spaces, such that the prescribed values are
met on the boundary by definition [Szabó and Babuška, 1991]. This imposes the boundary
conditions in the strong sense.
A similar approach can be followed in the case of non-boundary conforming discretizations

by adapting the admissible function spaces for the particular geometry under consideration.
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Popular methods following this idea are for example web- and i-spline based methods (see e.g.
[Höllig et al., 2001; Sanches et al., 2011]).
An alternative approach followed in this work is to extend the weak formulation such that

it directly incorporates the Dirichlet boundary conditions. Possible strategies for this purpose
are for example the Lagrange Multiplier or Penalty Method [Gerstenberger and Wall, 2010;
Schillinger et al., 2012c; Zhuang, 2010; Zienkiewicz et al., 2005a]. Alternatively, an approach
originally introduced by Nitsche [1971] for the Laplace problem can be used, which was later
extended to other applications [Bazilevs and Hughes, 2007; Embar et al., 2010; Fernández-
Méndez and Huerta, 2004; Hansbo et al., 2005]. The idea of this method is to extend the
original weak form by additional constraining expressions as follows:

ã (u,v) = a (u,v)−
∫

ΓD

(σ (u) · n) · v dΓ−
∫

ΓD

(σ (v) · n) · u dΓ + β

∫

ΓD

v · u dΓ

(10.3)

and f̃ (v) = f (v)−
∫

ΓD

(σ (v) · n) · û dΓ + β

∫

ΓD

v · û dΓ. (10.4)

The first additional integral of the bi-linear form follows naturally from the divergence theorem
when the test functions are not restricted to be homogeneous on the boundary. Therefore, it
ensures the method’s consistency. The second additional term of ã and the first additional
term of f̃ are introduced to yield a symmetric stiffness matrix. The two remaining integrals
are introduced for numerical stabilization, since coercivity might be lost when subtracting the
consistency terms from the bi-linear form. With this extension, the discrete problem can be
reformulated incorporating the Dirichlet boundary conditions in the weak sense as follows:

Find uh ∈V (Ω) such that ã (uh,vh)= f̃ (vh) ∀vh ∈ V (Ω) . (10.5)

In analogy to Neumann boundary conditions, the constraining expressions are evaluated using
a separate surface integration mesh.
The major advantage of Nitsche-like methods is their inherent consistency, which ensures

that the solution of the original strong problem also solves the modified weak problem [Arnold
et al., 2001; Embar et al., 2010; Fernández-Méndez and Huerta, 2004]. However, the major
challenge of this approach is to select the stability parameter β large enough to guarantee
the coercivity of the modified weak form. As shown in [Bazilevs and Hughes, 2007; Embar
et al., 2010; Fernández-Méndez and Huerta, 2004], the correct value of β is dependent on the
mesh-size h, the polynomial degree p, and the material parameters. In [Embar et al., 2010;
Fernández-Méndez and Huerta, 2004; Hansbo et al., 2005] it is suggested to solve an auxiliary
eigenvalue-problem to estimate β.

10.2 Numerical examples

10.2.1 Rotating ellipse examplea

The aim of this first example is to assess whether the multi-level hp-approach and the Finite
Cell Method can be combined to capture the temperature distribution around moving objects
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Figure 10.2: Setup of rotating ellipse example in the context of the Finite Cell Method [Zander
et al., 2015].

on a fixed background mesh in a two-dimensional setting. For this purpose, the setup depicted
in Figure 10.2 is considered. As illustrated, the physical domain has a rectangular shape in
which a non-conducting inclusion in the form of an ellipsoid is embedded. With time, the
inclusion rotates about the center point of the outer square. To simulate the heat flux around
the rotating ellipse, the following model problem is considered

∂φ

∂t
= ∆φ ∀x ∈ Ω and t ∈ [0, 2] (10.6a)

φ = 1 ∀x ∈ ΓD1 and t ∈ (0, 2] (10.6b)
φ = 0 ∀x ∈ ΓD2 and t ∈ (0, 2] (10.6c)

∇φ · n = 0 ∀x ∈ ΓN and t ∈ (0, 2] (10.6d)
φ = 0 ∀x ∈ Ω and t = 0. (10.6e)

For the temporal discretization, a backward Euler approach with 32 equidistant time steps is
used. The spatial discretization follows the concept of the Finite Cell Method. As illustrated
in Figure 10.2, a coarse mesh of 5×5 elements partitions the square domain without resolving

(a) t = 10% (b) t = 30% (c) t = 80% (d) t = 100%

Figure 10.3: Heat flow around the rotating ellipse, no refinement, p = 4 [Zander et al., 2015].
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(a) t = 10% (b) t = 30% (c) t = 80% (d) t = 100%

Figure 10.4: Heat flow around the rotating ellipse with p = 4 and 2 levels of hp-d-refinements
[Zander et al., 2015].

the inclusion. On this non-boundary confirming mesh, the FCM indicator function α recovers
the original problem. Within the embedded ellipse, the value of α is set to 10−10 to account
for the non-conductive nature of the inclusion. Outside of the ellipse, α is set to one. For the
numerical integration of the physical domain, a quad-tree of depth five is used. The resulting
integration mesh is updated in every time step to resolve the motion of the ellipse.
The numerical approximation obtained with this discretization is depicted in Figure 10.3.

The results show that the coarse finite cell mesh can capture the global solution state correctly.
However, the approximation suffers from oscillations in the elements cut by the ellipse. The
reason for this problem is that the shape of the ellipse is slim compared to the size of the
elements. Due to this design of the benchmark, most coarse elements intersect the physical
domain on both sides of the ellipse. Hence, the high-order shape functions of the coarse
elements have to approximate two independent solution states that might differ significantly.
This complexity yields the oscillations. Accordingly, the discretization has to be refined locally
and dynamically around the embedded boundary of the rotation ellipse. For this purpose,
the suggested superposition-based refinement scheme is used. To account for the motion of
the ellipse, the depth of the element refinement trees is updated in every time-step of the
simulation.
In a first step, the hp-d-method with two levels of refinement is used. As shown in Figure 10.4,

the refinement has a beneficial effect on the result quality, but the oscillations remain present.
In analogy to the two previous chapters, the reason for this is the piece-wise linear nature of
the overlay solution. Since the high-order shape functions remain active on the coarse base
mesh, their support is not decreased. Accordingly, the original problem remains present as
the high-order shape functions still have support in the physical domain on both sides of the
ellipse. Even increasing the number of overlay meshes yields only a minor improvement of the
result quality as illustrated in Figure 10.5.
The situation is fundamentally different when using the multi-level hp-version of the overlay

refinement as depicted in Figure 10.6. Since the high-order shape functions are moved to the
overlay mesh, their support is decreased. Therefore, the high-order shape function have no
longer support on both sides of the ellipse. This solves the original problem. Accordingly, the
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(a) t = 10% (b) t = 30% (c) t = 80% (d) t = 100%

Figure 10.5: Heat flow around the rotating ellipse with p = 4 and 4 levels of hp-d-refinements
[Zander et al., 2015].

(a) t = 10% (b) t = 30% (c) t = 80% (d) t = 100%

Figure 10.6: Heat flow around the rotating ellipse with p = 4 and 2 multi-level hp-refinements
[Zander et al., 2015].

artificial oscillations vanish even when using only two levels of refinement.

10.2.2 Embedded moving ellipsoid
The objective of this second example is to study whether the combination of the multi-level hp-
and the Finite Cell Method is able to capture the solution state around a moving object also
in the context of a three-dimensional setting. To this end, the heat conducting cube depicted
in Figure 10.7 is considered. Within the cube, an insulator in the shape of an ellipsoid is
embedded. As illustrated in Figure 10.7, the inclusion moves from bottom to top with time.
As in the previous two-dimensional example, the transient heat flux around this inclusions

is analyzed by solving the transient, linear heat equation on this domain

∂φ

∂t
= ∆φ ∀x ∈ Ω and t ∈ (0, T ]. (10.7)
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Figure 10.7: Setup of embedded moving ellipsoid: a heat-conducting cube of size 2× 2× 2 is
considered. On the bottom and top of the cube, the temperature value is fixed to zero and
an one, respectively. Within the cube, an insulator in the shape of an ellipsoid is embedded.
The inclusion moves from bottom to top with time. Because of the symmetry of the problem,
only the shaded quadrant of the cube is considered.

On the bottom and top of the cube, the temperature value is fixed to zero and one, respectively

φ = 0 ∀x ∈ [0, 2]× [0, 2]× {0} and t ∈ (0, T ] (10.8a)
φ = 1 ∀x ∈ [0, 2]× [0, 2]× {1} and t ∈ (0, T ] (10.8b)

On the remaining boundaries, homogeneous Neumann boundary conditions are applied. The
problem description is completed by a homogeneous initial condition

φ = 0 ∀x ∈ Ω and t = 0. (10.9)

As in the previous example, the analytical solution is approximated using the backward
Euler time-stepping scheme for the temporal and the Finite Cell Method for the spatial dis-
cretization. The time range is sub-divided in 64 equal time steps. The spatial discretization
takes advantage of the problem’s symmetry by only considering the quadrant shaded in Fig-
ure 10.7. In a first step, this reduced domain is partitioned using 2 × 2 × 4 finite elements.
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Following the concept of the Finite Cell Method, these elements do not resolve the embed-
ded inclusion but only the surrounding cuboid. The original problem is recovered using the
indicator function α. The non-conducting nature of the inclusion is modeled numerically by
choosing α = 10−3 within the moving ellipsoid. In the remaining domain, α is set to one. For
the numerical quadrature of the stiffness matrix, an octree integration scheme of depth three
is used in the finite cells cut by the inclusion. To account for the motion of the ellipsoid, the
integration tree is updated according to the current position of the inclusion in every time
step.
The numerical approximation of the heat flux obtained with this discretization is depicted

for different time states in Figure 10.8. The results confirm the findings of the previously

(a) t = 1% (b) t = 12% (c) t = 26% (d) t = 39%

(e) t = 57% (f) t = 75% (g) t = 92% (h) t = 100%

Figure 10.8: Heat flux around moving inclusion, no refinement, p = 5.
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considered two-dimensional benchmark: the coarse finite cell mesh is able to capture the global
solution state, but the numerical approximation is oscillatory in cells cut by the inclusion. As
discussed in the context of the two-dimensional example, the cause of this problem is that
some of the coarse elements intersect the physical domain on the top and bottom sides of
the ellipsoid. Therefore, the used high-order shape functions have to account for two solution
states that potentially differ significantly. Accordingly, the discretization has to be refined
locally around the embedded boundary of the inclusion.
As observed in the context of the two-dimensional counterpart of this example, the use of

the hp-d-method for the refinement of the discretization has only minor beneficial effects on
the result quality since the support of the high-order shape functions remains unchanged.
For this reason, the multi-level hp-technique is used. Accordingly, the aforementioned coarse
base discretization is refined by superposing four levels of overlay meshes in the vicinity of
the embedded boundary. The refinement is guided geometrically by recursively sub-dividing
every element that is cut by the boundary of the embedded ellipse. To account for the motion
of the inclusion, the refinement tree of every element is updated dynamically in every time
step of the simulation according to the current position of the ellipsoid.
The approximation to the analytical heat flux obtained with this discretization is depicted

for different time states in Figure 10.9. The results demonstrate that the decrease of the shape
function’s support achieved by the multi-level hp-refinement effectively prevents oscillations.
This confirms that the high approximation quality of the multi-level hp-method also carries
over to the simulation of moving inclusions embedded in three-dimensional structures.



(a) t = 1% (b) t = 12% (c) t = 26% (d) t = 39%

(e) t = 57% (f) t = 75% (g) t = 92% (h) t = 100%

Figure 10.9: Heat flux around moving inclusion, 4 levels of multi-level hp-refinement, p = 5.
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Chapter 11

Application to cohesive delaminationh

In many engineering and industrial applications, the accurate prediction of crack initiation
and propagation is of major importance to prevent catastrophic failure. As demonstrated in
Section 8.2.2, the suggested multi-level hp-refinement method requires only a small number of
unknowns to capture the complex stress state ahead of a crack tip with high accuracy. The
aim of this chapter is to assess whether this high-approximation capabilities can also be used
to capture the initiation and the propagation of a cracks.
For this purpose, the numerical scheme has to be extended by a failure model. Depending

on the properties of the used material, the fracture mechanism might be brittle along a sharp
interface or occur within a fracture process zone, in which the material gradually loses its
strength. The current work focuses on this second fracture mechanism.
A common approach to capture this kind of failure is the use of cohesive zone models first

introduced in [Dugdale, 1960] and [Barenblatt, 1962]. The basic idea of these models is to
describe the cohesive forces in the fracture process zone with respect to the crack opening using
a traction-separation law. In [Hillerborg et al., 1976], this modeling strategy was combined
with the finite element method to simulate crack initiation and propagation numerically. Over
the decades, this approach has proven its potential in diverse fields of application such as void
nucleation [Needleman, 1987], quasi-static crack growth [Needleman, 1990a,b; Tvergaard and
Hutchinson, 1992], and e.g. dynamic crack growth [Pandolfi et al., 2000; Ruiz et al., 2001;
Xu and Needleman, 1994]. In particular, in cases where the potential crack path is known in
advance as in e.g. laminated structures, cohesive zone models yield their full potential since
they can be incorporated easily in the finite element formulation [de Borst and Remmers,
2006; de Borst et al., 2004; Geubelle and Baylor, 1998; Schellekens and de Borst, 1993a]. A
review about the basic principles of the method is given e.g. in [Planas et al., 2003].
Despite their advantages, the use of cohesive zone models is numerically challenging due to

their “intrinsic discretization sensitivity” [Samimi et al., 2011a]. In particular, the cohesive
zone ahead of the crack requires sufficiently small elements to prevent artificial, discretization-
induced oscillations in the load-displacement curve as reported in numerous works [Alfano and
Crisfield, 2001; Crisfield and Alfano, 2002; Dimitri et al., 2014; Guiamatsia et al., 2009; Harper
and Hallett, 2008; Hermes, 2010; Mi et al., 1998; Nguyen and Nguyen-Xuan, 2013; Samimi
et al., 2009, 2011a,b; Tomar et al., 2004; Turon et al., 2007; Wang and Waisman, 2015].
Studies presented in [Harper and Hallett, 2008; Hermes, 2010; Tomar et al., 2004; Turon

et al., 2007; Wang and Waisman, 2015] show that the cohesive zone must be resolved with
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at least two to five elements when using linear shape functions to achieve reasonable results.
Resolving the whole computational domain with such a fine resolution is prohibitively expen-
sive. Hence, the mesh is typically refined locally along the crack path, given that it is known
a priori.
The task of further improving the discretization performance is still a topic of active research.

Recently, B-spline and NURBS basis functions have been used to resolve the progressing crack
with high accuracy [Hosseini, 2014; Hosseini et al., 2015; Nguyen et al., 2014; Verhoosel et al.,
2011]. The positive effect of higher-order shape functions on the artificial, discretization-
induced oscillations is studied in [Nguyen and Nguyen-Xuan, 2013]. In [Dimitri et al., 2014],
the approach has been further extended by using T-splines to refine the discretization non-
uniformly along the crack path.
However, the possible crack paths can become large and spoil an efficient analysis. Lami-

nated wing structures, for example, have dimensions of several meters whereas a high approxi-
mation accuracy is needed only in the vicinity of the cohesive failure zone of a few millimeters.
Consequently, an a priori refinement along the full crack path adds a large number of unnec-
essary additional degrees of freedom to the discrete system.
To avoid this problem, alternative approaches have been developed allowing for a locally

bounded refinement zone that follows the crack tip. Common strategies use adaptive hier-
archical enrichment [Crisfield and Alfano, 2002; Guiamatsia et al., 2009], self-adaptive finite
elements [Samimi et al., 2011a,b], adaptive h-refinement [Park et al., 2012], or error-driven
adaptive re-meshing [Khoei et al., 2012]. All these approaches significantly increase the accu-
racy of the approximation at the crack tip. However, they are restricted to an approximation
with linear shape functions. This demands for a fine base mesh to capture the global defor-
mation accurately.
The high approximation quality of hp-finite elements seem to be a natural choice to over-

come efficiently the problem of artificial, discretization-induced oscillations in cohesive fracture
propagation. However, the moving crack front requires a continuously adaptive change of the
discretization throughout the simulation to ensure a sufficient locally refined cohesive process
zone. Following the conventional hp-idea, where coarse elements are replaced during runtime
by a finer mesh, is challenging and demands for a very sophisticated discretization kernel [Šolín
et al., 2010a; Šolín and Korous, 2012a,b].
As demonstrated in the previous two chapters, the suggested multi-level version of hp-FEM

is well capable of adapting the mesh throughout the runtime of the simulation. The aim of this
chapter is to analyze whether these dynamic discretization features can be used to resolve the
cohesive zone ahead of the crack tip by a local mesh refinement that follows the propagating
crack. To this end, the first section provides a review of the essential ideas of the cohesive
zone modeling. In the second section, the capability of the suggested multi-level hp-refinement
approach is tested in the context of different two- and three-dimensional benchmarks.

11.1 Numerical simulation of cohesive crack growth
Within the cohesive zone model, the crack is modeled as a sharp interface immersed in the
physical domain Ω. As illustrated in Figure 11.1a, the path ΓC along which the crack po-
tentially evolves is assumed to be known in advance. This is reasonable when considering
e.g. the delamination of composite structures or cracks along material interfaces. Across the
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Figure 11.1: Cohesive crack growth [Zander et al., 2017].

cracked interface, the displacement u may be discontinuous yielding a crack opening JuK. The
resulting gap can be split into a normal and tangential part JunK and JusK, respectively. Pure
normal separation is referred to as mode I fracture, whereas the shear separations represent
sliding fracture (mode II) and tearing fracture (mode III). In the following, the equations gov-
erning the cohesive crack growth and the use of the finite element method for the numerical
simulation of this process are discussed.

11.1.1 Governing equations
Assuming linear elasticity, the deformation of the continuum is described by the following set
of partial differential equations:

∇ · σ + b̂ = 0 on Ω (11.1a)
σ = C : ε on Ω (11.1b)

ε = 1
2
(
∇u+∇u>

)
on Ω (11.1c)

u = û on ΓD (11.1d)
σ · n = t̂ on ΓN (11.1e)
σ · n = t(JuK) on ΓC . (11.1f)

In analogy to the pure elastic model discussed in Section 2.1, σ describes the stress tensor, b̂
the prescribed body force, C the elasticity tensor, ε the linear strain tensor, u the displacement
vector, n the surface normal vector, û the prescribed displacement on the Dirichlet boundary
ΓD, and t̂ the prescribed surface traction on the Neumann boundary ΓN .
The traction-separation law t(JuK) in (11.1f) extends the conventional elasticity problem

to account for a cohesive crack analysis. This second constitutive equation models the load-
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carrying capabilities of the partially opened crack with respect to the crack opening JuK. A
number of different traction-separation laws are discussed in the literature that are tuned to
the respective application under consideration. A comprehensive review is given in e.g. [Turon
et al., 2007; van den Bosch et al., 2006].
This work considers the so-called exponential cohesive zone law introduced in [Xu and

Needleman, 1993] and later improved in [van den Bosch et al., 2006]. As in most models, the
interface traction is split into its normal and shear components tn, ts1 and ts2 , respectively. The
studies presented in [Harper and Hallett, 2008; Yang and Cox, 2005] show that the cohesive
zone of a mode I fracture typically is significantly smaller than for a mode II or a mode III
failure. Therefore, the analysis presented in this work focuses on pure mode I failure since it
is the computationally more challenging fracture type and thus serves as a severe test case for
the proposed refinement scheme. Accordingly, the tangential gap opening and the tangential
traction in the interface are assumed to be zero. Following e.g. [van den Bosch et al., 2006],
the interface traction can be expressed as

tn = Gc

δn

JunK
δn

exp
(
−JunK

δn

)
with δn= Gc

tult exp(1) . (11.2)

The depiction of this traction-separation law in Figure 11.1b reveals a gradual increase of the
traction between the surfaces of the crack interface until the limit strength tult of the material
is reached. Beyond this point, the fracture strength gradually decays to zero modeling the
cohesive behavior of the fracture. The area enclosed by the traction-separation curve represents
the energy release per unit of cracked surface and is denoted as fracture toughness Gc.

11.1.2 Finite element discretization
The numerical simulation of the crack propagation is based on the weak form of the governing
partial differential equation (11.1):

Find u ∈ V , such that∫

Ω

δε : σ dΩ +
∫

ΓC

δJuK · t(JuK) dΓ =
∫

Ω

δu · b̂ dΩ +
∫

ΓN

δu · t̂ dΓ ∀ δu ∈ V0, (11.3)

with the functions spaces being defined as

V =
{
v : vi ∈ H1(Ω), vi|ΓD = ûi

}
and V0=

{
v : vi ∈ H1(Ω), vi|ΓD = 0

}
, (11.4)

and H1 denoting the Sobolev space of degree one.
The prevalent approach to solve the above problem numerically is the finite element method.

Within this work, it is assumed that the (potentially closed) crack interface ΓC separates the
original domain Ω into two parts. Each of these sub-domains is discretized using a separate
finite element mesh. For simplicity, these meshes are designed to be matching geometrically
along ΓC . Using this discretization, the displacement field u of the two sub-domains is given
by the product of the shape function matrix N and the degree of freedom vector û:

ui = N i · ûi, (11.5)
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where the sub-index i of the above terms labels the two different domains. In analogy, the
strain resulting from the displacement is given by:

εi = Bi · ûi, (11.6)
where B denotes the strain-displacement matrix [Bathe, 2007]. The current gap value JuK is
computed as the difference between the displacements of the two sub-domains:

JuK = u1 − u2 = N 1 · û1 −N 2 · û2 =
[
N 1 −N 2

]
·
[
û1
û2

]
= H · û, (11.7)

with H =
[
N 1 −N 2

]
and û =

[
û1
û2

]
. (11.8)

With this kinematic relations, the weak form (11.3) can be translated into the following
system of non-linear equations

f int(û) = f ext, with f int(û) =
∫

Ω

B>σ dΩ +
∫

ΓC

H>t(JuK) dΓ (11.9)

and f ext =
∫

Ω

N>b̂ dΩ +
∫

ΓN

N>t̂ dΓ. (11.10)

This non-linear equation system is solved using a Newton-Raphson iteration scheme.
A common approach to account for the contribution of the progressing crack is to introduce

additional, zero-thickness cohesive interface elements along ΓC , whose kinematic is given by
H , cf. [Schellekens and de Borst, 1993b]. In this work, a different approach is applied. Instead
of defining a new element type with kinematics specific to the gap opening, the virtual work of
the crack opening is computed by numerically integrating the interface contribution along ΓC .
To this end, the crack interface is partitioned into a set of integration domains that conform
to the boundaries of the finite elements along ΓC . On each of these integration segments,
an appropriate number of Gauss-Legendre quadrature points is used to compute numerically
the contribution of the progressing crack to the tangential stiffness matrix and the residual
vector. This approach originates from the idea of weak mesh coupling [Guo and Ruess, 2015b;
Ruess et al., 2014]. It is also similar to the Gauss-point-to-surface contact algorithm, which
was used recently in [Dimitri et al., 2014] to simulate interface de-bonding. Mathematically,
the used approach is equivalent to the conventional idea of interface elements. However, it has
the advantage that it separates the computation of the interface contributions from the actual
discretization. This simplifies the refinement process as no kinematics of refined interface
elements has to be formulated.

11.1.3 Discretization induced oscillations
The solution procedure of the non-linear system of equations is numerically challenging since
the cohesive interface approach suffers from an intrinsic discretization sensitivity as reported
in e.g. [Alfano and Crisfield, 2001; Crisfield and Alfano, 2002; Dimitri et al., 2014; Guiamatsia
et al., 2009; Harper and Hallett, 2008; Hermes, 2010; Mi et al., 1998; Samimi et al., 2009,
2011a,b; Tomar et al., 2004; Turon et al., 2007; Wang and Waisman, 2015]. This sensitivity
is characterized by unphysical oscillations in the global load-displacement curve, which are
caused by a cyclic stiffening phenomenon as sketched in the following, cf. Figure 11.2:
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Figure 11.2: Discrete cohesive crack opening: linear approximation error [Zander et al., 2017].

• assume that in load step k the crack arrived at a node ni of an undamaged element ej,
cf. Figure 11.2b. In the following load step increment k+1, the node ni will be displaced
such that the crack propagates through ej.
• using a linear displacement approximation, the crack spreads over the complete element

domain. Thus, in large parts of element ej, the numerically derived gap opening δh is
significantly larger than the analytical opening δex as depicted in Figure 11.2b.
• due to the higher stiffness of the interface material in the pre-cracked regime, cf. Fig-

ure 11.2c, the opening over the complete finite element requires a higher force than a
local propagation of the crack, i.e. th � tex. This renders the discrete interface stiffer
than in reality. Therefore, the element remains closed until the load is further increased,
followed by an abrupt opening and a corresponding energy release. Thus the crack
advances in discrete steps governed by the element size.

In between these steps, the high force required to break the interface causes a correspondingly
large deformation of the elastic structure. This unrealistic deflection decreases again once the
interface element has failed. The unphysical deformation cycles yield oscillations in the global
load-displacement curve and may cause a series of snap-through and snap-back effects. These
effects render the numerical solution of the non-linear system significantly more difficult and
typically demand for arc-length based path-following techniques.
The artificial oscillations become more pronounced with increasing element size. Thus, the

accurate simulation of the crack propagation demands for a local refinement of the discretiza-
tion in the vicinity of the cohesive zone.

11.1.4 Multi-level hp-refinement for cohesive crack growth
As demonstrated in the previous chapters, the refine-by-superposition concept applied by the
multi-level hp-method allows for a dynamic change of the discretization during the simulation
runtime. Within this chapter, this high flexibility shall be used to keep the refinement zone
local to the crack tip, while it is propagating through the domain. To this end, the refinement
tree of every element is updated according to the current position of the crack in every load
step of the non-linear solution scheme.
The normal gap opening JunK across the interface ΓC serves as a natural refinement criterion.

To mark the elements for refinement, equidistant sample points are distributed in every element
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edge along ΓC . The number of sampling points is chosen in dependence of the polynomial
degree of the adjacent elements. On every sampling point, the normal gap value JunK is
computed according to (11.8). If the computed gap opening is within a range [g1, g2], the
leaf-elements adjacent to the current point are marked for refinement given that a pre-defined
refinement depth is not exceeded. If the gap opening is larger than g2 for all sampling points
of an element edge, the respective element is marked for being coarsened. In this way, the
refinement tree builds up recursively and refines the mesh only around the crack tip.
The values of g1 and g2 are chosen empirically such that g1 < δn < g2, where δn is the gap

opening of maximal cohesive traction cf. (11.2). The examples presented in the next section
demonstrate that the refinement region resolves the fracture zone sharply when choosing g1
about two orders of magnitude smaller and g2 about one order of magnitude larger than δn.
The specific values of g1 and g2 used for the different examples are given in the description of
the respective example setup.
In addition to the refinement of the element size h, also the choice of the approximation

order p is important for the result quality. As discussed before, the overlay refinement approach
allows to place the high-order modes on different levels of the refinement tree. For this reason,
the first question to be analyzed in the example section of this chapter is which p-distribution
yields the highest approximation quality for the simulation of cohesive crack propagation.
It is to be expected that the cohesive zone is resolved best when the high-order modes

are placed on the leaf-elements. This can be seen by extending the simple residual problem
discussed in Section 8.1.1 for the present case of delamination. This is done in Figure 11.3a.
Here, a standard quadratic base discretization is refined by adding an additional linear overlay
mode. Hence, the final numerical solution is composed of a linear contribution u1 and a
quadratic contribution u2:

uh = u1 + u2, (11.11)

both having support on the full base element.
When the crack arrives at the considered element, these two contributions approximate the

complex gap function JuexK that forms the transition from the closed to the fully opened crack.
Using only the linear contribution for approximation results in an error

e = uex − u1. (11.12)

In the considered scenario, the residual is close to zero on the right half-interval but non-zero
on the left. The remaining deviation cannot be compensated by the quadratic mode u2 as this
shape function spans the complete coarse element. Therefore, the left and the right part of
the solution cannot be approximated independently. Instead, the solution scheme has to find
the best-fit compromise.
As illustrated in Figure 11.3b, the situation is fundamentally different if the base-element is

refined by placing the high-order modes on the leaf-elements. In this case, the discretization
features two quadratic overlay modes, whose support is restricted to the left and right part
of the base element, respectively. Therefore, these two modes can approximate the two parts
of the solution at a much higher accuracy. For the present case, this allows to capture the
right-hand-side residual with high accuracy, which confines the approximation error to the left
element.
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Figure 11.3: Approximation of solution by overlay-refinement with p = 2 [Zander et al., 2017].

To verify this assumption, the influence of the element size h, the approximation order p
and the overlay configuration on the result quality is systematically studied in the following
examples.

11.2 Numerical examples
In the following, the performance of the proposed multi-level hp-refinement method is studied
with several examples. In particular, the potential of h-, p-, and hp-refinement for preventing
discretization-induced oscillations is of interest. To this end, the first benchmark analyzes the
approximation quality of the different discretizations using the well known double cantilever
beam benchmark. In the second example, the proposed refinement scheme is used in a three-
dimensional simulation of a two-ply laminate. The section closes by analyzing the potential
of the finite cell method to model cohesive crack propagation within complex domains. All
examples concentrate on pure mode I delamination as it is the numerically most challenging
type of failure [Harper and Hallett, 2008; Yang and Cox, 2005].

11.2.1 Double cantilever beam benchmark
The objective of this fist example is to demonstrate that the proposed refinement scheme effi-
ciently prevents an unphysical snap-through and snap-back behavior of the load-displacement
curve. To this end, the double cantilever beam (DCB) benchmark problem is chosen, which
has been studied before in e.g. [Alfano and Crisfield, 2001; Crisfield and Alfano, 2002; Dimitri
et al., 2014; Guiamatsia et al., 2009; Harper and Hallett, 2008; Samimi et al., 2011b; Turon
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Figure 11.4: Setup of a double cantilever beam benchmark problem [Zander et al., 2017].

et al., 2007; Wang and Waisman, 2015]. The problem is reduced to two dimensions by applying
plane strain conditions. The geometry and the material properties are depicted in Figure 11.4.
The two beams are loaded by shear tractions applied to the front face of the two beams as
illustrated in Figure 11.4. The applied shear traction is distributed quadratically over the
height of the two beams such that the load is zero at the upper and lower boundaries of the
two beams and thus consistent.
The cohesive layer between the two beams is modeled using the exponential cohesive zone

law introduced in [Xu and Needleman, 1993] (see Equation (11.2) and Figure 11.1b). As the
aim of this example is to demonstrate that the proposed refinement scheme works reliably
under extreme conditions, the material parameters are chosen to be extremely brittle. To
follow the expected snap-through and snap-back phenomena, which are commonly present for
this type of analysis, a dissipation-based arc-length method as proposed in [Verhoosel et al.,
2009] is used.
A first analysis model is composed of 640 linear elements over the beam length and 10

elements over the height of each beam. In Figure 11.5, the load-displacement curve of the beam
tip obtained with this discretization is depicted. The results show that using a sufficiently fine
discretization, the curve is smooth and free of numerical artifacts. However, already doubling
the element size along the horizontal axis introduces a series of minor snap-through and snap-
back effects. Reducing the resolution even further to 160 linear elements results in severe
discretization-induced oscillations, which render the result unphysical. Even more, as the
crack propagates and the stiffness of the beam decreases, the oscillation cycles tilt more and
more horizontal. As a consequence, the number of load steps significantly increases compared
to the initially fine discretization model.
These results demonstrate the intrinsic dependency of the cohesive zone model on the dis-

cretization. In the following, the effects of global p-refinement and local hp-refinement are
studied. To this end, the load-displacement curves obtained from different discretization
models are compared in Figure 11.6.
The study begins with considering a uniform p-refinement of the model. For this purpose, the

discretization is coarsened from 320 to 160 elements along the beam length. To compensate the
larger element size, the polynomial order of the shape functions is increased from p = 1 to p =
2. Thus, the total number of unknowns remains unchanged. However, the numerical stiffness of
the system changes as the higher-order elements can better represent the quadratic shear stress.
This results in a parallel shift of the load-displacement curve, cf. Figure 11.6a, which in the
mean is closer to the sufficiently converged reference solution shown in Figure 11.6f. Increasing
the polynomial degree further to p = 3 reduces the oscillation effect noticeably. Furthermore,
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Figure 11.5: Global load-displacement curve of beam tip [Zander et al., 2017].

the higher order shape functions allow a reduction of the number of elements over the beam
height to two elements without compromising the accuracy of the computation. In this way,
the number of unknowns significantly reduces with immediate effect on the computational
performance. For this reason, the following higher-order computations are performed with
only two elements over the height of the beam.
The results depicted in Figure 11.6b show that a further order elevation significantly re-

duces the amplitude of the unphysical oscillations. Similar positive effects of higher order
discretizations on the stability of the solution scheme have been reported in the context of
isogeometric analysis in e.g. [Dimitri et al., 2014]. However, this positive effect has its limits
as shown in Figure 11.6c: further coarsening of the mesh from 160 to 80 elements reveals
the dependency of the solution behavior on the element size even for a higher approximation
order. This demonstrates that an accurate and efficient representation of the crack propaga-
tion needs both, a small element size and high-order shape functions. However, this refined
discretization is only needed in the direct vicinity of the failure zone, i.e. the crack tip. All
other parts of the analysis domain may fully profit from larger high-order elements providing
an accurate stress representation.
For this reason, the proposed hp-adaptive scheme is applied to refine the mesh locally in

the vicinity of the crack tip. As outlined in Section 6.2, the gap opening computed in the
last load step serves as a refinement criterion. All elements along the crack interface whose
deformation results in a normal gap opening that is larger than g1 = 10−4 and smaller than
g2 = 5 · 10−2 are refined. The refinement is performed up to a pre-defined refinement depth.
If the gap opening is larger than g2 along the complete edge of an element, the element is
coarsened again until the original base mesh is reached.
In the study, depicted in Figure 11.6d, a base discretization of 160 × 2 quadratic elements

is used. In combination with one level of refinement, the element size at the crack tip thus
corresponds to a discretization using 320 × 2 quadratic elements. However, using the hp-d-
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Figure 11.6: Comparison of load curves at limit point for different discretizations
(used abbreviations: elem. = elements, ref. = refinement(s), m.-l. hp = multi-level hp)
[Zander et al., 2017].
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Figure 11.7: Stress distribution in deformed beam at different load steps (20 × 2 elements,
p = 3, 4 levels of multi-level hp-refinement) [Zander et al., 2017].

refinement approach shows no visible improvement compared to the results obtained from the
coarse, unrefined discretization. If instead the base mesh is refined by the multi-level hp-
approach, the magnitude of the oscillation reduces to the same size obtained by the globally
fine discretization of 320×2 quadratic elements. This analysis shows that the correct capturing
of the propagating crack front requires high-order shape functions on the smallest support,
which can be achieved using the multi-level hp-formulation. This confirms the expectations
of Section 11.1.4.
The results obtained by the global and the local multi-level hp-refinement only differ in a

slight parallel shift of the curves. This is again due to the different stiffness of the numerical
systems caused by the inability of the quadratic elements to correctly capture the shear stress
in the beam. For this reason, the study is repeated using cubic shape functions. The results
depicted in Figure 11.6e demonstrate an excellent agreement with the reference solution based
on a globally refined mesh.
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No. of
elements p

No. of re-
finements

Max. no.
of dofs

Relative
runtime

[%]
640 × 10 1 0 28,204 122.1
320 × 2 3 0 26,908 100.0
160 × 2 3 1 14,428 41.1
80 × 2 3 2 8,236 24.5
40 × 2 3 3 5,188 20.1
20 × 2 3 4 3,388 19.4

Table 11.1: Comparison of the number of unknowns and the computational time using the
adaptive refinement. The runtime measurements were performed on a desktop workstation us-
ing a single core of an Intel R© CoreTM i7-4790 CPU and the same finite element code framework.
k: number of recursive refinements [Zander et al., 2017].

The further results shown in Figures 11.6e and f demonstrate that the same quality of
results can be achieved by using even coarser base meshes when increasing the refinement
depth accordingly. Even using only 20 elements over the beam length and four levels of
refinements shows a virtually identical load curve.
Figure 11.7 exemplarily depicts the stress concentration ahead of the propagating crack tip

for four different load steps. The computation is performed on a base mesh of 20×2 elements,
which is refined four times towards the crack tip. The transition of fracture process zone
through the elements takes place without oscillations in the stress state. As soon as the crack
has traveled completely through an element domain, this element is coarsened again by simply
reducing the depth of the refinement tree.
In Table 11.1, the maximum number of unknowns are listed for various discretizations with

comparable accuracy. The comparison shows that already the use of higher-order bulk el-
ements is superior to a fine, low-order mesh. In the present case, the dominating bending
mode results in a quadratic distribution of the shear stress over the beam height. Thus, cu-
bic elements are optimal in this example. Other applications, however, might benefit from
even higher order shape functions. Furthermore, the results demonstrate that—compared to
a refinement along the full crack path—the use of a dynamic local mesh refinement yields a
significant reduction of the necessary degrees of freedom and the computational time without
degrading the result quality. For the present case, using the suggested local refinement ap-
proach decreases the runtime by a factor of five. The expected gain in performance can even
be higher when increasing the length of the beams while keeping the length of the cohesive
zone unchanged.

11.2.2 Delamination in three-dimensional models
Based on the previous model, the following example considers an extension to three dimensions.
The purpose of this example is to study the three-dimensional stress state along the crack front.
To this end, the laminated plates depicted in Figure 11.8 are considered.
Again, the Xu-Needleman traction separation law is used to model the cohesive crack propa-
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Figure 11.8: Double cantilever plate model [Zander et al., 2017].

gation. In analogy to the previously discussed two-dimensional example, the loading is applied
as a shear traction on the front faces of the two plates. To ensure consistent loading condi-
tions, the load is applied in a bi-quadratic distribution that is zero on all four boundaries of
the front faces.
Common discretization-approaches for the considered thin plates employ dimensionally re-

duced shell-elements, which are based on assumptions on the through-thickness displacement.
A comprehensive review of this technology is given in e.g. [Bischoff et al., 2004]. In the present
case, however, the crack front yields a complex stress state that cannot be incorporated easily
in such models. For this reason, this element technology is not used here. Instead, the ge-
ometry is discretized with thin, volumetric, three-dimensional hexahedral elements of higher
order. In [Rank et al., 2005], it was shown that such hierarchic high-order shape functions
qualify well for the analysis of thin shell models. In particular, the high-order shape functions
alleviate locking phenomena, which is a common issue for standard low-order shell elements.
This allows for coarse, thin elements with a high aspect ratio.
Following this approach, each plate is discretized using 1× 2× 20 elements of order p = 4.

This base mesh is refined locally around the crack front to resolve the cohesive zone accurately.
As in the two-dimensional case, the gap opening serves as the criterion to decide about multi-
level hp-refinement. The range where to refine is selected as g1 = 5 · 10−6 and g2 = 10−2.
Using three levels of adaptive refinement, this discretization yields up to 340,000 degrees of
freedom. In contrast, a global refinement with a comparable element size would result in more
than 8,200,000 unknowns, which demonstrates the significant reduction of computational effort
gained by the local refinement.
As depicted in Figure 11.9, the hp-approach allows to resolve the cohesive zone ahead of the

crack front while it is moving through the domain. In particular, the curvature of the crack
front is captured automatically by the refinement. Furthermore, the refinement stays local
to the crack as the scheme allows for arbitrary hanging nodes. It sharply resolves both the
cohesive tension forces as well as the pressure reaction force. A zoom-in on the stress state
is shown in Figure 11.9c. It demonstrates that at the crack front, the stress varies rapidly in
the in-plane direction and through the thickness of the plates. The complexity of this stress
state justifies the use of refined volumetric elements for the computation of the delamination
process.
The depicted results also indicate a concentration of compressive stress at the boundary. This
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(a) Load step 4 (249,630 degrees of freedom) (b) Load step 15 (307,950 degrees of freedom)

(c) Load step 31 (312,702 degrees of freedom) with zoom-in on the crack front. To visualize the
internal stress state, the domain is clipped along the central axis.

Figure 11.9: Stress distribution in deflected beam for different load steps (1×2×20 elements,
p = 4, three levels of refinement) [Zander et al., 2017].

phenomena is caused by the tilting of the cross-sections at these points yielding a localized
contact of the two plates on the edges. Even the refined mesh is too coarse to capture the
resulting singular-like stress-state. An automated refinement allowing the accurate resolution
of this feature would demand for an error-based adaptivity scheme. The formulation of such
an automated approach is subject to current research.

11.2.3 Combination of multi-level hp-adaptivity and the finite cell
method

This final example demonstrates the potential of the chosen approach in the context of com-
plex geometric domains. To this end, the perforated double cantilever beam introduced in
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Figure 11.10: Setup of the perforated double cantilever beam benchmark following [Verhoosel
et al., 2009] (taken from [Zander et al., 2017]).

[Verhoosel et al., 2009] is considered. The geometry and material properties are depicted in
Figure 11.10. As in Example 11.2.1, the Xu-Needleman traction-separation law is used and
the structure is loaded by a quadratically distributed shear force applied to the front faces of
the two beams.
Due to the perforation, the delamination of the considered structure yields a complex load-

displacement curve characterized by physically-correct snap-back effects. Thus, the simulation
demands for a sophisticated path-following technique. As shown in [Verhoosel et al., 2009], a
dissipation-based criterion is well suited for this need and will thus be used here as well.
In the original work of Verhoosel et al. [2009], the geometry was discretized using triangular

elements. The resolution of the fine-scale geometrical features demands for a small element
size, which leads to a high number of unknowns.
An alternative circumventing this problem is the use Finite Cell Method discussed in Chap-

ter 10. To apply this discretization concept to the present case, the weak form introduced in
Section 11.1 is reformulated following the finite cell idea

Find u ∈ V , such that∫

Ω∪

δε : ασ dΩ +
∫

ΓC

δJuK · αt(JuK) dΓ =
∫

Ω∪

δu · αb̂ dΩ +
∫

ΓN

δu · t̂ dΓ ∀ δu ∈ V0, (11.13)

with V and V0 again denoting the function spaces defined in (11.1.2). Note that also the
left hand side integral over ΓC is augmented by the indicator function α. This allows for a
traction-free delamination within the fictitious domain.
With these changes in the problem, the two beams depicted in Figure 11.10 are discretized

using 20 × 2 hexahedral elements, in which the perforation is treated as fictitious domain.
The geometry of the perforation is resolved on the integration level using a quadtree-based
sub-cell integration scheme. This simple discretization allows the number of unknowns to be
reduced significantly compared to a boundary-conforming finite element approach. However,
the coarse base mesh is not sufficient to capture the complex stress patterns emerging around
the holes. Following the previous examples, the discretization is, therefore, refined locally
around the moving crack tip using four levels of multi-level hp-refinement. The gap range in
which elements are selected for refinement is set to g1 = 2.5 · 10−6 and g2 = 2.5 · 10−3.
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(a) Load step 22, 7104 degrees of freedom (b) Load step 32, 7104 degrees of freedom

(c) Load step 50, 8244 degrees of freedom (d) Load step 82, 6764 degrees of freedom

Figure 11.11: Stress distribution on the deformed structure at different load steps, 20 × 2
elements, p = 5, 4 levels of multi-level hp-refinement, max. 8564 degrees of freedom throughout
the analysis [Zander et al., 2017].

Figure 11.11 depicts the stress concentration moving ahead of the crack-opening, which is
computed using the dynamically changing multi-level hp-mesh. In Figure 11.12, the load-
displacement curve of the problem is depicted, which is characterized by a number of complex
snap-back effects. It is worth to notice that the fictitious domain extended problem was solved
stably and reliably using the dissipation-based arc-length method presented in [Verhoosel et al.,
2009]. A comparison of the multi-level hp-derived load-displacement curve with the results
obtained using a uniformly refined mesh shows excellent agreement at one order of magnitude
less degrees of freedom. The quality of the results presented for this problem clearly indicate
the potential of the multi-level hp-refinement in combination with the finite cell method for
propagation problems with complex domain geometry.
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Figure 11.12: Global load-displacement curve of beam tip [Zander et al., 2017].
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Chapter 12

Towards fluid mechanics: application
to convection diffusion problems

The aim of this chapter is to extend the application range of the multi-level hp-method in
the direction of fluid mechanics. An essential challenge for any discretization scheme in this
application field is the possibility of convection-dominated flows. For this reason, the present
chapter focuses on this aspect and assesses the approximation quality of the suggested re-
finement scheme for this kind of problems. To this end, the first section of this chapter
briefly reviews the mathematical and numerical modeling of this application field. On this
basis, the second part of the chapter analyzes the approximation accuracy of the multi-level
hp-refinement scheme by means of one- and two-dimensional benchmark examples.

12.1 Numerical modeling of convection diffusion
problems

As discussed in Section 2.1, a cornerstone of any model in the field of continuum mechanics
is the conservation or balance of certain physical quantities. For the sake of simplicity, the
analysis in this chapter focuses on the conservation of a scalar quantity denoted by Φ, which
represents e.g. the mass or the energy contained in a control volume Ω. Further, it is assumed
that Φ is given by the integral of a density or concentration u, i.e.

Φ =
∫

Ω

u dΩ. (12.1)

Following equation (2.1), the conservation equation is expressed mathematically as
dΦ
dt

= d

dt

∫

Ω

u dΩ =
∫

Γ

fn(u) dΓ +
∫

Ω

ŝ dΩ, (12.2)

with fn denoting the flux over the domain boundary, and ŝ denoting the source term internal
to the domain.
In Section 2.1, the above equation was simplified based on the assumption of a stationary

regime. If this assumption is not valid, it has to be considered that the value of u itself can
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change with time, and that u might be convected through the control volume Ω by an external
flow field a. Following the Reynolds transport theorem cf. [Holzapfel, 2000, Section 4.2], the
left-hand side integral of (12.2) can thus be written as

d

dt

∫

Ω

u dΩ =
∫

Γ

ua · n dΓ +
∫

Ω

∂u

∂t
dΩ. (12.3)

Here, the first integral on the right-hand side models the transport of u over the domain
boundary Γ due to the external flow field a. The second integral models the change of u
within the control volume Ω. Applying the Gauss’ divergence theorem, the change with time
can be expressed as

d

dt

∫

Ω

u dΩ =
∫

Ω

∂u

∂t
+∇ · (ua) dΩ. (12.4)

Using the results presented in Section 2.1, the balance equation (12.2) can thus be given in
its integral form as

∫

Ω

∂u

∂t
+∇ · (ua) dΩ =

∫

Ω

∇ · (κ · ∇u) + ŝ dΩ, (12.5)

with κ denoting the diffusivity of material under consideration.
Since the control volume Ω is arbitrary, the above equation has to be fulfilled point-wise

yielding

∂u

∂t
+∇ · (ua)−∇ · (κ · ∇u) = ŝ ∀x ∈ Ω (12.6a)

⇔ ∂u

∂t
+ u∇ · a+∇u · a−∇ · (κ · ∇u) = ŝ ∀x ∈ Ω. (12.6b)

Under the assumption of a divergence free external flow field a, the above equation simplifies
to

∂u

∂t
+∇u · a−∇ · (κ · ∇u) = ŝ ∀x ∈ Ω, (12.7)

which is supplemented by the following boundary conditions

u = û ∀x ∈ ΓD (12.8a)
κ · ∇u · n = q̂ ∀x ∈ ΓN . (12.8b)

In analogy to the previous chapters, û denotes the value of u prescribed on the Dirichlet
boundary and q̂ the applied flux over the Neumann boundary.
For the use of the Finite Element Method, the model problem has to be transferred from its

differential into its variational form. To this end, the differential equation (12.7) is multiplied
by a function v ∈ H1

0 (Ω) and integrated over the domain Ω yielding
∫

Ω

v
∂u

∂t
dΩ +

∫

Ω

v∇u · a dΩ−
∫

Ω

v∇ · (κ · ∇u) dΩ =
∫

Ω

v ŝ dΩ. (12.9)
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As outlined in Section 2.1, the third integral on the left-hand side can be written as
∫

Ω

v∇ · (κ · ∇u) dΩ = −
∫

Ω

∇v · κ · ∇u dΩ +
∫

ΓN

vq̂ dΓ, (12.10)

Therefore, the weak or variational form of the convention-diffusion problem reads
∫

Ω

v
∂u

∂t
dΩ +

∫

Ω

v∇u · a dΩ +
∫

Ω

∇v · κ · ∇u dΩ =
∫

Ω

v ŝ dΩ +
∫

ΓN

vq̂ dΓN . (12.11)

To simplify the notation, the above equation is re-written as
(
v,
∂u

∂t

)

Ω
+ (v,∇u · a)Ω + (∇v,κ · ∇u)Ω = (v, ŝ)Ω + (v, q̂)ΓN , (12.12)

with (·, ·) denoting the L2-inner product.
In the following, it is assumed that the change dΦ is solely due to the applied external

flow field a, whereas the local time derivative ∂u
∂t

vanishes. With this assumption, the model
problem can be written as

Find u ∈ H1
û such that a(v, u) = f(v) ∀ v ∈ H1

0 (Ω), (12.13a)
with a(v, u) = (v,∇u · a)Ω + (∇v,κ · ∇u)Ω (12.13b)

and f(v) = (v, ŝ)Ω + (v, q̂)ΓN . (12.13c)

The above equation has some similarities to the problems considered in the previous chapter.
In fact, the functional f(·) is identical to the right-hand side of the weak heat equation given
in (2.19). Similarly, the diffusive term (∇v,κ · ∇u)Ω is present in the weak form of the heat
equation. The only, but essential, difference is the convective term (v,∇u · a)Ω.
As noted in e.g. [Bartels, 2016, Proposition 7.8] or [Quarteroni and Valli, 1994, Section 8.1],

the bi-linear form a(·, ·) is coercive and continuous. Hence, the Lax-Milgram Lemma 2.1.2
implies that a unique (weak) solution exists. Furthermore, the problem is suited for being
discretized by a Galerkin-based method as Cea’s Lemma 2.3.1 ensures the convergence of the
numerical approximation towards the analytical solution.
However, the additional convective term renders the bi-linear form non-symmetric. Ac-

cordingly, a(·, ·) does not define an inner product, which implies that the numerical solution
cannot be understood as the a-orthogonal projection of the analytical solution on a finite
dimensional sub-space Vh. Hence, the best-approximation property of the Galerkin scheme is
lost for convection-diffusion problems, cf. [Zienkiewicz et al., 2005b, Section 1.1] or [Donéa and
Huerta, 2003, Section 1.1]. This renders the numerical solution of problems where convective
effects are non-negligible significantly more challenging than in the context of pure diffusion.
This difficulty can also be interpreted physically: a diffusive transport is symmetric in all

spatial directions. In contrast, a convective transport is directed along the streamlines of the
external flow field. Accordingly, the additional convective term adds a bias to the information
transport by shifting the range of physical influence in the up-stream direction.
This bias has to be reflected by the discretization scheme. However, standard finite ele-

ments (as well as central finite difference approaches) weight up- and down-stream informa-
tion equally. Therefore, these “symmetric” schemes are not optimal for convection-diffusion
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problems. A detailed analysis of the truncation error of the discretization scheme reveals that
neglecting this up-stream bias introduces a negative diffusion as a pure numerical artifact, cf.
[Zienkiewicz et al., 2005b, Section 2.2.3] or [Donéa and Huerta, 2003, Remark 2.6]. Due to
this under-diffusivity, the approximation error manifests itself in spurious oscillations, which
render the numerical solution unphysical.
The amount of negative diffusion introduced by the discretization depends on the ratio of

convective and diffusive transport and the approximation quality of the discretization. When
using linear shape functions in a one-dimensional problem, this relation is expressed by the
element Péclet number

Pe = a

κ

h

2 . (12.14)

For large element Péclet numbers, the negative diffusion introduced by the truncation error of
the discretization scheme is larger than the physical diffusion, which causes the approximation
to be oscillatory cf. [Donéa and Huerta, 2003, Remark 2.6]. Therefore, the discretization has
to have enough approximation power to resolve the convective nature of the problem. The
applicability of the suggested superposition-based hp-refinement approach for this purpose is
analyzed in the following.

12.2 Numerical examples1

For the analysis of the multi-level hp-discretization scheme in the context of convection-
dominated problems, the following one- and two-dimensional benchmarks are considered.

12.2.1 One-dimensional convection diffusion benchmark
In this first numerical example, the approximation quality of the suggested hp-refinement
scheme is tested for a one-dimensional convection diffusion problem. To this end, the following
benchmark suggested in [Zienkiewicz et al., 2005b, Example 2.1] is considered

a · u′ − κ · u′′ = 0 ∀x ∈ (0, 1) with u(0) = 1 and u(1) = 0, (12.15)

where a and κ are positive constants. The analytical solution to this differential equation
reads

u = e
a
κ
x − e aκ

1− e aκ . (12.16)

This solution is characterized by a boundary layer on the right boundary, which becomes more
pronounced with a decreasing diffusivity κ.
For the numerical approximation of this solution, the governing equation is transformed into

its variational form and then discretized using the h- and the p-version of the Finite Element
Method, respectively. The resulting approximations for a moderate value of the diffusivity
constant κ = 5 · 10−2 are compared in Figure 12.1a. The results show that using 16 linear

1This section is based on the Bachelor’s and Master’s thesis [Kopp, 2014, 2017] that was supervised by the
author of this work.
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Figure 12.1: One-dimensional convection diffusion problem with a = 1 and κ = 5 · 10−2.

elements is sufficient to yield a numerical approximation that is free of spurious oscillations.
This is in agreement with the discussion outlined in the previous section, as the element
Péclet number is Pe = 0.625 for this case. Accordingly, the discretization is fine enough for
the applied convection.
However, the results demonstrate that this does not imply a high quality of the approxima-

tion. As depicted in Figure 12.1a, the numerical solution obtained by the 16 linear elements
significantly deviates from the analytical solution in the boundary layer. In contrast, the ap-
proximation obtained using one element of order 16 is visually not distinguishable from the
analytical solution, while using the same number of unknowns as the discretization with linear
shape functions. This difference in the result quality is to be expected since the analytical
solution is smooth. Accordingly, the p-version yields an exponential decay of the approxima-
tion error under a uniform order elevation. In contrast, the error decays only algebraically
when uniformly decreasing the element sizes. These a priori estimates are confirmed by the
convergence results depicted in Figure 12.1b.
Interestingly, the convergence characteristic changes when the diffusivity of the problem is

further decreased as shown in Figure 12.2b for κ = 5 · 10−3. While the convergence of the h-
version remains algebraic, the convergence of the p-version is oscillatory in the pre-asymptotic
range. A similar odd-even pattern has been reported by Cai [2013]. For higher values of p,
the magnitude of the oscillations decays and the convergence eventually turns monotonically
exponential. In this regime, the p-version of the Finite Element Method yields a clearly higher
approximation quality than the h-version for the same number of unknowns as shown exem-
plarily in Figure 12.2a. However, when using only one element for the current configuration,
this advantage is only significant for polynomial degrees p > 15. The applicability of such
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Figure 12.2: One-dimensional convection diffusion problem with a = 1 and κ = 5 · 10−3.

high-order polynomials for higher-dimensional problems of engineering relevance is however
limited.
Accordingly, the discretization may benefit from an additional h-refinement that shifts the

beginning of the exponential convergence regime to a more applicable polynomial order. To
this end, the mesh is refined in a geometric progression towards the right boundary using
the suggested multi-level hp-approach. Simultaneously, the approximation order is elevated
linearly from left to right with

pleft =
⌊m

2

⌋
+ 1 and pright = 2m+ 1 (12.17)

and m denoting the refinement level.
The results depicted in Figure 12.2b demonstrate that this refinement yields an exponential

decay of the approximation error that is free of oscillations and even slightly better than the
pure p-refinement. Furthermore, Figure 12.2b shows exemplarily that the combination of h-
and p-refinement resolves the sharp boundary layer without spurious oscillations.

12.2.2 Convection skew to mesh benchmark
The aim of this second numerical example is to compare the approximation quality of the
hp-d- and the multi-level hp-refinement scheme in the context of two-dimensional convection
diffusion problems. To this end, the convection skew to mesh benchmark introduced by Brooks
and Hughes [1982] is considered. As depicted in Figure 12.3a, the problem is defined on a unit
square supplemented by Dirichlet boundary conditions. Within the domain, a convection ve-
locity a is oriented in diagonal direction. This velocity transports the discontinuous boundary
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Figure 12.3: Convection-diffusion skew to the mesh benchmark following [Brooks and Hughes,
1982].

value prescribed on the right boundary along the diagonal of the domain. Hence, the analyt-
ical solution is characterized by an internal layer along the diagonal and boundary layers at
the left and bottom boundaries. The sharpness of these layers depends on the diffusivity κ.
In the following, two different cases are considered.
In both cases, the domain is first discretized with 4×4 elements of order six. The boundary

conditions on the left and bottom edges are applied in the strong sense. The boundary
conditions on the top and right edges are applied in the weak sense using the penalty method
[Babuska, 1973]. To this end, the discontinuities are regularized using a spline of order p over
the width of the finest elements adjacent to the jump location. In this way, the boundary
values are free of oscillations and converge against the exact jump under h- and p-refinement.

12.2.2.1 Convection-dominated transport, no stabilization

In the first case, a diffusivity of κ = 5·10−4 is assumed. In this configuration, the internal layer
widens such that the resolution of the boundary layers is the major numerical challenges. The
numerical approximation obtained by the base discretization of 4× 4 elements is depicted in
Figure 12.3b. The result demonstrates that the numerical solution suffers from severe spurious
oscillations, which render the approximation nonphysical. For this reason, the mesh has to
be refined in the vicinity of the internal and boundary layers. To this end, a gradient-based
refinement indicator is formulated, which samples the numerical solution at an appropriated
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(a) k = 0, 289 dofs, 16 integra-
tion domains

(b) k = 1, 345 dofs, 64 integra-
tion domains

(c) k = 2, 553 dofs, 256 integra-
tion domains

(d) k = 3, 1,353 dofs, 1,024 integra-
tion domains

(e) k = 4, 4,354 dofs, 3,991 integra-
tion domains

(f) k = 5, 12,891 dofs, 12,679 inte-
gration domains

(g) k = 6, 40,624 dofs, 40,822 integration do-
mains

(h) k = 6, warped mesh

Figure 12.4: Approximation using hp-d-refinement (||a|| = 1, κ = 5 · 10−4, p = 4, no stabiliza-
tion). Used abbreviations: k: number of refinements, dofs: degrees of freedom
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number of seed points within each element. If the maximum of |∇uh| observed at the sampled
seed points exceeds a predefined threshold, the respective element is marked for refinement.
Otherwise, the element is marked for coarsening. For the following studies, the value of this
threshold is set empirically to unity.
The numerical approximations obtained when using this refinement strategy in combination

with the hp-d-refinement scheme are depicted for six refinement steps in Figure 12.4. The
results demonstrate that the suggested feedback scheme automatically detects the internal
and boundary layer and successfully steers the refinement accordingly. Moreover, the hp-d-
refinement effectively reduces the amplitude of the spurious numerical oscillation such that the
internal layer is solved with high accuracy as shown in Figure 12.4h. However, even six levels
of hp-d-refinement are not sufficient to sharply resolve the boundary layers at the outflow
without numerical oscillations.
The cause of this problem can be deduced from Figure 12.5 depicting the numerical approx-

imation along the x-axis at y = 0.5. Here, the dashed vertical lines mark the boundaries of
the four base elements along the path. The results show that the numerical approximation
obtained using six-levels of hp-d-refinement is oscillatory along the full length of the left-most
base-element, which incorporates the boundary layer. As for the examples discussed in the pre-

0 0.25 0.5 0.75 1

0

1

x

u

no refinement, 289 unknowns, 16 integration domains
hp-d-refinement, k = 6, 40,624 unknowns, 40,822 integration domains
Multi-level hp-ref., k = 6, 159,343 unknowns, 10,342 integration domains
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no refinement, 289 unknowns, 16 integration domains
hp-d-refinement, k = 6, 40,624 unknowns, 40,822 integration domains
Multi-level hp-ref., k = 6, 159,343 unknowns, 10,342 integration domains

Figure 12.5: Solution evaluated over line at y = 0.5 (||a|| = 1, κ = 5 · 10−4, p = 4, no
stabilization). Used abbreviations: k: number of refinements.
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(a) k = 0, 289 dofs, 16 integra-
tion domains

(b) k = 1, 1,089 dofs, 64 integra-
tion domains

(c) k = 2, 4,225 dofs, 256 integra-
tion domains

(d) k = 3, 14,248 dofs, 895 integra-
tion domains

(e) k = 4, 26,868 dofs, 1,741 inte-
gration domains

(f) k = 5, 54,188 dofs, 3,550 inte-
gration domains

(g) k = 6, 159,243 dofs, 10,342 integration do-
mains

(h) k = 6, warped mesh

Figure 12.6: Approximation using multi-level hp-refinement (||a|| = 1, κ = 5 · 10−4, p = 4, no
stabilization). Used abbreviations: k: number of refinements, dofs: degrees of freedom
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vious chapters, this characteristic of the hp-d-approximation is to be explained by the support
of the high-order shape functions: since the hp-d-refinement scheme uses only elements with
linear shape functions for refinement, the support of the high-order shape functions remains on
the coarse base elements. Accordingly, the high-order shape functions have to account for two
solution characteristics: the thin boundary layer and the virtually constant solution within
the domain. Due to the large support of the high-order shape functions, the hp-d-refinement
cannot decouple these two influences, which yields oscillations that spread over the full length
of the base element.
As discussed in the previous chapters, the situation is fundamentally different when refin-

ing the base discretization with the multi-level hp-strategy. Since this approach reduces the
support of the high-order shape functions to the leaf-elements, the solution characteristic of
the boundary layer can be effectively separated from the virtually constant solution within
the domain. In this way, the spread of the oscillations is limited to the finest element level
at the boundary as depicted in Figures 12.5. Moreover, this decoupling of the two separate
influences allows the feedback-scheme to coarsen the elements away from the boundary and
internal layers as illustrated in Figures 12.6e to 12.6g. Furthermore, the virtually constant
parts of the solution can be approximated with low order basis functions. For this reason,

(a) hp-d-mesh structure. High order modes have sup-
port on the coarse base mesh, while overlay mesh is
linear. 40,624 unknowns, 40,822 integration domains.

(b) Multi-level hp-mesh structure. Approximation or-
der is elevated linearly towards the characteristic lay-
ers, while low order shape functions approximate the
solution where it is virtually constant. 159,243 un-
knowns, 10,342 integration domains.

Figure 12.7: Hierarchical mesh structures obtained by feedback-scheme after six refinement
steps. (||a|| = 1, κ = 5 · 10−4, p = 4, no stabilization).
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the polynomial order of the shape functions can be linearly decreased towards the base of the
refinement tree as illustrated in Figure 12.7b, which reduces the total number of unknowns.
Nevertheless, it has to be noted that the multi-level hp-discretization yields approximately

four times more degrees of freedom than the hp-d-mesh when using the six levels of refine-
ment. This directly effects the time and memory required for solving the system of linear
equations. However, it has to be also noted that the number of integration domains—and
with it the number of integration points cf. Figure 6.4—is four times higher when using the
hp-d-approach. As noted at the end of Section 5.2, the number of element shape functions
that have to be evaluated at each integration point is the same for both refinement strate-
gies. Accordingly, the cost of integrating and assembling the element stiffness matrices and
post-processing the numerical solution—the two pre-dominant factors in the case of such small
number of unknowns—is significantly higher in the case of the hp-d-refinement.

12.2.2.2 Pure convective transport, SUPG-stabilization

The previous example can be rendered even more challenging by decreasing the diffusivity κ.
These cases demand for an even finer resolution of the boundary and internal layers to prevent
spurious oscillations. An alternative approach is to stabilize the numerical solution to prevent
oscillations when using a coarser discretization. In the past decades, different stabilization
strategies have been introduced, and a comprehensive review is given in e.g. [Donéa and
Huerta, 2003]. One predominant approach is the Streamline Upwind Petrov-Galerkin (SUPG)
scheme, introduced in [Brooks and Hughes, 1982]. The essential idea of this scheme is to
account for the convection bias of the problem by increasing the weight of the trial functions
in the up-stream direction. To this end, the variational problem (12.13) is augmented in as
follows

(v,∇u · a)Ω + (∇v,κ · ∇u)Ω +
∑

K∈Th
(∇v · a, τR)K = (v, ŝ)Ω + (v, q̂)ΓN , (12.18)

where τ is the stabilization parameter, and R denotes the point wise residual

R = ∇u · a−∇ · (κ · ∇u)− ŝ. (12.19)

A more detailed description of this approach—as well as other stabilization schemes—can be
found in the aforementioned works or e.g. [Zienkiewicz et al., 2005b, Section 2.3.2].
To analyze the combination of the suggested multi-level hp-refinement approach with the

SUPG-stabilization scheme, the limit-case of κ = 0 is considered. This pure-transport config-
uration is numerically challenging as the width of the boundary layers decreases to zero and
the internal layer remains sharp along the diagonal. Accordingly, the stabilization is essential
in this setting. To account for the approximation quality of the high-order shape functions,
the stabilization parameter τ is chosen as

τ = τh√
p
, (12.20)

with p denoting the approximation order and τh the asymptotic limit of the standard SUPG-
parameter for h-FEM suggested in e.g. [Donéa and Huerta, 2003, Section 2.4.3], which reads

τh =
√

2h
2||a|| . (12.21)
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(a) Refined discretization, 41,489 unknowns, 4,390 in-
tegration domains

(b) Numerical approximation on refined discretization

Figure 12.8: Approximation using five levels of multi-level hp-refinement (||a|| = 1, κ = 0,
p = 5, k = 5, SUPG stabilization).

Here, h denotes the length the element edges, and the factor
√

2 accounts for the diagonal
orientation of a.
As in the previous study, a high-order base mesh consisting of 4 × 4 elements is used as

an initial discretization, which is then refined using the suggested gradient-based indicator.
Due to the mediocre quality of the hp-d-approximation in the previous example, only the
multi-level hp-kind of overlay-refinement is considered in the following.
The numerical approximation obtained after five refinement steps is depicted in Figure 12.8.

The results demonstrate that—also in the context of a SUPG-stabilized approximation—the
suggested gradient-based indicator effectively steers the refinement towards the internal and
boundary layers, whereas all other elements remain coarse. In this way, the discontinuity at
the outflow can be approximated by a thin boundary layer that is free of spurious oscillations
as shown in Figure 12.9a. Moreover, the comparison of the inflow and outflow profile presented
in Figure 12.9b demonstrates that the discontinuous boundary condition is transported along
the diagonal of the domain without any significant widening, which would indicate an arti-
ficial, unphysical cross-wind diffusion. Furthermore, the plot over line shows that spurious
oscillations of only minor amplitude arise, whose spreading is limited to the finest element
level. This indicates that the refinement by high-order overlay meshes effectively decouples
the solution in the vicinity of the internal layer from the remaining parts of the domain.
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(b) Comparison of inflow and outflow profile. Outflow
profile is shifted by 0.7 in upstream direction.

Figure 12.9: Solution evaluated over line (||a|| = 1, κ = 0, p = 5, k = 5, SUPG stabilization).
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Chapter 13

Application to contact mechanics

The aim of this final chapter is to extend the application range of the suggested multi-level
hp-refinement scheme to the domain of computational contact mechanics. Besides the highly
non-linear nature of this problem and the inequality character of the contact conditions, the
numerical simulation of contact faces the additional challenge that a contact between two
elastic objects can result in highly localized stress characteristics. This commonly implies a
non-smooth transition of the surface traction at the boundary of the regions in contact.
In analogy to the application of changing boundary conditions discussed in Section 8.3, this

results in a reduced regularity of the analytical solution cf. [Schumann, 1989]. As presented
in e.g. [Franke, 2011], resolving the boundary of the contact zone is therefore not sufficient
to obtain an exponential convergence of the numerical approximation. In [Franke, 2011] it is
instead demonstrated that the irregularity of the solution has to be confined by an hp-mesh
that is geometrically graded towards the boundaries of the contact regions.
The essential challenge in this context is that the regions of contact might change their

position during the course of the non-linear simulation. When using a static discretization
scheme, the initial mesh has to be fine enough along the complete potential contact boundary.
For large contact interfaces, this a priori refinement approach results in high computational
costs.
When instead using a dynamic discretization approach, the refinement can stay local to the

contact points by following the evolving boundary of the contact zone. In this way, the length
of the potential contact interface is decoupled from the actual contact zone.
The aim of this chapter is to assess whether the suggested multi-level hp-scheme is able to

provide these advantages. To this end, the chapter begins with a brief review of computational
contact mechanics. In Section 13.2, algorithmic aspects of the dynamic hp-discretization in the
context of contact mechanics are discussed. The chapter closes by assessing the approximation
accuracy of the suggested hp-approach in Section 13.3. To this end, the well-known Hertz
benchmark and a geometrically non-linear test case involving moving contact are considered.
For the sake of brevity, the examples focus on two-dimensional, normal contact against a rigid
plane. The extension to three-dimensional, multi-body contact in combination with the Finite
Cell Method is subject to current research and will be published in the near future [Bog et al.,
2017].
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13.1 Review of computational contact mechanics
In the most generic case, computational contact mechanics aims at simulating the contact
between two or more continua that are subjected to large deformations. For this reason, this
section begins by extending the mathematical model derived for linear elasticity in Section 2.1
to the regime of non-linear solid mechanics. The description focuses on the aspects that are
necessary in the context of contact mechanics of elastic bodies. More detailed descriptions
discussing e.g. thermo-mechanical models and other material types can be found in e.g.
[Holzapfel, 2000; Wriggers, 2006]
Following closely [Laursen, 2003], the second part of this section outlines the mathematical

model for contact mechanics. As mentioned beforehand, the formulation in this work focuses
on normal contact, neglecting effects like sliding and friction. To regularize the contact con-
ditions, a conventional penalty approach is chosen. An outline of alternative approaches can
be found in e.g. [Laursen, 2003; Wriggers, 2006]
The section closes with a brief discussion of computational aspects including the linearization

and the discretization of the non-linear contact problem.

13.1.1 Non-linear solid mechanics
To define the notation later used in this chapter, the aim of this section is to give a brief review
of the mathematical model used to describe non-linear solid mechanics. For this purpose, this
section proceeds in five steps. First, non-linear kinematics are discussed. Second, the concept
of stresses introduced in Chapter 2 is extended to the non-linear regime. In the third step, a
brief outline of constitutive modeling is given. In the two final steps, the governing equations
are stated in their strong and their weak form, respectively. The outline closely follows [Bonet
and Wood, 2008; Holzapfel, 2000; Laursen, 2003].

13.1.1.1 Non-linear kinematics

The essential assumption of a kinematically linear regime—considered in the previous
chapters—implies that the deformation resulting from the applied load has no significant
effect on the control volume Ω. In the case of large deformations, this assumption is no longer
valid. Instead, the control volume has to be considered in two different configurations: in
an initial, undeformed configuration Ω0 that is assumed to be stress free, and in a current,
spatial, or deformed configuration Ωc. In the following, the mapping of coordinates, vectors,
volumes, areas, and lengths between these two configurations are discussed.

Change of coordinates

The coordinates in the initial configuration—so-called material points—are denoted by X ∈
Ω0. The current position x of each material point X is given by a mapping ϕ, i.e.

x = ϕ (X) . (13.1)

The deformed configuration follows as

Ωc = ϕ (Ω0) , (13.2)
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and similarly, the deformed Dirichlet and Neumann boundaries are given by

γD = ϕ (ΓD) (13.3a)
γN = ϕ (ΓN) . (13.3b)

Since each material point X has one and only one current position x, the mapping ϕ is
bijective.

Change of vectors

Beside individual points, also vectors can be mapped from the initial to the current configu-
ration. To this end, the deformation gradient is defined as

F = ∂x

∂X
. (13.4)

Using this tensor, an initial infinitesimal vector dX can be mapped to its counterpart in the
current configuration dx as follows

dx = F dX. (13.5)

This operation is commonly denoted as push forward. As ϕ is bijective, the pull back of spatial
vector dx follows analogously

dX = F−1dx. (13.6)

Change of volumes

In addition to the vector operation, the deformation gradient can also be used to express the
change of volume as

dv = J dV with J = det(F ), (13.7)

with dV and dv denoting a reference volume in the initial configuration and its deformed
counterpart, respectively.

Change of areas

Similarly, the change of area can be computed by considering two elemental vectors dx1 and
dx2 in the deformed configuration. The deformed reference area da is given by the cross
product

dx1 × dx2 = nda, (13.8)

with n being the unit normal vector in the deformed configuration. Using (13.5), the size of
the deformed area can be expressed in terms of the undeformed area dA by means of Nanson’s
formula cf. [Laursen, 2003, Equation 2.82]

nda = JF−>NdA, (13.9)

with N denoting the outward pointing unit normal vector in the initial configuration.
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Change of lengths

In analogy to the change of area, the length of a deformed line segment ds can be expressed
using the inner product of an elemental vector dx in the following way

ds2 = dx · dx = (dx)>dx = (F dX)>F dX
= dX>F>F dX = dX>CdX = dX ·CdX, (13.10)

which gives rise to the right Cauchy-Green deformation tensor

C = F>F . (13.11)

Similarly, the initial length of the line segment can be computed as

dS2 = dX · dX = (dX)>dX = (F−1dx)>F−1dx

= dx>F−>F−1dx = dx>b−1dx, (13.12)

giving rise to the left Cauchy-Green deformation tensor

b = FF>. (13.13)

Using these results, the change of length can be expressed relative to the initial length as
follows

ds2 − dS2

2dS2 = dx · dx− dX · dX
2dS2 = dX

dS
· 1

2 (C − I) dX
dS

= N ·EN , (13.14)

motivating the definition of the Green-Lagrange strain tensor

E = 1
2 (C − I) . (13.15)

Similarly, the change of length can be expressed relative to deformed length as

ds2 − dS2

2ds2 = n · en, (13.16)

with e denoting the Euler-Almansi strain tensor

e = 1
2
(
I − b−1) . (13.17)

13.1.1.2 Stresses

In case of a general motion, the deformed continuum is subjected to stresses. These stresses
can be expressed by the Cauchy stress tensor σ, whose components represent forces acting in
the deformed continuum relative to unit areas in the deformed configuration at a spatial point
x. The corresponding traction vector representing the current force per unit of deformed area
is then given by the Cauchy stress theorem

t = σn. (13.18)
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In analogy to the lengths, areas, and volumes discussed before, also the stress state and
the traction vector can be transformed from their deformed configuration into the initial
counterpart. To this end, the change of the vector itself and the change of area have to be
taken into account. Considering a differential force in the deformed configuration

df = tda, (13.19)

and using Nanson’s formula, it follows that

df = tda = σnda = JσF−>NdA. (13.20)

This leads to the definition of the first Piola Kirchoff stress tensor measuring the current force
per reference area dA

P = JσF−>. (13.21)

The Piola traction follows in analogy as

T = PN . (13.22)

According to the above formula, P is a two-point tensor in the sense that it maps a normal
vector from the initial configuration onto a traction vector in the deformed configuration. This
traction can be pulled back to obtain a traction defined in the initial configuration. This gives
rise to the second Piola Kirchoff stress tensor

S = F−1P = JF−1σF−>, (13.23)

measuring the stress in the initial configuration.

13.1.1.3 Constitutive modeling

To express the stresses in terms of the aforementioned strains, the material properties have
to be taken into account by means of an appropriate constitutive model. This work focuses
on hyper-elastic materials. The essential assumption used for these kind of materials is that
the current stress state is path independent in the sense that it only depends on the initial
state and the final configuration cf. [Bonet and Wood, 2008, Section 6.2]. This implies the
existence of an energy potential W such that

S = 2∂W
∂C

(13.24a)

P = 2F ∂W
∂C

(13.24b)

σ = 2
J
F
∂W

∂C
F>. (13.24c)

This allows the definition of a material elasticity tensor

C = ∂S

∂E
, (13.25)

which expresses the incremental change of the stress S with respect to the strain E.
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13.1.1.4 Balance equations in the strong form

The final step of deriving the governing equations consists in connecting the stress state and
the external loading. To this end, the concept of momentum balance is applied. Following the
derivation given in Section 2.1, the final equilibrium equation reads

divσ + b̂ = 0 ∀x ∈ Ωc (13.26a)
ϕ = ϕ̂ ∀x ∈ γD (13.26b)
σn = t̂ ∀x ∈ γN , (13.26c)

with b̂ denoting the prescribed body force acting per unit of deformed volume, t̂ being the
prescribed Cauchy traction, and ϕ̂ denoting the prescribed final position of the Dirichlet
boundary. The div-operator represents the divergence with respect to the deformed coordi-
nates

div(·) = ∂(·)ij
∂xj

. (13.27)

The above formulation is challenging as it is formulated in the deformed configuration, which
itself depends on the solution. Using the aforementioned pull back operations, the balance
equation can be formulated in the initial configuration, reading

DivP + B̂ = 0 ∀X ∈ Ω0 (13.28a)
ϕ = ϕ̂ ∀X ∈ ΓD (13.28b)

PN = T̂ ∀X ∈ ΓN , (13.28c)

with T̂ denoting the prescribed Piola traction, and B̂ denoting the prescribed body force per
reference volume

B̂ = J b̂. (13.29)

The operation Div represents the divergence with respect to the initial coordinates

Div(·) = ∂(·)iJ
∂XJ

. (13.30)

13.1.1.5 Balance equations in the weak form

As discussed in Section 2.1, the discretization by the Finite Element Method is based on the
weak form of the balance equations. In analogy to the small strain scenario, this weak form is
obtained by multiplying the differential equation with an admissible test function v ∈ H1

0 (Ω0)
and integrating the resulting expression over the initial domain Ω0. After applying Gauss’
divergence theorem, the final form reads

Find u ∈ H1
ϕ̂(Ω0) such that Gint(v,u) = Gext(v) ∀v ∈ H1

0 (Ω0), (13.31)

with

Gint(v,u) =
∫

Ω0

Gradv : P dΩ and Gext(v) =
∫

Ω0

v · B̂ dsΩ +
∫

ΓN

v · T̂ dΓ, (13.32)
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and Grad denoting the gradient with respect to the coordinates in the initial configuration

Grad(·) = ∂(·)i
∂XJ

. (13.33)

It has to be noted that Gint is not a bi-linear form as P is non-linear in u. Thus, the
mathematical concepts discussed in the first part of this work are not directly applicable. For
this reason, textbooks commonly assume an engineering viewpoint and identify Gint and Gext
as the virtual work due to internal stresses and external loads, respectively [Laursen, 2003,
Page 80].

13.1.2 Contact mechanics
The previous section outlines the equation of motion for a single body. To extend the mathe-
matical model to the regime of contact mechanics, two separate bodies are considered, whose
initial configurations are given by Ω(1)

0 and Ω(2)
0 , respectively. Both continua undergo motions

ϕ(1) and ϕ(2), such that their deformed counterparts follow as

Ω(i)
c = ϕ(i)(Ω(i)

0 ). (13.34)

The motions ϕ(i) have to comply with the balance of momentum for each of the two domains

DivP (i) + B̂(i) = 0 ∀X ∈ Ω(i) (13.35a)
ϕ(i) = ϕ̂(i) ∀X ∈ Γ(i)

D (13.35b)

P (i)N (i) = T̂
(i) ∀X ∈ Γ(i)

N . (13.35c)

Due to the motions, parts of the domain boundaries might come into contact. These possible
contact surfaces are denoted as Γ(i)

C in the initial configuration and as γ(i)
C in the deformed

configuration. One of the two surfaces is identified as the master or target surface. The other
interface is chosen as slave or contactor surface. Without loss of generality, Γ(1)

C is used as
slave in the following.
This slave side is parametrized to monitor the contact with respect to the master surface.

To this end, the contact point Ȳ (X) ∈ Γ(2)
C is determined for each (slave) point X ∈ Γ(1)

C via
a closest point projection

Ȳ (X) = arg min
Y (X)∈Γ(2)

C

||ϕ(1)(X)− ϕ(2)(Y )||. (13.36)

The gap function g(X), measuring the penetration, is then given by the normal component
of the distance

g(X) = −ν ·
(
ϕ(1)(X)−ϕ(2)(Ȳ )

)
, (13.37)

with ν denoting the unit vector normal to the deformed master surface γ(2)
C at ȳ = ϕ(2)(Ȳ (X)).

If the gap is closed, the two bodies can interact by means of a traction. The traction vector
is given by

T (X) = P (X)N (X). (13.38)
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This contact traction can be decomposed into its normal and tangential parts, reading

T (X) = tT (X) + pN(X)ν(Ȳ (X)), (13.39)

where tT is the tangential traction vector, and pN(X) denotes the contact pressure, which
assumes positive values in compression. As discussed in the introduction of this chapter, this
work focuses on pure normal contact. Accordingly, the traction can be simplified as follows

T (X) = pN(X)ν(Ȳ (X)), (13.40)

and the contact conditions can be written in the Kuhn-Tucker form, cf. [Wriggers, 2006]

pN ≥ 0 ∀X ∈ Γ(1)
C (13.41a)

g ≤ 0 ∀X ∈ Γ(1)
C (13.41b)

pNg = 0 ∀X ∈ Γ(1)
C . (13.41c)

In analogy to the single body case discussed in the previous section, the governing equations
can also be formulated in the weak form in the following way

G(u,v) =

Gint(u,v)︷ ︸︸ ︷
2∑

i=1

∫

Ω(i)
0

Gradv(i) : P (i) dΩ−

Gext(u,v)︷ ︸︸ ︷
2∑

i=1

{∫

Ω(i)
0

v(i) · B̂(i) dΩ +
∫

Γ(i)
N

v(i) · T̂ (i) dΓ
}

−
2∑

i=1

∫

Γ(i)
C

v(i) · T (i) dΓ

︸ ︷︷ ︸
GC(u,v)

= 0, (13.42)

where the third summand adds the virtual work due to contact forces.
The above expression can be reformulated by considering that the contact forces acting on

the two bodies have to be in balance cf. [Laursen, 2003, Equation 4.80]

T (2)(Ȳ (X))dΓ(2)
C = −T (1)(X)dΓ(1)

C . (13.43)

Using this equality, the two separate integrals over the two contact surfaces can be joined in
one integral of the following form

GC(u,v) = −
∫

Γ(1)
C

t(1) ·
[
v(1)(X)− v(2)(Ȳ (X))

]
dΓ

= −
∫

Γ(1)
C

pNν ·
[
v(1)(X)− v(2)(Ȳ (X))

]
dΓ. (13.44)
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Comparing the integrand with the definition of the gap function in (13.37) leads to the defini-
tion of the virtual gap function as the difference of the two trial functions cf. [Laursen, 2003,
Equation 4.83]

δg = −ν ·
[
v(1)(X)− v(2)(Ȳ (X))

]
. (13.45)

In this way, the virtual work of the normal contact can be written compactly as

GC(u,v) =
∫

Γ(1)
C

pNδg dΓ. (13.46)

To complete the mathematical model, the contact pressure pN has to be expressed in terms
of the penetration g. Different strategies for this step are discussed in the literature, the
most prominent being the Lagrange multiplier method, the penalty method, the augmented
Lagrange method, and the Barrier method. A comprehensive review and comparison is given
in e.g. [Wriggers, 2006, Sections 6.3 and 6.4].
In this work, the penalty approach is chosen. In this strategy, the contact inequality (13.41)

is regularized by assuming that the contact pressure increases linearly with the penetration

pN = ε〈g〉. (13.47)

Here, the operator 〈·〉 denotes the Macaulay brackets

〈x〉 =
{
x ∀x ≥ 0
0 ∀x < 0

, (13.48)

and ε denotes a user-specified penalty parameter.

13.1.3 Computational aspects
For the numerical simulation of contact problems, the previously outlined continuous model
has to be discretized. The following section gives a brief overview of the approaches applied
in this work. For the sake of brevity, the different aspects are not discussed in detail. More
information can be found in e.g. [Laursen, 2003, Sections 2.4.5.2 and 4.4.2], [Belytschko, 2000,
Chapter 4], [Konyukhov and Izi, 2015, Chapter 6] and [Wriggers, 2006, Section 6.5].

13.1.3.1 Linearization

The first challenge is that the contact problem is non-linear due to the non-linear kinematics
and the non-linear contact condition. For this reason, the problem has to be solved iteratively.
As discussed in the context of cohesive delamination in Chapter 11, the Newton Raphson
scheme is the prevalent approach for this aim.
To this end, the directional derivative of the virtual work has to be computed as follows

∆G(u,v) := d

dα

∣∣∣∣
α=0

[G(u+ α∆u,v)] . (13.49)
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As discussed in the previous section, the virtual work is composed of an internal part Gint, an
external part Gext, and a contact contribution GC.
Following e.g. [Holzapfel, 2000, Equation 8.81] or [Laursen, 2003, Equation 2.261], the

directional derivative of the internal part reads

∆Gint(u,v) =
∫

Ω0

Gradv : Grad∆uS︸ ︷︷ ︸
geometric stiffness

+F>Gradv : C : F>∆u︸ ︷︷ ︸
material stiffness

dΩ. (13.50)

For the external part Gext, the external forces are assumed to be independent of the solution
u. Therefore, the directional derivative is zero

∆Gext(u,v) = 0. (13.51)

As shown in e.g. [Laursen, 2003, Section 4.4.2], the directional derivative of the contact
contribution reads

∆GC(u,v) = ∆
∫

Γ(1)
C

pNδg dΓ =
∫

Γ(1)
C

∆ [pNδg] dΓ =
∫

Γ(1)
C

∆pNδg dΓ +
∫

Γ(1)
C

pN∆δg dΓ.

(13.52)

Konyukhov and Izi [2015] denote the first integral on the right hand side as the “main part”
since it expresses “the constitutive law of the normal interaction force”, while the second
integral captures the curvature and the rotation of the contact interface. As discussed in
[Konyukhov and Izi, 2015, Remark 6.3.3], these higher order derivatives have only secondary
importance on the convergence of the Newton-Raphson scheme and are therefore omitted in
the scope of this work. Details on this term can be found in e.g. [Laursen, 2003, Equation
4.96] or [Konyukhov and Izi, 2015, Section 6.3.1]
As shown in [Laursen, 2003, Equation 4.95], the directional derivative of pN is given by

∆pN = ∆ {ε〈g〉} = H(g)ε∆g, (13.53)

where H(·) denotes the Heaviside function. Accordingly, the directional derivative of the
virtual contact work is given by

∆GC(u,v) =
∫

Γ(1)
C

δgH(g)ε∆g dΓ. (13.54)

Based on a first or current estimate of the solution uj, the non-linear problem of contact
mechanics can be solved iteratively by solving the linearized equation

Gint(uj,v) +Gext(uj,v) +GC(uj,v) + ∆Gint(uj,v) + ∆GC(uj,v) = 0 (13.55)

for ∆u and updating the solution estimate

uj+1 = uj + ∆u. (13.56)
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Discretization

For solving the linearized problem, the finite element concept is applied. This requires the
discretization of the volumetric contributions Gint and Gext as well as the contact contribution
GC.
Since a geometrically non-linear problem implies two different configurations, the discretiza-

tion of the volumetric contributions can be performed either in the initial or in the deformed
domain. The first kind of discretization is denoted as a total Lagrangian formulation, whereas
the second kind is commonly referred to as an updated Lagrangian formulation. A detailed
comparison of the two techniques can be found in e.g. [Belytschko, 2000, Section 4.7]. Within
this work, a total Lagrangian formulation in the spatial configuration is used as discussed in
e.g. [Wriggers, 2008, Section 4.2.3].
The discretization of the contact contribution can be performed in different ways apply-

ing e.g. node to surface (NTS), surface to surface (STS), or Gauss-point-to-surface (GPTS)
techniques. A comprehensive review of these approaches, discussing the advantages and dis-
advantages of the different methods, can be found in e.g. [De Lorenzis et al., 2014].
Within this work, a GPTS-like approach is used to capture the contact contribution. To this

end, the slave interface is segmented conformingly to the element boundaries on the slave side,
and an appropriate number of Gaussian integration points is distributed on each segment.
For each integration point X, the corresponding contact point Ȳ is found on the master side,
and the contact status is check by evaluating the gap function. If penetration is detected, the
contact contributions are evaluated and added to the integral. A more detailed discussion of
this approach can be found in e.g. [Fischer and Wriggers, 2005].

13.2 Dynamic hp-refinement for moving contact1

As discussed in the introduction of this chapter, an accurate resolution of the contact stresses
requires a refinement of the discretization at the boundary of the contact zone. In a generic
setup in which the contact position might change, the following challenges are encountered: a)
the boundary of the contact zone has to be detected automatically, such that b) the refinement
can be guided accordingly, and c) the discretization has to be updated during the course of the
simulation to account for the possible change of the contact position. The following section
outlines the solution technique chosen to resolve these three challenges within this work.

13.2.1 Automatic detection of the contact zone boundary
For the automatic detection of the contact zone boundary—denoted by C in the following—
the contact status serves as the refinement criterion. In a discrete setting, this implies to
distribute an appropriate number of sample points on the slave contact interface ΓC , and to
compute the respective gap value.
A natural idea is to use the sign of the gap value to identify C. However, this approach turns

out to be not robust as the “numerical zero” can have positive or negative sign. Therefore,
the sign-change does not identify C but the complete zone in contact.

1This section is based on a collaboration with T. Bog et al. in the context of [Bog et al., 2017].
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For this reason, an alternative approach is considered within this work by specifying a gap
range Gr = [gmin, gmax]. If the gap value is within this range, the respective sample point is
considered to be on the boundary of the contact zone and added to the set C.
This approach avoids the detection of “false positives” when choosing gmin slightly larger

than zero (e.g. in the range of 10−12). Moreover, the specification of gmax allows the user to
choose a upper threshold on boundaries that are close to coming into contact. Clearly, the
range Gr has to be chosen according to the stiffness of the structure and the value of the used
penalty parameter.

13.2.2 Refinement towards the contact zone boundary
Having identified the set of boundary points C, the refinement has to be guided accordingly.
To this end, all elements that incorporate one or more boundary points in their geometry are
marked for refinement. For this geometry query, the point C is mapped into the reference
space of the element K

ĈK = Ψ−1
K (C), (13.57)

with Ψ−1
K denoting the inverse geometry mapping of element K. The respective element is

marked for refinement if the mapped point ĈK lies within an extended index space K̂ext, which
is chosen slightly larger than the actual reference space K̂ i.e.

Ψ−1
K (C) ∈ K̂ext. (13.58)

In this way, not only the one element incorporating the contact point but also the near
neighbours are refined. This increases the robustness of the refinement with respect to changing
contact points.

13.2.3 Dynamic discretization update
The essential difficulty when guiding the refinement is that the decision of where to refine for
the next load step is based on the solution of the current load step. Hence, the refinement
might be steered towards the wrong point. In principle, three different approaches can be
chosen to solve this problem. A first possibility is to choose the gap range Gr large enough
so that the contact zone of the next load step lies within the refinement zone of the current
load step. The second approach—which goes in line with the first strategy—is to decrease the
load step size to limit the progress of the contact zone between two consecutive load steps.
The advantage of these two approaches is their simplicity in that they typically do not require
an implementational change of the Newton-Raphson solver. However, both strategies might
become computationally infeasible if the contact zone is changing its position rapidly.
A third possibility—applied in this work—is the use of a repeated Newton-Raphson scheme,

in which each load step is computed several times with an updated discretization. This
approach is illustrated in Algorithm 7. Although the repeated computation implies additional
computational effort, it has to be noted that only the discretization changes within the mesh
adaption steps, whereas the load level remains constant. Therefore, the previous result of the
current load step serves as the initial guess for the same load step. For this reason, it can be
expected that the mesh adaption steps do not require a significant number of iterations.
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Algorithm 7 Repeated Newton-Raphson scheme

1 // load step loop
2 for each load step iLoad
3 {
4 // mesh adaption loop
5 for each mesh adaption step iMesh
6 {
7 // Newton iteration loop
8 while residual > tolerance
9 {
10 compute tangent stiffness
11 solve system : KT du = f
12 update solution u = u+ du
13 }
14 // refine mesh based on current solution
15 mark elements at contact zone boundary
16 refine marked elements
17 }
18 }

13.3 Numerical examples2

To analyze whether the multi-level hp-refinement technique is suitable to resolve the complex
stress states emerging in contact mechanics, the discretization scheme is applied to two two-
dimensional test cases with normal contact against a rigid plane. The aim of the first test
case is to assess whether the hp-refinement scheme is able to yield an exponential decay of the
approximation error. To this end, the well known unilateral Hertz benchmark is chosen. The
aim of the second test case is to analyze whether the dynamic refinement capabilities of the
suggested scheme is able to resolve contact areas that change their position during the course
of the simulation. For this purpose, a benchmark involving large deformations and moving
contact suggested in [Wriggers, 2006] is chosen.

13.3.1 Hertz benchmark
In this first test case, a Hertz-like contact between an elastic cylinder of infinite length and
a rigid surface is computed [Hertz, 1882]. The problem is reduced to two-dimensions using
plane strain conditions. As depicted in Figure 13.1, the symmetry of the problem is exploited
by considering only one quarter of the cylinder. The horizontal middle-plane of the cylinder is
loaded by a displacement û in vertical direction, which causes a contact between the boundary
of the cylinder and the rigid surface positioned at y = −R. Due to the small scale of the applied
displacement û, the deformation of the cylinder remains in the linear regime. For this reason,
the theory of linear elasticity outlined in Section 2.1 is augmented by the contact conditions
discussed in the first part of this chapter to compute the deformation resulting from the applied
displacement.
For the numerical approximation of the analytical solution, the domain is discretized by an

initial mesh consisting of the three elements depicted in Figure 13.1. The outer two elements
2This section is based on a collaboration with T. Bog et al. in the context of [Bog et al., 2017].
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α

û

R = 10
û = −0.1
E = 2.1 · 105

ν = 0.3
ε = 2.1 · 108

α ≈ 4.357750997◦C

Figure 13.1: Setup and discretization of Hertz-benchmark (plane strain).

are blended on the exact arc geometry using a quasi-regional mapping, as discussed in the
context of p-FEM in e.g. [Királyfalvi and Szabó, 1997]. It has to be noted that this initial
mesh is not biased with respect to the contact expected at point C. To account for the non-
linear nature of the contact, the displacement boundary condition is applied in five equidistant
load steps, and each load step is solved iteratively using a Newton-Raphson scheme up to an
accuracy of 10−8.
To study the approximation quality, a convergence study is performed by uniformly elevating

the ansatz order p of the three elements. The approximation quality is measured by considering
the deviation of the strain energy

µ =

√
|Πref − Πfe|

Πref
· 100%, (13.59)

where Πfe denotes the strain energy obtained with the current discretization. For the reference
strain energy

Πref = 2.4094102826181199 · 102, (13.60)

an “overkill” computation is performed. To this end, the base mesh is refined towards the
empirically determined contact point C specified in Figure 13.1 using 15 levels of multi-level
hp-refinement and p = 15. The extended index space is chosen as K̂ext = [−2, 2]2.
The convergence results with respect to this reference value are depicted in Figure 13.2. For

an uniform p-elevation on the coarse base mesh, an algebraic increase of the approximation
accuracy at a rate β ≈ 0.6 can be observed. These findings are in agreement with the results
presented in [Franke, 2011]. The reason for the non-exponential character of the convergence is
the reduced regularity of the analytical solution mentioned in the introduction of this chapter.
This effect is also visible in Figure 13.3a, where the numerical approximation of the vertical

stress component σyy obtained on the base mesh with p = 20 is depicted. The results show
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(a) Comparison in log-log-scale

Figure 13.2: Direct comparison of the accuracy gained by different refinement strategies.
Used abbreviations: uni.: uniform, lin.: linear, ref.: refinement, elev.: elevation, k: number of
recursive refinements.

that the high-order shape functions can effectively resolve the complex stress field away from
the contact point. However, the numerical approximation suffers from severe oscillations along
the full boundary of the high-order element touching the contact point.
In analogy to the applications considered in the previous chapters, the reason for this poor

approximation quality is that the boundary of the cylinder is composed of two part: the
contact region and the free boundary. On each of the two parts, different stress profiles are
present which are only C0-continuous at the boundary of the contact zone. This reduces the
regularity of the analytical solution.
As depicted in Figure 13.4, the high-order shape functions of the element incorporating

this transition are not able to decouple these two solution characteristics and to effectively
encapsulate the irregularity at the change of boundary conditions. Instead, the finite element
solution approximates both characteristics, which causes the oscillations.
These observations motivate a refinement of the discretization in the vicinity of the contact

point. In a first step, the refinement is performed using the hp-d-strategy. The numerical solu-
tion obtained with ten levels of refinement is depicted in Figure 13.3b. The results demonstrate



202 13. Application to contact mechanics

(a) p-FEM, k = 0, p = 20 uniform,
2,522 unknowns

(b) hp-d, k = 10, p = 20 uniform,
2,612 unknowns

(c) M.-l. hp, k = 4, p = 9 uniform,
2,972 unknowns

(d) M.-l. hp, k = 10, p = 5 uniform, 2,672 unknowns (e) M.-l. hp, k = 9, p = 10 linear, 2,604 unknowns

Figure 13.3: Comparison of stress distribution obtained with different discretizations.

that—despite the refinement—the oscillations remain present in the complete base element.
Considering the findings discussed in the previous chapters, this solution characteristic is to
be expected, since the hp-d-method uses overlay elements with only linear shape functions
whereas the high-order modes remain on the base element. Hence, the support of the high-
order functions still incorporates the change of boundary conditions, and the irregularity of
the analytical solution is not shielded. Accordingly, the spread of the oscillations does not
change as illustrated in Figure 13.4, and the convergence characteristic remains algebraic as
demonstrated in Figure 13.2.
For this reason, the refinement strategy is changed to the multi-level hp-approach. Fig-

ures 13.3c-d compare a series of numerical approximations, in which the number of refinement
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Figure 13.4: Comparison of contact pressure profiles obtained with different discretizations.

levels k and approximations order p are varied to obtain a similar number of unknowns. The
results demonstrate that the reduced support of the high-order shape functions resulting from
the multi-level hp-mesh structure effectively separates the two solution characteristics on the
boundary and confines the influence of the irregularity at the boundary of the contact zone
to the finest element level. In this way, the spread of the numerical oscillations is reduced to
the leaf elements in the direct vicinity of the contact boundary as illustrated in Figure 13.4.
This essential difference in the solution characteristic also effects the convergence of the nu-

merical approximation. As demonstrated in Figure 13.2, the approximation accuracy increases
exponentially in the pre-asymptotic regime when performing a uniform order elevation on a
pre-refined multi-level hp-mesh. Only when the ansatz order exceeds the optimal value of the
respective number of refinements, the convergence turns algebraic in the asymptotic limit. In
analogy to the benchmarks discussed in Chapter 8, this turning point can however be shifted
to higher accuracies by increasing the number of pre-refinements.
As mentioned in the previous chapters, the reason for the algebraic convergence in the

asymptotic regime is that the error contribution of the element incorporating the irregularity
at the boundary of the contact zone only decays algebraically. For this reason, the final
convergence study of this section increases the approximation quality by refining the elements
in the vicinity of the contact point C and simultaneously elevating the ansatz order of all other
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elements. Following the idea of [Gui and Babuška, 1986b], the approximation order is set to
pmin = 1 for the finest elements and then increased linear away from the irregularity up to a
maximal order of pmax = k + 1. The results presented in Figure 13.2 demonstrate that this
simultaneous change of h and p yields an exponential increase of the approximation accuracy
without an asymptotic decay to an algebraic convergence.

13.3.2 Moving contact
Having compared the convergence properties of the suggested refinement schemes in the pre-
vious benchmark, the second example aims at assessing the dynamic refinement capabilities
of the multi-level hp-approach in the context of contact mechanics. To this end, the thin,
bi-material half ring benchmark introduced by Wriggers [2006] is considered. As depicted
in Figure 13.5, the half ring is fixed in the horizontal direction and displaced in the vertical
direction on the top boundary. This displacement causes a contact between the outer ring
surface and the rigid plane positioned at y = −(R + t). Following e.g. [Bonet and Wood,
2008, Equations 6.53 and 6.61], a neo-Hookean type of hyper elastic strain energy function is
chosen to model the stress-strain relation

W = µ

2

(
tr (C)
J2/3 − 3

)
+ κ

2 (J − 1)2 . (13.61)

Here, µ and κ denote the shear and bulk modulus of the considered material, respectively.
The problem is reduced to two dimensions using plane strain conditions.
For the numerical approximation of the analytical solution, the symmetry of the ring is

exploited by considering only the right half. The x-displacement on the left boundary at
x = 0 is constrained accordingly. This reduced domain is discretized using four elements
in the thickness and 32 elements in the circumferential direction. In this way, the elements
resolve the material interface in the thickness direction. To account for the curved geometry,
the elements are blended on the exact arc using a quasi-regional mapping [Királyfalvi and
Szabó, 1997]. The approximation order of this base mesh is set to p = 7. The displacement

x

y

R

t

û û

R = 90
t = 5

û =
[

0
−40

]

Ein = 105

Eout = 103

ν = 0.3
ε = 106

Figure 13.5: Setup of bi-material ring example following [Wriggers, 2006, Section 9.5.5].



13.3. Numerical examples 205

(a) Load step 0 (b) Load step 32

(c) Load step 64 (d) Load step 128

(e) Load step 150 (f) Load step 160

Figure 13.6: Deformation of bi-material ring for selected load steps (4 × 32 base elements,
p = 7, k = 4, number of unknowns: max = 28,282, min = 13,344, average = 19,217).



206 13. Application to contact mechanics

0 2 4 6 8 10 12 14 16 18 20 22 24 26 28 30 32 34 36 38 40

0

2

4

6

8

10

12

14

Initial arc length

C
on

ta
ct

pr
es

su
re

Step 10 Step 20 Step 30 Step 40 Step 45 Step 50
Step 60 Step 70 Step 80

0 2 4 6 8 10 12 14 16 18 20 22 24 26 28 30 32 34 36 38 40

0

1

2

3

4

5

6

Initial arc length

C
on

ta
ct

pr
es

su
re

Figure 13.7: Contact pressure along contact interface for selected load steps.

boundary condition is applied in 160 equidistant load steps, and each load step is solved using
a Newton-Raphson iteration scheme up to a residual tolerance of 10−6.
To capture the expected stress concentration within the contact zone, the base discretization

is refined using four levels of multi-level hp-overlay meshes. The boundary of the contact zone
is determined automatically using the approach outlined in Section 13.2. The gap range is
chosen as Gr = [10−12, 10−2] and four mesh adaption steps are performed.
The numerical approximation obtained with this approach is depicted for selected load

steps in Figure 13.6. The results demonstrate that the coarse, high-order mesh effectively
captures the global deformation and stress state. At the same time, the suggested repeated
Newton-Raphson scheme reliably steers the refinement to follow the moving boundaries of the
contact zone. The contact pressure profiles depicted for selected load steps in Figure 13.7
demonstrates that—also in the case of a dynamically changing discretization—the oscillations
in the computed contact pressure remain confined to the finest element level.
The computational overhead of the suggested repeated Newton-Raphson scheme is depicted

in Figure 13.8. The results demonstrate that the first solution of a load step (mesh adaption
step 1) requires the highest number of Newton-Raphson iterations. This is to expected since
the load level increases in this step. In the remaining three mesh adaption steps, only the
discretization is updated. The depicted results imply that this only introduces a minor residual
that can be reduced below the specified tolerance within two or tree iterations in the second
mesh adaption step. The adaption steps two and three only require one iteration each, which
indicates that—for the present example—one predictor and one corrector step are sufficient.
Depending on the mesh structure of the respective load step, the number of unknowns varies

between 20 and 30 thousand. In contrast, a static a priori discretization would require to refine
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Figure 13.8: Number of Newton-Raphson iterations necessary to converge to a residual error
of 10−6 for the four mesh adaption steps.

all elements along the outer boundary of the ring as almost the complete outer boundary comes
temporarily into contact. Such a globally refined mesh of the same element size would yield
more than 150 thousand degrees of freedom. This difference shows the advantage of decoupling
the potential contact interface from the actual contact zone, a feature incorporated into the
dynamic discretization possibilities of the multi-level hp-scheme.
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Chapter 14

Conclusion and outlook

The central objective of the present work is to help to alleviate the algorithmic and implemen-
tational complexity of hp-finite elements. To this end, the multi-level hp-version of the Finite
Element Method is applied.
This discretization method aims at formalizing an hp-refinement scheme that a) yields the

same approximation quality as conventional hp-approaches but b) reduces the complexity
necessary to handle irregular meshes. For this purpose, the classical refine-by-replacement
strategy of conventional hp-formulations is dropped in favor of a refine-by-superposition. The
essential idea of this alternative discretization concept is to locally increase the approximation
quality of a coarse base-discretization by superposing a fine-scale overlay mesh in domains
of interest. With this change of the refinement paradigm, the global continuity of the final
approximation can be ensured easily by applying homogeneous Dirichlet boundary conditions
on the overlay mesh. In this way, the problem of hanging nodes is avoided by construction,
which allows for the definition of a simple rule-set that ensures the compatibility and linear
independence of the global basis functions.
The idea of this discretization approach was pre-published in [D’Angella et al., 2016; Zander

et al., 2016, 2015, 2017] by the author of this work. Following these publications, the first
part of this work provides a complete and augmented summary of the method’s concepts and
puts these into the context of conventional hp-discretization approaches. The second part of
this work presents a systematic analysis of the approximation properties of the multi-level hp-
refinement method in different fields of engineering relevance. To this end, the example suite
presented in the aforementioned pre-publications is summarized and supplemented by addi-
tional, more detailed numerical studies to assess the approximation quality of the suggested
method in more depth.

14.1 Summary of scientific conclusions

The present work applies the suggested refine-by-superposition approach in different appli-
cation fields of engineering interest. In the following, the central findings are systematically
summarized.
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14.1.1 Comparison to conventional hp-approaches
The central observation of this work is that the suggested refinement by high-order overlay
meshes yields an exponential decay of the approximation error even in the presence of sin-
gularities. The presented results demonstrate this advantage in the context of one-, two-
and three-dimensional applications in the field of linear heat conduction, linear elasticity,
convection-dominated transport problems and computational contact mechanics. Moreover,
runtime measurements for two- and three-dimensional examples show that this convergence
characteristic can be obtained not only with respect to the number unknowns but also with
respect to the computational time required to integrate, assemble, and solve the system of
finite element equations. A further comparison of other numerical properties reveals that the
refine-by-superposition approach also does not have any significant detrimental effect on the
conditioning of the resulting equation system, but even shows a slightly better characteris-
tic than conventional p- and hp-approaches. Furthermore, the presented results demonstrate
that the superposition-based refinement scheme can be combined successfully with a conven-
tional error and smoothness estimator to yield an automatic feedback scheme that is adaptive
with respect to the convergence rate according to Babuška [1986]. Moreover, the refinement
is not restricted to simply-shaped benchmark domains but is also applicable in the context
of curved and unstructured meshes. In the author’s opinion, the multi-level hp-refinement
scheme therefore meets the major quality criteria of an hp-discretization scheme.

14.1.2 Comparison of hp-d- and multi-level hp-refinement
The second important aspect discussed in this work is the difference of the suggested multi-
level hp-method to its predecessor: the hp-d-refinement approach. In this context, the essential
insight is that the difference in the approximation quality of the two methods results from the
size of the support of the high-order shape functions.
In the case of the hp-d-method, a high-order base mesh is superposed with elements using

linear shape functions only. Accordingly, the support of the high-order shape functions remains
unchanged. In contrast, the multi-level hp-approach employs high-order overlay elements,
which renders the support of the high-order shape functions minimal.
The significance of this difference is demonstrated in the context of different two- and three-

dimensional benchmark examples. In all cases, the multi-level hp-method achieves the afore-
mentioned exponential decay of the approximation error, while the hp-d-approach can only
attain an algebraic convergence.
Furthermore, the smaller support of the high-order shape functions obtained by the multi-

level hp-refinement scheme allows the effective separation of distinct physical solutions. The
resulting advantage is demonstrated in the context of sharp boundary layers common in con-
vection dominated transport problems, changing boundary conditions caused contact, and
thin, embedded inclusions in the context of the Finite Cell Method. The separation of the
respective solution characteristics is not possible when refining using the hp-d-paradigm as
the high-order shape functions remain active on the coarse base elements. This causes an
oscillatory approximation in the coarse base elements that incorporate the distinct solution
characteristics. In the author’s opinion, the multi-level hp-method therefore presents an ad-
vance in the context of superposition based hp-refinement.
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14.1.3 Dynamic discretization
The third important observation is that the followed refine-by-superposition schemes eases
the implementational complexity of the scheme. This allows for a highly flexible discretization
kernel featuring arbitrary irregular meshes, which can be refined and coarsened continuously
throughout the simulation runtime. The present work discusses the advantages of this dynamic
discretization capabilities exemplarily for the following two- and three-dimensional examples.

Benchmark examples with moving steep gradients or discontinuities

Natural application fields for a dynamically changing discretization are transient problems.
In the context of parabolic and hyperbolic partial differential equations, the presented results
demonstrate that adjusting the mesh structure in every time-step of a transient simulation
allows the accurate resolution of solution features that change their position with time. The
discussed benchmark show that this is of advantage when considering the propagation of sharp
wave fronts or stress discontinuities caused by a moving load.

Resolution of embedded inclusions using the Finite Cell Method

In a similar way, the analyzed examples demonstrate that the dynamic discretization allows the
resolution of the heat flow around moving inclusions when combining the suggested approach
with the concept of the Finite Cell Method. The essential insight in this context is that—even
if the analytical solution is not singular but smooth—the support of the high-order shape
functions significantly effects the approximation quality of the numerical result. The reason
for this importance in the context of the FCM is that coarse base elements might intersect the
physical domain on two different sides of the embedded inclusion. Therefore, the used shape
functions have to account for two potentially different analytical solutions. The presented
studies show the resulting deterioration of the approximation quality in the form of severe
oscillations. Typically, this problem does not occur when the inclusion does not change its
position as the mesh can be pre-refined accordingly. However, this a priori refinement is no
longer possible if the inclusion is moving. Accordingly, the dynamic discretization capabilities
of the suggested refinement technique are of special importance in this context. However,
the support of the high-order shape functions remains unchanged when refining in the hp-d-
sense with only linear overlay meshes. Accordingly, the hp-d-refinement does not solve the
original cause of the problem. This is different for the multi-level hp-version of the overlay
refinement, since this approach decreases the support of the high-order shape functions. The
presented two- and three-dimensional benchmark results confirm that the hp-d-refinement has
only a very limited effect on the approximation quality, while the multi-level hp-approach
effectively prevents oscillations in the numerical solution. In the author’s opinion, this renders
the multi-level hp-strategy as a suitable method to resolve moving inclusions embedded in a
non-boundary conforming finite cell mesh.

Simulation of cohesive crack growth

A third application field of the dynamic discretization analyzed in this work is the de-bonding
of laminated structures. To this end, the refinement scheme is combined with a cohesive failure
model to capture crack initiation and progression. The major challenge of the numerical
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handling of these models is their intrinsic discretization sensitivity, which was reported in
many studies before. The core of this problem is that the interface elements used to model
the state of the crack are either fully closed or opened along their full length. Accordingly,
the crack can only advance element by element, which leads to sudden releases of energy
and unphysical oscillations in the load-displacement curve. For this reason, the numerical
simulation of cohesive crack growth demands for a fine resolution of the fracture process zone.
Depending on the used materials of the laminated structure, this zone has the length of a
few millimeters. In contrast, the length of the laminated interface itself can have the size
of meters. This scale difference renders an a priori refinement of the discretization along
the full potential crack path computationally unfeasible. Instead, this problem requires a
non-uniform mesh refinement in vicinity of the crack tip to decouple the global discretization
of the structure from the local resolution of the fracture process zone. However, the crack
is changing its position while it is progressing. This requires a continuous adjustment of
the mesh refinement throughout the simulation. Hence, the suggested refine-by-superposition
scheme lends itself for this problem since the overlay mesh can be moved along to follow the
propagating crack while the base-mesh is left unchanged.
The essential insight gained by the presented studies is that—also for this application—the

size of the support of the high-order shape functions essentially influences the approximation
quality of the numerical simulation. The reason follows in analogy to the aforementioned
cases: high-order shape functions with a large support along the laminate interface have to
account for two different solution states on the two sides of the crack tip. Therefore, a pure
p-elevation is not sufficient to accurately resolve the propagating crack. Instead, this problem
requires a high-order approximation and a fine discretization to capture the complex solution
within the fracture process zone. Since the hp-d-approach does not decrease the support of
the high-order shape functions, the transition from the closed to the cracked interface can not
be captured more accurately when using this refinement technique. The analyzed examples
confirm that the hp-d-scheme improves the result quality only marginally. In particular, the
results show that the hp-d-approach does not prevent the discretization induced oscillations
in the load-displacement curve. As in the previous cases, the situation is different when using
the multi-level hp-refinement since this approach reduces the support of the high-order shape
function to the finest element level. The presented results demonstrate that this allows for an
accurate resolution of the complex stress state ahead of crack front, which is free of artificial,
discretization-induced oscillations. At the same time, the aforementioned decoupling of the
global and local discretization scales significantly reduces the sizes of the numerical problem
and with it the computational times. For the analyzed benchmark, this manifested itself in
a speedup of factor five compared to a global a priori refinement. In the author’s opinion,
the multi-level hp-version of the overlay refinement scheme therefore presents an advance
compared to the hp-d-approach also in this application field.

Moving contact

The fourth application field of the dynamic discretization analyzed in this work is the normal
contact of an elastic continuum subjected to larger deformations. From a high-order discretiza-
tion point of view, the first essential challenge in this context is the reduced regularity of the
solution at the boundary of the contact zone. The second challenge is that this contact zone
might change its position during the course of a non-linear simulation.
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The presented results demonstrate that the suggested multi-level hp-scheme is able to effec-
tively encapsulate the irregularity of the solution by geometrically grading the element size
towards the boundary of the contact zone. In this way, oscillations in the numerical solutions
are confined to the finest element level, and an exponential decay of the approximation error
is obtained. It is shown that this is not possible when refining with the hp-d-scheme since the
support of the high-order shape functions remains on the base mesh.
Moreover, it is demonstrated that the suggested refinement algorithm automatically detects

the irregularity of the solution. A continuous update of the discretization in every load step
of the non-linear simulation allows the refinement to stay local to the moving boundary of the
contact zone. This dynamic change of the discretization decouples the length of the potential
contact interface form the actual contact zone. For the presented two-dimensional example,
this reduces the number of unknowns by one order of magnitude compared to a static a priori
refinement along the full length of the potential contact interface. In the author’s opinion, this
clearly demonstrates the advantages of the suggested dynamic hp-refinement in the context of
this highly relevant application field.

14.2 Future research
Clearly, this work does not provide a full analysis suite but only provides a proof of concept
with many points still open. The following section aims at summarizing these in a structured
way.

14.2.1 Extensions of refinement capabilities
Within this work, the h-refinement of an element is understood as a bi-section of the respective
element in every spatial dimension. While this is sufficient for the applications considered in
this work, the following extensions might be valuable in other scenarios.

14.2.1.1 Arbitrary geometric refinement

In the present work, the refinement of elements is understood as an (isotropic) sub-division
in the middle of the element. Accordingly, the ration q of the geometric progression is 1

2 .
Although this is sufficient for an exponential convergence of the approximation error, the
analysis presented by [Gui and Babuška, 1986b] shows that the convergence rate can be
further improved by a more general sub-division. This sub-division in an arbitrary ratio q can
be realized without conceptual problems also in the context of superposition-based refinement
by a simple geometric re-location of the overlay nodes.

14.2.1.2 An-isotropic refinement

Instead of refining an element isotropically in all spatial dimensions, an an-isotropic refinement
sub-divides an element in only selected directions. This is of major advantage when considering
e.g. boundary layers or edge singularities. Here, the refinement is only necessary in one- or two-
spatial dimensions, respectively. Accordingly, an isotropic refinement is clearly not optimal.
For this reason, most hp-frameworks support an an-isotropic refinement.



214 14. Conclusion and outlook

Figure 14.1: Non-matching discretization due to an-isotropic refinement. The dashed line
illustrates a possible second bi-section that resolves the in-compatibility.

In principle, an an-isotropic refinement is also possible when following the suggested refine-
by-superposition approach. To this end, the discretization kernel has to be extended such that
quadrilateral faces can be overlayed by two or four sub-faces. Similarly, hexahedral volumes
have to be superposable by two, four, or eight sub-volumes.
The major challenge in this context is the resolution of possible in-compatibilities. These

arise when neighboring elements are sub-divided in different, non-matching directions as il-
lustrated exemplarily in Figure 14.1. A simple solution—which can be realized also in the
context of superposition-based refinement—is to restrict the refinement to only matching sub-
divisions. For the scenario depicted in Figure 14.1, this implies that, as soon as the right
element is refined, the left element is divided isotropically as well. In this way, the challenge
of non-matching divisions is circumvented. However, this comes at the cost of additional,
potentially unnecessary elements and degrees of freedom.
For this reason, most hp-formulations provide more sophisticated solutions for this problem.

This aspect is discussed in e.g. [Demkowicz, 2007, Section 13.2]. In the author’s opinion,
similar solutions can also be applied for the multi-level formulation of hp-finite elements.
However, they come at the same implementational complexity as in the context of conventional
hp-approaches.

14.2.1.3 Other element types

The present work focuses on the refinement of quadrilateral and hexahedral elements. However,
this is no conceptual restriction of the multi-level hp-method itself. In principle, the same
concept and the same rule-set discussed in this work applies also to triangular, tetrahedral,
and prism-shape elements. These element-types offer the advantage that more complex meshes
created by a mesh-generator can be used. Therefore, the extension of the discretization kernel
in this direction might be of advantage for applications depending on these kind of meshes.

14.2.2 Computational efficiency
One essential and everlasting task is the further increase of the computational efficiency of the
scheme. This challenge can be addressed on the following different levels.
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14.2.2.1 Node-level optimization

The first level is the node-level optimization of the developed code-framework. In the course
of this work, many parts of the code have already been optimized, the detailed discussion
thereof would go beyond the scope of this work. Examples of this work are the efficient
evaluation of the non-zero shape functions in the hierarchical refinement tree, or a prediction
of the sparsity pattern of the refined discretization which allows for a pre-allocation of the
final system matrix. Of course, this optimization is a continuous process and requires every
future developer to carefully profile her/his use of the developed program.

14.2.2.2 Parallelization

The second level is the parallelization of the code framework, which will allows the use of
modern compute clusters. Here, very promising work has been done already, which currently
shows an efficient scaling for the computation of the stiffness matrix on up to 128 cores. These
results will be published soon in [Jomo et al., 2017].

14.2.2.3 Change of methods

A third level is the change of the applied numerical methods. Intrinsically, a change of method
opens many novel research questions. This might include the following aspects.

Sum factorization

One possibility to further increase the computational performance of the numerical integration
is the use of the sum factorization technique suggested in [Melenk et al., 2001]. Here, an
interesting research question is how the factorization process can be implemented efficiently
when using the suggested overlay refinement technique.

Pre-integration

Another approach targeting the same goal is the use of the pre-integration approach developed
in [Yang, 2011; Yang et al., 2012a]. In this context, the essential question is how this approach
can be combined with the multi-level hp-idea. While the author sees no conceptual problem
in the case of a static mesh structure, the case of dynamic discretization might need for more
research.

Multi-grid methods

Another problem of any finite element based solution scheme is the numerical cost associated
with solving the system of linear equations. Here, not only the computational time but also
the amount of required memory might be a limiting factor for large scale simulations. For this
reason, a highly interesting point of research is the development of a multi-grid solution scheme
that make use of the hierarchical nature of the basis functions. As discussed in e.g. [Bank
et al., 1988; Mitchell, 1988, 1991, 1992; Yserentant, 1986a,b; Zienkiewicz and Craig, 1986],
this combination of methods can yield a significant increase in performance. In particular
using the multi-grid approach as a pre-conditioner for a conjugate gradient scheme might be
beneficial not only with respect to the runtime but also with respect to the required memory.
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Partitioned solution schemes

An alternative solution approach is the change from the monolithic formulation of the multi-
level hp-method—suggested in this work—to a partitioned solution scheme. Here, the essential
idea is to not formulate one global system of equations but to solve a local problem on each
refinement level. The final approximation to the global solution is then determined by an
iterative Gauss-Seidel approach that finds the global equilibrium.
The assets and drawbacks of this approach follow in analogy to the use of these principles in

multi-physical applications such as fluid structure interaction [Felippa, 2004]. This iterative
nature of the solution scheme has the potential drawback that several iteration cycles might
be necessary until the solution is converged. This in particular applies for strongly coupled
problems. On the other hand, the partitioned solution scheme offers a higher flexibility of the
discretization. As e.g. demonstrated in [Düster et al., 2007a; Ledentsov, 2010; Ledentsov et al.,
2010] for the hp-d-method, the split of the discretizations allows the coupling of dimensionally
reduced models and superposed volumetric models. Furthermore, different time scales can
be used on the separated levels. This sub-cycling like approach can be of advantage in cases
where the physical state evolves significantly faster on a local than on the global scale. The
first research results in this context are very promising [Korshunova, 2016].

14.2.3 Implementational challenges in other fields of application
Another point of extension is the application of the refinement method to other physical or
technical problems. This is particularly interesting for cases that can profit from the ability
of the method to decouple the local and the global discretization scale demonstrated in the
simulation of cohesive de-bonding.
One possible application is the simulation of additive manufacturing processes such as Se-

lective Laser Melting (SLM). Here, the intrinsic challenge is that the laser and the melting
pool have the size of micrometers, while the structure might have the size of centimeters
or even more. This difference in scale renders a simulation with a uniformly refined mesh
computationally in-feasible. Instead, the computational effectivity significantly profits from
a dynamic discretization kernel that allows to refine the mesh in the vicinity of the melting
pool and to coarsen again once the laser has passed. First research results of applying the
multi-level hp-concept in this field show very promising results and will be published soon in
[Kollmannsberger et al., 2016].
Another possible applications are problems with sharp fronts and interfaces such as e.g.

plasticity, waves or shocks in fluids, or phase-field formulations applied to model e.g. fracture
[Ambati et al., 2014; Miehe et al., 2010], phase-change [Gonzalez-Ferreiro et al., 2014], or
crystal growth [Bueno et al., 2016; Gomez and Nogueira, 2012]. Here, the change of state
takes place in a very narrow band that changes its position with time. Accordingly, a high
resolution is needed locally, while the remaining parts of the domain may fully profit from the
use of high-order elements.
The major additional challenge in these contexts is the handling of history variables such

as e.g. plastic strains or the maximum positive reference energy. This is an intrinsic problem
of dynamic discretizations, since the position of the integration points change with the mesh.
Accordingly, history variables cannot be simply stored on Gauss point level. Instead, suitable
interpolation schemes have to be developed to transfer the plastic state between two meshes.
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This aspect is subject of current research.

14.2.4 Extension to different compatibility constraints
Another highly interesting research field is the use of the multi-level hp-refinement scheme
for applications that demand for a higher inter-element continuity. In the context of civil
engineering, this includes e.g. dimensionally reduced models, such as beams, plates, and
shells. Also some of the aforementioned phase-field models are based on higher-order models
and therefore require a higher global continuity. In the context of mechanical or electrical
engineering, a possible application of this kind is the numerical simulation of electro-magnetic
effects. As demonstrated in e.g. [Demkowicz and Vardapetyan, 1998; Dubcova et al., 2010;
Rachowicz and Demkowicz, 2000b, 2002; Schnepp and Weiland, 2012; Šolín et al., 2010a], the
hp-version of the Finite Element Method yields excellent results in this highly important field
of applications. For this reason, the extension of the formulated rule-set to other spaces—such
as H(div), H(curl) or H2—is an interesting field of future research.
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