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Abstract

The visualization of numerical simulations that are affected by uncertainty can easily lead to in-

accurate or even wrong conclusions. Ensemble simulations account for this problem by performing

multiple simulation runs with perturbed input parameters or with different models, allowing us to

estimate the uncertainty in a simulation by analyzing the variability in the different outcomes. The

introduction of ensembles poses a great challenge for the visualization of simulations since the infor-

mation of all simulation runs needs to be conveyed simultaneously. Furthermore, the direct coupling

of visualizations to simulations is hindered due to substantially longer simulation times. Thus, in order

to unfold the full potential of ensemble simulations, new methods for efficient numerical simulation

and advanced ensemble visualization techniques need to be developed.

The contributions of this thesis are twofold. In the first part of this thesis, as a possible application

for numerical simulation, we present a new method for the efficient simulation of incompressible

fluids. We use a finite element discretization on an octree grid to reduce memory requirements by

coarsening cells in the interior of the fluid domain, and we employ a special multigrid solver to ensure

optimal performance. Despite the irregular grid structure, the resulting method is based on regular

computational kernels and is thus easy to parallelize, enabling the simulation of large-scale scenarios

and complex domains with a minimum of computational resources.

In the second part of this thesis, we introduce the concept of variability plots for the visualization

of line based features in ensembles. These are often visualized using so-called spaghetti plots, which

are created by simply overlaying all lines of interest in a single view and, thus, are prone to visual

clutter. For variability plots, on the other hand, we use statistical analysis and clustering to generate

abstract geometric representations that illustrate the major trends and outliers in the data. We present

two basic applications of this concept to ensembles of streamlines and iso-contours, and, as a third

application, we investigate the visualization of iso-contours in weather forecast ensembles. For this

specific use case, we extend variability plots to the time-dependent setting by proposing a special

time-hierarchical clustering. We demonstrate the potential of our method in various examples using

artificial and meteorological datasets, as well as flow datasets generated with the proposed method

for fluid simulation.
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Zusammenfassung

Die Visualisierung von numerischen Simulationen, die mit Unsicherheit behaftet sind, kann leicht

zu unpräzisen oder falschen Schlussfolgerungen führen. Ensemble Simulationen adressieren dieses

Problem, indem mehrere Simulationsläufe mit gestörten Eingabeparametern oder mit verschiedenen

Modellen durchgeführt werden, was es uns ermöglicht die Unsicherheit in einer Simulation durch die

Analyse der Variabilität in den unterschiedlichen Simulationsergebnissen abzuschätzen. Der Schritt

zu Ensembles stellt eine große Herausforderung für die Visualisierung von Simulationen dar, weil

die gesamte Information aller Simulationsläufe gleichzeitig vermittelt werden muss. Zusätzlich wird

das direkte Koppeln von Visualisierungen an Simulationen erschwert, da sich die Simulationszeiten

beträchtlich erhöhen. Um das gesamte Potential von Ensemble Simulationen zu entfalten ist es daher

nötig, neue Methoden zur effizienten numerischen Simulation und fortgeschrittene Visualisierung-

stechniken für Ensembles zu entwickeln.

Die Beiträge dieser Arbeit sind zweigeteilt. Im ersten Teil der Arbeit präsentieren wir eine neue

Methode zur effizienten Simulation von inkompressiblen Fluiden als mögliche Anwendung von nu-

merischer Simulation. Wir verwenden eine Finite Elemente Diskretisierung auf einem Octree Git-

ter um den Arbeitsspeicherverbrauch zu reduzieren, indem wir Zellen im Inneren der Fluiddomäne

vergröbern, und wir benutzen einen speziellen Multigrid-Löser um eine möglichst schnelle Simu-

lation zu gewährleisten. Trotz der unregelmäßigen Gitterstruktur baut die resultierende Methode

auf regelmäßigen Berechnungsbausteinen auf und kann damit leicht parallelisiert werden, was die

Simulation von großen Szenarien und komplexen Domänen mit einem Minimum an Ressourcen er-

möglicht.

Im zweiten Teil dieser Arbeit führen wir das Konzept von Variability Plots für die Visualisierung

von linienbasierten Merkmalen in Ensembles ein. Diese werden oft durch sogenannte Spaghetti Plots

visualisiert. Spaghetti Plots entstehen durch eine einfache Überlagerung aller betrachteten Linien

in einem Bild und führen daher leicht zu visueller Übersättigung. Für Variability Plots dagegen ver-

wenden wir eine statistische Analyse und Clustering um abstrakte geometrische Darstellungen zu

generieren, die die generellen Trends und Ausreißer in den Daten zeigen. Wir stellen zwei grundle-

gende Anwendungen dieses Konzepts für Ensembles von Stromlinien und Isokonturen vor, und wir un-

tersuchen als dritte Anwendung die Visualisierung von Isokonturen in Ensemble-Wettervorhersagen.

Für diesen speziellen Anwendungsfall erweitern wir Variability Plots auf den zeitabhängigen Fall, in-
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dem wir ein besonderes zeit-hierarchisches Clustering vorschlagen. Wir demonstrieren das Potenzial

unserer Methode anhand von zahlreichen Beispielen mit künstlichen und meteorologischen Daten-

sätzen, sowie mit Strömungsdatensätzen, die mit der vorgeschlagenen Methode zur Fluidsimulation

generiert wurden.
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1
Introduction

Visualization is a powerful tool for presenting complex scientific data in a comprehensible way. Before

drawing conclusions, however, we have to respect the fact that scientific data typically originates from

sources like, e.g., measurements, human observations or numerical simulations, which are naturally

afflicted with errors and uncertainties. Furthermore, the visualization process itself can introduce

uncertainty as well. The need of including information about uncertainty in visualizations has been

recognized almost twenty years ago [PWL97]. In order to avoid the possibility of drawing inaccurate

or wrong conclusions, visualizations have to reveal where uncertainties in the data exist and how

significant they are. While simple data types like uncertain scalar values have been investigated

thoroughly in the literature, the visualization of uncertainty in more complex data still remains one

of the top challenges in the field of scientific visualization [JS03, BHJ∗14].

Depending on the type of uncertain data, visualization methods can be categorized into two groups.

In classical uncertainty visualization, the uncertainty in the data is represented by a stochastic model.

For instance, each data value may be given through a mean value and a corresponding standard

deviation. In ensemble visualization, on the other hand, the uncertainty is represented by a set of

possible states or data occurrences. Such a set—called ensemble—can be the result of, e.g., repeat-

edly conducting a real world experiment or performing multiple runs of a numerical simulation with

varying input parameters. Ensembles are particularly useful in situations where common stochastic

distribution models are not a good approximation of the actual distribution of data values.

In this thesis we are specifically concerned with ensembles that are created through numerical

simulations. However, we are not only interested in the visualization of such ensembles, but also in

their generation, i.e., we also investigate the area of numerical simulation. This is interesting to do

because the visualization of simulations often requires knowledge about the data generating process,

and, in particular, many advanced visualization pipelines rely on a tight coupling of visualization and

simulation. An example for this is visual steering, in which a two-way coupling between a running
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1. INTRODUCTION

simulation and a live visualization is established. This can allow a user, e.g., to monitor and check

the state of a simulation or to interactively tune simulation parameters. Another combination of

simulation and visualization can be found in modern supercomputing: If the output of a simulation

is too large to be permanently stored on disk, a workaround is to create the visualizations of interest

immediately during the simulation and to store them in place of the raw simulation data, which is

called in situ visualization. In any case, if a simulation and a visualization have to be combined, the

performance as well as the memory requirements of the simulation are crucial. This is particularly

true in the context of ensemble simulations, which require multiple simulation runs to be computed

instead of only a single run.

In order to explore the possibilities of combining ensemble simulations and visualizations, we chose

to focus on the field of computational fluid dynamics, since fluid simulation as well as flow visualiza-

tion are very popular and well researched areas. This adds to our general effort of developing new,

advanced visualization techniques for ensemble simulations and, accordingly, this thesis is split into

two major parts describing our contributions to the fields of fluid simulation and ensemble visualiza-

tion.

Fluid Simulation In the first part of this thesis, we propose a method for the efficient simulation

of incompressible fluids in large and complex domains. For this purpose, we aim for a discretization

scheme that can handle high effective resolutions at reasonable computational costs. While regular

grids are generally attractive for numerical simulations because they give rise to efficient computa-

tional kernels, they are only of limited suitability in this case due to memory and time constraints.

Unstructured grids, on the other hand, can flexibly adapt to the domain and only consume compu-

tational resources where needed, but they come at the cost of an irregular discretization and do not

allow for a direct application of efficient hierarchical solvers like multigrid.

The main motivation of our method is to demonstrate that the efficiency of regular grids can be

combined with the flexibility of unstructured grids. We use an adaptive octree grid with a hexahedral

finite element discretization, which allows us to coarsen the grid in the interior of the fluid domain

while keeping the computational kernels regular. To allow for arbitrary timesteps, we adapt concepts

from fluid simulations in computer animation which make the simulation unconditionally stable.

Further, we employ a geometric-algebraic multigrid solver to solve the pressure Poisson in a time-

efficient manner, and we improve the convergence of this solver in complex scenarios by proposing a

cell duplication scheme at coarser scales. In our examples, we focus on the simulation of liquids with

free surfaces, and we show how the fluid/air interface can be resolved with second-order accuracy by

enforcing the Dirichlet boundary conditions for the pressure in a variational sense using a particular

class of Nitsche methods. On a single desktop computer, the resulting method can easily handle

scenarios that would require hundreds of millions of simulation elements in a non-adaptive regime.

2



Ensemble Visualization In the second part of this thesis, we propose a novel visual metaphor

for the visualization of line based features in scalar and vector field ensembles. In practice, such

ensembles are often visualized using so-called spaghetti plots, which are created by overlaying the

lines corresponding to individual ensemble members in a single view. Unfortunately, spaghetti plots

often contain a lot of visual clutter, which can make it difficult to discern trends or outliers, and

they do not scale well with increasing numbers of lines in the image. To solve these problems, we

introduce the concept of variability plots. We use principal component analysis (PCA) to transform

an input ensemble of lines into a low-dimensional feature space, and we use clustering to group the

ensemble members into significantly differing trends. We then fit a continuous statistical model to the

trends in the feature space, and exploit the invertibility of PCA to transform geometric representatives

of this model back to the original domain space. This creates an abstract visualization of the input

line ensemble, consisting of artificial representative lines and confidence regions, which illustrate the

spatial standard deviation of individual trends. As a result, variability plots are able to effectively

convey the major trends and outliers in an ensemble of line based features, which we demonstrate in

three specific applications:

• We show how streamline variability plots can be created for ensembles of streamlines, which are

seeded from the same location in each member of an ensemble of steady vector fields. In partic-

ular, this application demonstrates that PCA provides a powerful feature space representation

for streamlines (and parameterized curves in general), which is well suited for line cluster-

ing. Moreover, because PCA is trivial to invert, we provide a mathematical model for creating

artificial lines which are statistically similar to a given set of lines.

• We show how contour variability plots can be created for ensembles of iso-contours, which are

extracted from each member of an ensemble of scalar fields using the same iso-value. Addi-

tionally, we extend the resulting plots with a special correlation visualization, for the first time

enabling users to perform an interactive visual analysis of global correlations between the oc-

currences of iso-contours at different locations in the domain.

• We present advanced visualizations for iso-contours of time-dependent scalar fields in weather

forecast ensembles, which are commonly analyzed by animating through sequences of spaghetti

plots. Such animations are even harder to comprehend than single spaghetti plots, because in-

dividual timesteps have to be memorized in order to establish connections between different

timesteps. To address this problem, we extend the clustering scheme of contour variability plots

to a special time-hierarchical clustering, which is specifically tailored to the slowly diverging na-

ture of weather forecast ensembles. It ensures hierarchical relationships between the clusterings

of consecutive timesteps, and allows us to simplify the visualizations of single timesteps to a

point where they can be combined with the visualizations of other timesteps in a meaningful

3



1. INTRODUCTION

(a) (b)

(c) (d)

Figure 1.1.: Ensemble of 50 steady channel flows with different Reynolds numbers, simulated and visualized
using the methods proposed in this thesis: (a+b) Standard visualization of two different ensemble members
using streamlines. (c) Ensemble of 200 streamlines (four per ensemble member). (d) Three-dimensional
streamline variability plot (see Chapter 5) with four clusters of the lines shown in (c).

way. For each timestep, we either draw single cluster representatives or contour variability plots,

and create stacked plots following the principle of space-time cubes. As a result, we are able

to effectively convey—in a single image—the major trends in the temporal evolution of the

weather forecast ensemble towards a user-selected time window of interest.

Bringing everything together, we have also made efforts to combine the simulation and visualization

methods proposed in this thesis. An example for this is depicted in Fig. 1.1, which shows several

visualizations of an ensemble of 50 steady channel flows around an ellipsoidal obstacle. To generate

the different ensemble members, the Reynolds number of the flow was varied. An ensemble of 200

streamlines is depicted in Fig. 1.1 (c), which was generated by seeding four streamlines from the

same location (with a small, randomized offset) in each of the 50 members of the flow ensemble.

A corresponding streamline variability plot is depicted in Fig. 1.1 (d). It reveals four major trends

in the streamlines, each represented by an artifical median line and a surrounding confidence lobe

illustrating its standard deviation. Furthermore, the bar plot to the right indicates the number of lines

which belong to each individual trend.
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1.1. OUTLINE

1.1. Outline

The remainder of this thesis is structured as follows. In Part I, we present our proposed method for

fluid simulation. For this, in Chapter 2, we first give a general introduction into fluid simulation based

on our finite element discretization as well as multigrid, mostly under the simplifying assumption of

a Cartesian grid. In Chapter 3, we then introduce the actual method, which extends the concepts

introduced in Chapter 2 to an adaptive octree grid and adds support for free surfaces and second-

order accurate boundary conditions.

In Part II, we introduce the concept of variability plots for ensemble visualization. In Chapter 4,

we begin with a discussion of some common aspects and mathematical fundamentals. Subsequently,

in Chapters 5 and 6, we present our two applications of variability plots to ensembles of vector and

scalar fields by introducing streamline variability plots and contour variability plots, respectively. In

Chapter 7, we then introduce our time-hierarchical clustering for iso-contours in weather forecast

ensembles, which builds upon the concepts of contour variability plots. Finally, Chapter 8 summarizes

the thesis and presents some directions for future work.

1.2. List of Publications

Some of the research results presented in this thesis have been originally published in the following

peer-reviewed conference papers and journal articles:
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Part I.

Fluid Simulation
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2
Fundamentals of Finite Element Fluid Simulation

The numerical simulation of fluid phenomena has a long tradition in engineering and various other

fields, and, since the fundamental works by Foster, Metaxas and Stam [FM96, Sta99], has also gained

a lot of popularity in the area of computer graphics and animation. While traditional applications in

computational fluid dynamics aim for numerical accuracy by, e.g., using boundary-fitted unstructured

grids, in computer graphics, the need to realistically animate fluids in the shortest time possible has

lead to a range of interesting simulation techniques which focus on simplicity and performance. In our

method for incompressible fluid simulation, which we present in Chapter 3, we incorporate techniques

from both “worlds”. One the one hand, we employ a finite element method (FEM) on an octree grid in

order to obtain an adaptive discretization which allows for coarsening in the fluids interior and which

ensures consistency across the resulting level transitions in the grid. On the other hand, we make the

simulation unconditionally stable by using implicit Euler integration for diffusion effects and semi-

Lagragian advection for convective terms, which allows us to perform large timesteps. Furthermore,

we present a special multigrid solver which is able to handle arbitrary octree grids in a generic fashion.

In this chapter, we cover the fundamentals of FEM, time integration and multigrid as used in our

method. For this, we mostly use the assumption of a (non-adaptive) Cartesian grid. In Section 2.1,

we briefly derive the Navier-Stokes equations. Then, in Section 2.2, we discuss the FEM discretization

and our particular choice of elements, and, in Section 2.3, we setup a corresponding unconditionally

stable timestep algorithm. In Section 2.4, we show how the analytical precomputation of element

matrices can be used to accelerate the use of FEM at runtime, and, in Section 2.5, we explain how

hanging vertices can be eliminated in order to extend the FEM discretization to octree grids. Finally,

in Section 2.6, we discuss the fundamental concepts of multigrid by introducing a basic version of our

solver.
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2. FUNDAMENTALS OF FINITE ELEMENT FLUID SIMULATION

2.1. Navier-Stokes Equations

The dynamic behavior of fluids modeled as a continuum is described by the Navier-Stokes equations

(NSE) which were discovered by Claude-Louis Navier and George Gabriel Stokes in the 19th century.

The NSE are a set of partial differential equations (PDEs) for which a variety of different formulations

can be found in the literature. This is partly owed to the existence of several common special cases

for different kinds of fluids (e.g., incompressible or inviscid fluids), and partly to the fact that the

equations can be expressed in terms of different physical variables like velocity and vorticity or even

mathematical constructs like stream functions. In the following section, we briefly show how to

derive one of the most commonly used formulations: the NSE for incompressible, Newtonian fluids

expressed in terms of the primitive variables velocity and pressure. For a more detailed derivation

and discussion of the different formulations of the NSE we refer the reader to fundamental books on

this topic, e.g., in the context of FEM [GS00, DH04, ESW14].

Let us consider a continuous fluid with velocity u and density ρ, and let Ω denote an infinitesimal

control volume in space. Then, if no mass is lost or created, the total time rate of change of the density

in the volume and the sum of the net flow across the volumes boundary ∂Ω have to cancel each other

out:
∫

Ω

∂ ρ

∂ t
+

∮

∂Ω

ρu · n= 0, (2.1)

where n denotes the normal of ∂Ω. Using the divergence theorem on the surface integral, we get

∫

Ω

∂ ρ

∂ t
+

∫

Ω

∇ · (ρu) =

∫

Ω

�

∂ ρ

∂ t
+∇ · (ρu)

�

= 0. (2.2)

Since this identity has to hold for any control volume in space, the integrand of the last integral has

to be zero at any point and, hence, we can leave out the integral. This leads us to what is generally

known as the continuum equation, which ensures the conservation of mass and is the first part of the

general NSE:

∂ ρ

∂ t
+∇ · (ρu) = 0 (2.3)

The second part is the so-called momentum equation, which ensures the conservation of momentum:

∂ (ρu)
∂ t

+∇ · (ρuu) = ρg+∇ ·σ (2.4)

Roughly speaking, the left hand side of this equation can be derived similar to Eq. (2.3) by requiring

the density momentum ρu to be conserved instead of the density ρ, i.e., by replacing ρ with ρu in
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2.1. NAVIER-STOKES EQUATIONS

Eq. (2.3). The right-hand side adds additional source terms which allow for changes in momentum

caused by external volume forces g and internal stresses in the fluid, which are described by the

second-order stress tensor σ. Note that uu is a dyadic tensor (i.e., a second-order tensor).

From the general NSE (Eqs. (2.3 + 2.4)) we can derive a more specialized formulation for our

purpose. Fluids are called Newtonian if their internal, viscous stresses linearly depend on the local

strain rate, which is a property of many common liquids and gases like, e.g., water, oil and air. On

the other hand, materials such as sand and toothpaste can be modeled as general fluids, but not as

Newtonian fluids. Physically, the property of a fluid being Newtonian can be expressed by replacing

the stress tensor term on the right hand side of Eq. (2.4) in the following way, which introduces the

internal pressure p and the fluids viscosity µ:

ρg+∇ ·σ = ρg−∇p+∇ ·µ(∇u+∇uT )

= ρg−∇p+µ∆u+∇µ · (∇u+∇uT ) +µ∇(∇ · u)
(2.5)

Here, in the second line, we have extended the viscosity term by applying the divergence operator.

Similarly, we can extend the left hand side of Eq. (2.4) by applying the product rule and the divergence

operator:

∂ (ρu)
∂ t

+∇ · (ρuu) =
∂ ρ

∂ t
u+ρ

∂ u
∂ t
+ρu · ∇u+ u (∇ · (ρu)) (2.6)

Now, in addition to the fluid being Newtonian, we assume that the fluid is homogeneous and in-

compressible, which means that the density ρ and viscosity µ are constants. As a result, the general

continuity equation (Eq. (2.3)) reduces to the well known incompressibility constraint

∇ · u= 0. (2.7)

This means that the velocity u has to be free of divergence at all times and, thus, that the corresponding

vector field cannot contain any sources or sinks which would cause an expansion or compression of

the fluid mass. Using Eq. (2.7) in addition to the assumption that ρ and µ are constant, the left and

right hand side of the momentum equation (Eqs. (2.5+2.6)) can be reduced and recombined into the

momentum equation for incompressible, Newtonian fluids:

ρu̇+ρu · ∇u= ρg−∇p+µ∆u (2.8)

where we use u̇ := ∂ u
∂ t . This equation expresses the fact that temporal changes of the velocity field are

induced by a combination of four effects: convection (u ·∇u), diffusion due to viscous forces (µ∆u),

external volume forces acting on the fluid (g) and a force caused by the internal pressure of the fluid
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2. FUNDAMENTALS OF FINITE ELEMENT FLUID SIMULATION

(∇p). Note that the inviscid form of these equations, i.e., if µ = 0, is also referred to as the Euler

equations.

2.1.1. Pressure Poisson Equation

To integrate the NSE forward in discrete time, many methods rely on the pressure projection method,

which goes back to work proposed by Chorin [Cho68]. Instead of calculating the velocity and pressure

for the next timestep directly via a coupled system of equations, the basic idea of the projection

method is to calculate the pressure before updating the velocity by solving a special Poisson equation.

This yields a multi-step scheme which is both simpler and much more efficient to execute than the

direct, coupled approach. To derive the pressure Poisson equation (PPE), we rearrange the momentum

equation (Eq. (2.8)) and solve for u̇:

u̇= −u · ∇u+
µ

ρ
∆u+ g

︸ ︷︷ ︸

:= u̇∗

− 1
ρ
∇p (2.9)

In terms of the primitive variables, the rate of change of velocity depends on the current velocity

field as well as the current pressure. The evolution of the pressure field, however, is not described

by any equation. Instead, the pressure is always uniquely defined via the incompressibility constraint

of the continuity equation. To illustrate this, let u̇∗ denote an intermediate rate of change of velocity

as defined in Eq. (2.9), which can be evaluated at any given time without knowledge of the current

pressure. We can plug the shortened version of Eq. (2.9) into the continuum equation (Eq. (2.7)) (or

more precisely, its derivative with respect to time: ∇ · u̇= 0), which gives:

∇ · u̇=∇ ·
�

u̇∗ − 1
ρ
∇p
�

= 0 (2.10)

Rearranging this equation leads to the following Poisson equation, in which the pressure is the un-

known variable and the right hand side depends on u̇∗:

1
ρ
∆p =∇ · u̇∗ (2.11)

Solving this Poisson equation results in a pressure which can be used to calculate the final rate of

change of velocity according to Eq. (2.9). This yields the following general multi-step scheme for

advancing a simulation by a discrete timestep: First, we calculate u̇∗ from the current velocity, then

we solve the PPE (Eq. (2.11)) for p and, lastly, we calculate the final u̇ according to Eq. (2.9) and use

it for the numerical integration of the velocity. In practice, the whole scheme is typically formulated

in terms of an intermediate velocity u∗ (instead of u̇∗) in order to avoid the accumulation of numerical
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2.1. NAVIER-STOKES EQUATIONS

errors. For instance, in this work, we use an explicit Euler scheme for time integration, which gives

the following rule to advance a current velocity ut by a timestep ∆t:

ut+∆t = ut +∆t u̇t = ut +∆t
�

−ut · ∇ut +
µ

ρ
∆ut + g

�

︸ ︷︷ ︸

:= u∗

−∆t
ρ
∇pt (2.12)

1
ρ
∆pt =

1
∆t
∇ · u∗ (2.13)

This rule explains the term pressure projection method, because an intermediate velocity u∗ is projected

to the space of divergence free vector fields by solving for and applying the correct pressure (resulting

in ut+∆t). Mathematically, this can also be seen as an application of the Hodge decomposition, which

states that any vector field (in our case u∗) can be decomposed into a sum of a divergence free vector

field (ut+∆t) and the gradient of a scalar field (∇∆t
ρ pt).

2.1.2. Boundary Conditions

For solving the NSE on a finite domain Ω we need to impose boundary conditions on the domains

boundary Γ := ∂Ω. As is common for the NSE, for each point on Γ , we either prescribe a velocity

value and let the pressure vary freely (a Dirichlet boundary condition for the velocity), or we prescribe

a pressure value and let the velocity vary freely (a Neumann boundary condition for the velocity).

(Almost) any combination of these two options on different parts of the boundary will result in well-

posed boundary conditions. Therefore, we partition the boundary into two distinctive parts ΓD(ir ichlet)

and ΓN(eumann) (with ΓD ] ΓN = Γ ) on which we apply the respective types of boundary condition.

Note that, in Chapter 3, ΓD and ΓN are referred to as ΓW (all) and ΓA(ir), respectively, because they

are associated specifically with a liquid-solid and a liquid-air interface. Depending on how the NSE

and PPE are discretized, there exist slightly different approaches to enforce these boundary conditions,

which is particularly true for FEM. In the following description, we limit ourselves to the formulations

which apply to our approach.

On the Dirichlet boundary ΓD we prescribe a fixed velocity uD, which can be used to model, e.g.,

no-slip walls (using uD = 0) or moving objects (using uD = “object velocity”):

u= uD on ΓD (2.14)

It is also possible to prescribe only the normal components of uD and let the tangential components

vary freely, which can be used to realize slip walls. Note that, as a consequence of the continuity

equation (Eq. 2.7)) and in order to conserve mass,
∫

Γ
u · n = 0 has to hold, which is important in

cases in which the velocity is prescribed on the whole boundary (i.e., Γ = ΓD). As indicated before, if
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2. FUNDAMENTALS OF FINITE ELEMENT FLUID SIMULATION

the velocity is fixed, we cannot fix the pressure at the same location because, according to Eq. (2.12),

the pressure has to satisfy

uD = u∗ − ∆t
ρ
∇p on ΓD, (2.15)

where u∗ is the intermediate velocity according to the pressure projection method. Taking the inner

product of this equation with the boundary normal n and rearranging leads to the following Neumann

boundary condition for the pressure, which we can enforce during the pressure solve:

n · ∇p = n · ρ
∆t
(u∗ − uD) on ΓD (2.16)

On the Neumann boundary ΓN we prescribe a fixed pressure pN , which can be used to model, e.g.,

free surfaces (using pN = 0) or outflows. This is described by a Dirichlet boundary condition for the

pressure:

p = pN on ΓN (2.17)

In contrast to before, we can now allow the velocity to vary freely by using the following Neumann

boundary condition for the velocity:

n · ∇u= 0 on ΓN (2.18)

2.2. Finite Element Discretization

In the numerous branches of computational fluid dynamics a variety of common discretization

schemes has been used successfully for the NSE. While many people still rely on finite difference

discretizations because of their ease of use, finite volume methods and FEM have proven to be

powerful as well because they can naturally handle complex domains. In particular, FEM can handle

unstructured grids in a generic way and can be directly extended to higher-order methods [GS00].

In computer graphics and animation, however, the vast majority of approaches is based on stag-

gered, Cartesian grids and finite difference discretizations [Bri08], since this combination offers a

sufficient amount of accuracy for the rapid development of efficient fluid solvers. Unfortunately,

even though efforts have been made to extend finite difference discretizations to non-Cartesian

grids [LGF04, ZLC∗13], the resulting methods still suffer from numerical instability or limited flexi-

bility. In this work we use an adaptive, hexahedral octree grid and explicitly chose to use FEM for the

following two reasons: First, the discretization is consistent and stable across octree level transitions

with hanging vertices. Second, due to our particular choice of finite elements (i.e., basis functions),
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2.2. FINITE ELEMENT DISCRETIZATION

the pressure nodes are located at the vertices of the octree grid and the resulting numerical stencils

for the Laplace operator in the PPE yield near-optimal convergence rates in our multigrid solver. In

the following, we introduce the general principles of FEM, discuss our particular choice of elements

and show how the discrete equations can be derived.

The core idea of FEM is fundamentally different to finite differences. When using finite differences,

the continuous solution of a PDE is approximated through a finite number of samples which are dis-

tributed over a regular or semi-regular grid, and everything between the points of this grid is ignored.

As the name implies, derivatives are approximated through differences between values on neighbor-

ing grid points. In contrast to this, the FEM seeks an exact, fully defined solution to a weakened form

of the continuous equations. This solution is searched from a space of finite dimensional functions,

which is systematically built from a set of nodal basis functions with a simple algebraic representation

(e.g. polynomials). If a grid of self-similar cells is used (which is the case for our hexahedral octree

grid), we can precompute the analytical terms from which the coefficients of the discretized, linear

problem are assembled. The precomputed terms are typically stored in the form of so-called element

matrices, which are a powerful, computational tool that is similar to finite difference stencils, yet with

the distinctive advantage that element matrices can be used on octree grids as well.

2.2.1. Weak Form of the Navier-Stokes Equations

A valid solution (u(x, t), p(x, t)) of the NSE has to satisfy the momentum and continuity equation at

every point x ∈ Ω and at every time t ∈ [tstar t , tend] of a given time interval. Furthermore, the NSE

contain first- and second-order derivatives, which implicates that the solution has to be continuous

and has to have a certain degree of smoothness. In the first step of the FEM discretization, we relax

these constraints by transforming the original PDEs into a so-called weak form which admits solutions

from a corresponding weak solution space. A main ingredient of the weak form are so-called test

functions, which are best imagined as functions with a small, compact support like, e.g., box or hat

functions. Intuitively, they allow us to check the average validity of the solution in small regions (as

opposed to checking for exact validity at single points).

We start by choosing weak solution spaces with minimal smoothness requirements. Let H1(Ω)

denote the Sobolev-Space of square-integrable and once-differentiable functions, which basically in-

cludes all continuous functions on Ω that are (piece-wise) differentiable at least once. Then, for the

velocity, we define the following vector-valued function spaces U and V for weak solutions u and

corresponding test functions v, respectively:

u ∈ U :=
�

u ∈ �(H1(Ω)
�3 �
� u|ΓD = uD

	

(2.19)

v ∈ V :=
�

v ∈ �H1(Ω)
�3 �

� v|ΓD = 0
	

(2.20)
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2. FUNDAMENTALS OF FINITE ELEMENT FLUID SIMULATION

The Dirichlet boundary conditions for the velocity (Eq. (2.14)) are directly embedded into U and,

hence, we can require all test functions to be zero on ΓD since potential solutions u ∈ U do not have

to be tested there. Similarly, for the pressure, we define the following scalar-valued function spaces

P and Q for weak solutions p and corresponding test functions q, respectively:

p ∈ P :=
�

p ∈ H1(Ω)
�

� p|ΓN = pN

	

(2.21)

q ∈Q :=
�

q ∈ H1(Ω)
�

� q|ΓN = 0
	

(2.22)

The Dirichlet boundary conditions for the pressure (Eq. (2.17)) are embedded into P and Q in the

same way as for the velocity. For more details on the choice of function spaces, let us also refer to

more theoretical FEM literature like, e.g., the book by Braess [Bra07].

With properly defined solution and test function spaces, we can derive the weak form of the mo-

mentum equation (Eq. (2.8)) and the PPE (Eq. (2.13)), which incorporates the incompressibility

constraint (Eq. (2.7)) as shown in Section 2.1.1. For a better overview, let us first recall those two

equations:

u̇= −u · ∇u+
µ

ρ
∆u+ g− 1

ρ
∇p (2.23)

1
ρ
∆p =

1
∆t
∇ · u∗ (2.24)

Note that the time derivative u̇ and the intermediate velocity u∗ are also assumed to be members

of the weak solution space U. To obtain a “raw” weak form, we multiply both equations with test

functions v ∈ V and q ∈ Q, respectively, and integrate over Ω (strictly speaking, the “multiplication”

is an inner product in the first case):

∫

Ω

u̇ · v= −
∫

Ω

u · ∇u · v+ µ
ρ

∫

Ω

∆u · v+
∫

Ω

g · v− 1
ρ

∫

Ω

∇p · v (2.25)

1
ρ

∫

Ω

q∆p =
1
∆t

∫

Ω

q∇ · u∗ (2.26)

Because our weak solution spaces only support first-order derivatives, we have to take care of the two

terms containing second order derivatives. First, using the identity ∇· (∇a ·b) =∆a ·b+∇a : (∇b)T

for first-order tensors a,b ∈ Rd (which is basically a multi-dimensional application of the product
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rule), we transform the diffusion term as follows:

∫

Ω

∆u · v=
∫

Ω

∇ · (∇u · v) −
∫

Ω

∇u : (∇v)T

=

∫

Γ

n · ∇u · v
︸ ︷︷ ︸

=0

−
∫

Ω

∇u : (∇v)T
(2.27)

In the second line, we have applied the divergence theorem to restrict the first integral term to the

boundary Γ . Then, because v is zero on ΓD (see Eq. (2.20)) and n ·∇u is zero on ΓN (see Eq. (2.18)),

we can conclude that this term always evaluates to zero and can be dropped. Note that A : (B)T =
∑d

i=1

∑d
j=1 Ai jBi j denotes the double-dot product of two second-order tensors A,B ∈ Rd×d .

Second, using the identity ∇· (a∇b) = a∆b+∇a ·∇b for scalar functions a, b ∈ R (another multi-

dimensional application of the product rule), we rewrite the pressure Laplacian term as follows:

∫

Ω

q∆p =

∫

Ω

∇ · (q∇p) −
∫

Ω

∇p · ∇q

=

∫

Γ

qn · ∇p −
∫

Ω

∇p · ∇q

=
ρ

∆t

∫

ΓD

qn · (u∗ − uD) −
∫

Ω

∇p · ∇q

(2.28)

In the second line, again, we have applied the divergence theorem to restrict the first integral term to

the boundary Γ . Since q is always zero on ΓN (see Eq. (2.22)), we can further restrict this boundary

integral to ΓD. This allows us, in the third line, to replace n ·∇p according to the Neumann boundary

condition for the pressure (Eq. (2.16)), which only applies to ΓD. Bringing everything together, we can

now plug the two transformations Eq. (2.27) and Eq. (2.28) into our initial weak form (Eq. (2.26)),

which gives the following weak formulations of the momentum equation and PPE:

∫

Ω

u̇ · v= −
∫

Ω

u · ∇u · v− µ
ρ

∫

Ω

∇u : (∇v)T +

∫

Ω

g · v− 1
ρ

∫

Ω

∇p · v (2.29)

1
ρ

∫

Ω

∇p · ∇q = − 1
∆t

∫

Ω

q∇ · u∗ + 1
∆t

∫

ΓD

qn · (u∗ − uD) (2.30)

In order to solve the NSE, we are now left with the weak problem of finding (u, p) ∈ U× P, such that

Eqs. (2.29+2.30) hold for all test functions (v, q) ∈ V ×Q. In particular, compared to the original,

strict form of the NSE, we can now allow solutions from our weak solution spaces U and P, which

means we have successfully loosened the smoothness requirements for possible solutions. Let us note

that this is only one of many existing weak forms of the NSE. The choice of an appropriate weak form,
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however, is not a matter of personal preference but is rather tightly coupled to the choice of basis

functions and boundary conditions. For a good overview on different weak forms of the NSE we refer

to, e.g., the book by Gresho [GS00].

2.2.2. Discrete Matrix Form

Based upon the weak forms Eqs. (2.29+2.30), we can perform the second step of the FEM discretiza-

tion and transform the continuous problem into a discrete, linear problem using an approach that is

sometimes referred to as the Galerkin finite element method. Before we actually start, we introduce

the following shorthand operators which directly correspond to the terms in the weak forms:

m(u,v) =

∫

Ω

u · v l(p, q) =
1
ρ

∫

Ω

∇p · ∇q

c(u,w,v) =

∫

Ω

u · ∇w · v d(u, q) =

∫

Ω

q∇ · u

k(u,v) =
µ

ρ

∫

Ω

∇u : (∇v)T b(u, q) =

∫

ΓD

qn · u

g(p,v) =
1
ρ

∫

Ω

∇p · v

(2.31)

Since integration, differentiation and multiplication (including dot and double-dot products) are lin-

ear operations, all these operators are bilinear/trilinear forms, i.e., they are linear in their arguments.

For instance, in the case of m : R3 ×R3→ R, the following rules hold for all u,v,w ∈ R3 and λ ∈ R:

m(λu,v) = λm(u,v)

m(u+w,v) =m(u,v) +m(w,v)

m(u,v+w) =m(u,v) +m(u,w)

(2.32)

Using the shorthand operators, the weak forms Eqs. (2.29+2.30) can be written concisely as:

m(u̇,v) = −c(u,u,v)− k(u,v) +m(g,v)− g(p,v) (2.33)

∆t · l(p, q) = −d(u∗, q) + b(u∗ − uD, q) (2.34)

To get do the discrete problem, we express the weak solutions and test functions as linear combinations

of a finite set of basis functions, and thus restrict all function spaces to discrete subspaces

Uh ⊂ U, Vh ⊂ V, Ph ⊂ P, and Qh ⊂Q. (2.35)
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More precisely, for all pressure-related quantities we introduce M scalar basis functions {ψ1, ...,ψM}
as basis for Ph and Qh, and for all velocity-related quantities we introduce N vector valued basis

functions {ϕ1, ...,ϕN} as basis for Uh and Vh. Members of the discrete subspaces can then be written

as:

ph ∈ Ph⇒ ph(x, t) =
M
∑

m=1

pm(t) ψm(x) (2.36)

qh ∈Qh⇒ qh(x, t) =
M
∑

j=1

q j(t) ψ j(x) (2.37)

uh ∈ Uh⇒ uh(x, t) =
N
∑

n=1

un(t) ϕn(x) (2.38)

vh ∈ Vh⇒ vh(x, t) =
N
∑

i=1

vi(t) ϕi(x) (2.39)

As a consequence, assuming that the basis functions are fixed, all functions of interest are now

uniquely defined by a discrete set of coefficients (e.g., u1(t), ..., uN (t) for uh). These coefficients

only depend on time and thus control all temporal dynamics, and the basis functions themselves only

vary in space.

While our particular choice of basis functions is discussed in the upcoming section, here, we focus

on the remaining, discrete problem in general. It reads as follows: Find (uh, ph) ∈ Uh × Ph such that

the weak forms Eqs. (2.33+2.34) are satisfied for all (vh, qh) ∈ Vh ×Qh:

m(u̇h,vh) = −c(uh,uh,vh)− k(uh,vh) +m(g,vh)− g(ph,vh) ∀vh ∈ Vh (2.40)

∆t · l(ph, qh) = −d(u∗h, qh) + b(u∗h − uD
h , qh) ∀qh ∈Qh (2.41)

Even though our solutions have a discrete representation now, we still have to test against an infinite

set of test functions in order check whether a solution (uh, ph) is valid. Fortunately, we can avoid

this by exploiting the linearity of the shorthand operators in the above weak forms. If we perform a

test for each individual basis function, we can guarantee that any test against a linear combination

of these basis functions will succeed as well. This means we can replace the tests against all vh ∈ Vh

and qh ∈ Qh with tests against all basis functions ϕi and ψ j , respectively, and thus the following

formulation is equivalent:

m(u̇h,ϕi) = −c(uh,uh,ϕi)− k(uh,ϕi) +m(g,ϕi)− g(ph,ϕi) ∀ϕi (i = 1, ..., N) (2.42)

∆t · l(ph,ψ j) = −d(u∗h,ψ j) + b(u∗h − uD
h ,ψ j) ∀ψ j ( j = 1, ..., M) (2.43)
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This leaves a discrete set of N + M constraints, into which we plug the sum representations for the

remaining functions which are based on Ph and Uh (see Eqs. (2.36+2.38)):

m

� N
∑

n=1

u̇nϕn,ϕi

�

=− c

� N
∑

n=1

unϕn,
N
∑

n=1

unϕn,ϕi

�

− k

� N
∑

n=1

unϕn,ϕi

�

+m (g,ϕi)− g

� M
∑

m=1

pmψm,ϕi

� ∀ϕi (2.44)

∆t · l
� M
∑

m=1

pmψm,ψ j

�

=− d

� N
∑

n=1

u∗nϕn,ψ j

�

+ b

� N
∑

n=1

�

u∗n − uD
n

�

ϕn,ψ j

�

∀ψ j (2.45)

Note that we do no represent g with basis functions in order to support arbitrary external forces.

Using the linearity of the shorthand operators for a second time, we can pull out the sums and the

coefficients of the basis functions:

N
∑

n=1

u̇n m (ϕn,ϕi) =−
N
∑

n1=1

N
∑

n2=1

un1
un2

c
�

ϕn1
,ϕn2

,ϕi

�−
N
∑

n=1

un k (ϕn,ϕi)

+m (g,ϕi)−
M
∑

m=1

pm g (ψm,ϕi)

∀ϕi (2.46)

∆t ·
M
∑

m=1

pm l
�

ψm,ψ j

�

=−
N
∑

n=1

u∗n d
�

ϕn,ψ j

�

+
N
∑

n=1

�

u∗n − uD
n

�

b
�

ϕn,ψ j

� ∀ψ j (2.47)

This separates the coefficients of the basis functions from the basis functions themselves, and eventu-

ally lets us recognize the final, discrete problem. Our degrees of freedom are the solution coefficients

un, pm etc., and they are related through fixed coefficients which only depend on the basis functions.

The discrete problem is almost completely linear except for the c()-term, which is hardly surprising:

This term goes back to the non-linear convection term u · ∇u in the NSE, whose non-linearity in u is

now reflected in the appearance of the quadratic expression un1
un2

. We can also write this term in a

way that is similar to the other, linear terms:

N
∑

n1=1

N
∑

n2=1

un1
un2

c
�

ϕn1
,ϕn2

,ϕi

�

=
N
∑

n=1

un

� N
∑

n′=1

un′ c (ϕn′ ,ϕn,ϕi)

�

(2.48)

This makes it possible to express the discrete problem given by Eqs. (2.46+2.47) in a matrix-vector

form, for which we first put the solution coefficients into vectors:

~uh := (u1, ...,uN )
T , ~ph := (p1, ..., pM )

T ,

~̇uh := (u̇1, ..., u̇N )
T , ~u∗h := (u∗1, ..., u∗N )

T , ~uD
h := (uD

1 , ..., uD
N )

T
(2.49)
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Then, we put the coefficients which depend on the basis functions into matrices, and end up with the

following linear relationships:

M ~̇uh = −C(~uh)~uh − K~uh + ~gh − G~ph (2.50)

∆t · L~ph = −D~u∗h + B(~u∗h − ~uD
h ), (2.51)

where the entries of C depend on ~uh as indicated in Eq. (2.48). For the sake of simplicity, we drop the

underscript “·h” and superscript “~· ” in the remainder, since it can be deferred from the context which

variables refer to continuous functions and which refer to discrete vectors:

M u̇= −C(u)u− Ku+ g− Gp (2.52)

Lp = − 1
∆t Du∗ + 1

∆t B(u∗ − uD) (2.53)

In detail, according to Eqs. (2.46+2.47), the dimensions and entries of the above matrices and the

vector g are defined as follows:

N × N : (M)in =m (ϕn,ϕi) =

∫

Ω

ϕn ·ϕi (2.54)

N × N : (C)in =
N
∑

n′=1

un′ c (ϕn′ ,ϕn,ϕi) =
N
∑

n′=1

∫

Ω

ϕn′ · ∇ϕn ·ϕi (2.55)

N × N : (K)in = k(ϕn,ϕi) =
µ

ρ

∫

Ω

∇ϕn : (∇ϕi)
T (2.56)

N × 1 : (g)i =m (g,ϕi) =

∫

Ω

g ·ϕi (2.57)

N ×M : (G)im = g(ψm,ϕi) =
1
ρ

∫

Ω

∇ψm ·ϕi (2.58)

M ×M : (L) jm = l
�

ψm,ψ j

�

=
1
ρ

∫

Ω

∇ψm · ∇ψ j (2.59)

M × N : (D) jn = d
�

ϕn,ψ j

�

=

∫

Ω

ψ j∇ ·ϕn (2.60)

M × N : (B) jn = b
�

ϕn,ψ j

�

=

∫

ΓD

ψ jn ·ϕn (2.61)

Each matrix has a specific purpose. C(u) corresponds to the convection term in the NSE and thus is the

discrete convection operator. Likewise, K is the diffusion operator, G the pressure gradient operator,

L the Laplace operator, D the divergence operator, and B a boundary operator corresponding to the

boundary term in Eq. (2.30). Note that B has non-zero entries only in places which correspond to basis
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functions that are non-zero at the boundary. M is the so-called mass matrix, which is a characteristic

element of FEM discretizations. Intuitively, it can be seen as a scaling matrix which accounts for

differences between the individual basis functions in, e.g., the size of their support or their “volume”
�

i.e.,
∫

ψ j and
∫

ϕi

�

. To be able to invert this matrix efficiently, we use a common technique called

mass-lumping: We simplify M by “lumping” all entries of each row onto the diagonal. More precisely,

we replace M with an approximate diagonal matrix Mlumped , whose diagonal entries are defined as

the row-wise sums of M :

N × N : (Mlumped)ii =
N
∑

n=1

(M)in =
N
∑

n=1

m (ϕn,ϕi) =
N
∑

n=1

∫

Ω

ϕn ·ϕi
(∗)
=

∫

Ω

ϕi (2.62)

If the basis functions ϕi form a nodal basis and satisfy
∑N

n=1ϕn = 1 (as is the typical case), the

diagonal entries of Mlumped are equal to the “volume” (or “mass”) of the corresponding basis func-

tions (*). Furthermore, the basis functions of nodal bases have a compact, local support, and thus

most integrals in Eqs. (2.55-2.61) will evaluate to zero, which means that the remaining matrices in

Eqs. (2.52+2.53) are very sparse.

Discrete Boundary Conditions

The boundary conditions for the continuous formulation (see Section 2.1.2) have been used to simplify

the weak forms Eqs. (2.29+2.30), and thus are already integrated to a certain degree into the discrete

matrix forms Eqs. (2.52+2.53), which we have just derived. For practical applications, however, it is

necessary to discuss the treatment of boundary conditions in this discrete matrix form in more detail.

As indicated previously, it is common to use nodal basis functions in FEM. This entails that the

values of u and p on the boundaries ΓD and ΓN are controlled by the coefficients of a small subset

of basis functions, namely, the basis functions whose nodes are located on the respective boundaries.

Therefore, in the presence of Dirichlet boundary conditions for the velocity or pressure, the coefficient

vectors u and p in Eqs. (2.52+2.53) contain two types of entries: degrees of freedom and fixed

(prescribed) entries. In addition to that, only the basis functions which are associated with a degree

of freedom are used as test functions and yield a corresponding discrete constraint, i.e., a row of matrix

entries (we do not have to test on Dirichlet boundaries, see Eqs. (2.20+2.22)). As a consequence,

we loose one constraint for every fixed entry in u and p, and thus the number of degrees of freedom

remains equal to the number of constraints.

The boundary conditions for the velocity are straightforward to realize in practice. In order to

ensure that the velocity u stays fixed to the prescribed velocity uD on ΓD, we simply treat the cor-

responding basis function coefficients as read-only when performing velocity updates according to
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2.2. FINITE ELEMENT DISCRETIZATION

Eq. (2.52). In the PPE (Eq. (2.53)), the velocity only acts as “input” to the right-hand side, and

therefore we cannot violate any velocity boundary conditions when solving for the pressure.

In contrast to this, the boundary conditions for the pressure require more care, because the pres-

sure is determined through the PPE (Eq. (2.53)), i.e., by solving a linear equation system. Let us

assume without loss of generality that the first M ′ < M coefficients in p are degrees of freedom and,

consequently, that the last M̄ := M − M ′ coefficients are fixed to the corresponding values of pN on

ΓN . Then, by testing the weak PPE (Eq. (2.47)) against the M ′ basis functions which correspond to

degrees of freedom, we get an intermediate PPE with a M ′ ×M system matrix:

�

L′ L̄
�

�

p′

p̄

�

= b′, (2.63)

where L′ ∈ RM ′×M ′ , L̄ ∈ RM ′×M̄ , p′ ∈ RM ′ , p̄ ∈ RM̄ and b′ ∈ RM ′ . In this intermediate equation, we

can eliminate the fixed pressure coefficients p̄ from the left-hand side and bring them to the right-hand

side:

L′p′ = b′ − L̄ p̄ (2.64)

This leaves us with a proper, linear equation system in M ′ unknowns and with a square, M ′ × M ′

system matrix, which can be used to correctly solve for the pressure’s degrees of freedom given by p′.
In practice, the elimination of the fixed entries in p can be performed directly during the assembly of

the equation system.

2.2.3. Choice of Elements

The choice of finite elements plays a central role in every FEM discretization and includes two separate

aspects. Firstly, we have to decide how to decompose the domain into a finite number of elements

and, secondly, we have to decide which basis functions to use. In this thesis, we use a structured

grid of hexahedral elements and we represent both velocity and pressure with continuous functions

which are trilinear on each element. For now, we assume the grid to be a Cartesian grid, but we relax

this restriction in Section 2.5, where we consider hexahedral octree grids. The use of the same basis

functions for velocity and pressure is referred to as equal-order interpolation and is not a very common

choice for FEM based fluid simulations [GS00]. This is due to the fact that instabilities in the PPE can

arise when trying to enforce the incompressibility constraint ∇ · u = 0 in a consistent discrete way.

To avoid these problems, we use a so-called approximate projection [ABS96, GCCH95, SCG02, GF05],

which conserves mass in a less strict manner but, on the other hand, is suited extremely well for

iterative solvers including, in particular, multigrid. In the following, we first introduce our specific
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2. FUNDAMENTALS OF FINITE ELEMENT FLUID SIMULATION

choice of finite elements and basis functions and, second, discuss our decision.

The Q1Q1 Element

In common FEM terminology, the space of continuous functions on Ω which are trilinear on each

finite element is referred to as Q1. Other common function spaces on hexahedral grids include, e.g.,

P0, the space of element-wise constant functions, and Q2, the space of continuous, element-wise tri-

quadratic functions (i.e., functions that can be written as polynomials
∑2

i=0

∑2
j=0

∑2
k=0αi jk x i y jzk

in each element). Because it is possible (and also common) to use different spaces for velocity and

pressure, we need to specify a pair of spaces to describe a finite element for an incompressible fluid

simulation. Since we use Q1 for velocity as well as pressure, our choice of function spaces is thus

called the Q1Q1 element.

In accordance with this choice, we have to properly define the bases {ψ1, ...,ψM} and {ϕ1, ...,ϕN},
which we introduced in Section 2.2.2 for pressure and velocity related quantities, respectively. This

means that we have to choose the ϕi and ψ j such that

Q1 = span
j=1,...,M

�

ψ j

	

and (Q1)
3 = span

i=1,...,N

�

ϕi

	

, (2.65)

The vector valued velocity function space is obtained as a tensor product of the given scalar valued

space Q1. Hence, assuming that we will define a proper, scalar valued basis for Q1, we can create the

corresponding vector valued version by repeating the scalar basis functions in every dimension. This

means that the velocity basis functions ϕi can be derived from appropriate ψ j as

{ϕ1, ...,ϕN} := {ψ1e1,ψ1e2,ψ1e3, ψ2e1,ψ2e2,ψ2e3, . . . ,ψMe3}, (2.66)

where ei denotes the i-th unit vector and N = 3M . Thus, we can limit our following considerations

to determining the scalar valued basis functions ψ j .

These are constructed as a nodal basis, using a given decomposition of the domain into—in our

case—a finite set of hexahedra. In a nodal basis, each basis function ψ j is associated with a point

x j ∈ Ω (called node or vertex) and the basis functions are chosen such that they evaluate to one at

their respective node (i.e., ψ j(x j) = 1) and to zero at all other nodes (i.e., ψ j(xk) = 0 if j 6= k).

Furthermore, at least in the case of piece-wise polynomial bases, all basis functions have a compact

support of only a few elements and sum up to a constant function of one (i.e.,
∑

jψ j = 1). The use

of a nodal basis implicitly ensures that our solution will be continuous across element boundaries

(though not necessarily differentiable) and that the coefficients of the basis functions are equal to

the value of the solution at the position of the corresponding node. In the case of Q1, the nodes are

located at the vertices of the hexahedral grid and, in practice, the coefficients can thus be stored and
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0

1 0

1
0

0.5

1

ih

(i+1)h

(i+2)h( j-2)h

( j-1)h

jh0

0.5

1

(a) f (x , y) = (1− x)(1− y) (b) f (x , y) = x(1− y) (c) f (x , y) = x y

(d) f (x , y) = (1− x)y (e) Basis function (“hat function”)

Figure 2.1.: Q1 in 2D: (a-d) The four bilinear basis function components on a reference cell
�

= [0;1]2
�

.
(e) A complete, nodal basis function in a Cartesian grid with spacing h, centered at the grid vertex
((i + 1)h, ( j − 1)h)T and composed from four basis function components. It has a support of four cells.

managed as vertices of a Cartesian grid. In contrast to Q1, the nodes of P0 are typically positioned

at the center of each element, and the nodes of Q2 are distributed on a regular, 3× 3 grid over each

element and comprise the elements’ centroid, corner vertices, edge centroids and face centroids.

Since a visualization of the nodal basis functions for Q1 is hard to realize in three dimensions, it is

illustrated in Fig. 2.1 for two dimensions instead. Figs. 2.1 (a-d) show the four different components

from which the individual basis functions can be composed. They are obtained on a square reference

cell
�

= [0;1]2
�

by fitting 2D polynomials f (x , y) = (α1 +α2 x)(α3 +α4 y) such that they evaluate to

one at one corner and to zero at all other corners. Each nodal basis function ψi can be composed by

scaling and translating these four components to the node’s position x j , which is shown in Fig. 2.1(e)

(less than four components are required at boundaries). Because of their appearance in 2D, the basis

functions of Q1 are often called “hat functions”.

Discussion of Q1Q1

In contrast to many other FEM approaches for fluid simulation, we use an equal-order interpolation

scheme with Q1 basis functions for velocity as well as pressure. If strict, global mass conservation is

desired (in a discrete sense), the typical choice are mixed-order interpolation schemes in which the
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2D

3D

Q1P0 Q1Q1 Q2Q1

Figure 2.2.: The Q1Q1 element compared to other elements. For each element the location of its velocity
nodes ( ) and pressure nodes ( ) is shown. In a full grid, on average, Q1P0 and Q1Q1 have an equal number
of velocity and pressure nodes, whereas Q2Q1 has eight velocity nodes for every pressure node.

order of the weak velocity solution is higher than the order of the weak pressure solution. The most

popular element [GS00] in this regard is Q1P0 (element-wise trilinear velocity, element-wise constant

pressure), which is also the mixed-order element that has the lowest possible order. Higher-order

elements like the so-called Taylor-Hood element Q2Q1 [TH73] (element-wise tri-quadratic velocity,

element-wise trilinear pressure) have even more desirable numerical properties. A graphical compar-

ison of these elements with our element Q1Q1 is depicted in Fig. 2.2.

As indicated before, the pros and cons of equal-order interpolation are strongly related to the PPE

and instabilities that can arise in its discrete form. If we look back at our derivation of the pressure

Poisson matrix L, we can see that we have first derived the continuous form of the PPE (Eq. (2.13)),

from which we then proceeded to its weak form (Eq. (2.30)) and corresponding discrete matrix form

(Eq. (2.53)). This derivation path is illustrated in the top path of Fig. 2.3. We have chosen a slightly

inconsistent way of deriving the discrete PPE, because we only take into account the continuous form

of the continuity equation (Eq. (2.7)), which is responsible for correct mass conservation. A more

consistent way of deriving the discrete PPE is, roughly speaking, to discretize the continuity equation

itself and to incorporate the result into the discrete PPE, thereby ensuring that the discrete continuity

equation is satisfied exactly (bottom path in Fig. 2.3). A characteristic of this consistent way is that

the pressure Poisson matrix is computed as a triple matrix product DM−1G, where M is the FEM

mass matrix and D and G are FEM divergence and gradient operators, respectively. Note that often

D = GT (for more details we refer to, e.g., the book by Gresho [GS00], p. 640). This leads to an exact

projection scheme (in a discrete sense), which ensures that
∫

Ω
ψ j(∇·u) = 0 for every test functionψ j

of the pressure space. For instance, in the case of Q1P0, the ψ j are element-wise constant functions,
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Navier-Stokes equations Pressure Poisson equation

Continuous u̇= −u · ∇u+ µ
ρ∆u+ g− 1

ρ∇p
∇ · u= 0

1
ρ∇ ·∇p = b1

Discrete
M u̇= −C(u)u− Ku+ g− Gp
Du= 0 DM−1Gp = b2

Lp = b1

Figure 2.3.: Derivation of the discrete PPE in FEM. Consistent (bottom path): Discretizing the NSE and deriving
the PPE from the discrete problem yields a Poisson matrix DM−1G, which allows for exact mass conservation
(in the discrete sense Du = 0) but is only stable if LBB-stable elements are used. Inconsistent (top path):
Deriving a continuous Poisson equation and discretizing it yields our Poisson matrix L, which only allows for
an approximate projection but is extremely well suited for multigrid. Note that finite difference discretizations
typically follow the inconsistent path as well [GF05, Bri08].

which lets us guarantee that
∫

e∇ · u = 0 in every hexahedral element e—this is one of the strongest

possible forms of mass conservation.

Using a consistent derivation of the discrete PPE, on the other hand, can lead to issues of instability.

This is the case for our equal-order interpolation scheme of Q1Q1. Here, the matrix product DM−1G

results in a pressure Poisson matrix which does not have full rank (by far) and which has many so-

called spurious pressure modes (i.e., vectors lying in the null-space of DM−1G). Furthermore, as our

experiments have shown, DM−1G has a very bad convergence behavior when plugged into iterative

solvers like our multigrid solver.

The appearance of instabilities in the consistent pressure Poisson matrix DM−1G is mathematically

well understood and completely depends on the choice of function spaces for velocity and pressure.

We can make a statement about the presence of spurious pressure modes based on whether a pair

(Qh, Vh) of test-function spaces does fulfill the LBB-condition (named after Ladyshenskaya, Babus̆ka

and Brezzi), which is also referred to as the inf-sup condition. It is fulfilled if there exists a constant

β > 0 independent of the grid spacing h, such that the following holds:

inf
qh∈Qh

sup
vh∈Vh

(∇ · vh, qh)
‖vh‖‖qh‖

≥ β (2.67)

Here ‖·‖ denotes the norms in H1(Ω) and (H1(Ω))3, and (v, q) :=
∫

Ω
v q. For a detailed, mathematical

explanation of the LBB-condition we refer to, e.g., the books by Gresho and Sani [GS00] and Brezzi

and Fortin [BF91]. Interestingly, of all the aforementioned elements, only Q2Q1 fulfills this condition,

whereas Q1Q1 and the popular element Q1P0 do not. In fact, Q1P0 has many spurious pressure

modes in DM−1G which cause undesirable side effects (such as checker-style patterns in the resulting

pressure).
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There are two common remedies to the problem of LBB instability [GS00]. One the one hand, we

can stabilize consistently derived but instable Poisson matrices DM−1G by adding artificial terms

which affect the mathematical properties of the matrix but do not significantly affect the exact-

ness of resulting numerical solutions. This stabilization idea has been successfully applied to, e.g.,

Q1P0 [DW89, HFB86] and Q1Q1 [Wal99]. Unfortunately, as our experiments with Q1Q1 have con-

firmed, the stabilization of DM−1G does not resolve the problem of bad convergence behavior in

iterative solvers like multigrid. On the other hand, we can use what is often referred to as approx-

imate projection. This is the path that we have decided to follow and that corresponds to using the

pressure Poisson matrix L, which we have derived it in the previous sections (cf. Fig. 2.3). Even

though methods based on Q1Q1 and an approximate projections are not widespread, several differ-

ent authors have used this combination successfully [GCCH95, ABS96, SCG02]. For our application,

this choice can be justified with two reasons: First, Q1Q1 uses a collocated grid in which all nodes

reside on the vertices of the grid and which eases the realization of an octree grid. Second, the re-

sulting discrete PPE can be assembled efficiently and has a small numerical stencil (27 points on a

Cartesian grid in 3D) which is extremely multigrid friendly. Lastly, let us note that finite difference

methods typically use approximate projections as well. Particularly in the area of computer graphics

and animation this is common practice [GF05, Bri08]. It can easily be recognized by the fact that the

continuous PPE is discretized directly and that the (often second-order accurate) boundary conditions

for the pressure are imposed directly during this discretization.

2.3. Time Integration

To integrate the NSE forward in discrete time we use an explicit Euler scheme, and we further use

operator splitting to be able to handle each term of the momentum equation separately. Following the

fundamental ideas of Stam [Sta99] for computer animations, we integrate semi-Lagrangian advection

and implicit diffusion into our FEM based simulation to make it unconditionally stable. This allows us

to perform large timesteps and thus contributes to our goal of creating a highly efficient simulation.

Let us first recall the discrete NSE as derived in Section 2.2.2:

M u̇= −C(u)u− Ku+ g− Gp (2.68)

Lp = − 1
∆t Du∗ + 1

∆t B(u∗ − uD), (2.69)

where we note that the PPE (Eq. (2.69)) already incorporates the assumption of an explicit Euler step.
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By solving Eq. (2.68) for u̇, we can setup a general timestep from time t to t +∆t:

ut+∆t = ut +∆t u̇t

= ut +∆t M−1(−C(ut)ut − Kut + g)
︸ ︷︷ ︸

= u∗
−∆t M−1Gpt (2.70)

At this point, let us remind of the fact that we use a lumped mass matrix and, thus, M is diagonal

and can be inverted trivially. By means of operator splitting [Sta99], we can divide the Euler step

(Eq. (2.70)) into smaller steps, where the “input” of each step only depends on the “output” of the

previous step. This gives the following preliminary timestep algorithm:

1: u′ := ut −∆t M−1C(ut)ut (2.71)

2: u′′ := u′ +∆t M−1g (2.72)

3: u∗ := u′′ −∆t M−1Ku′′ (2.73)

4: Solve for pt : ∆t Lpt = −Du∗ + B(u∗ − uD) (2.74)

5: ut+∆t := u∗ −∆t M−1Gpt (2.75)

Note that the intermediate velocity u∗ and pressure projection are used in the same way as before.

Despite the fact that we have added incremental dependencies between the individual steps and,

e.g., that the diffusion term (Eq. (2.73)) now depends on u′′ instead of ut , this algorithm is still

a valid explicit Euler scheme and converges to the correct solution, independent of the ordering of

the substeps. In practice, however, it is a good idea to perform the convection (Eq. (2.71)) at the

beginning of every timestep since, at this point, the velocity is still divergence free as a result of the

projection (Eq. (2.75)) in the preceding timestep.

The major advantage of the split algorithm in Eqs. (2.71-2.75) is that it enables us to modularly

replace individual explicit steps and to use alternative, more stable methods instead. In particular,

the explicit Euler steps for convection and diffusion each impose severe timestep limitations on the

numerical simulation. Thus, in the following two sections, we describe how to replace the explicit

diffusion step (Eq. (2.73)) with an implicit one, and how to use semi-Lagrangian advection instead

of the explicit convection step (Eq. (2.71)).

2.3.1. Implicit Diffusion

The explicit Euler step for the diffusion u∗ := u′′ − ∆t M−1Ku′′ is based on the matrix K , which

corresponds to a continuous Laplacian operator. Thus, K describes a second-order derivative and the

explicit Euler step is only guaranteed to give stable results if∆t = O(h2) (where h is the grid spacing).

If we factor in that the entries of K are proportional to µ�ρ, we get the following timestep limit for
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the explicit diffusion step:

∆t ≤ cD
ρ

µ
h2, (2.76)

where cD > 0 is an appropriately chosen constant. With increasing µ�ρ or decreasing h this quickly

becomes a performance bottleneck because the number of required timesteps can increase dramati-

cally. A remedy for this problem is to use an implicit Euler step instead of an explicit one:

u∗ = u′′ −∆t M−1Ku∗ (2.77)

This approach is unconditionally stable and does not cause the simulation to diverge, even for arbitrary

large timesteps. However, it does not allow us to compute u∗ directly from u′′. Rather, we rearrange

Eq. (2.77) to reveal a linear equation system with unknown u∗ and right-hand side u′′:

(ID+∆t M−1K)u∗ = u′′, (2.78)

where ID is the identity matrix. Thus, we can replace the explicit Euler step (Eq. (2.73)) with a

linear solve of Eq. (2.78) for u∗. This solve can be performed using any iterative solver and, since a

few Jacobi iterations are typically sufficient, we do not use a more advanced method like conjugate

gradients. This is supported by the fact that the simplicity of the Jacobi method allows our custom

implementation to assemble the entries of ID + ∆t M−1K in place and, thus, to avoid an explicit

assembly of the entire matrix.

2.3.2. Semi-Lagrangian Advection

The timestep size for the explicit convection (or advection) step u′ := ut−∆t M−1C(ut)ut is bounded

by the well-known CFL-condition (named after Courant, Friedrichs and Lewy [CFL28]). Based on the

maximum velocity magnitude umax in the domain it limits the timestep according to

∆t ≤ cC F L h
umax

, (2.79)

where cC F L > 0 is a constant called the Courant number (or CFL number). Intuitively, the CFL-

condition limits the distance that the currently fastest fluid particle can travel in the upcoming

timestep to a multiple of h—the distance between two grid points. Accordingly, the CFL number pre-

scribes how many grid cells the fastest fluid particle is allowed to travel in any one timestep. Explicit

Euler integration can become instable even for cC F L < 1. An unconditionally stable alternative is

semi-Lagrangian advection, which can handle CFL numbers far greater than one, albeit at the cost of

increased numerical damping.

30



2.3. TIME INTEGRATION

To explain the central idea behind semi-Lagrangian advection, let us consider the general advection

equation ṡ+u·∇s = 0, which describes the advection of a scalar quantity s through a velocity field u. A

Lagrangian interpretation of this equation is that s does not change along particle trajectories, which

can also be expressed in terms of the material derivative, i.e., Ds
Dt = 0. Therefore, if we know the

positions pt and pt+∆t of a particle in two consecutive timesteps, the following must hold:

st+∆t(pt+∆t) = st(pt) (2.80)

We can estimate pt from pt+∆t using numerical integration over the velocity field ut (backwards in

time):

pt = trace(ut , pt+∆t , −∆t) := pt+∆t −∆t ut(pt+∆t) (2.81)

The numerical integration is represented by the “trace” operator, which we have defined here using

a simple explicit Euler scheme as an example. Furthermore, we have used the assumption that ut ≈
ut+∆t . If we combine the ideas in Eqs. (2.80+2.81), transfer them to a fully discrete setting and

switch back to the full convection equation u̇+u ·∇u= 0, we get the following semi-Lagrangian rule

for computing an updated velocity at a vertex location x j from the current, discrete velocity ut :

ut+∆t(x j) := interpolate(ut , trace(ut , x j , −∆t)) (2.82)

Because ut is discretely sampled on a grid, we introduce an additional “interpolate” operator to em-

phasize that we have to evaluate ut at an arbitrary location. The two operators “trace” and “inter-

polate” represent the main ingredients of semi-Lagrangian advection which can be used to adjust the

accuracy (and efficiency) of the method. In our case, we use a fourth-order Runge-Kutta scheme for

the computation of particle trajectories in combination with a trilinear interpolation of the velocity

field. The interpolation thus is in accordance with our choice of trilinear basis functions in the FEM

discretization and can be extended consistently to octree grids.

Putting everything together, we incorporate implicit diffusion and semi-Lagrangian advection into

our preliminary timestep algorithm (Eqs. (2.71-2.75)), which yields the final timestep algorithm:

Algorithm 1 Basic, unconditionally stable timestep algorithm.

1: u′ := Advect
�

ut

�

2: u′′ := u′ +∆t M−1g

3: Solve for u∗: (ID+∆t M−1K)u∗ = u′′

4: Solve for pt : ∆t Lpt = −Du∗ + B(u∗ − uD)

5: ut+∆t := u∗ −∆t M−1Gpt
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The semi-Lagrangian update (Eq. (2.82)) is applied to every vertex of the underlying grid, which

is denoted with the “Advect” operation in Alg. 1.1, and the diffusion step Alg. 1.3 is now a linear

equation solve. If diffusion is not desired (i.e., µ = 0), this step can simply be omitted. Note that,

as a side-effect of semi-Lagrangian advection, we have dropped the FEM convection operator C(u),

which is not required anymore. This is convenient because C(u) is much more complex to use than

the other FEM operators.

2.4. Element Matrices

After establishing the basic timestep algorithm formally, we now turn towards more practical aspects

of FEM and exploit some properties of the structured, hexahedral grid. Since the nodal basis functions

in this grid are all composed out of the same, self-similar components, we can identify reappearing

integral terms in the weak forms (Eqs. (2.54-2.61)) and precompute them analytically. The result is

typically stored in the form of so-called element matrices, which enable us to assemble the discrete

FEM operators in a very efficient manner at runtime or, alternatively, to apply FEM operators in place

if they are only required once (without an explicit assembly of the matrix). The concept of element

matrices can even be extended to octree grids with hanging vertices, which we describe in Chapter 3.

In the following, for demonstration purposes, we show how to derive and use the element matrix

for the pressure Poisson operator L, and we present an explicit 2D example for this case. Element

matrices for the other FEM operators can be derived analogously, but slightly more care has to be

taken if the vector valued basis functions ϕi for the velocity are involved.

Let us assume an existing decomposition of our domain Ω into a finite set of hexahedra {e1, . . . , eE},
such thatΩ=

⊎E
i=1 ei . According to the definition of L in Eq. (2.59), we have to perform an integration

over Ω to determine its entries, which we now replace with an integration in parts:

(L) jm =
1
ρ

∫

Ω

∇ψm · ∇ψ j =
E
∑

i=1

1
ρ

∫

ei

∇ψm · ∇ψ j (2.83)

Correspondingly, we can write L as a sum of “element-wise” matrices Le
i :

L =
E
∑

i=1

Le
i with (Le

i ) jm =
1
ρ

∫

ei

∇ψm · ∇ψ j (2.84)

These Le
i are almost the matrices we are looking for, but they currently have the same dimensions as

L ∈ RM×M and are only useful as a formal construct. However, they are built very systematically: Since

each Le
i is obtained through integration over a single element, and since each element is overlapped by

exactly eight scalar basis functions (four in 2D), each Le
i has to contain exactly 8×8 non-zero entries
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(4 × 4 in 2D). Furthermore, since in all elements the basis functions’ restrictions to the respective

element are equal, the submatrices containing these non-zero entries have to be equal as well (up to

row and column permutations). If we drop all zero rows and columns in each Le
i and agree upon a

standard ordering of the remaining rows and columns, we thus end up with identical matrices. Hence,

it is sufficient to compute a representative element matrix Le ∈ R8×8 (R4×4 in 2D) on a reference

element, which contains the non-zero submatrix of each Le
i in a standardized order.

The entries of this element matrix Le can be precomputed analytically because we use a polynomial

basis. As a concrete example, we consider the reference cell [0, h]2 in two dimensions. The nodal basis

functions corresponding to its four nodes (and restricted to the cell) are the following four bilinear

polynomials (cf. Fig. 2.1):

Ψ1(x , y) =
�

1− x
h

�

·
�

1− y
h

�

Ψ2(x , y) =
� x

h

�

·
�

1− y
h

�

Ψ3(x , y) =
�

1− x
h

�

·
� y

h

�

Ψ4(x , y) =
� x

h

�

·
� y

h

�

(2.85)

The 2D element matrix Le is then computed as

Le ∈ R4×4 with (Le) jm =
1
ρ

∫

[0,h]2
∇Ψm · ∇Ψ j , (2.86)

which gives the following result:

Le =
1

6ρ











4 −1 −1 −2

−1 4 −2 −1

−1 −2 4 −1

−2 −1 −1 4











(2.87)

Note that, in contrast to the general case, Le in 2D does not depend on the grid spacing h (in 3D,

it does). If we interpret the nodes of the reference cell as nodes of a graph and the element matrix

as a weighted adjacency matrix, we can create an intuitive “visualization” of Le, which is shown

in Fig. 2.4 (a). The numbering of the Ψi and, consequently, the rows and columns in Eq. (2.87)

corresponds to the ordering of the nodes in this illustration.

In order to assemble L from the element matrix Le according to Eq. (2.84), we need to match the

local node numbering, which was used to compute the element matrix, to the global numbering of

grid nodes. For a given grid of elements, this matching can be represented by an index operator
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I : {e1, . . . , eE} × {1, . . . , 4} → {N1, . . . , NM}, where I(ei , k) gives the global node index N j for the

k-th node of element ei as seen locally from this element. I.e., intuitively, I defines a computational

grid by telling us which nodes belong to each cell. An example 2D grid with a corresponding index

operator is shown in Figs. 2.4 (b+c). With the index operator I it is now possible to assemble L using

the following systematic procedure:

Algorithm 2 Assembly of L from its element matrix Le (in 2D).

1: L := 0

2: for i = 1..E do . Loop over elements ei

3: for k1 = 1..4 do . Loop over nodes of ei

4: for k2 = 1..4 do . Loop over nodes of ei

5: (L)I(ei , k1),I(ei , k2) += (L
e)k1, k2

6: end for

7: end for

8: end for

This algorithm naturally extends to 3D and to other element matrices. It works for any hexahedral

domain and, in particular, Ω is not required to be rectangular. In practice, the index operator I can be

implemented in a tabular fashion (cf. Fig. 2.4 (c)) or, if Ω is rectangular, it can be specified implicitly.

Furthermore, L corresponds to a numerical stencil with 33 = 27 entries (32 = 9 in 2D), and can thus

be stored in a matrix-free fashion, not requiring a generic sparse matrix data structure.

In many cases, we only need to apply an FEM operator once. This applies to, e.g., the projection

step in Alg. 1.5 in which the gradient operator G is used to compute Gp. In such cases, we can use

the element matrix of the FEM operator to directly perform the corresponding matrix-vector product

in-place. Assume that we want to compute Lp in 2D. Then, according to Eq. (2.84), we can split up

L into its sum of element matrices, Lp =
∑E

i=1 Le
i p, which yields the following procedure:

Algorithm 3 In-place computation of a := Lp using the element matrix Le (in 2D).

1: a := 0

2: for i = 1..E do . Loop over elements ei

3: for k1 = 1..4 do . Loop over nodes of ei

4: for k2 = 1..4 do . Loop over nodes of ei

5: (a)I(ei , k1) += (L
e)k1, k2

· (p)I(ei , k2)

6: end for

7: end for

8: end for
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This algorithm is very similar to Alg. 2 in its structure but does not require the entries of the global

matrix L. Also, it is interesting to note that this algorithm is basically the FEM equivalent to evaluating

a finite difference stencil at every node of a grid.

2.5. Octree Grids and Hanging Vertices

The FEM discretization, for which we have assumed a Cartesian grid up to this point, can be extended

to support octree grids in a systematic manner. Octree grids contain level transitions where hexahedral

elements of different size—in the following called cells—are located next to each other, which results

in hanging vertices. We only use restricted octrees, in which the level difference of adjacent cells is

limited to a maximum of one, and thus hanging vertices can either exist in the middle of cell edges or

at the center of cell faces. To guarantee a continuous solution across level transitions, we restrict the

weak solution spaces such that discontinuities are no longer possible. This is achieved by constraining

the basis function coefficients at hanging vertices to trilinearly interpolated values of surrounding,

non-hanging vertices, which implicates that coefficients at hanging vertices are no longer degrees of

freedom. An example octree grid in two dimensions (and with square cells) is depicted in Fig. 2.5 (a).

It has a single hanging vertex (N+11). To guarantee continuity along the corresponding edge from N3

to N8, we constrain its value using linear interpolation, e.g., a scalar basis function coefficient p+11 has

to be constrained to 0.5p3 + 0.5p8.

Formally, the restriction of values at hanging vertices can be expressed through an interpolation

operator. Let M+ denote the total number of vertices in the grid (including hanging vertices), and let

M be the number of non-hanging vertices in the grid (i.e., the actual number of degrees of freedom).

Then, the restriction constraints for the coefficients of the scalar valued basis functions ψ j can be

summarized in a linear interpolation operator I ∈ RM+×M such that I maps a vector p ∈ RM , which

contains the coefficients of all non-hanging grid vertices, to a vector p+ ∈ RM+ , which contains the

coefficients of all grid vertices:

p+ = Ip (2.88)

I does not change the coefficients at non-hanging vertices and, thus, p+ can be ordered such that the

upper M × M part of I is an identity matrix. For the coefficients of the scalar valued basis functions

ϕi , analogously, we can define a second interpolation operator I ∈ R3M+×3M , which is basically a

repetition of I in all three dimensions. Consequently, I constrains u+ ∈ R3M+ to u ∈ R3M , where

u+ = Iu. (2.89)
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(a) Le (b) Example Grid (c) I(ei , k) = N j

Figure 2.4.: Element matrix and global matrix assembly for L in 2D. (a) “Graph visualization” of the element
matrix Le ∈ R4×4, interpreted as a weighted adjacency matrix, where each entry (Le) jm is used to annotate an
arrow from local node m to local node j. Note that Le depends on h in 3D, but not in 2D. (b) Example hexahedral
grid with four elements ei . Nodes N j are numbered with a global index j, local node indices {1, . . . , 4} with
respect to each cell are indicated in the elements’ interior. (c) The index operator I for the grid shown in (b),
specifying four global node indices N j for each element ei . The global matrix L ∈ R9×9 can be assembled using
Alg. 2 and the information from (a-c). E.g., (L)N4, N5 =

1
6ρ

�

(Le)3,4 + (Le)1,2

�

= 1
6ρ (−1 − 1), where the first

contribution is due to element e1, and the second due to element e3.
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(a) Example Octree Grid (b) I(ei , k) = N j

Figure 2.5.: Octree grids and hanging vertex treatment in 2D (continuation of Fig. 2.4). (a) Example hex-
ahedral octree grid with 5 elements and 11 nodes. Node N+11 is a hanging vertex and, hence, the basis
function coefficients at this node are restricted via linear interpolation to ensure a continuous solution, i.e.,
p+11 = 0.5p3 + 0.5p8. (b) The index operator I for the octree grid shown in (b), additionally including the size
h of each element. A global matrix L+ ∈ R11×11, which does not incorporate the hanging-vertex restriction, can
be assembled using Alg. 2 in the same way as for non-octree grids and, in particular, the same element matrix
Le can be used (see Fig. 2.4(a)).
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Having defined I and I, we start from the initially unrestricted, discrete problem

M+u̇+ = −C+(u+)u+ − K+u+ + g+ − G+p+ (2.90)

L+p+ = − 1
∆t D+u∗+ + 1

∆t B+(u∗+ − u+D), (2.91)

in which all operators and coefficient vectors have dimensions M+ and 3M+, and which does allow for

discontinuous solutions. We then obtain the desired restriction of the discrete solution spaces (RM+

to RM , and R3M+ to R3M ) in two steps: First we, insert the hanging vertex constraints according to

Eqs. (2.88+2.89):

M+I u̇= −C+(Iu) Iu− K+Iu+ Ig− G+I p (2.92)

L+I p = − 1
∆t D+Iu∗ + 1

∆t B+I (u∗ − uD) (2.93)

Second, we recombine the linear equations according to the new unknowns, i.e., we multiply

Eq. (2.92) with IT and Eq. (2.93) with IT :

(IT M+I)
︸ ︷︷ ︸

M

u̇= −(IT C+(Iu) I)u− (IT K+I)
︸ ︷︷ ︸

K

u+ (IT I)g− (IT G+I)
︸ ︷︷ ︸

G

p (2.94)

(IT L+I)
︸ ︷︷ ︸

L

p = − 1
∆t (I

T D+I)
︸ ︷︷ ︸

D

u∗ + 1
∆t (I

T B+I)
︸ ︷︷ ︸

B

(u∗ − uD) (2.95)

This means that, effectively, we obtain a consistent formulation by determining the final FEM oper-

ators as L := IT L+I, K := IT K+I, G := IT G+I etc. In practice, the initial FEM operators L+, K+, G+

etc. can be assembled exactly as described previously in Alg. 2 and, similarly, Alg. 3 applies if these

operators have to be applied to a vector and thus are not required in an explicit form. Fig. 2.5 (b)

shows the grid index operator corresponding to the example octree in Fig. 2.5 (a), which is required

in these two algorithms. Note that, in the case of octrees, the index operator also has to specify the

size of each cell because element matrices typically depend on h. Both algorithms can be extended to

include the interpolation operators I and I, e.g., to assemble L = IT L+I or to compute Gp = (IT G+I) p.

For this, the three matrices corresponding to interpolation, FEM operator and restriction (IT and IT )

either can be multiplied together explicitly or can be applied in sequence. In both cases, the sparse-

ness and simplicity of I and I allows us to determine entries on the fly and thus to apply these two

operators in-place.

The whole restriction process can also be interpreted as a change of basis functions, where the

basis function at each hanging vertex is “attached” to the surrounding, non-hanging nodes, scaled

with the corresponding constraint weights. For instance, in Fig. 2.5 (a), the three basis functions ψ3,

ψ8 and ψ11 are replaced with only two basis functions (ψ3 + 0.5ψ11) and (ψ8 + 0.5ψ11), which are
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associated with nodes N3 and N8, respectively. This removes the degree of freedom at the hanging

vertex N+11 and extends the support of node N3 to also cover e4 and the support of N8 to also cover

e2. If we change the basis functions in this way, both the discrete weak solution spaces Ph and Uh

and the discrete test function spaces Qh and Vh are affected (see Eqs. (2.36-2.39)). Accordingly, the

replacement of p+ with Ip and u+ with Iu in Eqs. (2.90 + 2.91) is the consequence of changing Ph

and Uh, and, on the other hand, the multiplication of the resulting equations with IT and IT is the

consequence of changing Qh and Vh.

2.6. Basic Multigrid Solver

We use a multigrid solver in order to efficiently solve the PPE in each timestep. While standard it-

erative methods for solving linear equation systems like, e.g., the Gauss-Seidel method or conjugate

gradients quickly smooth out high-frequency errors in the solution, they have difficulties with remov-

ing low-frequency errors. Therefore, the idea of multigrid is to introduce a hierarchy of ever coarser

grids, on which low-frequency errors from the original grid can be represented as high-frequency er-

rors and thus can be handled efficiently using standard iterative methods. Particularly when applied

to elliptic problems like the PPE, multigrid solvers are very well-known for their exceptional perfor-

mance. In our method, we use a geometric-algebraic multigrid solver, which builds upon concepts

originally developed by Dick et al. [DGW11, Dic12] for finite-element based elasticity simulations.

We use geometric rules to generate coarse versions of the original grid and to exchange information

between the different levels of the resulting multigrid hierarchy, and we use an algebraic scheme to

generate the coarse grid operators in a generic way.

In this section, we introduce these core principles by introducing a basic version of our solver which

is restricted to a non-adaptive Cartesian grid. In Chapter 3, we then describe an extended version of

this solver which can be applied to octree grids and which can handle complex, fragmented domains

by using the concept of cell duplication. For a more detailed introduction into multigrid theory we

refer to, e.g., the book by Hackbusch [Hac85].

2.6.1. Coarse Grid Hierarchy

According to Alg. 1.5, the discrete PPE is given by

L0p0 = − 1
∆t Du∗ + 1

∆t B(u∗ − uD)
︸ ︷︷ ︸

=: b0

, (2.96)

where the index 0 is used to indicate the first (= finest) level of a multigrid hierarchy. In order to

create coarse versions of the linear operator L0, our first step is to construct a hierarchy of coarse
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(a) Level 0 (b) Level 1

(c) Level 2 (d) Level 3= lmax

Figure 2.6.: Multigrid hierarchy in 2D. (a) Original Cartesian grid of square elements. (b-d) Each coarse
level l + 1 is created from the minimum set of cells which covers all cells of level l. The dotted lines indicate
the imaginary lattice which is used in each coarsening step.

grids. For this, we start with the decomposition of our domain into a set of equally sized hexahedra

of size h, which are cells of a Cartesian grid. Because we use trilinear basis functions for the pressure,

the unknowns represented by p0 are located at the grid’s vertices, which constitute the finest level

l = 0 of the grid hierarchy. It is important to note that the dimensions of the original grid are not

required to be powers of two, and that the domain does not have to be rectangular. The shape of the

original grid can be arbitrary like, e.g., the two-dimensional grid depicted in Fig. 2.6 (a).

Starting at the finest level 0, the coarse grids are created successively in an incremental fashion,

up to a coarsest level lmax . In each step, to create the coarser grid on level l + 1 from the finer grid

on level l, we use a cell based coarsening approach in which cells of size 2lh are merged into cells

of size 2l+1h. We first imagine a coarsening lattice with vertices (2l+1h)Z3, and determine all cells

in this lattice which contain at least one cell of the finer level l. This yields the coarse cells on level

l+1, to which we add all adjacent vertices of the imaginary lattice. The coarsening procedure can be

repeated up to a level in which only one cell remains (or which cannot be reduced any further). In

practice, however, we stop creating coarser grids as soon as the number of cells is smaller than 1000,

because the remaining coarse problem can easily be solved directly at this point. The grid coarsening

process is illustrated in Figs. 2.6 (b-d), which depict all possible coarse levels for the original grid
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shown in Fig. 2.6 (a).

After the coarse grids have been generated, we algebraically compute coarse grid operators Ll (with

l > 0) using Galerkin based coarsening. This requires us to define linear interpolation operators I l
l+1,

which describe how values are interpolated from the vertices of level l + 1 to the vertices of level l,

such that

pl = I l
l+1pl+1. (2.97)

We use trilinear interpolation weights for these operators, which is also referred to as full-weighting in

the context of multigrid. Due to our cell based generation of the coarse grids, we can guarantee that,

for each vertex of a finer level l, all vertices required for trilinear interpolation from the corresponding

coarser level l+1 are always available. For the opposite direction, we are required to define restriction

operators Rl+1
l , which describe how values are restricted from the vertices of level l to the vertices of

level l +1. For Galerkin based coarsening, these have to be transposes of the interpolation operators,

such that

pl+1 = Rl+1
l pl with Rl+1

l :=
�

I l
l+1

�T
. (2.98)

Note that, while I l
l+1 is a proper interpolation operator and thus its rows sum up to one, the rows

of the restriction operators Rl+1
l do not sum up to one in general. A re-normalization of these rows,

however, is not required.

Based on the interpolation and restriction operators, the coarse grid operators are computed ac-

cording to the following recursive rule:

Ll+1 = Rl+1
l Ll I l

l+1 (2.99)

This algebraic construction is the central principle of Galerkin based coarsening. Intuitively, it can

be read as follows: An application of the coarse grid operator Ll+1 on level l + 1 should have the

same effect as interpolating to the finer level l first, then applying Ll and then restricting back to

level l + 1. This construction ensures that complicated domain shapes and the boundary conditions

for the pressure, which are embedded into the original system matrix L0, are automatically inherited

by the coarse grid operators. From a computational perspective, we can further state that the matrix

product in Eq. (2.99) can be computed very efficiently, since it only involves sparse operators which

correspond to small numerical stencils. In our case, L0 corresponds to a stencil with 33 = 27 entries,

and I l
l+1 and Rl+1

l can also be represented by stencils of this size (with respect to the spacing of the

finer grid level l). As a consequence, the stencils corresponding to the coarse operators Ll (with l > 0)

are also limited to 33 = 27 entries.
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2.6.2. V-Cycle Algorithm

We incorporate the interpolation, restriction and coarse grid operators into a standard multigrid V-

cycle scheme. The central update principle of this scheme can be derived in the following way:

Suppose that we want to improve an intermediate solution or initial guess pi
0 for our linear problem

L0p0 = b0 by using one or more coarse levels of the multigrid hierarchy. Then, we are searching for

a correction term c i
0 to improve pi

0:

L0(p
i
0 + c i

0) = b0 (2.100)

This means that the correction term c i
0 can be found by solving the related problem

L0 c i
0 = b0 − L0 pi

0
︸ ︷︷ ︸

=: r i
0

, (2.101)

where the unknown is c i
0 and the right-hand side is the residual r i

0 corresponding to our current

solution pi
0. Instead of solving Eq. (2.101) directly, we can solve it approximately using the first

coarse level of the multigrid hierarchy. For this, we restrict the right-hand side to level 1 and solve

the corresponding coarse problem:

L1 c i
1 = (R

1
0 r i

0) (2.102)

Then, we interpolate the resulting coarse correction term c i
1 back to level 0. This yields an approximate

correction term which we can use to improve the current solution pi
0 according to Eq. (2.100):

pi+1
0 := pi

0 + I0
1 c i

1 (2.103)

This basic two-level scheme can be extended to a full multigrid hierarchy in a recursive manner: The

level 1 problem (Eq. (2.102)) can be solved approximately using multigrid level 2, yielding a level 2

problem which can be solved approximately using multigrid level 3, and so on. Since we do not have

intermediate solutions on the coarse levels, like, e.g., an initial guess for c i
1 in Eq. (2.102), we start

with an initial guess of 0 in these cases.

Altogether, this yields the standard V-Cycle algorithm, which is listed in Alg. 4. There, instead

of using a separate variable, the correction terms on coarse levels l > 0 are directly stored in the

variables pl for the current solution. In addition to the recursive update scheme, which we have

discussed above, a so-called smoother has to be applied on each level of the hierarchy to smooth

out high-frequency errors. For this, on each level l, we perform npre Gauss-Seidel iterations before

descending to the next coarser level, which is called pre-smoothing, and we perform npost Gauss-Seidel
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2. FUNDAMENTALS OF FINITE ELEMENT FLUID SIMULATION

Algorithm 4 Multigrid V-Cycle Iteration
1: for l from 0 to lmax − 1 do . First “leg” of V-cycle: Descend from level 0 to lmax
2: repeat npre times pl := GSITER(Ll , pl , bl) . Pre-smoothing using Gauss-Seidel iterations
3: rl := bl − Pl pl
4: bl+1 := Rl+1

l rl
5: pl+1 := 0
6: end for
7: plmax

:= CGSOLVE(Plmax
, blmax

) . Full solve on coarsest level using conjugate gradients
8: for l from lmax to 0 do . Second “leg” of V-cycle: Ascend from level lmax to 0
9: pl += I l

l+1 pl+1
10: repeat npost times pl := GSITER(Pl , pl , bl) . Post-smoothing using Gauss-Seidel iterations
11: end for

iterations after returning from the coarser level l + 1, which is called post-smoothing. This is denoted

with the procedure “GSIter”, which represents a single Gauss-Seidel iteration. Typically, useful values

for npre and npost are in the range from zero to five. After descending to the coarsest level lmax ,

the remaining problem can be solved using any direct solver. Here, we use a conjugate gradients

solver, which is run until the solution converges to a sufficiently exact value. This is denoted with

the procedure “CGSolve”. A full V-cycle then corresponds to a single iteration of the multigrid solver.

Before we start with the first V-cycle, we can use any existing initial guess to initialize p0, or, if no

initial guess is available, we can initialize p0 with zeros. Like with any other iterative solver, a fixed

number of iterations (i.e., V-cycles) can be performed or the solver can be run until the residual norm

||b0 − L0 p0||2 falls below a desired threshold.
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3
Large-Scale Liquid Simulation on Adaptive Hexahedral Grids

In this chapter, we present our method for incompressible fluid simulation on adaptive octree grids,

which is based on the FEM discretization and fundamental concepts introduced in the previous chap-

ter. While this method is applicable to incompressible fluids in general, here, we specifically focus on

the simulation of large-scale liquid phenomena for applications in computer animation. This means

that the fluid domain is not only bounded by fixed Dirichlet and Neumann boundaries (the interface

between the fluid and walls), but we additionally have to track the evolving fluid/air interface, which

is a Neumann boundary. The equal-order interpolation scheme Q1Q1 is now applied on a restricted

octree grid, where the hanging vertices are treated as indicated in Section 2.5, and we also extend the

basic multigrid solver introduced in Section 2.6 to the octree setting. We further extend this solver by

introducing the concept of cell duplication, which allows us to robustly handle fragmented domains

on coarser levels of the multigrid hierarchy. Lastly, we also show how the treatment of boundary

conditions can be realized with second-order accuracy by using a particular class of Nitsche methods,

which requires adding appropriate penalty terms to the FEM weak form of the Navier-Stokes equations

as derived in Section 2.2.1. We demonstrate the efficiency of the proposed method with large-scale

liquid simulations in which the fluid would occupy up to 400 million grid cells if a non-adaptive grid

was used. This corresponds to effective resolutions of up to 10242 × 3072.

This chapter is based on material that has been originally published in F. FERSTL, R. WESTERMANN, C. DICK: Large-Scale
Liquid Simulation on Adaptive Hexahedral Grids. IEEE Transactions on Visualization and Computer Graphics, 20(10):1405-
1417, 2014. ©2014 IEEE.
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3. LARGE-SCALE LIQUID SIMULATION ON ADAPTIVE HEXAHEDRAL GRIDS

Figure 3.1.: Liquid flows using 34 (left) and 13 (right) million multi-resolution finite elements are simulated
on an 8-core single node system with 64 GB main memory. A uniform hexahedral grid at the same effective
resolution and restricted to the liquid domain would consist of about 130 million cells in both examples.

3.1. Introduction

Liquid simulation on regular grids has a long tradition in computer animation. Such techniques are

attractive because of the implicit encoding of topology by the grid, giving rise to efficient computa-

tional kernels for simulating the liquid’s motion. Especially when paired with efficient solvers for the

pressure Poisson equation, such as linear time-complexity geometric multigrid solvers [MST10], the

projection step for enforcing the incompressibility constraint on the velocity field is possible at high

rates. By using data structures like OpenVDB [MLJ∗13], regular grids can be dynamically restricted

to the fluid domain, which reduces memory requirements in comparison to static grids that cover the

whole simulation domain. This makes regular grids appealing in scenarios where violent flows with

fragmentation and large deformations cover only a small area of the simulation domain. Since the

number of computational elements is proportional to the liquid volume, in such scenarios a good ratio

between resolution and memory is achieved.

On the other hand, keeping the number of computational elements proportional to the liquid body

is not sufficient when large bodies of liquid are simulated at high resolution. This is demonstrated

in Fig. 3.1, where even a regular grid restricted to the liquid domain requires about 130 millions

of cells, imposing severe memory requirements. Losasso and co-workers [LGF04] addressed this

problem via a first order accurate finite difference (FD) scheme on an adaptive octree grid. It supports

an adaptive coarsening of the computational elements, yet it was shown recently that it introduces

velocity oscillations due to the special treatment of hanging nodes at the coarse-to-fine grid interface

[ATW13]. Zhu et al. [ZLC∗13] introduced a FD scheme on a rectilinear grid that enlarges the cells

in the far field surrounding a region of interest. This approach avoids hanging nodes, but it can less

flexibly adapt the cell size locally due to the regular structure imposed by a rectilinear grid.

Unstructured grids, on the other hand, can adapt flexibly to local flow features and the changing
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liquid domain [CFL∗07, MEB∗12, CWSO13, ATW13]. However, they cannot take full advantage of

efficient hierarchical solvers because no canonical coarse versions of such a grid exist in general.

Furthermore, additional workload is required to generate an unstructured grid from a given set of

vertices or regular cells, and to build the algebraic equations from the unstructured discretization.

In this chapter we shed light on the question whether techniques based on regular grids can be

realized in much the same adaptive, and thus memory efficient way as techniques based on unstruc-

tured grids, yet keeping the computational advantages of a regular grid. We focus on the simulation

of liquids at extreme effective resolutions, and we therefore strive for a solution that a) uses compu-

tational elements only where the liquid is present, b) uses ever coarser simulation resolutions in the

liquid body to achieve an element number proportional to the surface area, c) inherits the efficient

computational kernels of regular grids, and d) is amenable to geometric multigrid solvers to achieve

high convergence rates. To the best of our knowledge, grid based simulation approaches combining

all these properties have not been proposed so far.

Contribution

To achieve our goals, we make the following specific contributions:

• We present a multi-resolution hexahedral finite element method (FEM) including a special treat-

ment of hanging vertices, combined with a second order accurate representation of the free

liquid surface.

• We make the number of finite elements proportional to the liquid boundary by using an octree

grid that adapts spatially to the surface.

• We embed the finite element hierarchy into a geometric multigrid solver to achieve optimal con-

vergence rates, and we use an adaptive variational formulation as well as element duplication

to represent the domain at coarser scales.

• We propose a cell based formulation for both FEM and the multigrid solver by exploiting that

most elements share the same generic element matrix. This formulation enables us to alleviate

memory bandwidth limitations, leading to speedup factors between 2 and 3 compared to a

stencil based formulation.

Some achievements of our method are demonstrated in Fig. 3.1. To demonstrate the different element

resolutions that were used in the simulations, Fig. 3.2 illustrates the octree grid structure for a part of

the multi-stage water fountain on a 2D slice. The liquid surface steers the evolution of the hierarchical

grid over time (see Fig. 3.3). The surface is represented by means of a surface tracking method such

as the particle level-set method by Enright et al. [ELF05].
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3. LARGE-SCALE LIQUID SIMULATION ON ADAPTIVE HEXAHEDRAL GRIDS

Figure 3.2.: Slice through the 3D octree grid of the multi-stage water fountain in Fig. 3.1 (right). A coarser
version is shown for better readability. Cells are classified into fluid (blue), empty (gray), and solid (red). Note
that the grid refinement is also affected by cells in front of and behind the shown layer of cells.

3.2. Related Work

Eulerian liquid simulation methods discretize the simulation domain using a fixed grid and compute

the liquid’s movement through this grid. In particular the use of regular hexahedral grid structures

in combination with finite difference schemes to transform the governing equations into systems of

difference equations has a long tradition in computer animation, see, for instance, [KM90, FM96,

Sta99, FF01]. Let us also refer to the book by Bridson [Bri08], which provides a thorough overview

of grid based approaches for liquid simulation. To efficiently generate detailed liquid surfaces from

Eulerian simulations, surface tracking mechanisms making use of implicit level-sets and additional

tracker particles [FF01, EFFM02, ELF05] as well as explicit approaches using semi-Lagrangian ad-

vection of distance functions [BGOS06] and surface meshes [WTGT09, BBB10, TWGT10] have been

proposed. A good overview of the different tracking mechanisms used can be found in the course

notes by Wojtan et al. [WMFB11].

Regular grids are appealing because they give rise to efficient numerical stencils and fast computa-

tional solvers. In particular multigrid methods [Hac85] have become popular in computer animation

due their linear time-complexity in the number of computational elements. The potential of geomet-

ric multigrid schemes for projecting the velocity field to a divergence free state has been employed by

McAdams et al. [MST10], and Chentanez and Müller [CM11a, CM11b]. Only few approaches have

addressed adaptivity in liquid simulations using regular grids. Varying resolutions have been accom-

modated via an octree grid [LGF04], by enforcing incompressibility locally from a divergence-free

field on a coarse resolution grid [LZF10], and by using simultaneously a coarse grid for represent-
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ing the liquid body and a fine grid near the surface [CM11b]. The most recent approach by Zhu et

al. [ZLC∗13] makes use of a rectilinear grid to fade out the grid resolution from a prescribed focus

region.

Instead of using regular grids, in a number of previous approaches unstructured grids have been

used to enforce a sharp representation of the liquid interface and thus to effectively restrict the com-

putational workload to the liquid domain [FOKG05, KFCO06, CFL∗07, MEB∗12, CWSO13]. The grids

are either re-meshed to the liquid boundary in every simulation step, or they are used in arbitrary

Lagrangian-Eulerian (ALE) methods where the grid vertices are moved according to the fluid motion

[HAC97], eventually requiring re-meshing when deformations become large. Recently, Ando and co-

workers [ATW13] proposed the integration of a tetrahedral background grid into FLIP. Here, a quasi

regular, yet adaptive tetrahedralization was constructed from the dual of a multi-level hexahedral

grid. FLIP [BR86, ZB05], is a hybrid method employing an auxiliary background grid for velocity

projection and using particle based transport. We mention FLIP here because the use of an adaptive

regular grid as proposed in this thesis is promising for reducing the number of required FLIP particles

in the liquid interior.

3.3. Creeping Octree Grid

We start with a description of the spatially adaptive octree grid used in our method. The grid is

constructed in a way that does not require any initial domain specification. It is sufficient to define

the size h (i.e., the side-length) of the smallest hexahedral cells to be used in the simulation. All grid

cells of size 2kh are aligned on an imaginary lattice with lattice points (2kh)Z3, where k = 0, 1, . . . is

referred to as the octree level of the respective cells.

Based on these imaginary lattices, we build the grid such that only the liquid body is covered by grid

cells, except for an additional thin refinement band around the liquid boundary (both the fluid/air

and fluid/solid interface). The enclosing space is not represented. At the beginning of the simulation,

the grid is constructed from a given surface describing the initial liquid body. During the simulation,

in each time step, the octree grid is adapted to the current surface of the liquid, as described below. As

a result, the simulation grid seems to ‘creep’ along with the liquid boundary, as illustrated in Fig. 3.3.

The adaptivity of the octree grid is controlled as follows. In a narrow band around the liquid

boundary, which we refer to as the refinement band, we require all simulation cells to be at the finest

resolution. The radius r := ωh (ω ∈ N) of the refinement band has to be specified. We enforce that

the liquid boundary never leaves the refinement band, and thus is always represented on the finest

resolution level. As a consequence, the maximum time step that can be simulated is coupled to r.

While it is desirable in principle to make ω large in order to reduce time step constraints, this can
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(a)
Advect Surface−−−−−−−−→ (b)

Adapt Grid−−−−−−−→ (c)
Advect Surface−−−−−−−−→ (d)

Adapt Grid−−−−−−−→ (e)

Figure 3.3.: Illustration of the evolution of the adaptive octree grid for the simulation of a falling water drop:
(a+c+e) Grid and liquid boundary (red curve) in three consecutive time steps. Solid cells only appear in the
grid when the liquid’s surface comes close to an obstacle. Three different shades of blue indicate fluid cells
intersected by the surface, fluid cells within the refinement band around the surface, and interior fluid cells.
(b+d) Surface and grid (with unclassified cells) after surface advection, but before grid adaptation.

significantly increase the number of grid cells. We have found that ω = 2 results in a good trade-

off between time step constraints and memory requirements, and have used this value in all of our

experiments. The interior of the liquid is filled by coarse cells, with the restriction that the level

difference between neighboring cells sharing at least one common vertex is at most one. This results

in a restricted octree grid as proposed by Popinet [Pop03]. In this way, the fluid interior is covered by

a minimum number of cells, while the grid resolution decreases smoothly with increasing distance to

the surface.

In the first simulation step, a restricted octree grid is built from an analytical or triangle mesh repre-

sentation of the given surface of the initial liquid body, with the requirement that all cells intersected

by the surface are on the finest octree level.

In each simulation step (including the first, in order to build the refinement band), the following

steps are performed to adapt the grid to the current liquid boundary:

1. Creation of the refinement band: The set of cells intersected by the fluid surface is determined.

The set is then successively extended in ω iterations, such that in each iteration the finest level

cells in the 26-neighborhood of each cell of the set are added to the set. If in this process we

encounter finest level cells that do not exist yet, we create them. If we encounter cells that

are not on the finest octree level, we split them and apply further splits recursively to keep the

octree grid restricted. In this way, we create one layer of the refinement band (on both sides

of the liquid boundary) in each iteration. The resulting refinement band has a minimum width

of (2ω + 1)h at any given point. Cells outside of the liquid body that do not belong to the

refinement band are deleted.

2. Grid coarsening: As many cells as possible are merged in the fluid interior, while keeping the

octree grid restricted.
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3. Cell classification: The cells of the new grid are re-classified: Cells in the interior of solids are

classified as solid, cells of which at least one vertex is lying inside the liquid boundary as fluid.

All remaining cells are labeled empty. Note that per construction, all non-finest-level cells are

fluid cells and lie completely within the liquid boundary. As an optimization, we utilize that all

solid cells remain solid when the obstacles do not move.

The union of all fluid cells now defines the actual computational domain for the FEM discretization.

The other cells are required only in the advection steps of the simulation. Consequently, all fluid cells

and all vertices that are adjacent to at least one fluid cell (referred to as fluid vertices) carry a full

set of simulation quantities. All other cells and vertices are light-weight and carry only a small subset

of these quantities, in particular including extrapolated velocities and level-set values required for

advection.

To represent the octree grid, an unbalanced octree data structure is used. Since we do not use an

initially specified domain, the height of this octree varies over the course of the simulation according

to the dynamically changing extent of the liquid.

Obstacles

Solid obstacles are handled in a similar way as proposed by Houston et al. [HNB∗06] for generating

a compact level-set representation. Obstacles are initially voxelized with respect to the imaginary

finest level lattice such that a run-length encoded binary voxelization is created. This representation

introduces a negligible memory footprint (compared to the final simulation grid and the additional

data structures used by the solver), yet it allows us to efficiently test whether a finest level cell is

inside a solid obstacle or not. It is important to note that the solids’ voxelization is decoupled from

the simulation grid, and that only those solid parts are represented in the simulation grid which are

located in the refinement band around the liquid boundary.

3.4. Finite Element Fluid Simulation

To simulate the liquid, we solve for its motion on the fluid domain Ω as dictated by the incompressible

Navier-Stokes equations. Here, we start with a brief summary of the fundamental concepts introduced

in Chapter 2, and then present the required extensions for the boundary treatment and our multigrid

solver. The continuous form of the Navier-Stokes equations is:

u̇= −u · ∇u+
µ

ρ
∆u+ g− 1

ρ
∇p (3.1)

∇ · u= 0, (3.2)
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where u is the fluid velocity, ρ the density, µ the viscosity, p the internal pressure, and g the gravity

force. Note that ρ and µ are constant. We solve the pressure Poisson equation

1
ρ
∆p =

1
∆t
∇ · u∗ on Ω (3.3)

p = pA on ΓA (3.4)

n · ∇p = n · ρ
∆t

�

u∗ − ut+∆t
W

�

on ΓW (3.5)

in each time step to project the intermediate velocity u∗ to the space of divergence free functions

according to ut+∆t = u∗−∆t
ρ ∇p in order to enforce Eq. (3.2). ΓA(ir) and ΓW (all) denote the fluid/air and

fluid/solid interface parts of the liquid boundary ∂Ω, and correspond to the Dirichlet and Neumann

boundaries introduced in Chapter 2, respectively (∂Ω = ΓA ] ΓW , ΓA = ΓN , ΓW = ΓD). On ΓA the

pressure pA is prescribed as a Dirichlet boundary condition (Eq. (3.4)). On ΓW , the velocity n · ut+∆t
W

in normal direction n to the boundary, and optionally the velocity τ · ut+∆t
W in tangential direction τ

to the boundary for the next time step t +∆t is prescribed. The normal component is enforced via

Eq. (3.5) as a Neumann boundary condition for the pressure. The optional tangential component can

be enforced by setting τ · ut+∆t to the respective value after each projection step [BCM01].

The liquid’s surface is captured using the level-set method [OF03], i.e., the interface location is

represented by the zero-contour of a signed distance function φ. Additionally, following [ELF05], we

augment the level set with marker particles to improve mass conservation.

To obtain a consistent discretization on the spatially adaptive octree grid, we employ FEM as intro-

duced in Chapter 2. Each fluid cell is a finite element. We use the equal-order interpolation scheme

Q1Q1, where both u and p are discretized via element-wise trilinear basis functions. Accordingly, all

degrees of freedom are located at the grid vertices. At the hanging vertices at octree level transitions,

however, a special treatment procedure is required: Their values are constrained by linear/bilinear

interpolation along the edge/within the face with respect to which the vertex is hanging. See Fig. 3.4

for an illustration, and see Section 2.5 for more details. The constraints ensures that the resulting

weak solution is C0 continuous across the entire domain. Furthermore, as will be demonstrated be-

low, the specific choice of basis functions yields a discretization of the pressure Poisson equation that

is exceptionally well suited for a multigrid scheme, as it results in very good convergence rates.

Let v and q denote the vector and scalar valued test functions corresponding to u and p, respectively.

By testing Eq. (3.1) against v and Eq. (3.3) against q (i.e., by multiplying with the test function and
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Figure 3.4.: Handling of hanging vertices (2D case), illustrated for the shaded element: The unknowns at
hanging vertices (empty orange dots) are substituted (blue arrows) by linear interpolation from the unknowns
at non-hanging vertices (filled orange dots). The equations at hanging vertices are then distributed (green
arrows) to non-hanging vertices using the same weights, corresponding to the interpolation of values at hanging
vertices in the test functions.

integrating overΩ), we obtain the following weak form of the continuous problem (see Section 2.2.1):

∫

Ω

u̇ · v=−
∫

Ω

u · ∇u · v−
∫

Ω

µ

ρ

�∇u :∇vT
�

+

∫

Ω

g · v−
∫

Ω

1
ρ
∇p · v (3.6)

∫

Ω

1
ρ
∇q·∇p =− 1

∆t

∫

Ω

q∇ · u∗+ 1
∆t

∫

ΓW

qn · �u∗−ut+∆t
W

�

(3.7)

For a thorough overview of different FEM weak forms for the Navier-Stokes equations let us refer to

the book by Gresho [GS00].

Applying the FEM discretization as described in Section 2.2.2 leads to the following equations (u,

p, etc. now are vectors containing the respective values at the grid vertices):

M u̇= −C(u)u− Ku+ g− Gp (3.8)

Lp = − 1
∆t Du∗ + 1

∆t B(u∗ − ut+∆t
W ) (3.9)

M is the (lumped) mass matrix, C(u) the (FEM) convection operator, K the diffusion operator, G

pressure gradient operator, L the Laplace operator, D the divergence operator, and B a boundary

operator corresponding to the boundary term in Eq. (3.7).

To perform the time integration of the derived equations we use an explicit Euler scheme with

operator splitting as proposed by Stam [Sta99]. The resulting procedure, which is performed in each

time step, is listed in Alg. 5. This is the basic timestep algorithm derived in Section 2.3, extended to

include the handling of the level-set φ and the adaptation of the octree grid.

The listing shows that the octree grid is adapted after the level-set has been advected, but before it is
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Algorithm 5 Algorithm for time integration according to equations (3.8) and (3.9). ID denotes the
identity matrix. Note that the mass matrix M is lumped, thus M−1 is a diagonal matrix.

1: φ t+∆t := Advect(φ t)
2: Adapt octree grid
3: Reinitialize φ t+∆t

4: u′ := Advect(ut)
5: u′′ := u′ +∆tM−1g
6: Solve for u∗: (ID+∆tM−1K)u∗ = u′′

7: Solve for p: ∆t Lpt = −Du∗ + B(u∗ − ut+∆t
W )

8: ut+∆t := u∗ −∆tM−1Gpt
9: Extrapolate ut+∆t

re-initialized. In this way, every new vertex that is introduced during octree adaptation is immediately

assigned a correct value forφ, instead of an interpolated value. Level-set re-initialization is performed

only in every tenth time step [OF03].

We use semi-Lagrangian advection to handle the advection of the level-set as well as the convective

term (C(u) is not required). During advection, trilinear interpolation is used to retrieve samples

within the adaptive hexahedral grid. Furthermore, an implicit Euler scheme is used to handle the

diffusive term with unconditional stability (see Section 2.3).

3.4.1. Second Order Accurate Pressure Boundary Conditions

The boundary conditions in Eqs. (3.4 + 3.5) for the pressure Poisson equation are handled via a par-

ticular second order accurate FEM discretization, while at the same time the symmetry of the resulting

system matrix as required by the multigrid solver is preserved. For this method, the integration do-

main Ω in the weak form (Eqs. (3.6 + 3.7)) is restricted with subgrid accuracy to the part of the

domain that is actually covered by the fluid (rather than being aligned to the hexahedral grid). Con-

sidering each single finite element, this means that the support of the basis functions is restricted to

the portion of the element that is covered by fluid. Note that the finite element grid is not modified,

and that the degrees of freedom of the finite elements remain at the grid vertices.

This restriction of the integration domain is sufficient to handle the pressure Neumann boundary

condition on the fluid/solid interface ΓW with subgrid accuracy. Thus, no special treatment as in

finite difference schemes has to be performed, e.g., by using the variational approach by Batty et

al. [BBB07].

In contrast, for the pressure Dirichlet boundary condition on the fluid/air interface ΓA, further

considerations are necessary. In finite difference schemes, this condition can be imposed with subgrid

accuracy by using so-called ghost fluid methods [GFCK02]. These methods introduce additional ghost

pressure values in the air, and linear dependencies among the pressure values around the boundary to
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enforce the Dirichlet boundary condition at the actual surface position. However, when this procedure

is directly applied to the FEM formulation (Eq. (3.7)), the boundary term cannot be restricted from

Γ to ΓW (as has been done in Eq. (3.7); cf. Section 2.2.1) since q = 0|ΓA no longer holds, resulting in

an asymmetric contribution to the system matrix.

A way to handle the pressure Dirichlet boundary condition on the fluid/air interface with subgrid

accuracy that we have found to work very well in our formulation is the group of Nitsche meth-

ods [Nit71]. In these methods, all vertices of a finite element are full degrees of freedom, and a

carefully chosen penalty term is added to the weak form such that the Dirichlet boundary condition

is enforced at the actual surface position in a variational sense.

In particular, we have adapted the method developed by Dolbow et al. [DH09] for general Poisson

problems, which achieves second order accuracy [HD10]. It maintains symmetry of the system matrix

by constructing the penalty term such that the aforementioned asymmetric boundary term is coun-

terbalanced. Leaving the detailed derivation and convergence proof to [DH09], we extend Eq. (3.7)

according to:

∫

Ω

1
ρ
∇q · ∇p−

∫

ΓA

�

1
ρ

qn · ∇p+
1
ρ

pn · ∇q−αqp
�

=− 1
∆t

∫

Ω

q∇ · u∗ + 1
∆t

∫

ΓW

qn · (u∗ − ut+1
W )−

∫

ΓA

�

1
ρ

pAn · ∇q+αqpA

�

︸ ︷︷ ︸

=0 if pA=0

(3.10)

In principle, Eq. (3.10) is constructed by testing Eq. (3.3) against q, Eq. (3.4) against αq, Eq. (3.4)

against − 1
ρ (n · ∇q) and then by summing up the resulting three equations. The method requires a

constant stabilization parameter α= s
ρ

Area(ΓA)
Volume(Ω) per cell, where Area(ΓA) is the area of the fluid/air

interface and Volume(Ω) the volume of the fluid in the cell. s depends on the finite element type used

and has been set to s = 5 in all of our experiments. If pA = 0, the last term in Eq. (3.10) vanishes.

Note that for cells which do not contain any part of ΓA (i.e., which are fully covered by fluid), the

weak form (Eq. (3.10)) is equivalent to Eq. (3.7).

In order to apply the extended weak form (Eq. (3.10)), in grid cells that are intersected by the

fluid/air interface, the calculation of volume and surface integrals must be restricted to the fluid

domain. For this purpose, we triangulate/tetrahedralize the boundary and the fluid domain in these

cells, as illustrated in Fig. 3.5 (right). The integration problem has been similarly addressed in [MG07,

HJWST12]. We then evaluate the surface and volume integrals using numerical quadrature on each

of the resulting simplexes to obtain the respective element matrices.

For the triangulation/tetrahedralization, we have derived an extended, marching-cubes-style

lookup table [LC87]. It provides precalculated triangulations/tetrahedralizations for any given con-

figuration of level-set values (positive/non-positive) at the eight vertices of a fluid cell. Note that
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ΓA

ΓW

Ω * * * *

Figure 3.5.: Subgrid accurate treatment of boundary conditions (for illustration purposes shown in 2D).
(left) The computational domain Ω is restricted to the portion of the grid cells that is actually covered by
the fluid. (right) In cells intersected by the fluid/air interface (cells marked with a star), Ω, ΓA, and ΓW are
tetrahedralized/triangulated by employing a precomputed lookup table. The degrees of freedom of the finite
elements (black circles) remain located at the grid vertices.

in our implementation, solids are represented on a per-cell basis. Let Ωc ⊂ Ω denote the part of a

cell’s domain that is covered by the fluid. Then, for each configuration, the lookup table contains the

following three components:

• A set of triangles that triangulates the fluid/air interface ∂Ωc ∩ ΓA within the cell (native

marching-cubes).

• For each of the six cell faces a set of triangles that triangulates the potential fluid/solid interface

∂Ωc \ ΓA (used only if a respective neighbor cell is solid).

• A set of tetrahedra that tetrahedralizes the fluid domain Ωc within the cell (up to ten tetrahedra

are required per cell).

The lookup table is constructed such that the triangulation and tetrahedralization are consistent,

i.e., each triangle always corresponds to a face of a tetrahedron. In order to avoid near-zero values

in the system matrix (due to cells containing almost zero fluid), we enforce the generated vertices

on the edges of a cell to have a minimum distance of 0.01h to the cell’s vertices inside the liquid

body. Note that any remaining degenerated triangles/tetrahedra do not cause problems, because their

contribution to the integral in Eq. (3.10) vanishes. For the numerical quadrature on the triangles and

tetrahedra, we use a three-point Gaussian and an eight-point Newton-Cotes quadrature rule [Str71],

respectively. For the evaluation of the surface integrals, the face normals of the triangles are used as

the normal of the boundary.

The simple example in Fig. 3.6 demonstrates the accuracy achieved by our approach. Considering

the performance, the subgrid accurate treatment of boundary conditions does not have a significant

impact on the total computing time of our method. The time required for the computation of the

element matrices for the cells that are intersected by the fluid/air interface is typically less than 5%
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Figure 3.6.: Demonstration of second order accurate boundary conditions for a perturbed liquid in a box: A
bump in the surface (left) is smoothed out after several seconds of simulation (right). The resulting surface is
perfectly planar. Note that the surface is tracked by a level-set without particles in this experiment, and that
the blue color indicates fluid cells, rather than depicting the actual fluid domain.

of the time required for one complete time step. From an implementation point of view, it is worth

noting that the computation of the element matrices, including triangulation/tetrahedralization and

quadrature can be performed independently for each cell, and thus can be easily parallelized.

3.5. Multigrid Solver

The pressure Poisson equation is solved in each time step with an efficient geometric-algebraic multi-

grid solver, which exhibits linear time-complexity in the number of unknowns [Hac85]. Its efficiency

is crucial, since with increasing grid size, the pressure solve quickly becomes the major performance

bottleneck when less efficient solvers are used.

A major challenge in the design of geometric multigrid solvers is the treatment of complex shaped

domain boundaries (here, the fluid domain boundary) on the successively coarser scales. In contrast

to common multigrid schemes on simple shaped (e.g., rectangular) domains, we have to use modified

processes for the construction of the coarse grid hierarchy and the algebraic operators on these grids.

Our scheme relies on a specific strategy to generate the coarse grids incrementally from the fine grid,

and uses a variational principle to generate the transfer and coarse grid operators. In this way our

solver can handle complex fluid boundaries in a highly efficient manner.

For the octree setting, we extend the basic, non-adaptive solver introduced in Section 2.6. In

particular, we address a problem that specifically arises when the simulation domain is composed of

multiple (locally) separated components (for instance, separated fluid branches, drops or splashes).

In such situations, separated domain components might get represented by the same coarse grid

cell, when a canonical coarse grid hierarchy is used. As a consequence, the current error cannot be

represented very well on the coarse grids, which in turn causes the multigrid convergence to break

down. This is demonstrated in Section 3.7. We address this problem by duplicating coarse grid cells
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at the same geometric position, with each instance corresponding to a separated fluid component,

similar to [ABA00, TSB∗05, NKJF09, CCG11]. Conceptually, we build a distinct coarse grid for each

separated fluid component, with the coarse grids being allowed to overlap. This strategy alleviates

the convergence problem and introduces only little extra cost when building the multigrid hierarchy.

In each simulation step, the multigrid hierarchy is rebuilt and the corresponding coarse grid oper-

ators are recomputed. Note that the multigrid hierarchy is completely separate from the octree data

structure that is used for the representation of the adaptive octree grid. Cell duplication is controlled

by means of a connectivity graph Gl per multigrid level, which is constructed on the finest multigrid

level l = 0 from the set of fluid cells, and on the coarser levels l = 1, . . . , lmax by propagating the

previous level graph to the current level along with the grid. The nodes of each graph Gl correspond

to the cells of the grid on the respective level, and edges in the graph represent physical connections

among these cells. Edges only exist between nodes corresponding to adjacent cells that share at least

one common vertex. Since the graphs are only required during the construction of the hierarchy, they

do not need to be stored permanently.

Multigrid hierarchy construction starts by creating the finest level connectivity graph G0. For each

fluid cell a node is created, and two nodes are connected if the respective fluid cells share at least

one common vertex. After initialization of the finest level graph, we build the multigrid hierarchy

successively in a fine-to-coarse process. This process stops at the coarsest level lmax , as soon as the

remaining number of cells is less than 1000. In the coarsening procedure, we have to consider that

the finest level grid is an adaptive octree grid consisting of cells of different size. On the transition

from multigrid level l to level l + 1, we therefore combine only cells of size 2lh, but copy all larger

cells to the next level.

The construction of multigrid level l + 1 is divided into the following three steps:

1. Creation of coarse grid cells: Considering an imaginary lattice with lattice points (2l+1h)Z3, for

each cell of this lattice, we determine the connectivity components of the subgraph of Gl induced

by the grid cells of size 2lh within this lattice cell. For each connectivity component, a coarse

grid cell of size 2l+1h is created, which subsumes the grid cells corresponding to the respective

subgraph. In this way, multiple coarse grid cells might be created at the same location. Then,

all grid cells with size ≥ 2l+1h are copied from the level l to level l + 1.

2. Propagation of the connectivity graph: Gl+1 is obtained by collapsing each subgraph of Gl that

corresponds to a set of merged cells into a single node.

3. Creation of shared vertices on the coarse grid: At each vertex position, the subgraph of Gl+1

corresponding to all cells that are incident to this position is investigated. A shared vertex is

generated for each connectivity component of this subgraph.

56



3.5. MULTIGRID SOLVER

Level 0 Level 1

Level 2 Level 3 = lmax

Figure 3.7.: A 2D example for a multigrid hierarchy. Circles shaded gray indicate duplicate vertices sharing
the same geometric location, overlapping cells indicate duplicate cells. Cell connectivity graphs Gl are depicted
in red. Note that for demonstration purposes, the level 0 grid does not strictly adhere to the rules specified in
Section 3.3, i.e., not all boundary cells are on the finest octree level.

An example illustrating the coarse grid hierarchy construction according to the specified rules is

demonstrated in Fig. 3.7. Hanging vertices are not shown, because they are eliminated before the

multigrid hierarchy is constructed, as described in Section 3.6. It is worth noting that due to the

particular coarsening strategy, no additional hanging vertices are created in the coarse grid. Further-

more, it can be observed that duplicate vertices only occur on levels l ≥ 1 and duplicate cells only on

levels l ≥ 2.

The transfer and coarse grid operators are constructed as follows: We use full-weighting for the

interpolation operators I l
l+1, i.e., values on level l are trilinearly interpolated from values on level l+1.

More precisely, considering the occurrence of duplicate coarse grid cells in our advanced multigrid

hierarchy, each cell is merged into exactly one coarse cell on the next coarser level, and the cell’s

vertices exactly interpolate from and restrict to this coarse cell’s vertices (see Fig. 3.8). It is important

to note that this scheme also works at the fluid boundary where coarse cells are only partially ‘filled’

by cells on the finer level, in that the constructed interpolation operator always has full rank.

Starting from the linear equation system Lp = b on the finest level (Eq. (3.9)), the restriction
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Figure 3.8.: Galerkin based coarsening with our cell based formulation (2D case): The vertices of a fine grid
cell f (green) interpolate from the vertices of its associated coarse grid cell c (black) using linear/bilinear
weights (purple). The matrix of a coarse grid cell is computed as a sum of matrices derived from its associated
fine grid cells. The contribution of each fine grid cell is obtained by substituting the fine grid unknowns by
interpolation from the coarse grid unknowns, and distributing the equations from the fine grid vertices to the
coarse grid vertices using the same weights.

operators Rl+1
l and coarse grid operators Ll (L0 ≡ L) are built from fine to coarse according to

Rl+1
l = (I l

l+1)
T , (3.11)

Ll+1 = Rl+1
l Ll I

l
l+1, (3.12)

with Eq. (3.12) being known as Galerkin based coarsening. Note that the construction of the op-

erators is purely algebraic, i.e., boundary conditions are automatically incorporated on the coarse

levels. The construction of the operators follows a variational principle [BHM00], in that by applying

the computed coarse grid correction, the error is minimized. In particular, in combination with a

converging smoother such as Gauss-Seidel relaxation, it can be shown that the norm of the error is

monotonically decreasing with each further iteration of the solver, i.e., the convergence of the solver

is guaranteed [TOS01]. As a side note, let us mention that from a mathematical point of view, the

resulting coarse grid operators can be interpreted as composite FEM discretizations [LPR∗09] of the

continuous problem on the coarse grids.

Our solver traverses the multigrid hierarchy according to the standard V-cycle scheme. On each level

of the hierarchy, we perform two pre-smoothing and two post-smoothing (multi-color) Gauss-Seidel

relaxation steps. On the coarsest level lmax , the linear system is solved using a Jacobi-preconditioned

conjugate gradient solver. The multigrid solver can be used as a direct solver as well as a precon-

ditioner for a conjugate gradient solver, which improved its performance even further in our experi-

ments. When used as a preconditioner, we perform one V-cycle per CG iteration.

In our experiments, we stop the multigrid solver when the norm of the residual r = b − Lp has
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been reduced by a factor of 10−6 (i.e., when ‖ri‖2
�‖r0‖2 ≤ 10−6, where ri denotes the residual after

the ith V-cycle or CG iteration).

3.6. Implementation Details

As a consequence of the increasing gap between CPU and memory speed, main memory access has

become the major bottleneck in numerical simulation on today’s PC architectures, both in terms of

limited memory throughput and high memory access latencies.

In grid based fluid simulation based on the projection method, computing time is known to be

dominated by the run-time of the linear solver for the pressure Poisson equation. In particular, for

a geometric-algebraic multigrid solver, the most frequent and most time-consuming operations are

the pre- and post-smoothing relaxation steps as well as the residual computation step on each level

of the multigrid hierarchy. In each of these steps, the numerical stencil at each vertex, consisting of

(approximately) 33 = 27 floating point values, has to be accessed, leading to a significant amount of

memory traffic when this stencil is fetched from main memory.

Cell based FEM and Multigrid Formulation

To alleviate the aforementioned memory bottleneck, our implementation is built upon a cell based

formulation of FEM and the geometric multigrid solver. This cell based formulation is leveraged by our

particular design choices of using a hexahedral discretization, trilinear finite elements and Galerkin-

based coarsening. More specifically, these choices allow us to compute the FEM operators, including

in particular the Poisson operator and its corresponding multigrid coarse grid operators on a per-cell

basis (rather than a per-vertex basis). During the computation, the numerical stencil at each vertex

is then assembled on-the-fly from the matrices of the incident cells. Due to the regular hexahedral

shape of the elements in our adaptive grid, for each FEM operator, (almost) all elements share the

same generic element matrix (except for scaling with the cell size). These generic element matrices

are precomputed analytically (as described in Section 2.4). On the finest level, the only exception are

elements that are intersected by the fluid/air interface. Only for those we numerically compute and

store the non-generic element matrices resulting from the second-order accurate boundary conditions.

For the coarse grid versions of the Poisson operator, the matrix of each cell is assembled from the

matrices of its associated fine grid cells by means of Galerkin based coarsening (see Fig. 3.8). This

matrix is equal to the generic Poisson operator element matrix (except for scaling with the cell size),

if (a) the cell is completely ‘filled’ by fine grid cells and (b) all of these cells’ matrices are generic. As

a consequence, on the coarse levels, we only have to compute and store the matrices of those cells

for which one of these two conditions is not met.
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Since the generic element matrices can be assumed to reside in cache memory, the amount of main

memory traffic is reduced considerably. Compared to an implementation where the numerical stencil

at each vertex is fetched from main memory, we observe a speedup factor for the multigrid solver

between 2 and 3—despite of the increased number of floating point operations due to the on-the-fly

assembly of the stencil. As an additional benefit, the maximum memory footprint during the course

of a time step is reduced by 20% to 30%.

It is worth noting that the size of the 27-point (in average) FEM Poisson stencil should not be

considered a major performance drawback per se (compared to a size of only 7 for the commonly

used uniform grid FD Poisson stencil). Because the performance bottleneck is the memory throughput

resulting from fetching pressure values rather than arithmetic throughput, the large vertex overlap

among neighboring stencils alleviates the impact on performance to a certain extent. This is especially

true in a parallel implementation. Consider a uniform grid on a rectangular domain: Although the

FEM stencil is larger than the FD stencil by a factor of 27/7 ≈ 4, the memory throughput increases

only by a factor of 9/5≈ 2 (the size ratio of the stencils’ 2D footprints) when iterating over the vertices

of the grid due to cache coherence. In a simple experiment, we could actually verify this factor of

roughly 2 between FEM and FD on our test system.

To efficiently handle hanging vertices occurring in the adaptive hexahedral discretization, we elim-

inate these vertices directly on the finest level (see Section 2.5), similar to the approach proposed

in [Wan00]. This is achieved by observing that a hanging vertex is lying inside an edge or face of a

neighboring cell, with the unknown at the hanging vertex being determined by linear or bilinear inter-

polation from the edge or face’s vertices. Note that in a restricted octree, these vertices are guaranteed

to be non-hanging. By replacing all hanging-vertices with the corresponding non-hanging vertices,

each cell can always be associated with 8 non-hanging vertices (which may be different from the cell’s

geometric vertices). The vertex/cell incidence relationship is then determined accordingly. To obtain

a cell’s element matrix from the generic element matrix, we first substitute the unknowns at the cell’s

hanging vertices with the respective unknowns at its associated non-hanging vertices, and then dis-

tribute the equations at the hanging vertices to the non-hanging vertices, using the same weights as

are used for linear/bilinear interpolation (see Fig. 3.4). Since there are 8 possible positions of a cell

with respect to its (imaginary) parent cell in the octree, and since for each position at most 6 of the 8

vertices can be hanging, there are at most 8 · 26 = 512 hanging vertex configurations, corresponding

to at most 512 adapted generic element matrices. These matrices are precomputed and stored in a

lookup table, which is then used to assemble the numerical stencils on-the-fly. The elimination of

hanging vertices leads to a speedup factor of about 2 compared to continuously handling the hanging

vertices on-the-fly during the computation.

60



3.7. RESULTS

Parallelization

To exploit the performance available on today’s multi-core CPU architectures, we have parallelized all

parts of our algorithm where cells or vertices can be processed independently. Only the adaptation of

the octree grid, the construction of the multigrid coarse grid hierarchy (not including the computations

of the coarse grid operators), and the re-initialization of the level set function using a fast marching

technique [OF03] are running sequentially. In terms of run-time on a single core, more than 90% of

the algorithm are parallelized.

For the parallelization of the multi-color Gauss-Seidel relaxation step, a vertex coloring defining

subsets of independent vertices is required. For our adaptive octree grid, we construct this vertex

coloring independently for each multigrid level l as follows: For each vertex, we define its level as the

maximum octree level of its incident cells. Considering each subset of vertices on the same level lv

(l ≤ lv ≤ lmax), these vertices are lying on a uniform grid with spacing 2lv h, and none of the vertices

is incident to a cell larger than 2lv h. Therefore, this subset can be further partitioned into subsets of

independent vertices using 8 colors. As a consequence, on multigrid level l, at most 8(lmax − l + 1)

colors are required to partition the vertices into subsets of independent vertices.

All per-cell and per-vertex quantities are stored in linear arrays, which are accessed by means of cell

and vertex indices. In order to allow for an efficient, parallel ‘traversal’ of the cells and vertices of the

adaptive octree grid and the coarse grid hierarchy, the cells and vertices of each level are consecutively

enumerated in a particular order, which is determined as follows. First, all fluid cells and fluid vertices

are located prior to non-fluid cells and vertices, respectively. Considering that the non-fluid cells and

vertices carry a reduced set of simulation quantities, this allows us to store all quantities contiguously

in memory. Second, considering the parallelization of the Gauss-Seidel relaxation, the fluid vertices

on each multigrid level are ordered according to their vertex color as defined above. In this way,

the simulation quantities of each vertex subset are lying consecutively in memory. To maintain this

particular order after adaptation of the octree grid, we re-enumerate the cells and the vertices in each

simulation step, and re-order the linear arrays of per-cell and per-vertex quantities accordingly.

3.7. Results

To demonstrate the effectiveness of our approach, we have run two large-scale simulations with up to

34 million elements, which are shown in Fig. 3.9. In addition, we have analyzed the convergence be-

havior of our solver in several scenarios and compared it to a conjugate gradient solver. All simulations

and tests in this chapter were carried out at double floating point precision on a single workstation

equipped with two Intel Xeon E5-2643 processors with a total of eight cores running at 3.3 GHz and

64 GB of RAM.
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Figure 3.9.: Two large-scale liquid simulations: (top) 4000 drops of water fall into a rectangular basin. Each
drop has an extent of up to 30 finest octree level cells. (bottom) A liquid is pumped into a multi-stage water
fountain.

Convergence Study

In Fig. 3.10 we showcase the performance of our multigrid solver for two scenarios exhibiting differ-

ent complexities of the simulation domain. In particular, we compare our multigrid solver, used as a

direct solver (MG) and as a preconditioner for the conjugate gradient method (MGCG), to conjugate

gradient solvers with Jacobi (JCG) and incomplete Cholesky IC(0) preconditioners (ICCG). To demon-

strate the effectiveness of our cell duplication strategy in the construction of the coarse grid hierarchy,

we have also included the convergence behavior of our multigrid solver using a standard coarse grid

hierarchy, which is obtained by merging cells purely based on their geometric position without consid-

ering the connectivity between cells (cf. coarse grid construction in Section 2.6). Multigrid variants

with cell duplication are marked with a +, whereas variants without cell duplication are marked with

a −. In order to guarantee a fair comparison, the CG solvers are optimized for low memory traffic in

exactly the same way (matrix-free) as our MG solver based on the on-the-fly assembly of the numeri-

cal stencils, and also run in parallel. For the IC(0) preconditioner, forward and backward substitution

are parallelized using the existing vertex coloring scheme. Furthermore, we have included the initial-

ization times of the solvers (e.g., the construction of the coarse grid hierarchy and the computation of

the coarse grid operators for the multigrid solvers). Note that the MG solvers without cell duplication

require slightly less time for initialization, because no connectivity graphs have to be built. When

analyzing the IC(0) preconditioned CG solver, it is also important to note that in our scenario each

CG iteration with IC(0) takes almost three times longer than with its Jacobi counterpart. As a conse-

quence, although IC(0) requires less than half of the iterations, the achieved solver times are roughly

identical.

In the first scenario (‘Simple Domain’) we solve for the pressure in a solid cube that is almost
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Figure 3.10.: Solver convergence over time. In parentheses are given the number of iterations (V-cycles or
CG iterations) that were required to achieve a residual reduction by 10−6 (dashed line). As can be seen,
the MGCG+ solver outperforms the JCG/ICCG solvers roughly by a factor of 8 to 12. Furthermore, the second
example demonstrates the necessity of the cell duplication strategy in complex scenarios, where we can observe
a speedup of almost a factor of 2 when comparing MGCG+ to MGCG− and MG+ to MG−.

completely filled with liquid. Since the liquid covers a convex domain, no cell-duplicates are created.

Therefore, the coarse grid hierarchy generated by our approach is identical to a standard hierarchy,

thus the direct MG solvers exhibit the same stable convergence rate of ‖ri+1‖2
�‖ri‖2 = 0.03. The

very high convergence rate is not further increased by using the MG solver as a preconditioner for the

CG solver. As a consequence of the slightly higher initialization time required for creating a coarse

grid hierarchy with connectivity analysis, in this scenario the MG solvers using the standard hierarchy

are slightly faster. Compared to the commonly used Jacobi and IC(0) preconditioned CG solvers, all

MG variants are about 6 times faster.

The second scenario (‘Complex Domain’) corresponds to the pressure solve in the fully filled foun-

tain scenario shown in Fig. 3.1. In contrast to the first scenario, now our advanced coarse grid hier-

archy exhibits a significant number of cell duplicates due to the complex shape of the fluid domain,
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formed by a multitude of fine branches and separated domain fragments. For this scenario, our direct

MG solver achieves a stable convergence rate of 0.81 and 0.92 for the advanced and the standard

coarse grid hierarchy, which clearly demonstrates the effectiveness of our cell duplication strategy.

Note that the decrease of the convergence rates compared to the first scenario is fully in-line with

multigrid theory, considering the very complex shape of the simulation domain. Here, when using

MG as a preconditioner, the convergence behavior is significantly improved, leading to an average

residual reduction of 0.33 and 0.53 per CG iteration, respectively. Compared to the standard Jacobi

and IC(0) preconditioned CG solvers, the MG preconditioned CG solver is 12 times faster.

Since the performance advantages of MG over CG are generally weaker at smaller resolutions, we

have further tested the second scenario at several smaller resolutions. Here, MG as a preconditioner

still proved to be significantly faster, e.g., by a factor of 6 at a resolution of 1M cells, and a factor of

3 at a resolution of 250k cells.

Performance Analysis

Table 3.1 lists timings and memory footprints for distinct time steps for the scenes depicted in

Figs. 3.1+3.9. The first column ‘#Fluid Cells’ shows the number of fluid cells in the respective state

of the adaptive octree grid. To demonstrate the efficacy of the adaptiveness of the grid, we have

also included in parentheses the number of fluid cells that would be required without coarsening

in the liquid interior. Our experiments demonstrate (last row of the table) that by using the octree

grid, the number of fluid cells is reduced by up to 90% compared to using an uncoarsened octree

grid. ‘Max. Domain Res.’ indicates the resolution of a uniform hexahedral grid that would have to

be used instead of our creeping grid in order to run the simulation using the same cell size as in the

refinement band around the liquid boundary. In the next columns, we specify the total computation

time TTotal, which is composed of the time spent for level set advection and velocity extrapolation

(Tφ), adaptation of the octree grid (TOctr), the projection step including construction of the multigrid

hierarchy, the construction of the coarse grid operators, and the pressure solve (TProj), and the time

spent in the remaining parts of the simulation (TOther). In the remaining columns, we specify the

maximum memory footprint of our simulation during the course of the time step (‘Total’), which is

composed out of three major parts. First, the memory required for all simulation quantities stored on

a per-cell or per-vertex basis (‘Sim’), such as u, u∗, p, φ, the cell classification flags, the non-generic

matrices of the FEM and coarse grid operators, as well as the required temporary CG variables of

the MG preconditioned CG solver. Second, the memory required for the topological encoding of the

coarse grid hierarchy of the multigrid solver (‘MG’), not including the finest level (i.e., the adaptive

octree grid). Third, the memory required for the topological encoding of the adaptive octree grid

(‘Octree’).
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Table 3.1.: Number of elements, timings and memory footprints for distinct time steps of the two simulations
depicted in Fig. 3.9. From top to bottom, these time steps correspond to the images in Fig. 3.9 (top row, 1st),
Fig. 3.1 (left), Fig. 3.9 (top row, 4th), Fig. 3.1 (right) and Fig. 3.9 (bottom row, 4th).

Scene (Time Step) #Fluid Cells
(Uncoarsened)

Max. Domain
Resolution

Timings (min)

TTotal Tφ TOctr TProj TOther

Drops (first step) 30.5M (131M) 10243 4.25 1.28 1.16 1.41 0.40
Drops (longest step) 33.3M (129M) 10243 5.10 1.77 1.38 1.46 0.49
Drops (last step) 12.0M (124M) 10243 1.34 0.28 0.26 0.69 0.11
Fountain (beginning) 13.4M (129M) 10242 × 3072 2.89 0.33 0.30 2.13 0.13
Fountain (last step) 34.1M (391M) 10242 × 3072 4.53 0.69 0.95 2.55 0.34

Memory Usage (GB)

Total Sim MG Octree

Drops (first step) 30.5M (131M) 10243 25.4 18.0 1.1 6.3
Drops (longest step) 33.3M (129M) 10243 24.8 17.2 1.2 6.4
Drops (last step) 12.0M (124M) 10243 6.7 4.6 0.5 1.6
Fountain (beginning) 13.4M (129M) 10242 × 3072 8.6 5.9 0.5 2.2
Fountain (last step) 34.1M (391M) 10242 × 3072 22.4 14.8 1.2 6.4

The timings given in the table refer to our parallel implementation. Compared to the algorithm

running on a single core, we achieve a speedup factor between 5 and 6 on our eight core workstation.

Octree vs. Uniform Grid

Coarsening the grid in the liquid interior does inevitably influence the simulation result compared to

running the simulation on an uncoarsened grid (corresponding to a uniform grid). To demonstrate

that our coarsening strategy does result in very little differences, we have performed a comparison

for a dambreak scenario, which is depicted in Fig. 3.11. The same setup was run twice: First, using

our octree grid as proposed and second, using the same grid with the difference that no cells are

merged in the liquid interior. Hence the only difference between the two simulations is the size of the

cells in the liquid interior (in the octree case cells are coarsened up to size 16h). As can be seen, the

major characteristics of the flow are maintained almost exactly. There are only minor differences in

surface details and small splashes, which naturally increase over the course of the simulation due to

the accumulation of small errors.
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Figure 3.11.: Two dambreak simulations: (top) With coarsening in the fluids interior (650k to 1.15M cells).
(bottom) Without coarsening (3.75M cells) the grid is equivalent to a uniform grid (≈ 2563). Note that the
unevenness in the splash coming back off the wall is owed to the random placement of level set particles around
the surface.

3.8. Conclusion

To the best of our knowledge, our method presents the first multigrid approach for liquid simulation on

a spatially adaptive octree grid using a hexahedral FEM discretization. By using an octree simulation

grid in combination with finite elements, the number of simulation elements can be made proportional

to the liquid boundary area, and oscillatory velocity modes at level transitions can be avoided. The

use of a hexahedral discretization of the simulation domain severely simplifies the construction of the

adaptive simulation grid, including a consistent hierarchy of coarse grids for a geometric multigrid

solver, and gives rise to regular numerical stencils and efficient realizations of multi-level matrix

assembly and multigrid solve. Our experiments have demonstrated excellent convergence rates of

the multigrid solver used to enforce incompressibility, enabling efficient simulations of complicated

liquid domains consisting of millions of simulation elements.

For the simulation of liquids with free surfaces, a limitation of the current method is the time

step constraint (CFL number cC F L ≤ ω) that it imposes. This constraint is a result of our particular

choice of grid refinement strategy, i.e., the use of a fixed-width refinement band. In a next step it will

be interesting to explore more sophisticated refinement strategies in order to loosen the time step

constraints and/or to reduce the number of required cells in the grid. One possibility would be to

locally vary the width of the refinement band based on the velocities in a close vicinity around the

surface.
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Ensemble Visualization
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4
Fundamentals of Variability Plots

In the second part of this thesis, we introduce the general concept of variability plots for the visual-

ization of scalar and vector field ensembles. These plots are designed to support in the analysis of

spaghetti plots and can act as an additional abstraction layer or even as a full replacement. Before

we introduce our specific applications and extensions of variability plots in the following chapters,

we first discuss some fundamental, common aspects.

Independent of the underlying type of line data (iso-contours or parameterized curves such as

streamlines), the creation of any variability plot follows the same basic scheme. In the first steps, we

perform an automated analysis of the input line ensemble given by a spaghetti plot. We first represent

all lines in a simple but high-dimensional Euclidean space, and then use principal component analysis

(PCA) to project them to a low-dimensional feature space, in which we can identify significantly dif-

fering trends via clustering. For this, we use agglomerative hierarchical clustering (AHC), because it is

fast and results in an entire hierarchy of clusters, which allows a user to intuitively change the number

of clusters after an initial clustering has been computed. After the trends have been determined, we

exploit the invertibility of PCA to transform representatives of each trend from the PCA based feature

space back to the original domain space, which ultimately results in an abstract visualization of the

major trends in the input line ensemble. On the one hand, we transform the geometric median of

each trend back to the domain space, which yields artificial median lines. On the other hand, we fit

a multivariate normal (MVN) distribution to each trend and transform a corresponding confidence

ellipse back to the domain space. This results in confidence regions which intuitively illustrate the

spatial standard deviation of each trend.

In the following, in Section 4.1, we first explain how weather forecast ensembles help to assess

the uncertainty in numerical weather prediction, which is one of our most important fields of appli-

cation. Then, in Section 4.2, we provide a detailed summary of a selection of methods which are

closely related to variability plots. Last but not least, in Section 4.3, we summarize the mathematical
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background of the three central building blocks of variability plots: We discuss a) the basics of PCA

and two applications of PCA which are related to our method, b) AHC and the L-method, which can

be used to automatically determine an appropriate number of clusters, and c) MVN distributions and

confidence ellipses.

4.1. Ensemble Weather Forecasting

We demonstrate the effectiveness of our proposed variability plots on several datasets from numerical

ensemble simulations. Even though we partly use artificial datasets and a fluid simulation ensemble

created using the simulation method introduced in Part I (see Figs. 1.1+5.10), the majority of our ex-

amples is based on ensemble weather forecasts from the European Centre for Medium Range Weather

Forecasts (ECMWF).

In recent years, numerical weather prediction has become one of the most important fields of appli-

cation for ensemble visualization research. This is basically the result of advances in computing power

and parallel high-performance computing, which nowadays enable meteorologists to rely heavily on

ensemble simulations for assessing the uncertainty in weather forecasts. Ensemble simulations offer

a huge advantage over single simulation runs or simple statistical models, since these are simply not

sufficient to capture a chaotic system like the earths atmosphere, whose evolution is highly sensitive

to initial conditions.

In order to create an ensemble weather forecast, the current state of the atmosphere is first deter-

mined approximately and the initial conditions for the numerical simulation are described through

a corresponding probability distribution. The evolution of this distribution is then estimated using

Monte-Carlo sampling, i.e., several possible initial states are selected and corresponding numerical

simulations are run, yielding an ensemble of forecasts in which each run describes a possible future

scenario. For instance, the ECMWF operates the Ensemble Prediction System (ENS), which routinely

generates ensembles of 51 perturbed forecasts [BBW∗06]. The resulting data is not only multivari-

ate (containing fields like, e.g., temperature, pressure and wind speed), but also varies over five

dimensions (3×space, 1×time and one dimension for the different ensemble members), which re-

sults in a massive amount of information. In operational practice, however, forecasters still rely on

simple techniques like plotting summary statistics (such as mean and standard deviation) or spaghetti

plots [Wil11]. As a consequence, the variability in an ensemble forecast often cannot be conveyed

appropriately and the resulting visualizations can be plagued by heavy visual clutter. This clearly mo-

tivates the need for advanced ensemble visualization techniques in the context of numerical weather

prediction.
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Figure 4.1.: Two visualizations of the Ensemble-Vis tool [PWB∗09]. (left) Simple visualization of summary
statistics in which the iso-contours represent the ensemble mean and the color-coding represents the corre-
sponding standard deviation. (right) Advanced probability map visualization showing iso-contours of heat-
stroke danger, i.e., of the probability that the relative humidity is above 50% and the temperature above 95°
Fahrenheit (reprinted from Potter et al. [PWB∗09], © 2009 IEEE).

4.2. Alternatives to Spaghetti Plots

Variability plots are built upon the idea of spaghetti plots, i.e., the visualization of a set of line based

features which are extract from an ensemble. As a consequence of the popularity of spaghetti plots,

a number of other, alternative approaches have been proposed in the visualization community so

far. In this section, we summarize the ones most closely related to variability plots, which all aim at

reducing visual clutter and adding visual abstraction. We focus on approaches which are designed for

ensembles of scalar fields and hence are based on spaghetti plots of iso-contours.

The first approach we want to mention because of its simplicity is the general concept of probability

maps. Such a map indicates, for every point in the domain, the probability that the scalar value at

this point is higher than a given threshold (or alternatively, lower). This probability can be estimated

from a scalar field ensemble by simply counting the occurrences of values higher and lower than the

threshold at every grid point, and the resulting scalar probability field can be visualized using color

mapping or through iso-contours. Strictly speaking, a computation of iso-contours is not required, but

the usage of an iso-value-like threshold closely relates this approach to spaghetti plots. Fig. 4.1 (right)

depicts an advanced probability map visualization created in the Ensemble-Vis tool developed by Pot-

ter et al. [PWB∗09]. Additionally, for comparison purposes, a simple summary statistics visualization

of an ensemble mean field and corresponding standard deviation is shown in Fig. 4.1 (left).

Other approaches try to summarize the variability in a scalar field ensemble by transforming iso-

contours into a continuous representation, or by using glyphs and other representative objects. Pfaf-

felmoser and Westermann [PW13] use a Gaussian kernel to smooth an ensemble of iso-contours and
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Figure 4.2.: (left) Visualization of an ensemble of iso-contours by Pfaffelmoser and Westermann [PW13].
An input spaghetti plot of iso-contours is transformed into a continuous representation in the form of a spa-
tial probability density function and cumulative distribution function, which are visualized through a special
color mapping (reprinted from Pfaffelmoser and Westermann [PW13], © 2013 Eurographics Association).
(middle+right) Uncertainty glyphs and ribbons introduced by Sanyal et al. [SZD∗10]. The glyph/ribbon size
corresponds to the overall local uncertainty and the white-to-blue shading illustrates the distribution of devia-
tions from the ensemble mean (reprinted from Sanyal et al. [SZD∗10], © 2010 IEEE).

to transform it into a continuous spatial probability density function and a corresponding cumulative

distribution function. In combination with a special color mapping, they are able to visualize the spa-

tial spread and positional uncertainty of the contours in an effective way. Furthermore, their approach

reveals topological differences between the iso-contours which are not visible in a standard spaghetti

plot. An example from their work is shown in Fig. 4.2 (left), where black and white coloring indicates

regions in which all ensemble members are “below” or “above” the given iso-value, respectively, and

in places with a high occurrence probability of iso-contours the spatial probability density function

is mapped to the remaining colors. Sanyal et al. [SZD∗10], on the other hand, introduce graduated

uncertainty glyphs and ribbons to encode the statistical distribution of ensemble values at selected

locations in the domain. For a given location, the size of a circular glyph corresponds to the overall

uncertainty at this point, and the shading of the glyph illustrates the distribution of deviations from

the ensemble mean. The authors also apply this shading principle to ribbons along iso-contours of,

e.g., the ensemble mean field, which results in an abstract, band-like visualization similar to the con-

fidence bands in our contour variability plots (cf. Chapter 6). However, while our confidence bands

are based on the common notion of standard deviation, the graduated uncertainty glyphs and rib-

bons are not based on a common intuition and require detailed knowledge about their computation

in order to be interpreted. Furthermore, the size of the glyphs and ribbons corresponds to a scalar

uncertainty measure and does not represent a spatial spread, which makes it hard to quantify the

resulting visualizations. Two examples for graduated uncertainty glyphs and ribbons are shown in

Figs. 4.2 (middle+right).
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Figure 4.3.: Contour boxplots presented by Whitaker et al. [WMK13]. (left) Input ensemble of iso-contours.
(right) Contour boxplot with median contour (yellow), artificial mean contour (purple), outlier contours (red)
and filled regions showing the 50% and 100% data depth bands (reprinted from Whitaker et al. [WMK13],
© 2013 IEEE).

The approach most closely related to our variability plots is the concept of contour boxplots, which

was introduced by Whitaker et al. [WMK13] and later extended to curve boxplots by Mirzargar et

al. [MWK14]. These plots are based upon the notion of statistical data depth, which, in the basic

one-dimensional case, relates the relevance of a scalar measurement to its depth within a set of other

measurements. This results in an center-outward ordering with the median being the most important

data point. In order to extend this notion to ensembles of iso-contours and curves, for both cases, a

global data depth measure is defined. This assigns a scalar depth score to each contour/curve, which

indicates how likely it is, in average, that it is lying between other, randomly selected contours/curves.

The ensemble members are then sorted according to this depth score, and the member with the highest

score is chosen as the most representative, median member. Furthermore, after excluding outliers

with small scores, band-shaped regions enclosing the 50% and 100% best members are extracted. In

the case of contours, an additional, artificial mean line can be computed as the 50% iso-contour of the

corresponding probability map (as discussed at the beginning of this section). The final contour/curve

boxplots are then composed by showing median and outlier members as well as the 50% and 100%

bands (and optionally, the artificial mean contour). An example contour boxplot is shown in Fig. 4.3.

Compared to our variability plots, contour/curve boxplots are similar in appearance and purpose,

but also differ in several major aspects. First of all, contour/curve boxplots are based on the notion

of data depth, whereas variability plots are based on the notion of standard deviation. Like in a

comparison of standard boxplots and error plots for ensembles of scalar values, this difference does

not lead to clear advantages or disadvantages of either method, but, rather, leaves the choice of

an appropriate method to the specific application case. An important consequence of the different
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notions, however, is that the lines and band boundaries in contour/curve boxplots correspond to

actual ensemble members, whereas the median lines and the boundaries of the confidence regions in

variability plots are smooth, artificial shapes. Variability plots also differ in that they use a clustering

of the input ensemble into significantly differing trends. This may be seen as a major advantage over

contour/curve boxplots, since the clustering space we use for variability plots is tightly tied to the

mathematical model which is used for generating median lines and confidence regions. Nevertheless,

it would also be possible to extend contour/curve boxplots with a clustering step, and to show an

overlay of individual boxplots of every cluster.

4.3. Mathematical Background

The computation of variability plots in Chapters 5+6 and the time-hierarchical clustering in Chapter 7

make use of several standard algorithms and mathematical techniques. In this section, we formally

discuss the mathematical background of the three central building blocks of our method and show

typical applications and examples.

4.3.1. Principal Component Analysis and its Applications

PCA is ubiquitous in almost all scientific fields in which data has to be analyzed. At the beginning of

our work on ensemble visualization, we performed several experiments in which we applied PCA to

sets of streamlines. The results of these experiments led to several interesting results, which provided

the initial motivation for streamline variability plots. In the following, we first provide a formal

definition of PCA in general and then show some properties and applications which are related to our

approach.

The input to PCA is a set of n data points x1, . . . ,xn ∈ Rm in an m-dimensional Euclidean space.

Since PCA is often used for the analysis of measured or observed data, these points are also called

observations and the different dimensions are also referred to as variables. Essentially, PCA determines

a new orthonormal coordinate system, which is centered around the mean point x̄ = 1
n

∑

i xi , and

whose axes are aligned with directions of small and large variance in the data. Let u1, . . . ,um ∈ Rm

denote the unit-length basis vectors of this coordinate system, which are called principal components

(PCs), and let ci, j with i = 1, . . . , n and j = 1, . . . , m denote the scalar coefficients by which the basis

vectors are weighted and which are called principal component scores. Then, the original points can

be written in the PCA basis as follows:

xi = x̄+
m
∑

j=1

ci ju j (4.1)
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Figure 4.4.: Principal component analysis in 2D. (a) For an input set of points (gray), PCA determines a new
coordinate system centered at their mean x̄ with orthonormal axes u1 and u2, where u1 is the direction of
the largest variance in the data. Intuitively, PCA can be thought of fitting an ellipse (green) to the points.
(b) Dimension reduction by projecting the points onto the first principal component u1.

The PCs are sorted in descending order of importance, such that u1 is aligned with the direction of the

largest variance in the data, u2 is aligned with the direction of the second largest variance in the data

(while being orthogonal to u1), and so on. For our application, it is important to note that the PCA

basis does not require a full set of m basis vectors if the number of input points is less or equal than

the number of input dimensions. In general, min(m, n− 1) basis vectors are sufficient. An example

for a PCA on a two-dimensional point cloud is depicted in Fig. 4.4 (a). Intuitively, the PCA can also be

thought of fitting an m-dimensional ellipsoid to the data such that its main axes are aligned with the

PCs and that the radius of the main axes is equal to the standard deviation in the respective direction.

This is illustrated by the green ellipse.

A PCA can be computed by means of an eigenvector decomposition or through a singular value

decomposition. To demonstrate this, we first center the data at the origin, i.e., we define centered

points yi := xi − x̄, and then rewrite Eq. (4.1) in matrix form, which expresses the PCA in the form of

a matrix decomposition:

Y = UC T , (4.2)

where the centered data matrix Y ∈ Rm×n has columns yi , the PC matrix U ∈ Rm×m has columns

u j and the score matrix C ∈ Rn×m has entries (C)i, j := ci, j . For the first method of computing the

PCA, let Σ ∈ Rm×m denote the data’s covariance matrix, which is defined as Σ := 1
n−1 Y Y T . Then,

the eigenvector decomposition Σ = UΛU T yields the PCs as eigenvectors of Σ, and each eigenvalue
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on the diagonal of Λ is equal to the variance in the direction of the corresponding PC. Since U is

an orthonormal basis, the score matrix can be obtained by a simple change of bases: C = Y T U .

Alternatively, we can perform a singular value decomposition (SVD) of the centered data matrix, i.e.,

Y = USV T , which yields the PCs as left-singular vectors of Y . This time, the variance corresponding to

the i-th PC can be computed from the corresponding singular value as 1
n−1(S)

2
i,i and the score matrix

can be obtained in the same way as before, or, alternatively, through C T = SV T . In practice, the SVD

method typically offers the better performance and is thus preferred. It can be further accelerated

by replacing the full SVD by a so-called thin SVD (or economy-size SVD), which means that only the

relevant parts of U , S and V are computed.

A standard application of PCA is dimensionality reduction. Initially, the data points xi are trans-

formed into corresponding points ci := {ci,1, . . . , ci,m}, which have the same dimensionality. In the

PCA based representation, however, we can exploit the fact that the coordinates are sorted in descend-

ing order of “importance”. This allows us to drop trailing coordinates, where the result is always an

optimal approximation of the original points in a least squares sense. More precisely, this means that

for any number r < m of remaining PCs, the approximation

xi ≈ xr
i := x̄+

r
∑

j=1

ci ju j (4.3)

is optimal in the sense that the error
∑n

i=1



xr
i − xi





2
is minimized. There is a variety of different

applications for this kind of dimensionality reduction. E.g., projections to the first two or three PCs

are often used to create two- or three-dimensional visualizations of high dimensional data points, and

our variability plots use PCA to automatically find low-dimensional feature spaces for potentially com-

plicated line geometry. Fig. 4.4 (b) shows a two-dimensional example for dimensionality reduction

in which the set of points from Fig. 4.4 (a) is projected to the first principal component.

Another popular application of PCA is the extraction of dominant modes of variation from time

series or ensembles of scalar and vector fields. An understanding of this idea is very helpful for

the interpretation of the individual dimensions of the low-dimensional feature spaces that we obtain

through PCA in variability plots. The concept of mode extraction has led to a multitude of synonyms

for PCA like, e.g., proper orthogonal decomposition (POD), which is often used in the context of engi-

neering applications such as computational fluid dynamics, or empirical orthogonal functions (EOF),

which is often used in the context of meteorological applications. Starting with a set of scalar or

vector fields, which all have to be sampled on the same grid, the scalar degrees of freedom at the

grid points are interpreted as variables, and the individual fields are interpreted as observations. To

extract the dominant modes, a PCA is then be performed in the same way as before. However, instead

of investigating the resulting scores ci, j , we are now interested primarily in the PCs u j . These can be
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Figure 4.5.: Principal component analysis of an oscillating channel flow around an obstacle (von Kármán vortex
street). (a) Visualization of score matrix C (absolute values). (b) First timestep of input sequence. (c) Mode 1,
which corresponds to the mean flow from left to right. (d+e) Modes 2+3, which are alternating (c.f. rows 2+3
of (a)) and form the periodic vortex shedding pattern behind the obstacle. (f) Last mode with least contribution,
but highest spatial frequency. The backgrounds of (b-c) are color-coded according to vorticity.

interpreted as scalar or vector fields themselves (analogous to the input fields) and, in this context,

are often referred to as modes. These modes form a basis from which the initial input fields can be

re-composed as linear combinations, and, because of the variance based ordering of PCs, the first few

modes are often responsible for most of the structure in the input data.

Fig. 4.5 shows the result of a PCA on a time sequence of vector fields from a numerical simulation

of a channel flow around an obstacle. Both the scores ci, j as well as several PCs (or modes) u j are

visualized. Note that the scaling of the modes can be chosen arbitrarily for visualizations, since the

u j are basis vectors and only their “direction” is of interest. The most interesting characteristic of the

flow is represented by modes 2+3, which alternately contribute to the flow field (as can be seen in

rows 2+3 in Fig. 4.5 (a)) and thus form the periodic pattern of shedding vortices behind the obstacle.

Compared to this pair of modes, the remaining modes are much less important. However, Fig. 4.5 (f)

hints at another important property of PCA when applied to spatially correlated data (i.e., variables

corresponding to neighboring grid points are strongly correlated if the input fields are sufficiently

smooth): Higher modes contribute less but exhibit higher spatial frequencies. This effect can be

even better observed when analyzing turbulent flows, which are typically a superposition of an entire

spectrum of turbulent vector fields with different frequencies. For this, consider the proper orthogonal
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Figure 4.6.: Proper orthogonal decomposition of the three-dimensional, turbulent flow behind a high-speed
train [MEH12]. The first eight modes are shown, where mode 1 is the mean flow. Each mode is a vector field
which is visualized by means of iso-surfaces of positive (red) and negative speed (blue) in the U, V, and W-
components. The train geometry is rendered in gray, and the flow moves from top-left to bottom-right around
the rear part of the train. (Reprinted from [MEH12], © 2012, with permission from Elsevier Ltd.)

decomposition of the turbulent flow behind a high-speed train shown in Fig. 4.6, which was presented

in the work by Muld et al. [MEH12]. In this case, we can clearly see the increase in spatial frequency

over the first few modes. Furthermore, the modes appear in similar pairs (mode 2+3, 4+5, 6+7),

which again indicates periodic patterns in the individual frequencies of the turbulent flow.

The effect of increasing spatial frequency in modes can also be observed when PCA is applied to

streamlines, which are also a form of spatially correlated data. An example for the “modes” in this

context is shown in Fig. 5.3 in Chapter 5.

4.3.2. Agglomerative Hierarchical Clustering

Clustering is an indispensable tool for data analysis because it allows us to find groups of similar

objects and, thus, structure in the data. Depending on the application at hand, we can choose from

a variety of different standard methods, which includes k-means, hierarchical clustering, expectation

maximization (i.e., fitting a Gaussian mixture model) and density based methods like DBSCAN. As

indicated before, we use AHC for variability plots, because it is fast and allows a user to quickly

and intuitively change the number of clusters after an initial clustering has been performed. In the

following, we define several variants of AHC, explain the use of dendrograms, and, in the upcoming
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section, we show how we can use the L-method [SC04] to automatically determine an optimal number

of clusters. Note that a comparison of AHC to other methods in the context of streamline clustering

is presented in Chapter 5.

Let {x1, ...,xn} be a set of n objects for which a clustering should be computed. The basic idea of AHC

is to arrange these objects in a hierarchy from which clusterings with different numbers of clusters

can be derived. This hierarchy is created in a bottom-up fashion (as opposed to divisive hierarchical

clustering), and takes the form of an unbalanced binary tree, in which the leafs correspond to the

individual objects and the root node represents a cluster which comprises all objects. AHC starts with

each object in its own, individual cluster, and successively merges pairs of clusters until only one big

cluster remains. To decide which clusters should be merged in each step, AHC makes use of a distance

metric and a so-called linkage criterion. The distance metric can be generally expressed through a

distance matrix D ∈ Rn×n, where (D)i, j is the distance between the objects xi and x j . If the xi are

points in a Euclidean space, a common choice is to use Euclidean distances, but any other distance

metric like, e.g., Hausdorff distances for sets or even a custom metric for more complex objects is

possible as well. The linkage-criterion, on the other hand, defines a measure for the distances between

entire clusters which is based on the entries of the distance matrix D. During the creation of the cluster

hierarchy, we can keep track of these inter-cluster distances by means of a linkage matrix L ∈ Rk×k,

which contains the pair-wise distances for a current number of k remaining clusters. Starting with

L := D, in each merging step, the smallest distance entry (L)i, j in L is determined, the corresponding

clusters i and j are merged, and the corresponding rows and columns in L are collapsed (which

reduces the size of L by one row and column). Even though the inter-cluster distances in L are

defined as a function of D, in practice, the entries of L can be updated recursively when clusters are

merged. This is possible through update rules which only depend on the current state of L.

Since the linkage matrix plays a central role in our extension of AHC to the time-hierarchical clus-

tering presented in Chapter 7, we discuss the aspect of linkage criteria in detail. For this, we consider

four popular linkage criteria: single linkage, complete linkage, average linkage and Ward’s linkage

(also called Ward’s method [Jr.63]).

Single/Complete In the following, let ∆(A, B) := (L)A,B denote the linkage distance between two

clusters A, B ⊆ {1, . . . , n}. For single and complete linking, it is defined as the minimum and maximum

distance, respectively, between individual objects of both clusters:

∆(A, B) = min
i∈A, j∈B

(D)i, j and ∆(A, B) = max
i∈A, j∈B

(D)i, j (4.4)
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It can easily be seen that, when merging two clusters B and C , the distance of the new cluster B∪C to

an unchanged cluster A can be computed from the current distances using the following update rule:

∆(A, B ∪ C) =min
�

∆(A, B),∆(A, C)
�

and ∆(A, B ∪ C) =max
�

∆(A, B),∆(A, C)
�

(4.5)

Single linkage is known for its ability to handle clusters of any shape and size, but it is susceptible

to outliers and the so-called chaining effect, which results in the creation of big clusters which are

connected through a chain of objects. Complete linkage, on the other hand, is more robust against

outliers and strongly favors spherical clusters, which can cause large, non-spherical groups of objects

to be broken down.

Average For average linking, the inter-cluster distance is defined as the average of all distances

between individual objects of two clusters:

∆(A, B) =
1
|A||B|

∑

i∈A

∑

j∈B

(D)i, j (4.6)

In this case, the corresponding update rule also includes the clusters’ cardinalities. It can easily be

verified that it is:

∆(A, B ∪ C) =
|B|

(|B|+ |C |)∆(A, B) +
|C |

(|B|+ |C |)∆(A, C) (4.7)

Average linking also favors spherical clusters, but in a weaker sense than complete linkage. It thus

offers a good compromise between single and complete linkage, and we use it for streamline variability

plots (see Chapter 5) as well as contour variability plots (see Chapter 6).

Ward The derivation of Ward’s linking is slightly more involved. Here, the underlying idea is to

minimize the intra-cluster variances, which are only defined for Euclidean distances. Thus, the in-

put points are required to be points xi ∈ Rd in a Euclidean space, and, for any resulting clustering

{C1, . . . , Ck}, our goal is to minimize the following sum of squared errors:

SSE
�{C1, . . . , Ck}

�

=
k
∑

j=1

∑

i∈C j

||xi −m j||2, (4.8)

where m j := 1
|C j |
∑

i∈C j
xi denotes the mean of cluster j. The minimization of Eq. (4.8) is performed

in a greedy manner by choosing to merge, in each step, the pair of clusters which causes the smallest

increase of the SSE. Consequently, the linkage distance between two clusters is defined as the SSE
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increase which is caused by merging them:

∆(A, B) =SSE({A∪ B, . . . })− SSE({A, B, . . . }) (4.9)

=
∑

i∈A∪B

||xi −mA∪B||2 −
∑

i∈A

||xi −mA||2 −
∑

i∈B

||xi −mB||2 (4.10)

This expression can be transformed1 into two equivalent representations, i.e., the linkage distance

∆(A, B) can also be expressed in terms of a) the cluster means of A and B and b) the initial distances

(D)i, j:

∆(A, B) =
|A||B|
|A|+ |B| ||mA−mB||2 (4.11)

=
1

|A|+ |B|

�

∑

i∈A

∑

j∈B

(D)2i, j −
|B|
2|A|

∑

i∈A

∑

j∈A

(D)2i, j −
|A|

2|B|
∑

i∈B

∑

j∈B

(D)2i, j

�

(4.12)

Furthermore, we can use Eq. (4.11) to derive an update rule for Ward’s linking, which ultimately

yields the following formula (a so-called Lance-Williams formula):

∆(A∪ B, C) =
|A|+ |C |

|A|+ |B|+ |C | ·∆(A, C) +
|B|+ |C |

|A|+ |B|+ |C | ·∆(B, C)− |C |
|A|+ |B|+ |C | ·∆(A, B)

Note that, in contrast to the other linkage criteria, the initial linkage matrix of Ward’s linking is not

equal to the distance matrix (i.e., L 6= D), which has to be accounted for in practical implementations.

This can be seen by rewriting the linkage distance Eq. (4.11) with single member clusters:

(L)i, j =∆
�{i}, { j}�= 1

2
(D)2i, j

Ward’s linking behaves similar to average linking and favors spherical clusters. However, it tends

to produce more equally sized clusters, especially if the input points are distributed evenly. For this

reason, we replace the average linking from Chapter 6 with Ward’s linking in Chapter 7.

In Fig. 4.7, a two-dimensional example for AHC is shown, where Fig. 4.7 (a) depicts the set of input

points xi with corresponding index i. For these points a cluster hierarchy was created using average

linking and Euclidean distances as distance metric. The resulting cluster hierarchy is illustrated in

Fig. 4.7 (b), where each merge is represented by a shaded region. These regions are nested due to

the hierarchal structure of the clustering, and numbered according to the order in which the merges

occurred. As shown in Fig. 4.7 (c), hierarchical clusterings are often plotted in the form of so-called

1 Essentially, we have to use mA∪B = (|A|mA + |B|mB)/(|A|+ |B|), and we have to make heavy use of scalar products,
similar to ||a− b||2 = 〈a− b, a− b〉= 〈a, a〉+ 2 〈a, b〉+ 〈b, b〉.
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Figure 4.7.: Agglomerative hierarchical clustering in 2D using Euclidean distances and average linking. (a) In-
put points (with indices). (b) Graphical illustration of the cluster hierarchy with numbers corresponding to
the order of merges. (c) Dendrogram. A clustering with, e.g., three clusters can be obtained by “cutting” the
hierarchy at the corresponding level (dotted, red lines in (b+c)).

dendrograms, which basically show a rendering of the binary clustering tree. Additionally, the y-

axis encodes information about the similarity of merged clusters. Each merge is associated with a

horizontal bar, which connects two clusters A and B and is drawn at a height which corresponds to

the cost of merging them. In AHC, we can choose this cost as the linkage distance, i.e., y =∆(A, B).

To create a final clustering based on the cluster hierarchy and a given number of clusters, intuitively,

we can cut off the clustering tree at the appropriate height, which is illustrated for the case of three

clusters by the dotted, red lines in Figs. 4.7 (b+c).

4.3.3. L-Method

After a hierarchy of clusters has been generated, the remaining task is to determine an appropriate

or even optimal number of clusters. To do this in variability plots, we use the L-method which was

developed by Salvador and Chan [SC04]. This method is based on the analysis of an evaluation graph,

in which different numbers of clusters are compared to the quality of the corresponding clustering,

measured by, e.g., an error function or a distance metric. An example is shown in Fig. 4.8 (a). Such

evaluation graphs typically consist of two distinctive parts: A steep region to the left and a flat region

to the right, which are connected by a transition region that forms a knee in the graph. The left

region has the characteristic property that increases in the number of clusters result in significant

quality improvements. At the knee, however, further increases start to have only little effect and,

thus, the knee’s location is a suitable choice for the number of clusters. In order to find the knee, the

L-method searches for the best fit of a pair of lines to the graph.

Let e : {kmin, ..., kmax} → R denote the evaluation function shown in the graphs, which maps a
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(a) (b)

Figure 4.8.: L-method for determining the number of clusters in hierarchical clustering methods [SC04].
(a) Evaluation graph, which plots the number of clusters against a cluster quality measure. The position of
the knee in the graph gives the optimal number of clusters. (b) The knee is extracted by finding the best-fit
pair of lines to the graph. (reprinted from Salvador and Chan [SC04], © 2004 IEEE).

range of candidate numbers of clusters to a corresponding quality measure. In the case of AHC, we

can use the linkage distances, i.e., e(k) :=∆(A, B), where A and B are the clusters which were merged

in order to get from k+1 to k clusters. Consequently, small values of e(k) indicate that k clusters are

a good approximation, and large values of e(k) indicate the opposite. In order to find the best-fit pair

of lines, the evaluation graph is split at different positions c, and two lines are fitted to the points with

k = kmin, . . . , c and k = c + 1, . . . , kmax . This is illustrated in Fig. 4.8 (b) The optimal split position is

then the position copt which results in the smallest overall approximation error RMSEc:

copt = arg min
c∈{kmin+1, ..., kmax−2}

RMSEc (4.13)

RMSEc is the error corresponding to a split at c, and it is defined as the average of the root-mean-

square errors of the lines fitted to the points left and right of c, weighted with the length of these

lines:

RMSEc =
c − kmin + 1

kmax − kmin + 1
·RMSE(kmin, c) +

kmax − c
kmax − kmin + 1

·RMSE(c + 1, kmax) (4.14)

The individual error RMSE(kl , kr) is defined as the root-mean-square error of the best-fit line through

the points
�

kl , e(kl)
�T

,
�

kl +1, e(kl +1)
�T

, . . . ,
�

kr , e(kr)
�T

. Based on this, in the standard L-method,

the optimal number kopt of clusters is chosen as the optimal split position:

kopt := copt (4.15)

The L-method is claimed to be parameter free, but, effectively, its outcome does depend on the choice
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(a) Evaluation graph (b) Possible fit lines (c) Best fit (standard) (d) Best fit (extension)

Figure 4.9.: L-method applied to the example from Fig. 4.7, using kmin = 1 and kmax = 10. (a) Evaluation
graph. (b) All possible pairs of best-fit lines. (c) Best fit according to the standard L-method, which always
chooses the last point of the left line. A number of three clusters is chosen (green box) (d) Best fit according
to our extension of the L-method, which chooses the first point of the right line if this point is closer to the
intersection of both lines. A number of four clusters is chosen.

of the clustering quality measure and of the minimum and maximum numbers of clusters kmin and

kmax . Instead of simply including all possible numbers of clusters, which is the default option, we can

also limit the range of possible choices. For instance, we typically choose kmax = 20 for variability

plots, because we are only interested in coarse clusterings with a small number of clusters.

Specifically for such applications in which the desired number of clusters is very small, we have

developed an extension of the L-method. It addresses the problem that copt +1 is sometimes a better

choice for kopt than c. This can be neglected if c is large, but it can make a huge difference if the choice

is between, e.g., 3 and 4 clusters. Fig. 4.9 demonstrates this problem for the clustering hierarchy

from Fig. 4.7, which has n = 11 points. The pair of best-fit lines according to Eq. (4.13) is shown in

Fig. 4.9(c), where copt = 3. Thus, the standard L-method chooses kopt = 3 in this case, even though

the knee of the graph is clearly at copt+1= 4. As a remedy for this subtle problem, we always consider

copt and copt+1 when choosing kopt . We compute the x-coordinate κ ∈ R of the intersection between

the best-fit pair of lines, and then choose kopt depending on whether copt or copt + 1 is closer to κ:

kopt :=min(c + 1, max(c, round(κ))) (4.16)

The effect of this extension to the standard L-method can be seen in Fig. 4.9(d), where now a number

of four clusters is chosen instead of three.

4.3.4. Multivariate Normal Distribution

For variability plots we heavily rely on MVN distributions, which we use to extend the notion of stan-

dard deviation from a multi-dimensional, PCA based feature space to the domain space of the original

objects which are described by this feature space. In the following, we summarize the mathemati-
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cal background of MVN distributions, and, in the upcoming chapters, we then combine multiple MVN

distributions to represent more complex, multi-modal distributions (similar to Gaussian mixture mod-

els). We also show how to sample confidence ellipses with random points, which is required for the

computation of streamline variability plots in Chapter 5.

We start with the well-known one-dimensional normal distribution (or Gaussian distribution) in

order to show how it generalizes to multiple dimensions. For a given mean value µ and variance σ2,

we can measure the deviation of an observation x from the mean value in units of standard deviation,

which is called Mahalanobis distance:

d(x ,µ,σ2) =
�

�

�

x −µ
σ

�

�

� (4.17)

Based on this distance, the probability density function (PDF) of the one-dimensional normal distri-

bution is defined as:

N (x ,µ,σ2) =
1p

2πσ2
exp

�

−1
2

d
�

x ,µ,σ2
�2
�

(4.18)

For the generalization to d dimensions, the variance σ2 is replaced by its multi-dimensional

equivalent—the covariance matrix Σ. The Mahalanobis distance then becomes:

d(x,µ,Σ) =
Æ

(x−µ)TΣ−1(x−µ) (4.19)

And the corresponding PDF changes to the general MVN distribution:

N (x,µ,Σ) =
1

p

(2π)d det(Σ)
exp

�

−1
2

d(x,µ,Σ)2
�

(4.20)

An example for a two-dimensional MVN PDF is depicted in Fig. 4.10(a). The MVN distribution has

an ellipsoidal shape and, thus, the underlying math is closely related to PCA. For instance, the main

axes of corresponding ellipsoids can be extracted from the covariance matrix Σ through an eigen-

vector decomposition (cf. Section 4.3.2). The Mahalanobis distance Eq. (4.19) now describes the

multi-dimensional distance of an observation x to the mean point µ in “ellipsoidal” units of standard

deviation. Its iso-contours are called confidence ellipses, and can be used to visualize MVN distribu-

tions in an intuitive way. Formally, we can define a confidence ellipse E(Σ,µ,α) as the set of points

whose Mahalanobis distance is equal to a given iso-value α:

E(Σ,µ,α) = {x ∈ Rd | d(x,µ,Σ) = α} (4.21)

A visualization of an MVN distribution through several confidence ellipses is depicted in Fig. 4.10 (b).
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Figure 4.10.: Multivariate normal distribution in 2D. (a) Probability density function. (b) Confidence ellipses
to α = 0.5,1.0, 1.5,2.0 standard deviations, and their main axes (blue/red). (c) Random sampling of the
confidence ellipse to α= 2.0 with uniformly distributed points (yellow) and random sampling of its boundary
(purple).

For the streamline variability plots presented in Chapter 5, we need to be able to uniformly sample

the interior of a confidence ellipse with random points. This is related to drawing random points

from arbitrary MVN distributions N (x,µ,Σ), which can be achieved in two basic steps: First, we

draw a random point s ∈ Rd from the standard MVN distribution, such that s∼N (x, 0, ID) (where ID

is the identity matrix). Note that this can be implemented by drawing and concatenating d random

numbers from a standard normal distribution N (x , 0, 1). Then, we use the eigenvector decomposition

Σ= UΛU T of the covariance matrix, and compute the desired random number r∼N (x,µ,Σ) as:

r= µ+ U
p
Λ s (4.22)

Intuitively, the spherical distribution of s is first scaled by the standard deviations contained in the

diagonal matrix
p
Λ, and then U performs a rotation into the coordinate system of the ellipsoid cor-

responding to N .

Now, in order to draw random points uniformly from the interior of a confidence ellipse E(Σ,µ,α),

we can use a similar two-step procedure. In the first step, we draw a uniformly distributed point

s′ ∈ Rd inside of the unit-hypersphere (i.e., ||s′|| ≤ 1), which can be achieved by normalizing s ∼
N (x, 0, ID) from above and rescaling it with an appropriate radius:

s′ = u1/d s
||s|| , (4.23)

where u is uniformly distributed in [0; 1]. Since the standard MVN distribution is radially symmet-

ric, the normalization s/||s|| results in a uniform distribution of points on the surface of the unit-

hypersphere. Then, for the adjustment of the corresponding radii, consider the cumulative dis-

tribution function (CDF) of the desired distribution of ||s′||, which is the probability that ||s′|| is
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smaller than a radius R. For a uniform distribution of s′ in the unit-hypersphere, this probability

has to be proportional to the volume of a sphere with radius R in d dimensions, which means that

P(||s′|| ≤ R) = const · Rd . Thus, rescaling with the radius u1/d according to the inverse of this CDF

gives the desired uniform distribution of s′ in the unit-hypersphere.

In the second step, we apply the same transformation as in Eq. (4.22), but we add a scaling with

the desired size α of the confidence ellipse in units of stand deviation:

r′ = µ+αU
p
Λ s′ (4.24)

The resulting distribution of r′ fills E(Σ,µ,α), and it is also uniform because a linear transformation of

a uniform distribution results in another uniform distribution. This uniformity, however, requires Σ to

have full rank, which is not necessarily the case since (e.g., we could be sampling a two-dimensional

ellipse on a plane in three dimensions). IfΣ has rank c < d, we need to explicitly create c-dimensional

random points according to the dimensionality of the resulting ellipse. More precisely, let s′c ∈ Rc

denote the result of drawing according to Eq. (4.23) in c dimensions. Then we can modify Eq. (4.24)

to

r′ = µ+αUc
p

Λc s′c , (4.25)

where Λc is the diagonal submatrix of Λ which contains only the non-zero eigenvalues, and Uc only

contains the eigenvectors (=columns) corresponding to these non-zero eigenvalues.

Let us note that it is possible to modify the whole procedure such that only the boundary of the

confidence ellipse is sampled, which might be used as an alternative to the default uniform sampling

of its interior in Chapter 5. To achieve this, we can simply omit the scaling factor u1/d in Eq. (4.23).

However, the resulting distribution of points will not be uniform with respect to Rd , which can be

problematic if d is large and/or the eigenvalues of Λ differ greatly in scale. An example for the

uniform sampling of a confidence ellipse’s interior and a sampling of only its boundary is depicted in

Fig. 4.10 (c).
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5
Streamline Variability Plots

In this chapter, we present the first application of variability plots to ensembles of streamlines,

which are extracted from an ensemble of vector fields by seeding one streamline in each ensemble

member from a single user-selected location. While we focus specifically on the case of streamlines,

the resulting method is general in the sense that it is applicable to any set of parameterized curves,

even if they do not pass through a common location. The parameterization enables us to interpret

the vertex positions of each curve as high-dimensional feature vectors, which serve as the starting

point for the subsequent PCA based analysis of the ensemble distribution. In the following, we pay

particular attention to the characteristics of the PCA based feature space, and we analyze the clustering

in this feature space by comparing it to alternative clustering approaches for line geometry. Finally,

we demonstrate the potential of streamline variability plots in a number of real-world examples and

compare our results to curve boxplots [MWK14].

5.1. Introduction

To analyze the uncertainty that is represented by an ensemble, the variability of the ensemble members

need to be characterized, and the major trends and outliers in the shape and spatial location of relevant

features need to be determined. A well-known visual analysis technique for ensembles of features are

so-called spaghetti plots, overlaid plots—typically in 2D—of features like particle trajectories or iso-

contours in individual members of an ensemble field. Especially in the atmospheric domain, spaghetti

plots are one of the most popular means for variability analysis. Spaghetti plots, on the other hand,

This chapter is based on material that has been originally published in F. FERSTL, K. BÜRGER, R. WESTERMANN: Stream-
line Variability Plots for Characterizing the Uncertainty in Vector Field Ensembles. IEEE Transactions on Visualization and
Computer Graphics (Proceedings of IEEE Visualization), 22(1):767-776, 2016. ©2016 IEEE.
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Figure 5.1.: From a set of streamlines in an ensemble of vector fields (left), our method generates an abstract
visualization of the major trends in this set (middle). For each trend, a region of high confidence and a
representative streamline-median is extracted. The relative strength of a trend is indicated by the thickness of
its median line and by the bar plot on the right. Our method works in 2D and 3D (right), as well as for particle
trajectories in time-dependent fields.

can produce visual clutter when many features overlap, and they cannot easily convey major trends,

outliers, and statistical properties of the feature distribution. To overcome some of these limitations,

Whitaker et al. [WMK13] and Mirzargar et al. [MWK14] have recently introduced contour and curve

boxplots, respectively, for the visualization of curve-like features based on the concept of statistical

data depth.

Our contribution: We introduce a new method to statistically model the variability of specific

features among the ensemble members, so that the probability of a particular feature situation can be

estimated from the ensemble. We concentrate on the visual analysis of streamlines in 2D and 3D flow

fields, and visualize the statistical properties of streamlines passing through a selected location. We

first transform the feature representation into a low-dimensional Euclidean space, in which a distance

metric as well as an ordering of the features along each dimension is given. We employ this to derive

a statistical model of the distributions of clusters of similar streamlines in the Euclidean space, and we

propose a method to transform the resulting distributions into confidence regions—so called lobes—of

the streamlines in the spatial domain. We call the resulting visualizations streamline variability plots

(see Fig. 5.1). Our particular contributions are

• the use of principal component analysis (PCA) to convert streamlines into a structure preserving

Euclidean space (PCA-space), and the clustering in this space to detect trends and outliers in

the set of streamlines,

• a new concept of streamline-median, which is based on the existing concept of the (multidi-

mensional) geometric median,

• a non-parametric probabilistic model of the clustered streamline distributions in PCA-space, and

a new approach to transform the probabilistic model in this space into a streamline distribution

in the spatial domain,
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• a visualization method for confidence lobes in 2D and 3D to indicate an estimated range of

locations which includes all streamlines within a prescribed standard deviation.

In particular we demonstrate, that this new approach adheres to the requirements on uncertainty

visualization techniques proposed by Whitaker et al. [WMK13], as it conveys statistical properties of

the shapes of streamlines, provides a qualitative abstract and quantitative statistical interpretations

of streamlines, and reveals major trends and outliers in the initial data. We show that all involved

operations can be computed fast enough to allow for an interactive exploration of even 3D vector-

valued ensembles to identify the sources and evolution of uncertainty in streamlines.

5.2. Related Work

Streamline variability plots use streamline clustering and probabilistic streamline estimation for en-

semble visualization, taking into account the similarity and frequency of occurrence of streamlines

over multidimensional intervals. The technique has overlap with techniques in uncertainty and en-

semble visualization, and curve clustering:

Uncertainty and Ensemble Visualization For the most recent survey on the topic let us refer to the

book by Bonneau et al. [BHJ∗14]. To visualize the effect of uncertainty on the position and structure

of relevant features such as iso-contours, previous works have used confidence envelopes [PWL97,

ZWK10], surface displacements [GR04], and made use of the concept of animation [Bro04, LLPY07].

The concept of numerical condition was introduced to extract level-set features in uncertain scalar

fields [PH11], and it was further extended to account for correlations in the data [PWH11, PRW11],

as well as to also consider non-parametric models for uncertainty [PH13].

The concepts of stream lines and critical points has been generalized to uncertain (Gaussian) vector

field topology, in order to segment the topology by integrating particle density functions [OGHT10].

Probabilistic local features, such as critical points, have been extracted from Gaussian distributed

vector fields using Monte Carlo sampling [PPH12]. In a fuzzy topology, the topological decomposi-

tion is performed by growing streamwaves, based on a representation for vector fields called edge

maps [BJB∗11].

Obermaier and Joy [OJ14] have classified ensemble visualization techniques into feature based and

location based approaches. The latter analyze and compare data properties at fixed locations in the

domain using descriptive statistics. Feature based approaches analyze domain-specific features which

are first extracted from the individual ensemble members. The visualization of feature variability in

ensemble fields is often performed via spaghetti plots of selected contour lines or threshold probabil-

ities of 2D fields such as surface wind speed [PWB∗09, Wil11]. Glyphs and confidence ribbons were
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introduced to emphasize the Euclidean spread of contour ensembles [SZD∗10]. Recently, Whitaker

et al. [WMK13] and Mirzargar et al. [MWK14] built upon the ordering of multivariate data using the

concept of statistical band depth to enable an improved visualization of the uncertainty in spaghetti

plots of ensembles of curves. Locations in 3D flow fields were clustered based on the divergence of

transport patterns to analyze trends in flow ensembles [HOGJ13].

Curve Clustering Our work is related to clustering approaches for curves in 2D and 3D space,

which group a set of curves into similar subsets based on a given similarity measure. For a general

overview of clustering techniques let us refer to the overview article by Jain [Jai10]. For the clus-

tering of curves, most often geometric similarity measures have been employed, for instance, based

on Euclidean distances [CCK07, RT12], curvature and torsion signatures [YWSC12, MJL∗13], predi-

cates for stream- and pathlines based on flow properties along these lines [BPMS12], or user-selected

streamline predicates [SS06]. For a good overview of similarity measures using geometric distances

between curves let us refer to the comparative study by Zhang et al. [ZHT06].

Integral curves in flow fields have been clustered using a two-stage approach, by first perform-

ing a geometry based coarse grouping of streamlines, and then clustering in a low-dimensional Eu-

clidean space comprising streamline properties based on shape and velocity [CYY∗11]. The pair-

wise Hausdorff metric between streamlines has been employed to project streamlines into an Eu-

clidean space and perform spectral graph clustering in this space [RT12]. For curves, Agglomera-

tive Hierarchical Clustering (AHC) with different cluster proximity measures has shown to be effec-

tive [MJL∗13, YWSC12]. Different clustering approaches and similarity measures for fiber tracts in

Diffusion Tensor Imaging (DTI) data have been evaluated [MVvW05], among them shared nearest

neighbor clustering and AHC. A geometry based similarity metric considering partial intervals for

fiber tracts in DTI data has been used in AHC to cluster such tracts [ZCL08]. A reduction technique

called Laplacian eigenmaps has been applied to transform fiber tracks to a low dimensional Euclidean

space [BPKW03]. Recently, an evaluation of different clustering approaches for streamlines using ge-

ometry based similarity measures has been performed [OLK∗14].

In some of the previous works, curves have been reduced to low-dimensional representations, for

instance by using single measures of geometric similarity. This can result in a significant amount of

information that is lost, and usually the initial data can no longer be reconstructed from the reduced

representation. It is worth noting that our approach overcomes both of these limitations.

Related to the clustering of integral lines in flow fields are approaches performing clustering of

vector fields based on local coherent regions, e.g., by merging locations which are similar in position

and orientation of the vectors [TvW99], by splitting regions where the differences between stream-

lines in these regions and streamlines in an approximated flow field are large [HWHJ99], by using

anisotropic diffusion to automatically cluster regions of strong correlation in the flow data [GPR∗00],
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5.3. OVERVIEW

(a) Input (b) PCA + Clustering (c) Confidence Ellipses
& Geom. Medians

(d) Variability Plot

Figure 5.2.: Method overview: (a) The initial set of streamlines. (b) PCA transforms lines into an Euclidean
space—PCA-space—in which clustering can be performed. (c) Multivariate normal distributions—represented
by confidence ellipses and geometric (cluster) medians—are fitted to the points in PCA- space. (d) Medians
and ellipses are transformed back to the domain space and yield the variability plot of the streamline ensemble.

and by clustering trajectories into sets of vector fields [FKSS13]. For an overview of approaches for

vector field clustering let us also refer to the survey by Salzbrunn et al. [SJWS08].

Mostly related to our approach is the method initially proposed by Bashir et al. [BKS03], and later

evaluated in the report by Zhang et al. [ZHT06], where PCA was used in combination with Euclidean

k-means clustering to group pedestrian trajectories which were extracted from surveillance videos.

Streamline variability plots build upon this approach, yet we propose a number of modifications

and extensions to better reveal trends and enable the construction of probabilities of occurrence of

streamlines.

5.3. Overview

We take as input a set of n streamlines of m vertices each, which were generated by starting a particle

integration at the same location in an ensemble of n vector fields (see Fig. 5.2 (a)). We will also show

an example where the streamlines are generated by slightly varying the start position to indicate the

effect of these variations on the streamline distribution. In all of our examples, we use a fix-step

numerical integration scheme for computing the streamlines, and we parameterize the streamlines

via the integration time along the curves. Our method performs a number of operations on the initial

streamline set, which are illustrated in Fig. 5.2.

Each trajectory can be seen as a point in a (d · m)-dimensional vector space (d is the dimension

of the streamline vertices), and this high dimensionality makes processing methods such as finding

similarities difficult. Therefore, we first reduce the dimensionality in a statistically optimal way, by

projecting the streamlines onto a low-dimensional orthogonal subspace that captures as much of the

variation of the initial streamlines as possible. This is illustrated in Fig. 5.2 (b). In a least-squares
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sense, the best way to do the projection is PCA, which transforms the streamlines into a simpler

representation in an Euclidean space. We will subsequently call this space the PCA-space.

To perform a streamline PCA, streamlines are linearized into the rows of a n×(d ·m)matrix. There-

fore, all streamlines should have the same number of vertices. However, this is not always the case,

because streamlines leave the domain early or might terminate in critical points. Our approach is to

fill the missing positions in the matrix by repeating the last streamline vertex. This vertex repetition

doesn’t introduce new information, because the additional vertices are perfectly correlated, and ex-

actly this can be handled well by PCA. Even though more advanced possibilities exist, for instance, to

continue the streamlines with the speed and direction of the last vertex, we have found that neither

of them has a significant impact on the clustering and, most importantly, on the appearance of the

resulting variability plot.

In the PCA-space the streamlines are clustered into major trends using an appropriate clustering

scheme, and for each cluster a multivariate normal distribution—represented by a confidence ellipse

and a geometric cluster median in Fig. 5.2 (c)—is fitted to the points. Here, a confidence ellipse

describes the set of points that are closer to the mean than a given amount of standard deviations.

Conceptually, the statistical distribution of each cluster is now transformed back into the high-

dimensional input space, yielding the corresponding set of streamlines. This is illustrated in

Fig. 5.2 (d), where the streamlines correspond to the cluster medians, and the lobes correspond

to the streamlines that are within a selected range of standard deviations. Since the operations in

PCA-space are performed for each cluster separately, one lobe and one line are generated for every

cluster, giving the final streamline variability plot.

5.4. PCA

PCA is a powerful technique for extracting structure from possibly high-dimensional data sets. It is

performed by solving an Eigenvalue problem or, alternatively, by computing a singular value decom-

position. PCA is an orthogonal transformation of the coordinate system in which the initial data is

described. It is often the case that in the new coordinate system a small subset of coordinates is

sufficient to account for most of the structure in the data.

PCA is a standard technique in statistics and many other fields, and we only briefly describe the

underlying principles here (for more details, see the introduction in Section 4.3.1). We will, however,

put special emphasis on the discussion of how the results of a streamline PCA can be interpreted, and

how these results can be employed for streamline clustering.

In the following discussion, the i-th streamline is denoted si , and every streamline comprises m

vertices. Let us note that, in common PCA terminology, each streamline corresponds to an observa-

tion, and each vertex corresponds to (multiple) variables. PCA transforms the n streamlines into an

94



5.4. PCA

equivalent (n − 1)-dimensional representation by computing their principal component scores, i.e.,

the scalar values by which each principal component is weighted to obtain the streamline as a linear

combination of these components.

PCA starts by subtracting from every vertex the mean value of all vertices. In our application this has

the effect that every streamline is characterized by its offset from the mean streamline s̄ = 1
n

∑

i si .

Consequently, this leads to the following representation, which we will refer to as the PCA-space

representation of the streamlines:

si = s̄+
n−1
∑

j=1

ci ju j . (5.1)

The unit vectors u j are the principal components (PC), and the coefficients ci j are the principal com-

ponent scores. The scores are sorted in descending order of importance, such that u1 is the direction

in which the points si have the largest variance, u2 is the direction in which the points si have the

second largest variance, and so on. Because all si were zero-centered beforehand, we only need up

to n−1 basis vectors to represent all streamlines. An important property of PCA in our application is

that the PCs form an orthonormal basis of the streamline space Rd·m. This means that the PCA-space,

in which each streamline i is uniquely defined by its PC scores ci j , is an Euclidean space which is

equivalent to the original streamline space. I.e., many operations like clustering based on Euclidean

distances give identical results in this alternative representation. Let us also note here, that through

Eq. (5.1) it is possible to transform a point in the PCA-space into the corresponding representation in

the streamline space. We will make use of this to generate streamline variability plots from a statistical

model of the scores in the PCA-space.

In many situations where PCA is used for a statistical data analysis, only the PC scores are investi-

gated and visualized. On the other hand, the PCs themselves are often helpful to analyze specific phys-

ical features in multiple spatially correlated physical fields. For instance, in fluid mechanic, where PCA

is known as Proper Orthogonal Decomposition (POD) [Lum67], periodic patterns can be extracted

from turbulent flows as principal components of the time-varying velocity field [MPO07, MEH12]. In

meteorology, where PCA is known under the term Empirical Orthogonal Functions (EOF) [Wil11],

PCA is used to extract atmospheric phenomena as principal components of scalar field ensembles

like geopotential height and temperature [TW98]. Also refer to the concrete examples shown in

Section 4.3.1.

The mentioned applications exploit the property of PCA to capture the dominant low-frequency

structures in the first PCs, while random fluctuations are expressed in the remaining modes. This

effect can also be observed when decomposing streamlines into their PCs, since streamlines can also

be considered a type of spatially correlated data. Once a PCA of streamlines has been computed, the
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s̄

s̄+ σ1u1

s̄− σ1u1

s̄+ σ2u2

s̄− σ2u2

s̄+ σ3u3

s̄− σ3u3

1st PC2nd PC

Figure 5.3.: Mean curve s̄ (red) and first three principal components (PC) u1-u3 of the 2D streamlines in gray.
PCs have to be considered as offsets to the mean curve, so s̄±σ ju j are shown instead of u j . Scaling factors
σ j are the standard deviations of the corresponding PC scores ci j , which emphasize their relative importance.
The first PC captures the general deviation of the streamlines in top-left/bottom-right direction, the second PC
captures the less important deviation in bottom-left/top-right direction (two-sided arrows). The major trends
in the set of streamlines are well represented by the first two PCs.

streamline representation can be reduced to an optimal low-rank approximation, by using only the

dominant PCs. This is demonstrated in Fig. 5.3, where the first three PCs of a set of 2D streamlines are

shown. It can be observed that the first PCs correspond to streamlines exhibiting very low frequency

variations. Furthermore, the third PC crosses over the mean line while the first two PCs do not,

which indicates increasing spatial frequency in the higher modes. If more PCs were shown, ever more

oscillations around the mean line could be observed.

To obtain an optimal low-rank approximation, one just has to restrict the sum in Eq. (5.1) to the

first r components. It can be shown, that the resulting approximations are optimal in a least squares

sense, i.e., they minimize the reconstruction error

n
∑

i=1











 

s̄+
r
∑

j=1

ci ju j

!

− si











2

.

This leaves the question how to determine the appropriate number of components. We use one of

the most common cutoff-criteria, by looking at the amount of explained variance that is represented

by different choices of r. Let σ2
j = var(c1 j , . . . , cn j) denote the variance of the j-th PC (notice that

the corresponding mean values are all zero). Then the amount of explained variance by the first r
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1 PC (0.7468) 2 PCs (0.9564) 3 PCs (0.9801)

4 PCs (0.9915) 6 PCs (0.9984) 8 PCs (0.9997)

Figure 5.4.: Reconstruction quality: The original streamlines are shown in gray, reconstructions using increas-
ing numbers r of PCs are shown as dashed, red lines. The corresponding amount of explained variance ex(r)
is given in parenthesis (see Eq. (5.2)).

components is

ex(r) =
r
∑

j=1

σ2
j

Á n−1
∑

j=1

σ2
j . (5.2)

For a given explained variance threshold τ, the number of components is chosen as the smallest r for

which ex(r) is greater or equal than τ. Since we perform two different tasks in rank-reduced spaces,

which require different degrees of precision, we also use two different thresholds in our approach. On

the one hand, for clustering (see Section 5.5), we have found τ1 = 0.99 to be sufficient. For generating

the final plots via splatting of streamlines into a discrete grid (see Section 5.6), on the other hand,

slightly more detail is often required, and we use τ2 = 0.999. In several of our experiments this leads

to only three or four PCs that had to be considered, and we never used more than eight PCs in any of

our experiments. The resulting approximation errors are depicted in Fig. 5.4.

5.5. Clustering

Once the streamlines have been transformed into the reduced PCA-space of rank r1, each streamline

is represented by a tuple ci = (ci1, . . . , cir1
), i.e., by a (r1)-dimensional point in PCA-space. Our goal
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now is to derive a statistical model of the streamline distribution in this space. We could model our

multidimensional data via a single multivariate normal (MVN) distribution, yet often the data includes

significantly different trends, showing up as multiple distinct clusters in the PCA-space. A common

remedy to this problem is to use a Gaussian mixture model (GMM), which represents the multi-

dimensional probability density function (PDF) by a weighted sum of multiple MVN distributions.

The Gaussian mixture model is parameterized by the mean vectors, covariance matrices, and mixture

weights from all component densities.

A straight forward approach to find a GMM for our data is to fit a given number of MVN distri-

butions to the data using the Expectation-Maximization (EM) algorithm. The EM algorithm can be

interpreted as a more general version of the k-means clustering algorithm, which can be applied to

MVN distributions. In our application, however, the EM algorithm leads to several problems:

i. Each fitted GMM corresponds to a clustering, yet this clustering often fails to represent the

observed trends. Instead, the clusters often overlap in PCA-space and do not show the expected

degree of separation. In addition, the multi-dimensional confidence ellipses corresponding to

the clusters tend to span empty regions in the PCA-space. If we were to draw new points from

the resulting PDF, some points would correspond to streamlines which have low similarity to

existing ones.

ii. As mentioned earlier, when visualizing ensembles one often only has few streamlines. This

number is very small so that many of the determined clusters do not fully span the reduced

PCA-space. As a consequence, the EM algorithm becomes numerically unstable and requires a

large regularization parameter.

iii. The need to specify the number of clusters k beforehand requires to run the EM algorithm

repeatedly and then to choose the number of clusters based on a score like, e.g., the Akaike

information criterion (AIC). Moreover, due to the random nature of the method, it may have to

be run several times for each k. Both properties in combination can quickly let the clustering

become a performance bottleneck.

In account of these reasons we decided to separate the clustering from the procedure that fits the

MVN distributions: We first cluster the streamlines, and then fit an MVN distribution to each cluster.

Note that, strictly speaking, we are not using a full GMM, because we do not compute weights for the

individual components. Instead, we visualize the MVN distribution of each cluster individually and

combine this with a separate visualization of the cluster sizes, i.e., via the thickness of the median

lines and the bar plot.

For the clustering to work in combination with the MVN distributions, we have to ensure that it

favors compact, elliptical clusters. Since the PCA-space is an Euclidean space, we can draw upon
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Figure 5.5.: Cluster refinement: For the set of streamlines in the first image, the number of clusters is incre-
mentally increased from 2 to 6. The L-method initially guesses 3 clusters.

many existing clustering approaches. We have performed several experiments with different stan-

dard clustering algorithms, and based on the results we ultimately favor Agglomerative Hierarchical

Clustering (AHC) in PCA-space.

An introduction to AHC is given in Section 4.3.2. Here, for the sake of completeness, we will

only provide a brief summary. AHC creates an unbalanced, binary clustering tree in a bottom-up

manner. Starting with each point in a separate cluster (with cardinality one), pairs of clusters are

merged successively until all points are contained in one large cluster. The pair of clusters that is

combined in each step is determined by a similarity criterion, the so-called linkage criterion, as well

as a distance metric, which defines the pair-wise distances between raw data points. As distance

metric we use the Euclidean distances in the reduced PCA-space. Common choices for the linkage cri-

terion include single-linkage, complete-linkage, average linking [Sok58] and Ward’s Method [Jr.63].

We observed that single-linkage and complete-linkage, favoring connectedness and sphericalness, re-

spectively, yield clusters which do not reveal the major trends in the streamline distribution effectively.

Instead, we found average linking, which merges clusters based on their average point-to-point dis-

tances, to work best in our examples. Ward’s method, which tries to minimize the total within-cluster

variance, often delivers similar results. Specifically, AHC in combination with average-linkage yields

clusters which very well satisfy our compactness requirement.

The clustering tree resulting from AHC can be split easily into the desired number of clusters (k),

and thus allows for an intuitive adaption of the number of clusters. When the number of clusters

is changed, the resulting new trend distribution changes in a very coherent and intuitive way: The

clusters split and merge recursively according to the binary clustering tree, instead of re-forming

completely every time. This effect is demonstrated in Fig. 5.5.

In general, we target a rather small number of less than five clusters, because we are looking for
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PCA + AHC MCPD + AHC Hausdorff + AHC PCA + GMM-EM PCA + k-means

Figure 5.6.: Comparison of different clustering approaches using different sets of 2D streamlines. From left
to right: PCA + AHC, our hierarchical clustering based on the Euclidean distances in rank-reduced PCA-space.
MCPD + AHC, hierarchical clustering using the mean-of-closest-point distance [CGG04]. Hausdorff + AHC,
hierarchical clustering using the Hausdorff distance. PCA + GMM-EM, clustering via the EM algorithm for
Gaussian mixture models using the Euclidean distances in rank-reduced PCA-space. PCA + k-means, k-means
clustering using the Euclidean distances in rank-reduced PCA-space. Average linkage was used in all AHC
methods. For the examples in each row, the same number of clusters was prescribed.

the major trends in the streamlines and noticed that the visualizations can become populated when

more clusters are used. We found that in most of our cases the L-Method [SC04] provides a very good

initial guess for k, where we let the method choose k ∈ {2, ..., 10}. Since this method can yield slightly

inconsistent results for very low numbers of clusters, we have slightly adapted it (see Section 4.3.3).

Nonetheless, since no automatic criterion can give perfect guesses in all possible cases, we have to

manually adjust k by ±1 in some cases to get the most intuitive clustering.

In Fig. 5.6, we compare our clustering results with those obtained by alternative clustering ap-

proaches for streamlines or other types of line data. The comparison indicates that k-means clus-

tering and the EM algorithm for GMMs (both performed in the Euclidean PCA-space) often prefer

equally sized clusters over separating trends of diverging streamline sets. On the other hand, AHC
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based on mean-of-closest-point-distances [CGG04] and Hausdorff distances often tends to misclassify

individual streamlines. Our clustering seems to best extract the dominant trends in the data, and it is

able to robustly handle complex situations. This can be seen, for instance, in the top row of Fig. 5.6,

where our approach is the only one that can separate the small set of highly curved streamlines col-

ored in green in the left image. It is also important to note that, irrespectively of the quality of the

individual clustering approaches, most of them are not suited for the construction of variability plots

as proposed in our work. As we will explain next, these plots are constructed by using the multi-

variate distribution of streamlines in some (rank-reduced) space, i.e., the PCA-space, excluding those

clustering approaches not working in such a space.

5.6. Generation of Streamline Variability Plots

Up to this point, the set of streamlines has been partitioned in PCA-space, and the distribution of each

cluster has been approximated with an MVN distribution. Then, our principle idea is to transform a

geometric representation of these distributions in the PCA-space back to the domain space in which

the original streamlines reside, in order to obtain for each cluster a confidence lobe illustrating the

variance and spread of the respective trend. This transformation is possible through Eq. (5.1), which

tells us that an arbitrary point in the (rank-reduced) PCA-space can be transformed to a corresponding

streamline. If the point was taken in agreement with one of the MWN distributions, then the resulting

streamline follows the statistics of the corresponding cluster, even though no such streamline existed

in the initial set. By this, we can, in principle, generate arbitrary many new streamlines whose shapes

follow the statistical properties encoded by the different clusters in PCA-space.

In the generation of these streamlines a certain approximation error is introduced, because we

truncate the PCs used for reconstruction (c.f. Fig. 5.4), yet it is important to recall that this error is

bounded through Eq. (5.2) and restricted to the high-frequency details that are captured by the higher

PCs. This means that all major trends will be captured if we use a “sufficient” number of PCs. On the

other hand, the restriction to the first r2 PCs yields new streamlines exhibiting a certain amount of

smoothness, providing a visually appealing cluster representation.

From a statistical point of view, the number of samples that are used to fit the MVN distributions—

i.e., the cardinality of the clusters—is relatively small compared to the number of dimensions (r2) of

the rank-reduced PCA-space. Therefore, small variations in the samples can significantly change the

geometric representations of the MVN distributions in PCA-space. On the other hand, all of our exper-

iments have shown that these changes have only a minor effect on the geometry of the corresponding

lobes.
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Confidence Lobes

To represent the MVN distributions in PCA-space, we use confidence ellipses (or contours). Let µk

and Σk denote the mean and covariance matrix of cluster k, respectively. Then the confidence ellipses

are defined as iso-contours of the so-called Mahalanobis distance

dk =
Ç

(x−µk)Σ−1
k (x−µk),

where x denotes an arbitrary point in Rr2 . Intuitively, the Mahalanobis distance dk indicates for the

point x how many standard deviations it is away from µk. A confidence level, i.e., a level-set in the

distance field, is specified via an iso-value in numbers of standard deviation (also see Section 4.3.4).

In principle, it would be very appealing to do so by specifying a quantile, for instance, so that

dk ≤ α corresponds to the 50% innermost points. Unfortunately, this leads to a very counter-intuitive

behavior of the generated lobes, because it makes the threshold α sensitive to the dimension r2 of the

reduced PCA-space. In particular, increasing r2 to make the line approximation more accurate causes

the corresponding confidence regions to grow, since the threshold α has to be increased 1. Therefore,

we threshold dk against a fixed α, which can be chosen and varied when creating the confidence

lobes.

If we create a lobe with, e.g., α= 1.0, it will cover the range of locations containing all streamlines

that are within one standard deviation of each trend. While small thresholds like α = 1.0 lead to

very tight confidence lobes, higher thresholds with α ≥ 2.0 lead to convex-hull like shapes which

sometimes “overshoot”. This effect is demonstrated in Fig. 5.7, where for a set of streamlines the

confidence lobes for different thresholds α are shown. We use a default value of α= 1.5 in all of our

experiments in this chapter, if not stated otherwise.

To transform a confidence ellipse in PCA-space to its corresponding domain space representation,

we must determine the locations in domain space which are covered by at least one streamline that

corresponds to a point in the interior of this ellipse in PCA-space. Since determining this is not directly

possible for a given point in domain space, we follow a different approach using Monte-Carlo sampling

and line drawing.

We draw random points uniformly from within the confidence ellipse using a random number

parameterized with the corresponding µk andΣk, and compute their streamline representations using

Eq. (5.1). Each of these streamlines is splatted additively into the cells of a uniform grid discretizing

the domain space. Note that the original streamlines are not used in this process. In this way we

build a visitation map as proposed by Buerger et al. [BFMW12], and we then extract the confidence

lobe using the smallest iso-value that still allows for smooth iso-contours.

1The Mahalanobis distance dk is distributed with a χ2
K -distribution, which changes depending on the degrees of freedom

K . Here, K corresponds to r2.
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α= 1.0 α= 1.5

α= 2.0 α= 2.5

Figure 5.7.: Effect of the Mahalanobis threshold α on the confidence lobes: The larger α, the larger the lobes
become. For α >= 2.0 the lobes contain almost all associated lines but also tend to “overshoot”. Orange and
green trends contain single outliers, and hence no lobes are generated.

The procedure of uniformly sampling a confidence ellipse is described in Section 4.3.4. Note that

it would also be possible to sample the boundary of the confidence ellipse instead of the volumetric

region enclosed by it. However, this makes is harder to draw points that are distributed uniformly

with respect to the Euclidean space into which the ellipse is embedded.

Building the visitation map is performed via rasterization of the streamline vertices, which are

treated as particles, or splat-kernels, of a certain diameter. This approach yields sufficient results in

our application, and it is both faster and easier to implement than accurate line-splats using point-to-

line distances. We use a small bi-/trilinear splat-kernel with a support of 4 and 8 texels in 2D and 3D,

respectively, and use a second pass after splatting to smooth the visitation map in order to increase the

quality of the resulting iso-contours. We use visitation maps—realized as 2D and 3D accumulation

textures—with a resolution of roughly 200 texels along the longest dimension. In 2D, we use a fixed

number of 1000 streamlines to generate the visitation map for each cluster, and we draw for each lobe

the outer contour and uniquely color its interior. In 3D, we found 5000 streamlines to be sufficient to

obtain representative lobes, and we generate the visitation map directly on the GPU and render the

lobes via iso-surface ray-casting. If the vertex density along the streamlines is too low, we add new

vertices by linearly interpolating between consecutive vertices.
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Streamline-Median

The abstract shapes of the confidence lobes are further enhanced by a single streamline representing

the corresponding trend as accurate as possible. We therefore introduce a new concept of streamline-

median. Since the reduced PCA-space is an Euclidean space, we build upon existing concepts here.

Specifically, we use the so-called geometric median, which is an extension of the one-dimensional

median to multiple dimensions. Given a set of points, the geometric median is defined as the point

in space—not necessarily coinciding with one of the initial points—which minimizes the sum of Eu-

clidean distances to all initial points. It can be calculated iteratively using Weiszfeld’s algorithm.

We hence determine the geometric median for every cluster in the PCA-space and reconstruct a

streamline—the streamline-median—from it. This means that the streamline-medians in our visual-

izations are not streamlines from the initial set, but they are artificial streamlines being closer to all

initial streamlines than any other streamline. On the other hand, following the same argumentation

as for constructing the confidence lobes, we know that this artificial streamline shows the general

trend represented by a cluster and is free of high-frequent details which are not common to all cluster

members. When drawing the streamline-median, we further use its thickness to give a qualitative

visual cue indicating the relative strength of the trend. I.e., the more initial streamlines follow the

trend, the thicker the streamline-median is drawn.

We further annotate each streamline variability plot to the right. The color bar shows the rela-

tive number of trajectories represented by each lobe, further enhancing the plot about qualitative

information.

5.7. Results

In this section, we analyze the performance of our method, show additional results and perform a

comparison of streamline variability plots to curve boxplots.

Datasets

The 2D streamline examples we use in this chapter were created from wind fields of numerical weather

prediction data obtained from the ECMWF Ensemble Prediction System (ENS), which comprises 51

ensemble members. We use forecast runs initialized at 00:00 UTC on October 15th and 17th, 2012,

and perform massless particle integration to obtain streamlines in a single steady forecast at a later

time. Each 2D streamline is comprised of 300 vertices. Additional 2D examples are shown in Fig. 5.8.

In the 3D examples (see Fig. 5.9), pathlines were computed for the first 144 hours of the forecast

and for each ensemble member using the LAGRANTO model [SW15], which considers air masses and

specific meteorological aspects rather than massless particles. We perform 200 integration steps to
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Figure 5.8.: 2D streamline variability plots and corresponding spaghetti plots.

generate these pathlines in 3D. In addition, we further use an ensemble of 50 steady 3D flows from a

simulation of a fluid flow around a cylindrical obstacle with varying Reynolds numbers (see Fig. 5.10).

Streamlines are computed using 500 numerical integration steps.

Implementation & Performance

All the results in this chapter were generated on a standard desktop PC equipped with an Intel Xeon

X5675 processor with 3.0GHz×6 cores, 8GB RAM and a NVIDIA Geforce GTX 680. We use the Matlab

implementations of PCA and AHC, and our own CPU implementation to fit an MVN to the data in PCA-

space and generate new random variables respecting these distributions (see Section 4.3.4), including

the streamline-median. In 2D, splatting of streamlines into a 2D grid, extracting iso-contours in this

grid, and drawing the resulting filled confidence lobes are performed on the CPU. In 3D, splatting is

performed on the GPU, where the confidence lobes are directly rendered via iso-surface ray-casting.

In all of our test scenarios, the time required to compute a PCA, cluster the data, and fit an MVN

to this data was below 50ms, even for a bundle consisting of 200 streamlines with 500 vertices each.

The most time consuming step is splatting the generated lines into the visitation map. On the CPU,

roughly 10000 trajectories can be splatted into the 2D map per second, and splatting into a 3D map on

the GPU can be performed at a rate of roughly 50000 trajectories per second. This performance gain

is mainly due to the fast memory interface on the GPU and the possibility to process many trajectories
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5. STREAMLINE VARIABILITY PLOTS

Figure 5.9.: Variability plot of pathlines in a time-varying 3D ensemble comprising 51 members. (left) Spaghetti
plot. (middle) Pathlines colored by cluster membership, and confidence lobes. (right) Variability plot with
confidence lobes and pathline-medians.

Figure 5.10.: Variability plots of 200 streamlines with jittered positions in an ensemble of 50 steady 3D flows
around an obstacle. (left) Spaghetti plot of the streamlines. (middle-right) Variability plots are shown, where
the number of clusters increases incrementally from 2 to 4. The initial guess for the number of clusters is 3.

in parallel. Overall, all variability plots shown in this paper were generated in less than 500ms, given

the initial set of trajectories, and were rendered at interactive rates.

3D Variability Plots

In the following we further demonstrate the effectiveness of variability plots to depict the major trends

in 3D trajectories. It should be emphasized that the generation and visualization of 3D variability

plots does not require any specific algorithmic modifications of our approach, besides the use of a 3D

visitation map into which the trajectories are splatted and from which the lobes are rendered.

Fig. 5.9 shows a 3D variability plot for an ensemble of 51 pathlines in the ECMWF ensemble. It

can be seen that the major trends in the data are very well separated by the variability plot, and that

the abstract representation using lobes and streamline-medians provides a fairly uncluttered view

compared to the spaghetti plot. The particular example demonstrates, that the variability plot can

not only convey the major trends but also give a very good indication of where these trends start

to separate. Especially this property is extremely helpful in meteorological applications, where the

locations need to be analyzed where the divergence of predicted forecasts is going to start.

Fig. 5.10 shows variability plots of 200 streamlines, which were generated by seeding in each of the
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Figure 5.11.: Comparison of a streamline variability plot (left) to the curve boxplot from [MWK14] (right) for
an ensemble of 50 simulated hurricane tracks, generated by the method presented by Cox et al. [CHL13]. The
inset shows a second variability plot, where the number of clusters was manually set to one. In the boxplot,
the light and dark cones are the bands which contain 50% and 100% of the curves, respectively. Red lines
show outliers and the yellow line is the global median line. In both figures the original tracks are shown in the
background of the plots, where the colors correspond to band-depth and clusters, respectively.

50 ensemble members 4 streamlines that were randomly jittered around a common seed point. The

number of clusters is adjusted incrementally from 2 to 4, while the initial guess by the L-Method is 3.

Here, it can be seen how an increasing amount of clusters can lead to an increasing amount of detail

in the variability plot, until a good representation of the trends is reached. The most representative

plot is the last one, which reveals four significantly different trends in the streamlines and effectively

conveys the symmetry in the data well.

Comparison to Curve Boxplots

Fig. 5.11 compares a streamline variability plot to a curve boxplot from [MWK14] for a set of sim-

ulated hurricane tracks. The boxplot illustrates the distribution of trajectories via two nested bands

containing 50% and 100% of the trajectories, respectively. In addition, a representative median tra-

jectory, i.e., the deepest trajectory from the initial set, and outliers are depicted. The boxplot has been

generated using the entire set of trajectories, and no initial clustering was performed.

The streamline variability plot reveals three trends in the hurricane trajectories. A small number of

trajectories deviates to the west and north-east—which is captured by two minor trends—while the

dominant third trend in the center contains over 75% of the trajectories. The confidence lobes of the

two smaller trends—in relation to the regions that are covered by the corresponding trajectories—are

more wide-spread than the trend in the center. This means that there is a higher intra-cluster vari-

ance in the smaller trends, whereas the trajectory distribution of the dominant trend is more focused

towards the region that is indicated by its confidence lobe and median line. A second variability plot
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is also shown, for which the number of clusters was manually set to one. This results in a single,

wider lobe which is similar to the 50% band of the boxplot. The difference is, that the boxplot cone

shows the region that contains 50% of the innermost curves, while our lobe shows the region that

contains all curves that are within the range of α= 1.5 standard-deviations. Furthermore, the length

of the curves is conveyed differently in the two visualizations. On the one hand, the “length” of the

boxplot cone corresponds to a maximum curve length, because it is constructed as a hull around all

represented curves, and the yellow global median line shows the length of a single representative line.

On the other hand, in the variability plot, the “length” of a lobe is typically similar to the length of its

streamline-median, which is approximately equal to the median length of all represented curves.

The comparison of boxplots and variability plots clearly indicates the different use cases of both

approaches. The boxplot intends to visualize the entire spread, or enclosed spatial band, of a set

of trajectories, in addition indicating the percentage of trajectories being contained in sub-bands as

well as outliers. The variability plot intends to detect and reveal the major trends in the data, and

then plots these trends via confidence lobes to depict the probability of occurrence of the trajectories.

Thus, the variability plots support a probabilistic analysis of the shapes of the major trends, rather

than emphasizing the overall spread of the data. The clustering of the initial trajectories into major

trends, on the other hand, can be used as a preprocess to curve boxplots, so that each trend could

be represented by a separate boxplot. Thus, we could even combine both approaches, by replacing

individual confidence lobes in our plots with curve boxplots.

5.8. Conclusion

In this chapter we have presented a new approach for the visual exploration of the major trends in

sets of streamlines extracted from ensemble flow fields. Our approach is specifically tailored to the

visualization of trends in rather small sets of streamlines, as it is typically the case when dealing with

routinely simulated meteorological ensembles. Even from such sets we can faithfully reconstruct

confidence lobes showing the probability of occurrence of streamlines over the domain. By using

stochastic models of clusters in PCA-space, we can generate new streamlines exhibiting the statistical

properties of the shapes and positions of the major trends. The method is applicable to 2D and 3D data,

and the abstract visualizations we present allow to communicate effectively salient characteristics of

the data distributions even in 3D.
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6
Contour Variability Plots with Visualization of Global Correlations

In this chapter, we present the second application of variability plots to ensembles of iso-contours,

which are extracted from an ensemble of scalar fields according to a user-selected iso-value. The ma-

jor difference to the application to streamlines in the previous chapter is the initial representation of

the input data, which provides the starting point for the PCA based analysis of variability plots. In the

case of iso-contours, we use signed distance functions for the purpose of this initial representation.

This does not only result in a high-quality clustering of the input ensemble of iso-contours into trends,

but allows for two important improvements. First, we can perform the transformation of confidence

ellipses from the PCA based feature space to the initial domain space analytically, not requiring an

expensive random sampling and kernel density estimate as in streamline variability plots. Second,

we can exploit the resulting properties of the PCA based feature space to estimate the conditional

probability of the occurrence of a contour at one location given the occurrence at some other loca-

tion. Based on these probabilities, we extend the basic visualization of contour variability plots by

a special color-coding which reveals global correlations between the occurrences of iso-contours at

different locations in the domain. We demonstrate the use of the resulting visualization for ensemble

exploration in a number of 2D and 3D examples, using artificial and meteorological data sets.

6.1. Introduction

To analyze the uncertainty that is represented by an ensemble of iso-contours, the variability of the

ensemble members needs to be characterized, and the major trends and outliers in the shape and

This chapter is based on material that has been originally published in F. FERSTL, M. KANZLER, M. RAUTENHAUS, R.
WESTERMANN: Visual Analysis of Spatial Variability and Global Correlations in Ensembles of Iso-Contours. Computer
Graphics Forum (Proceedings of EuroVis), 35(3):221–230, 2016. ©2016 Eurographics Association.
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Figure 6.1.: From a set of iso-contours (inlay), we compute an abstract visualization of the uncertainty that is
carried by this set in the form of a contour variability plot (left). The visualization is further refined by showing
correlations, i.e. probabilities for the joint occurrence of iso-contours in a selected region (black circle) and
other locations along the main trends using color coding (right).

spatial location of the contours need to be determined. Similar to parameterized curves like stream-

lines, a popular approach to visually analyze an ensemble of iso-contours is a so-called spaghetti plot,

which shows the contours simultaneously in a single image.

The inset in Fig. 6.1 (left) shows a spaghetti plot of iso-contours—distinguished by color—in a 2D

geopotential height field. Since iso-contours can have very complicated shape and topology, spaghetti

plots produce visual clutter when many contours overlap, and major trends, outliers, and statistical

properties of the contour distribution cannot easily be conveyed. Thus, it is difficult to draw conclu-

sions from a spaghetti plot on the different topological and structural characteristics of the contour

set. For iso-contours in 3D fields, this problem becomes even more severe.

To overcome the limitations of spaghetti plots, Whitaker et al. [WMK13] and Mirzargar et

al. [MWK14] have introduced visual abstractions for curve-like features based on the concept of

statistical data depth, which enables the computation of a global ranking of such features and the

use of this ranking to derive probabilistic indicators of the feature occurrence around the median. In

contrast to this, in Chapter 5 we proposed to model statistically the distribution of streamlines, and to

derive clusters indicating the major trends represented by an ensemble. By visualizing these clusters

instead of the entire set of streamlines, the main trends can be conveyed effectively to the user.

In this chapter we show how to adapt the idea of variability plots to iso-contours in multi-

dimensional scalar fields. This is challenging, because it first requires transforming the contours into

a representation from which their similarity can be inferred. In contrast to ensembles of streamlines,

which start at the same seeding position and can be computed using the same path-parametrization,

such a transformation is not immediately given for iso-contours. In principle, geometry based

approaches for curve clustering [OLK∗14] can be employed, yet they have difficulties when the

contours exhibit different topologies and no consistent parameterization is given, which is common

in real-world applications.

In addition to analyzing the major trends given by an ensemble of iso-contours, it is also interesting

110



6.2. RELATED WORK

to investigate the relationship between the occurrence of a contour at different locations. In particular

answering the question about the probability that a contour going through a specific location is also

going through some other location can help to further explore the distribution of the iso-contours

within each cluster. Especially when dealing with iso-contours or pathlines in time-varying fields, the

analysis of such joint occurrences enables the exploration of interesting interrelations between the

data properties at different locations and simulation times, and it can even help making predictions

on the possible occurrences of features. To the best of our knowledge, a visual analysis approach for

this kind of dependencies has not been proposed so far.

In this work, we address the aforementioned problems and propose new methods to explore the

distribution of iso-contours in multi-dimensional scalar fields. Our specific contributions are:

• Building upon a distance field transformation of iso-contours [TN14, BM10] to obtain a consis-

tent contour parametrization, we transform the contour ensemble into a reduced order space.

Analogous to streamline variability plots, we extract the major trends via clustering in the re-

duced order space, yet instead of random sampling fitted multivariate normal distributions we

show how to derive analytically the corresponding visual abstractions in the spatial domain.

Altogether, this process yields contour variability plots.

• We provide a mathematical formulation for the problem of computing the joint occurrences of

contours at different locations via integration in the reduced order space over a region bounded

by hyper-planes.

In addition, we provide an interactive picking mechanism and graphically highlight joint occur-

rences with the picked region using color coding.

6.2. Related Work

Contour variability plots belong to the broader class of uncertainty visualization techniques. They fall

into the category of ensemble visualization and use curve clustering for computing confidence bands

for sets of iso-contours.

In a number of works, overviews and taxonomies of uncertainty visualization techniques have been

given [PWL97, JS03, BHJ∗14, OJ14]. Related to our method are uncertainty visualization techniques

which encode visually the positional variation that is caused by the uncertainty on specific features, for

instance, the positional variability of surfaces in space. Techniques include the visualization of confi-

dence surfaces [PWL97], surface diffusion techniques [GR04] as well as surface animations [Bro04].

Some more recent approaches [PRW11, PH11, PWH11] model the uncertainty stochastically and de-

rive probability distributions for particular stochastic events associated to iso-surfaces.
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The visualization of feature variability in ensemble fields is often performed via spaghetti plots of

selected contour lines or threshold probabilities of 2D fields such as surface wind speed [PWB∗09,

Wil11]. Glyphs and confidence intervals were introduced to emphasize the Euclidean spread of con-

tour and curve ensembles [SZD∗10, MWK14] and, specifically, contour boxplots [WMK13] have been

applied to weather forecast data [QM16]. Locations in 3D flow ensembles are characterized based on

the divergence of transport patterns [HOGJ13].

The analysis of mutual data dependencies has mostly been addressed via the visualization of data

correlations. For instance, via color mapping and slicing [JPR∗04], by means of correlation fields and

multi-field graphs [STS06], via glyph based visualizations of local covariance structures [KWL∗04],

or by correlation clustering to group objects with similar pair-wise correlations [BBC04, PW12].

Contour variability plots are also related to clustering approaches for parametrized curves in 2D and

3D space, which are most often based on geometric similarity measures. For an overview of similarity

measures using geometric distances between curves let us refer to the comparative study by Zhang

et al. [ZHT06] and, alternatively, for an overview on probabilistic model based curve clustering algo-

rithms let us refer to the work by Gaffney [Gaf04]. Agglomerative Hierarchical Clustering (AHC) with

different cluster proximity measures has been shown for curves by McLoughlin et al. [MJL∗13]. The

overview article by Oeltze et al. [OLK∗14] evaluates different clustering approaches for streamlines

using geometry based similarity measures. Thomas et al. [TN14] cluster iso-contours in a rotation and

scale invariant feature space to find (self-) symmetries in iso-surfaces. To find similarities between dif-

ferent iso-contours of the same scalar field, Carr et al.[CBB06] use histograms and iso-surface statistics

whereas Bruckner and Möller [BM10] use distance functions and information-theoretic measures.

An alternative to geometry based curve clustering approaches are dimension-reduction techniques,

where the initial curves are represented in some low-dimensional subspace. For shape analysis, Rathi

et al. [RDT06] use kernel PCA on distance functions for shape analysis, and Leventon et al. [LGF00]

employ the power of PCA on distance functions and use a multivariate normal distribution as a statis-

tical shape model. Fofonov et al. [FML16] use distance functions and dimension reduction to visualize

a set of contour time series as 2D or 3D trajectories.

6.3. Overview

Given an ensemble of 2D or 3D scalar fields s1, ..., sn ∈ RM (defined on the same grid comprised

of M vertices), we consider the iso-contours which are extracted from each ensemble member si

for the same iso-value v. Note that we are not considering value uncertainty in this work (i.e., the

uncertainty in the choice of the iso-value itself) and therefore do not consider the possibility that

different ensemble members can contain similar iso-contours with different iso-values. A comparative

analysis of iso-contours is difficult, because they often consist of many different, disconnected parts
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(a) Input in
domain space

(b) Statistical model in PCA-
space Rr (≈ SDF-space RM )
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Figure 6.2.: Overview: (a) Input set of iso-contours. (b) Statistical model of the corresponding signed distance
functions in the principal component basis, represented by confidence ellipses and geometric cluster medians.
(c) Contour variability plot, obtained by transforming ellipses and medians back to domain space (with cluster
strengths indicated by a bar plot). (d) Visualization of global correlations in the orange cluster by picking a
circular region (black) and color coding the conditional probability of contours going through other regions,
given that they go through this picked region.

and can vastly differ in length, i.e., they vastly differ in the number of degrees of freedom. To account

for this, we fix this number to the number of grid vertices M , by representing the contours implicitly

via signed distance functions (SDF). For each contour i of scalar field si we compute a corresponding

SDF di ∈ RM , which specifies at each grid point of si the signed distance to the closest point on the

contour (with the sign indicating on which side of the iso-contour the point is located). While, in

principle, each di is a grid of signed distance values, it can also be interpreted as a vector with M

entries and, hence, as a point in the Euclidean space RM which directly corresponds to contour i. We

will subsequently refer to RM as SDF-space.

By using the SDF representations as high-dimensional feature vectors, we can, in principle, perform

the same steps as for generating streamline variability plots. An overview of the resulting algorithm

for ensembles of iso-contours is shown in Fig. 6.2. We call the resulting confidence regions bands (as

opposed to lobes for streamlines), which can be generated in 2D and 3D using equivalent operations.

From the SDF representation of the input contours (Fig. 6.2 (a)), we compute a statistical model

of the contour distribution. This is required to obtain a mechanism for generating “continuous” dis-

tributions in the spatial domain. To this end, we perform a principal component analysis (PCA) of

the M -dimensional point set d1, ...,dn. This is depicted in Fig. 6.2 (b), where the gray points are

the points di in the resulting principal component basis (for illustration purposes the depiction is re-

stricted to the projection to the first two components), and each of those points corresponds to one

contour from Fig. 6.2 (a). Subsequently, we determine a clustering of the transformed points in the

so-called PCA-space. By fitting a multivariate normal distribution (MVN) to each cluster, clusters can

be represented by their geometric median and a confidence ellipse with a user-defined size in units

of standard deviation (Fig. 6.2 (b)). E.g., the points in Fig. 6.2 (b) are grouped into two clusters,
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Figure 6.3.: Standard deviation of distance functions: Four different ensembles of equally spaced iso-contours
(black lines) and corresponding confidence bands (colored green) are shown. Bands indicate the regions within
one standard deviation from the mean contour. Below each image is a corresponding 1D plot of equally spaced
points and an error bar showing mean and standard deviation.

and each cluster is represented by a confidence ellipse with a size of one standard deviation (colored

ellipses) and its geometric median (colored dots).

For streamline variability plots, we had to perform a dense sampling of the ellipses to generate new

streamline realizations following the main trends in the data, and these realizations were transformed

into the spatial domain to form the variability lobes. We show in our work that for sets of iso-contours,

represented via distance functions, the shape of the corresponding bands is fully determined by a

box-shaped region in PCA-space. From this observation we derive a method to analytically transform

the confidence ellipses in PCA-space into their corresponding representations in the spatial domain.

This transformation yields SDFs from which a contour variability plot can be derived (Fig. 6.2 (c)).

Conceptually, the visualized bands correspond to the boundaries of confidence ellipses in PCA-space

and illustrate the standard deviations of the per-cluster sets of contours, which is illustrated in Fig. 6.3.

Since box-shaped regions can be used in PCA-space instead of oriented ellipses to generate exactly

the same bands, some information that is given by the ellipses’ orientation is lost. The orientation

is determined by the off-diagonal entries of the covariance matrix of the derived clusters, and these

entries indicate the pair-wise correlations in the clustered data. It is important to note that neglecting

this information does not affect the shapes of the bands generated, yet the missing information can

be revealed by another method allowing us to perform a refined cluster analysis including joint prob-

abilities for the occurrence of iso-contours at different locations. We compute these probabilities by

performing partial set operations in PCA-space, which take into account the orientation of the confi-

dence ellipses. The derived information about the inherent dependencies between different locations
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are finally used to indicate the clusters’ sub-structures (Fig. 6.2 (d)).

6.4. Generation of Contour Variability Plots

In the following we assume that a PCA of the SDFs di has been computed (see Section 4.3.1), and

that the full set of r := n−1 principal components (PCs) is used (the latter assumption will be relaxed

later on). Thus, each di is represented exactly by a corresponding ci ∈ Rr :

di = R(ci) := d̄+ Uci (i = 1, ..., n) . (6.1)

Here, the vector d̄ = 1
n

∑n
i=1 di denotes the mean SDF, and the columns of U ∈ RM×r are the PCs,

which form an orthonormal basis of a subspace of the SDF-space. Let us also introduce the function

R(ci) : Rr → RM to denote the corresponding reconstruction operation from PCA-space to SDF-space.

R can be applied to arbitrary points c ∈ Rr , but then the resulting reconstructions R(c) are, in general,

not valid distance functions. However, they have similar properties like smoothness and monotonicity,

and their zero-contours can be interpreted as artificial iso-contours.

In addition to the PCA, we assume that the ci have been clustered, and for each cluster k an approxi-

mating MVN distribution has been computed. Each MVN distribution is parameterized by a covariance

matrix Σk ∈ Rr×r and mean value µk ∈ Rr . Since the number of points in a cluster is relatively small

compared to the dimension r, usually the covariance matrix does not have full rank. However, we

formally assume that Σ−1
k exists, which does not pose a problem because it is not required in our final

computation scheme.

To compute the standard deviation of a set of iso-contours, we represent the MVN distribution of

each cluster in PCA-space using a single confidence ellipse. From this ellipse, the band representing

the standard deviation of the corresponding set of iso-contours can be computed analytically, not

requiring an exhaustive sampling and line rasterization process as for streamline variability plots.

Band Computation

The boundary E of a confidence ellipse for any MVN distribution N (x,µ,Σ) with covariance matrix

Σ and mean µ to a given number of standard deviations α can be defined as the set of points x with

Mahalanobis distance α (see Section 4.3.4):

E(Σ,µ,α) =
�

x
�

� (x−µ)TΣ−1(x−µ) = α2
	

.

If we now consider the boundary of the confidence ellipse Ek := E(Σk,µk,α) ⊂ Rr representing a

cluster k in PCA-space, a set of SDFs R(Ek) ⊂ RM are obtained when this ellipse is transformed to
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Figure 6.4.: Illustration of L(D) (Eq. (6.2)). For a set of one-dimensional SDF-like functions D = {d1, ..., d5}
(gray lines), the “band” covered by their zero-contours (thick, black lines) is the region where L(D) =
cmin{− cmini di , cmaxi di} ≥ 0.

SDF-space. The corresponding band is defined as the set of points in domain space which is covered

by at least one zero-contour of all SDFs in R(Ek).

In general, the extraction of a band from a (finite or infinite) set of distance functions D ⊂ RM can

be realized analytically by determining a scalar function L(D) ∈ RM as

L(D) = cmin
¦

− cmin
d∈D
{d}, cmax

d∈D
{d}

©

, (6.2)

where cmin and cmax denote component-wise minimum and maximum operators. By construction,

L(D) is positive inside the band, negative outside the band, and its zero-contour corresponds to the

band’s boundary. This is illustrated in Fig. 6.4 for a 1D example.

To evaluate Eq. (6.2) for a set D of SDFs we require the minimum and maximum values in each of

the M dimensions (=̂ at each grid point). This means that each band function L(D) is fully defined

by the axis-aligned bounding box of D in SDF-space and, hence, a band in domain space corresponds

to an axis-aligned box in SDF-space (see Fig. 6.5).

Because R is an orthonormal transformation, R(Ek) in SDF-space is also a confidence ellipse. For-

mally, this ellipse can also be determined directly in SDF-space by fitting a MVN distribution with

ΣM
k ∈ RM×M and µM

k ∈ RM to the SDFs di of cluster k. This gives the M -dimensional confidence

ellipse EM
k := E(ΣM

k ,µM
k ,α), which is equal to R(Ek). Consequently, the corresponding band functions

L(R(Ek)) and L(EM
k ) are equal, too.

In practice, on the other hand, the calculation of ΣM
k is not feasible due to its large size. However,

as shown before, L(EM
k ) is fully defined by the axis-aligned bounding box of EM

k in RM and, in turn,

the bounding box of a confidence ellipse is fully defined by its mean and the diagonal of its covariance
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SDF-space RMDomain space

Figure 6.5.: Domain and SDF space: Each contour in an ensemble (orange lines) corresponds to a point in
SDF-space (orange points). A band of standard deviation corresponds to an axis-aligned rectangular region in
SDF-space (orange regions), which is determined by the confidence ellipse that is fitted to the points in SDF-
space (purple line). The contours going through the black and blue circle, respectively, form slabs in SDF-space.
From their intersection, a joint occurrence in the two circles can be computed.

matrix. Hence, for the computation of L(EM
k ) = L(R(Ek)), we can simplify Eq. (6.2) to

L
�

EM
k

�

= cmin
¦

−
�

µM
k −α

q

diag(ΣM
k )
�

,

µM
k +α

q

diag(ΣM
k )
©

.
(6.3)

This means that instead of transforming a confidence ellipse from PCA-space to domain space, we

can construct a band locally (directly from all di in the corresponding cluster). The band is the

region enclosed by the zero-contours of two fields which are computed point-wise as “mean ± α ·
standard deviat ion”.

6.5. Analysis of Global Correlations

In the previous section we have shown the construction of the confidence bands in domain space from

axis aligned bounding boxes in SDF-space. We now demonstrate that by considering in addition the

orientation and extent of the confidence ellipses in PCA-space, we can derive information concerning

the probabilities of joint occurrences of iso-contours. Underlying this insight is the fact that the ellipses

encode global correlations between the different SDFs di , giving rise to our intended contour analysis.

By using the MVN distribution of a single cluster, we investigate the event of iso-contours going

through a given location in the domain. Therefore, let us assume that y is the position of a grid point

with index j ∈ {1, ..., M} in the 2D or 3D domain. Then, all SDFs d ∈ RM corresponding to contours
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through y have to be zero at that grid point j, i.e., (d) j = 0. If y does not fall exactly onto a grid point,

we can use linear interpolation. Let wy ∈ [0;1]M denote the linear interpolation weights for point y,

where wy has at most four or eight non-zero entries in 2D or 3D, respectively, and the weights sum

up to one. Then, all contours through y have to satisfy dT wy = 0, meaning that the set of contours

through y corresponds to a hyper-plane in SDF-space (with normal wy).

To compute the probability of the occurrence of an event, we have to extend the hyper-plane to

a volumetric region. This is because the probability that a contour is going exactly through a given

point is zero. A first idea would be to vary y, but this would change the normal of the corresponding

hyper-plane. Instead, we use the fact that the SDFs store distances to the contours and consider the

event of crossing a circular region rather than a point location.

Let I(y, s) denote the event of an iso-contour coming closer to the point y than a prescribed radius

s. Then the following set of SDFs corresponds to I(y, s):

{d ∈ RM
�

� |dT wy | ≤ s}

This is a subset of RM that is enclosed between two parallel hyper-planes, and we will refer to such a

subset as slab in the following. A slab can be “restricted” from SDF-space to PCA-space by substituting

d= R(c) = d̄+ Uc according to Eq. (6.1), resulting in a r-dimensional slab denoted by S(y, s):

S(y, s) = {c ∈ Rr
�

� |cT (U T wy) + d̄T wy | ≤ s}

For a set of contours, represented by an MVN distribution N (c,µk,Σk) of a cluster k in PCA-space,

we can now calculate the probability of I(y, s) by integrating over the corresponding slab:

P
�

I(y, s)
�

=

∫

S(y,s)
N (c,µk,Σk) dc.

Furthermore, to investigate correlations between different locations in the domain, i.e., to determine

probabilities of joint occurrence of contours at these locations, we can consider a second circular

region at some other point location z with radius t. To calculate the joint probability of the event

I(y, s)∧ I(z, t), which indicates that a contour comes within a radius s of y and within a radius t of z,

we have to integrate over the union of the two corresponding slabs (cf. Fig. 6.5):

P
�

I(y, s)∧ I(z, t)
�

=

∫

S(y,s)∩S(z,t)
N (c,µk,Σk) dc (6.4)

This r-dimensional integral is difficult to compute directly, yet it can be transformed analytically into
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Figure 6.6.: Coloring of bands for the contour cluster in Fig. 6.5. Left: A unicolored variability plot with band
and median. Right: Color coding of the probability function f (z) at every domain point (top), and at points in
the band (bottom).

the following integral over a rectangular region of a 2D MVN distribution:

∫ β(wy )+s

β(wy )−s

∫ β(wz)+t

β(wz)−t
N
�

(x1, x2)
T ,0,Σ′k

�

d x2 d x1

with β(w) = −µT
k (U

T w)− d̄T w

and Σ′k =
�

wT
y UΣkU T wy wT

z UΣkU T wy

wT
z UΣkU T wy wT

z UΣkU T wz

�

.

(6.5)

For the sake clarity, we defer the proof of this statement to Section 6.7, yet what can be seen

immediately is that a change of variables can be performed such that the normals of the two r-

dimensional slabs are aligned with the first two coordinate axes. This allows collapsing all remaining

dimensions of the MVN distribution, leaving a 2D problem. The computation of 2D rectangular normal

probabilities like this is a standard problem in computational statistics and can be performed, e.g.,

using the method by Genz et al. [Gen04], which is included in a number of statistics libraries. To

visualize the result of Eqs. (6.4+6.5), we choose locations y and z and prescribe the corresponding

radii s and t. The user selects y and lets compute the joint probabilities for all other regions. For

simplicity, we always use equal radii in this work, i.e., s = t. Additionally, to obtain probability values

in the range [0;1], we normalize the computed values with P
�

I(y, t)
�

. This yields the following

function f (z), which is defined over the entire domain and describes the conditional probability that

contours come within radius t of z, given that they also come within radius t of y:

f (z) =
P
�

I(y, t)∧ I(z, t)
�

P
�

I(y, t)
� (6.6)
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(a) (b)

(c) (d)

Figure 6.7.: Color coding of conditional probabilities. (a) Spaghetti plots comprised of shifted circles of the
same size, and (c) the same circles cut off and mirrored at the center vertical axis. (b+d) The bands corre-
sponding to one standard deviation α = 1 (bounded by green lines). Only when coloring the bands according
to f (z) in a region around point y with radius t (black circle), the contours’ structures can be revealed.

We optionally use f (z) to color-code the bands in our visualizations based on a user defined circle

(y, t), which is shown in Fig. 6.6. In this way, we can highlight regions which are likely to contain

contours that run through the selected region and, therefore, we can reveal correlations between

different regions in the domain which remain hidden when the bands are visualized in a single color.

An example for such a scenario is shown in Fig. 6.7. Note that computing the normalization factor

P
�

I(y, t)
�

requires an additional integration over a single slab. This can be achieved either by reducing

the integration to a 1D problem (analogous to the reduction of Eq. (6.4) to 2D) or by simply making

one of the slabs in Eqs. (6.4+6.5) infinitely large.

6.6. Plot Computation and Composition

In this section we give additional details concerning the PCA computation and the clustering process

in PCA-space, which is mostly analogous to streamline variability plots. Furthermore, we describe

how to compose and generate the final contour variability plots.

PCA: In practice, we do not use the full set of (n − 1) PCs, but we reduce the PCA-space to a

dimension r ≤ n−1. To determine r, we use the common explained variance criterion: Let σ j denote

the variance of the PCA coefficients along the j-th PC. Then the total amount of explained variance by r

PCs is defined as: ex(r) =
∑r

j=1σ j/
∑n−1

j=1 σ j . Based on a threshold τ ∈ [0, 1], we choose the smallest

r which satisfies ex(r) ≥ τ. Since the input iso-contours often contain many small details and the
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dimensionality of the PCA-space only has a minor impact on the performance of our implementation,

we usually only drop the very insignificant PCs. I.e., we use τ = 0.999 in all our experiments in this

chapter, which, for the meteorological ensembles, leads to roughly 35-45 required PCs out of 51.

Clustering: To separate the major trends in a contour ensemble, the resulting PCA coefficients

c1, ...,cn ∈ Rr are clustered. As discussed in Section 5.5 for the clustering of streamlines, we do not fit

multiple MVN distributions directly to the data using the commonly applied Expectation Maximization

algorithm, because it leads to numerical problems due to the high dimensionality of the PCA-space and

does not ensure a good spatial separation of the clusters in this space. Instead, we use agglomerative

hierarchical clustering (AHC) with average linking, which is initialized with the Euclidean distances

in PCA-space as distance measure. Furthermore, we perform an automated guess for the optimal

number of clusters using the L-method [SC04] with an extension that is described in Section 4.3.3.

This initial guess can by changed by the user, causing clusters to split and merge recursively according

to the AHC hierarchy.

Median Contour: For each cluster of input contours, we draw an artificial median contour (which

does not exist in the original set of contours) as a single representative for that cluster. We compute

the geometric median ĉk of the corresponding points in PCA-space and transform it back to the initial

domain by extracting the zero-contour of R(ĉk). We draw the median contour with a line width

corresponding to the relative size of the cluster, and each plot is augmented with an additional bar

plot to show these sizes exactly.

Bands: For each cluster, a band corresponding to a user-defined size α in units of standard deviation

is drawn (we useα= 1 in all our examples). Bands are computed according to Eq. (6.3) and visualized

as filled, transparent polygons in 2D, and using iso-surface raycasting in 3D. Since thin bands can often

not be represented by a single scalar field, we use two intermediate fields and delay the outermost

cmin operation in Eq. (6.3) until the values have been interpolated from these intermediate fields.

Outliers are detected by our hierarchical clustering as clusters of cardinality one. The contour in

an outlier cluster is drawn directly and no band is shown (cf. Figs. 6.1, 6.9 (g+h), 6.10 (c+d)). To

this end, we do not explicitly search for outliers.

Correlation Color Coding: The user can click on a lobe in order to pick a circle of interest (always

shown in black), defining the circle (y, t). The picked lobe is then visualized on top of all others

and color coded with f (z) according to Eq. (6.6), using the same radius t for both involved circles.

The values that are shown are therefore actual probability values (and not a probability density),

indicating at every point z the conditional probability that a line through the black circle is also going

through a circle of the same size centered at z.
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6.7. Integration of MVN distribution

In this section, we provide the proof for the identity between Eq. 6.4 and Eq. 6.5, which we have

skipped in Section 6.5 for reasons of clarity. Let N (x,µ,Σ) denote the MVN density with mean µ ∈ Rr

and covariance matrix Σ ∈ Rr×r :

N (x,µ,Σ) =
1

p

(2π)n det(Σ)
exp

�

−1
2
(x−µ)Σ−1(x−µ)

�

Then, we are interested in integrating N over an intersection of two slabs (= regions between two

parallel hyper-planes):

Ŝa :={x ∈ Rr
�

� |aT x+ c| ≤ s}
Ŝb :={x ∈ Rr

�

� |bT x+ d| ≤ t}
(6.7)

Here, we assume a,b ∈ Rr and c, d, s, t ∈ R to be fixed parameters. For simplicity reasons, Ŝ is defined

slightly different to S in Section 6.5 (we use a= U T wy , b= U T wz , c = d̄T wz and d = d̄T wz here).

For the integration, we will perform a change of variables which aligns a and b with the first

and second coordinate axis, respectively, allowing us to collapse the other dimensions of the MVN

distribution. Therefore, we define the affine transformation q(y) = Ty+ µ, where the r × r matrix

T := (S−1)T is given through S := (a,b, t3, . . . , tr). The columns ti ∈ Rr can be chosen arbitrarily,

such that S has full rank and det(S)> 0. Let ei denote the i-th unit vector, then, by construction, the

following holds:

Se1 = a∧ Se2 = b ⇒ T T a= e1 ∧ T T b= e2 (6.8)

To perform the change of variables, we also need to apply q−1 to the integration regions Ŝ(a, c) and

Ŝ(b, d), which can be achieved by substituting x= Ty+µ in Eq. (6.7):

Ŝ ′a := q−1(Ŝa) ={y ∈ Rr
�

� |aT Ty+ aTµ+ c| ≤ s}
Ŝ ′b := q−1(Ŝb) ={y ∈ Rr

�

� |bT Ty+ bTµ+ d| ≤ t}

Using Eq. (6.8), we can simplify this to

Ŝ ′a ={y ∈ Rr
�

� |(y)1 + aTµ+ c| ≤ s}
Ŝ ′b ={y ∈ Rr

�

� |(y)2 + bTµ+ d| ≤ t}.
(6.9)
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Finally, we can tackle the integral which we are interested in:

∫

Ŝa∩Ŝb

N (x,µ,Σ)dx

=
1

p

(2π)n det(Σ)

∫

Ŝa∩Ŝb

exp
�−1

2(x−µ)TΣ−1(x−µ)� dx

Using the previously defined transformation q(y), we substitute x= Ty+µ:

=
det(T )

p

(2π)n det(Σ)

∫

Ŝ ′a∩Ŝ ′b
exp

�−1
2(Ty)TΣ−1(Ty)

�

dy

=
1

p

(2π)n det(T−1Σ(T T )−1)

·
∫

Ŝ ′a∩Ŝ ′b
exp

�−1
2yT (T TΣ−1T )y

�

dy

=

∫

Ŝ ′a∩Ŝ ′b
N
�

y, 0, T−1Σ(T T )−1
�

dy

=

∫

Ŝ ′a∩Ŝ ′b
N (y, 0, STΣS) dy

The integration region is now bounded by hyper-planes which are orthogonal either to the first

or to the second coordinate axis (see Eq. (6.9)). Hence, regardless of the original dimensionality r,

we can collapse all remaining dimensions of the MVN distribution, which gives the two-dimensional

integral

=

∫ s−aTµ−c

−s−aTµ−c

∫ t−bTµ−d

−t−bTµ−d
N
�

(y1, y2)
T , 0,Σ′

�

d y2 d y1,

with integrations bounds according to Eq. (6.9) and withΣ′ ∈ R2×2 being the upper left 2×2 submatrix

of STΣS:

Σ′ =
�

aTΣa aTΣb

aTΣb bTΣb

�

.

This is the expression we were looking for. Additionally, we can transform it into a normalized ρ-form

by rescaling along both coordinate axes. This is the format that is typically accepted by libraries which
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can calculate 2D rectangular normal probabilities:

∫

Ŝa∩Ŝb

N (x,µ,Σ)dx

=

∫

s−aT µ−c
aTΣa

−s−aT µ−c
aTΣa

∫

t−bT µ−d
bTΣb

−t−bT µ−d
bTΣb

N
�

(y1, y2)
T , 0,Σ′′

�

d y2 d y1,

Σ′′ =
�

1 ρ

ρ 1

�

with ρ =
aTΣb

p

(aTΣa) · (bTΣb)
.

6.8. Results

This section presents meteorological examples of 2D and 3D contour variability plots and of 2D cor-

relation visualizations, using weather forecast data from the European Centre for Medium-Range

Weather Forecasts (ECMWF) Ensemble Prediction System (ENS). The forecasts include 50 perturbed

members and a control run. For details, we refer to e.g. [LP08]. For the present study, we use the fore-

cast from 00:00 UTC 15 October 2012 that has been used previously by Rautenhaus et al. [RKSW15].

The example region encompasses 101 × 41 × 62 grid points. For the 2D examples, the data were

interpolated to vertical levels of constant pressure.

For 2D interactive demonstrations, our implementation uses the MATLAB implementations of PCA

and AHC. The publicly available FORTRAN implementation of the method by Genz et al. [Gen04]was

used for the calculation of the 2D rectangular, normal probabilities. A custom implementation was

used for computing signed distance transforms in which, firstly, we compute the unsigned distance

field to an iso-contour of a given scalar field using fast marching [Set99] and, secondly, determine

the sign of the resulting distance value at every grid point by comparing its scalar value against the

specified iso-value. Since the conditional probabilities f (z) typically are smooth, we compute them

in a texture using half the grid spacing of the original grid.

All results presented in this chapter were generated on a standard desktop PC (Intel Xeon X5675

processor with 6 × 3.0 GHz, 8 GB RAM and an NVIDIA Geforce GTX 680). On this machine, the

generation of a contour variability plot for an ensemble of 2D forecast fields (101 × 41 grid) takes

on average 270 ms. The timing includes 66 ms for the distance transformation, 31 ms for the PCA

of the distance functions, and 31 ms for hierarchical clustering. The time increases by 80 ms if a

correlation visualization for a single cluster is computed. For the 3D example, the contour variability

plot (i.e., the SDFs for median contours and the outer boundaries of the “bands”) was precomputed

and rendered via iso-surface raycasting in the open-source visualization tool Met.3D [RKSW15]. The
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(a)

(b)

(c)

Figure 6.8.: Spatial variability of an ensemble of 500 hPa geopotential height contour lines. The ECMWF ENS
forecast from 00:00 UTC, 15 October 2012, valid at 00:00 UTC, 20 October 2012, is shown. (a) Geopotential
height contours (m) of the ensemble control forecast (5600 m highlighted in red). Note the distinct trough
over Spain (blue axis). (b) Spaghetti plot of the 5600 m contour lines of all 51 ensemble members, colored by
cluster membership. (c) Contour variability plot.

precomputation required 11.8s, including 8.1s for the distance transform, 2.6s for the PCA and 40ms

for hierarchical clustering.

Contour Variability Plots

To demonstrate the proposed contour variability plots, we discuss two meteorological examples.

Fig. 6.8 shows 2D contours of the forecast geopotential height field at 500 hPa. Spaghetti plots of such

fields are frequently encountered in meteorology (e.g., [Wil11]). The geopotential height field of the

control forecast (Fig. 6.8 (a)) shows a distinct trough extending from Ireland over Spain (blue line).

We focus on the 5600 m contour. The spaghetti plot of all members’ 5600 m contours (Fig. 6.8 (b))

reveals variability in the line ensemble, in particular in the trough region. Without cluster coloring, it

is impossible to discern differences and trends (not shown). The coloring in Fig. 6.8 (b) increases the

information content; the variability plot in Fig. 6.8 (c) clearly shows the possible scenarios. The pur-

ple and orange clusters contain the majority of the members. The bands of both clusters are largely

similar, except for the region around and east of the trough. The lines in the orange cluster represent

a much stronger trough. In contrast, contours in the third cluster (green) show notable differences

both south of Greenland and in the trough region. We note that the clustering algorithm takes into

account the entire domain. If the user’s interest is centered on a particular feature in a particular
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(a) (b)

(c) (d) (e)

(f) (g) (h)

all 51 iso-contours

all clusters
(median only)

cluster 1 cluster 2 cluster 3

cluster 4 cluster 5 cluster 6

Figure 6.9.: Contour variability plot for an ensemble of 3D wind speed contours representing the jet stream.
50 ms−1 iso-surfaces of the ECMWF ENS forecast from 00:00 UTC, 15 October 2012, valid at 18:00 UTC, 19
October 2012 are shown. For comparison, the same scene as in Fig. 6 in [RKSW15] has been chosen. The
images show (a) a “3D spaghetti” plot of all 51 iso-surfaces (colored by cluster membership), (b) the median
contours of six clusters identified by the algorithm, and (c-h) the median contour (opaque) and the outer
boundary of the “band” (transparent) for the six clusters. Note that clusters 5 and 6 contain one outlier each.

region, it may be useful to let the user select a subregion.

In Fig. 6.9, 3D contour clustering is applied to an example from the work by Rautenhaus et

al. [RKSW15]. 50 ms−1 wind speed iso-surfaces are used as representative features of the jet stream,

strong winds (with core wind speeds often exceeding 50 ms−1) within narrow bands typically en-

countered around 10 km height (e.g., [Ahr08]). Rautenhaus et al. [RKSW15] (their Fig. 6) show

iso-surfaces of selected single members and of ensemble statistical quantities, rendered by the Met.3D

system. To discern different scenarios of jet feature characteristics, the user of Met.3D can animate

over the ensemble members, i.e., cycle through the display of single members. Our clustering method

largely enhances this simple approach. Fig. 6.9 (a) shows the iso-surfaces of all members in a “3D

spaghetti” plot. In 3D, differences between the members are even more difficult to discern than in the

2D case; there is little more information in the plot that in the plot of the ensemble maximum in Fig.

6f of [RKSW15]. In 3D, plots of all cluster medians and their bands (as in Fig. 6.8 (c)) also suffer from

cluttering. We hence visualize a composite of the cluster medians only to show the major scenarios

of the jet stream feature (Fig. 6.9 (b)), as well as individual medians and bands of six clusters that
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(a) (b)

(c) (d)

Figure 6.10.: Spatial correlations. (a) Correlations in the purple cluster of Fig. 6.8 (c). (b) Correlations of a
cluster of 680 m contour lines of geopotential height at 925 hPa show a behavior similar to the idealized case
in Fig. 6.7 (b) (forecast from 00:00 UTC, 17 October 2012, valid at 12:00 UTC, 21 October 2012). (c) Contour
lines of 0◦C of the temperature field at 850 hPa are clustered into a single cluster and three outliers (same
forecast as in Fig. 6.8). (d) Except for the westernmost part of the analyzed region, these lines are almost
entirely uncorrelated.

our method has detected (ordered from the largest to the smallest cluster in Fig. 6.9 (c-h)). While

with this approach, the user still needs to animate over the clusters to get information on possible jet

characteristics, the number of animation steps is reduced from 51 members to 6 clusters.

Correlation Visualization

Examples of plots with the proposed visualization of global correlations are depicted in Fig. 6.10.

Fig. 6.10 (a) shows correlations of iso-contours passing through a user-positioned circle within the

purple cluster of the example in Fig. 6.8 (c). Over western Europe, strong correlations are visible;

iso-contours that describe a more pronounced trough (circle positioned over southern Spain) tend to

proceed on the western edge of the cluster band over the North Sea (i.e., deeper troughs are more

narrow). In other regions, however, the position of the lines is largely uncorrelated to the strength of

the trough. Closer to the surface (925 hPa and 36 hours later; Fig. 6.10 (b)), the low-pressure system

visible south of Greenland in Fig. 6.8 (a) can be well identified in the geopotential height field. Here,

contour lines in the selected cluster resemble a situation similar to the one in Fig. 6.7 (a+b). We

conclude that the system has similar size in the individual ensemble members within the cluster, but

is shifted in space.

127



6. CONTOUR VARIABILITY PLOTS WITH VISUALIZATION OF GLOBAL CORRELATIONS

Our third example (Fig. 6.10 (c+d)) shows 0 ◦C temperature iso-contours at 850 hPa. Here, the

contour lines contain many high frequency details; in the spaghetti plot, structures are impossible to

discern (Fig. 6.10 (c)). Our clustering method yields one large cluster and three outliers. Positioning

the circle in the cluster band south of Greenland (Fig. 6.10 (d)) reveals correlations in the westernmost

part of the region, where the low pressure system pushes cold air from the northwest towards the

southeast. Hence, if air below 0 ◦C has been pushed as far south as the circle location at 50 ◦W,

the cold air has also been pushed to the southern side of the variability band further west. East

of the circle, however, the contour lines passing through the circle are distributed almost uniformly

within the band, indicating that the deviations of the contours from the cluster median are of random

nature and not globally correlated. In this case, we cannot make any conclusion, e.g., about the 0 ◦C
boundary being located further south over Great Britain if it is located further south at 50 ◦W. The

uniform distribution is confirmed by placing the circle at different locations (one of which is shown

in the inset).

6.9. Conclusion

In this chapter we have shown that the use of distance functions enables us to generate contour vari-

ability plots which allow for a characterization of the uncertainty that is represented by an ensemble

of iso-contours. In contrast to spaghetti plots, the visual abstraction that is provided by our method

effectively conveys the major trends and outliers in a given set of iso-contours. While our method is

naturally limited in 3D due to overlaps and occlusion problems, our clustering and visual abstraction

nevertheless provide an improvement over having to animate through single ensemble members. In

addition, the proposed color coding of confidence bands can assist a user in detecting global correla-

tions between occurrences of contours at different locations. It enables the interactive exploration of

interior structures in clusters. Thus, it can help to improve an initial clustering and to decide whether

a local or a global analysis of a set of contours is appropriate.
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7
Time-hierarchical Clustering and Visualization

of Weather Forecast Ensembles

In this chapter, we present the third application of variability plots by investigating the visual-

ization of iso-contours in weather forecast ensembles which are started from perturbed but similar

initial conditions. We specifically target a common use case, in which the variability in the ensemble

during—and leading up to—a short time window of interest has to be analyzed. For this scenario, we

can build upon the ideas of contour variability plots as introduced in the previous chapter, but we have

to take into account that the underlying data is now time-dependent. If we were to create individ-

ual contour variability plots for each timestep, the corresponding clusterings of consecutive timesteps

would often be significantly different and temporal relationships would be hard to identify. In order

to solve this problem, we propose a special time-hierarchical clustering, which is in accordance with

the (assumed) slowly diverging nature of the ensemble. We first perform an initial clustering of the

ensemble members in the time window of interest, and then merge clusters in time-reversed order

at the points where they start to diverge. This ensures a temporal consistency between the cluster-

ings of consecutive timesteps, and thus allows us to meaningfully combine visualizations of multiple

timesteps. On the one hand, we do this by generating space-time surfaces of single cluster medians,

and, on the other hand, we create stacked visualizations of contour variability plots. We demonstrate

the effectiveness of the resulting visual encodings with forecast examples of the European Centre for

Medium-Range Weather Forecasts, for which we are able to convey—in a single view—the develop-

ment of trends and variability in the ensemble towards the selected time window of interest.

This chapter is based on material that has been originally published in F. FERSTL, M. KANZLER, M. RAUTENHAUS,
R. WESTERMANN: Time-hierarchical Clustering and Visualization of Weather Forecast Ensembles. IEEE Transactions on
Visualization and Computer Graphics (Proceedings of IEEE Visualization), 2017, to appear. ©2017 IEEE.
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Figure 7.1.: Interactive exploration of time-varying iso-contours in a weather forecast ensemble: Based on our
time-hierarchical clustering (bottom left) the user can animate through visualizations of selected time steps
(bottom right). An overview of all time steps is shown as a stacked plot (middle), and a representative space-
time surface can be shown for a selected cluster (inset, top right).

7.1. Introduction

Ensemble weather forecasts have been well established in meteorology as a tool to provide estimates

of the uncertainty inherent in numerical weather predictions [BTB15]. Based on perturbed initial con-

ditions or different forecast model formulations, ensemble methods provide a representative sample

of possible future states of the atmosphere [LP08]. Analysis of the temporal evolution and variability

of an ensemble forecast is an important task. For example, a forecaster needs to judge whether a

prediction can be trusted in a particular region and forecast time window. Also, information on pos-

sible future atmospheric scenarios the ensemble predicts and their likelihood are of interest [FC11].

Furthermore, spatio-temporal analysis of an ensemble forecast can provide information on where and

when ensemble members start to diverge, allowing inference on atmospheric phenomena that cause

members to evolve in different ways.

Spaghetti plots have been established as a common visualization tool to analyze the variability of

iso-contours in meteorological scalar field ensembles (e.g., [Wil11]). Typically, these plots simulta-

neously show contours of all ensemble members at a single timestep. For analysis of the temporal

evolution and variability of the displayed scalar fields, animation of sequences of spaghetti plots is fre-

quently used (see, e.g., the website of the National Oceanic and Atmospheric Administration’s Storm

Prediction Center1). When viewing such animations, however, connections between contours in con-

secutive timesteps are difficult to establish, due to the huge amount of visual information that needs to

be memorized by the viewer. As pointed out by Gleicher et al. [GAW∗11, p. 294], animation "requires

1www.spc.noaa.gov/exper/sref/
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Figure 7.2.: Multi-run plot [FML16] of an ensemble of 51 iso-contours to a fixed iso-value in a geopotential
height field, over the first 8 days of a weather forecast in timesteps of 6 hours. Each line represents the evolution
trajectory of one ensemble member. Each line vertex corresponds to an iso-contour in a specific timestep. The
data is projected to a 3D space using a multi-dimensional scaling projection, so that large vertex-to-vertex
distances correspond to large dissimilarities between the corresponding contours.

the use of the viewer’s memory and attention shifts to make connections between objects", making

it problematic in general for spatio-temporal analysis. In addition to variability plots, a number of

other visual abstractions of spaghetti plots have been proposed in recent years [SZD∗10, WMK13]. All

these techniques, however, represent single timesteps and rely on animation to visualize the temporal

development.

In this chapter, we develop an alternative approach to analyze the spatio-temporal evolution of

iso-contours obtained from ensemble weather predictions. We target a setting in which the ensem-

ble members are started from perturbed but (relatively) similar initial conditions. This is true, e.g.,

for the operational ensemble forecast produced by the European Centre for Medium-Range Weather

Forecasts (ECMWF) Ensemble Prediction System (ENS; e.g., [LP08]). Due to the chaotic nature of

the atmosphere and the techniques used to select initial ensemble members, the variability, or spread,

of such forecast ensembles on average increases over time [LP08]. As demonstrated in Fig. 7.2, this

diverging nature can be visualized with “multi-run plots” as proposed by Fofonov et al. [FML16].

They compute a similarity matrix of all contours and visualize their trajectories using a multidimen-

sional scaling projection. Note, however, that besides restricting the visualization to the three most

significant axis in the multidimensional feature domain, the method cannot show where in the spatial

domain the spread is large or low.

To analyze the spatio-temporal evolution of such ensemble predictions, we target the following

objectives:

• Temporal evolution similarity: Group ensemble members with similar temporal evolution in a
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specified region and time window (following operational but static practice at ECMWF [FC11],

we assume that the user is interested in grouping ensemble members according to similar fore-

cast scenarios in a user-specified region and time windows, and in analyzing the temporal de-

velopment of the obtained groups prior to and after the selected window).

• Time-hierarchical variability: Develop approaches that show the hierarchical temporal evolu-

tion of such groups of members and that help to determine the spatial and temporal locations

at which differences between the ensemble members start to occur.

• Space-time visualization: Develop visual encodings to analyze the temporal evolution of spatial

variability in an effective way.

Contribution To achieve the aforementioned goals, we propose new approaches for clustering

weather forecast ensembles with respect to their temporal evolution, and for visualizing the resulting

cluster hierarchies in a spatio-temporal context. Our specific contributions are with respect to the

following aspects:

• Clustering of iso-contours with similar time evolution: We consider sets of sequences of iso-

contours and cluster these sets to find iso-contours with similar dynamics. Each sequence is

comprised of iso-contours in a given ensemble member over an arbitrary given time window.

• Time-hierarchical clustering of iso-contours: By taking into account the characteristic behavior

of weather forecast ensembles, we propose merging of clusters from a specified time window

in the forecast range in time-reversed order. This creates a cluster tree, with the root node

being the initial conditions from which the temporal integration of the ensemble simulations

has started.

• Space-time cluster visualization: We develop visualization techniques to assess in a single view

where variations in the predicted atmospheric states occur and when they start occurring.

We believe that our findings can significantly help to improve and accelerate the analysis of en-

sembles of iso-contours extracted from meteorological simulation output starting from perturbed but

similar initial conditions. In particular, we demonstrate that our approach has significant advantages

over the animation of spaghetti plots, since it can reveal information which is difficult to grasp from

such plots. We demonstrate the effectiveness of our approach with real-world forecast examples ob-

tained from ECMWF.
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7.2. Related Work

Ensemble data is typically spatio-temporal, multivariate, and multivalued [KH13, LPK05], making the

analysis and visualization processes difficult. Typical methods to simplify the data evaluate summary

statistics and visualize these using color maps, contours, surface deformation, opacity, boxplots, or

glyphs [LPK05, PW13, PKRJ10].

For vector fields, Wittenbrink et al. [WPL96] propose uncertainty vector glyphs to show the mag-

nitude and angular uncertainty. For time-varying uncertain vector fields, Hlawatsch et al. [HLNW11]

introduce flow radar glyphs. To consider the transport uncertainty, Otto et al. [OGHT10] use parti-

cle density functions to obtain an uncertain topological segmentation for Gaussian-distributed steady

vector fields and Hummel et al. [HOGJ13] compare the material transport in time-varying flow en-

sembles by computing individual and joint vector field variances.

Other visualization techniques for dealing with the complexity of ensemble data include coordi-

nated multiple views, which are commonly used to study multivariate relations via linking and brush-

ing [KH13] and parallel coordinates [HW13]. Nocke et al. [NFB07] use coordinated multiple views

for climate ensembles. Piringer et al. [PPBT12] propose a design on three levels of details for a

comparative visual analysis of 2D function ensembles.

Standard approaches for dealing with large and complex data are to restrict to subsets of the data us-

ing, e.g., feature based querying [KHP12], or to use clustering [Jai10]. The clustering of iso-contours

in 2D is related to the clustering of parametrized curves. This can be achieved using a variety of

different geometric distance measures, e.g., as compared by Zhang et al. [ZHT06] for 2D trajectories

in surveillance videos, or by Oeltze et al. [OLK∗14] for 3D streamlines of blood flow simulations. As

shown in the previous chapter, the clustering of iso-contours based on geometric representations is

more involved than the clustering of curves, because iso-contours do not have a natural parametriza-

tion and are often composed of multiple, fragmented parts. Several alternative representations have

been used to analyze iso-contours like, e.g., rotation and scale invariant features [TN14] or histograms

and iso-surface statistics [CBB06]. In particular, signed distance functions are a popular choice for rep-

resenting iso-contours because each contour can be directly mapped to a point in a high-dimensional

Euclidean space by sampling the corresponding signed distance function on a fixed grid. Bruckner

and Möller [BM10] use signed distance functions to analyze different iso-contours of the same scalar

field, Rathi et al. [RDT06] use such functions for shape analysis.

The clustering of time series data has been shown to be effective in several domains like computer

vision, data mining and visualization. Previous approaches have focused mainly on the clustering

of uni- or multivariate time series data, i.e., sequences of scalar values which can be interpreted

as vectors and clustered using, for instance, Euclidean distances [PG00] or root-mean-square dis-

tances [WS99]. Alternative approaches perform clustering based on derived features instead of the
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raw data [GTR∗99]. For a thorough overview of approaches for the clustering of time series let us

refer to the articles by Denton [Den05] and Liao [Lia05]. While several works consider the clustering

of time-series of data points which are more complex than simple scalars or vectors, to the best of our

knowledge, no method yet has considered time series data exhibiting the slowly diverging nature like

weather forecast ensembles, which gives rise to the time-hierarchical clustering we propose in this

work.

The visualization of variability in ensembles of 2D scalar fields is often performed using spaghetti

plots of iso-contours, especially when applied to weather forecast data [Wil11, QM16]. Because the

resulting visualizations often suffer from visual clutter, several simplifications and visual abstractions

have been introduced in recent years. Sanyal et al. [SZD∗10] use glyphs and graduated ribbons to

convey the uncertainty along iso-contours. Different kinds of confidence bands—regions representing

the Euclidean spread of a set of iso-contours—are introduced by Whitaker et al. [WMK13], which build

upon the concept of statistical band depth, and by our contour variability plots (see Chapter 6), which

build upon the concept of standard deviation of signed distance functions.

The visualization techniques for time-varying 2D scalar ensembles we propose in this chapter build

upon the concept of space-time cubes. Space-time cubes define a three-dimensional coordinate sys-

tem, where two dimensions refer to space and the third dimension refers to time [H7̈0, Kra03]. Many

variants of space-time cubes have been proposed, which we cannot attempt to review here, how-

ever, a thorough overview of space-time cubes and their application-specific variations is given in the

state-of-the-art report by Bach and co-workers [BDA∗14]. Andrienko et al. [AAG03] use space-time

cubes for the visualization of temporal events at specific locations in geographic information systems.

Tominski and Schulz [TS12] propose the Great Wall of Space-Time, which extrudes a piece-wise linear

spatial trajectory along the time dimension.

7.3. Method Overview

We start with an ensemble {s[1;m]
1 , ..., s[1;m]

n } of n 2D time-dependent scalar forecast fields, where each

forecast predicts a physical quantity such as geopotential height at consecutive timestep t i , i = 1, ..., m,

over a certain period. Subscripts and superscripts, respectively, denote the ensemble member and

timesteps over which the dynamics are considered. For a prescribed forecast interval [ta; tb], the

sub-sequences s[a;b]
1 , ..., s[a;b]

n are treated as n single elements. For a given value ν, the iso-contours

where the forecast fields of these sub-sequences take on ν are clustered into k clusters. k, a and b are

given by the user. The iso-contours in the selected sub-sequences are clustered so that those having

similar geometry and similar motion trajectories fall into the same groups.

Starting with the initial k clusters, we proceed backward in time and reconsider this clustering at

every timestep t i , i = (a − 1), ..., 1 with respect to the iso-contours of ensembles s[i,i]1 , ..., s[i,i]n . If the
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Figure 7.3.: Overview: (a) Ensemble of time-varying iso-contours. (b) Time-hierarchical clustering of the
ensemble members. (c) Spaghetti plots of clustered contours & variability plots. (d) Our visualizations: Space-
time cluster surface, interactive cluster selection and visualization, stacked time-cuts.

dissimilarity of two clusters falls below a certain threshold at timestep i, the two clusters are merged

and in the next iteration the reduced set of clusters is considered.

Even though many different clustering algorithms can be be used for creating the cluster hierarchy,

we decided to adapt the contour clustering method of contour variability plots (see Chapter 6). I.e.,

we use agglomerative hierarchical clustering (AHC), in combination with a similarity metric for iso-

contours that is based on a principal component transformation of signed distance fields in which

these contours are the level-0 sets. The advantage of this approach is twofold: Firstly, it comes with an

abstract cluster representation showing the variability of contours per cluster. Secondly, it can be used

efficiently to determine a median contour per cluster. Both issues are important in our approach for

encoding the cluster hierarchy visually and, thus, to overcome the mentioned limitations of spaghetti

plots. A detailed description of the extension to the time-hierarchical clustering approach follows in

the next section.

By using the information encoded in the hierarchical cluster tree, in combination with abstract

visual cluster representations, we provide three different options for analyzing the contour data: a)

The user can interactively animate through the timesteps and let the contours or clusters at every

timestep be visualized. b) From the cluster medians a continuous space-time surface can be computed

and visualized for each of the k initial clusters. c) A plot of stacked time-cuts showing the abstract

cluster representation on a subset of timesteps can be selected. The work flow and visualization

options provided by our approach are illustrated in Fig. 7.3.

7.4. Time-hierarchical Clustering

We start with an ensemble of n scalar forecast fields evolving over a sequence of m timesteps. Our

general goal is to compute a clustering of the iso-contours in these fields to a fixed iso-value ν. This
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Figure 7.4.: Time-hierarchical clustering: Based on an initial clustering of the ensemble members in a user-
selected window of interest, we build a hierarchy of clusters by merging them in time-reversed order. All later
timesteps get assigned the clustering from the window of interest.

clustering should reflect the diverging nature of the weather forecast ensemble.

In general it is not possible to find a single clustering that is valid at all timesteps. To account for

this, we let the user select a time-window of interest comprising all timesteps in the interval [ta, tb]

(ta = tb is allowed). We then perform an initial clustering of the iso-contours according to a similarity

of the contours “averaged” over this time-window. Based on the initial clustering, our basic approach

is to go through the sequence of timesteps in reversed order, starting at time ta − 1, and recursively

merge pairs of clusters as soon as their similarity exceeds a certain threshold. Because we do not

allow clusters to split or individual members to change their cluster, this yields a tree-like hierarchy

of clusters, where each merge is associated to a specific timestep. This is illustrated in Fig. 7.4.

Initial Clustering and Contour Variability Plots

Since the time-hierarchical clustering is based on the contour clustering of contour variability plots,

and since we make use of contour variability plots to generate an abstract cluster representation that

can be used in our time-hierarchical visualization approach, we will provide a brief summary of the

relevant parts of Chapter 6.

We represent the contours by signed distance functions (SDFs). Let s1, ..., sn ∈ RM be a set of scalar

fields (defined on a grid with M vertices) in which the iso-contours of interest are given implicitly via

the iso-value ν. For each si , a signed distance transform according to the given iso-value is performed

which yields corresponding SDFs di ∈ RM . Each input contour i is now represented by a SDF di ,

which can be interpreted as a high-dimensional point in RM , and, hence, the input set of iso-contours

can be treated as an M -dimensional point cloud. In this representation, standard clustering methods

can be applied to find clusters of iso-contours. For instance, AHC based on Euclidean distances and

average linking, followed by an automated guess for an optimal number of clusters using the L-Method

(see [SC04] and Section 4.3.3). Furthermore, a principal component analysis of the point cloud
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can be performed first, to reduce the dimensionality of the space in which clustering is performed

from M to N << M , yet in the case of the time-hierarchical clustering we omit this step because it

does not improve performance (in Chapter 6, the dimensionality reduction is mostly required for the

computation of co-occurrence probabilities).

Based on a given clustering of SDFs, a median contour can be computed very efficiently. Let C ⊆
{1, . . . , n} denote a cluster of SDFs, given as a point cloud in M -dimensional space. The so-called

geometric median is then computed as the point which has the least sum of squared distances to all

other points in the cluster (and generally does not coincide with an existing point). Given this median

point, respectively the corresponding SDF, the median contour is implicitly given as its zero-contour.

Furthermore, a full contour variability plot is obtained by adding co-called confidence bands, which

indicate the spatial standard deviation of the contours in a cluster. The band to a given number

α > 0 of standard deviations is obtained as the region enclosed between the zero-contours of the two

artificial SDFs

d1,2 :=mean
i∈C
{di} ±α · std

i∈C
{di}, (7.1)

where “mean” and “std” are operators which compute the component-wise (i.e., grid-point-wise)

mean values and standard deviations, respectively. Intuitively, since each component of a SDF di

corresponds to a grid point, the band contains all grid points at which the value zero is within α

standard deviations of all occurring values, i.e., grid points which are “likely” to be close to one of the

given contours. We use α= 1 throughout this chapter.

Agglomerative Hierarchical Clustering

AHC is one of the most commonly used clustering methods (a comprehensive overview is given in

Section 4.3.2; for a general overview of clustering techniques let us also refer to the overview article

by Jain [Jai10]). Given n observations x1, . . . ,xn, AHC builds a hierarchy of clusters (an unbalanced

binary tree) from which clusterings with different numbers of clusters can be derived. First, each ob-

servation is put into a separate cluster of cardinality one, and the hierarchy is then built by repeatedly

merging pairs of similar clusters until all points are contained in a single cluster. To decide which

clusters are merged in every iteration, AHC uses a distance metric and a so-called linkage criterion.

The distance metric determines the similarity between individual observations and can be gener-

ically specified through a distance matrix D ∈ Rn×n, where each entry (D)i j indicates the distance,

or dissimilarity, between observations i and j. Throughout this chapter, we use the Euclidean dis-

tances (Dt)i j =
�

�

�

�

�

�s[t;t]i − s[t;t]j

�

�

�

�

�

� between the SDFs of corresponding iso-contours as distance metric.

If an interval [ta; tb] consisting of multiple timesteps is considered, we use the “mixed” Euclidean
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The linkage criterion, on the other hand, specifies how distances between clusters are determined

from the distances (D)i j , such that in every iteration the pair of clusters with the smallest distance

can be determined for merging. More precisely, given a clustering of {1, ..., n} into k disjoint subsets,

the linkage criterion defines inter-cluster distances as a linkage matrix L ∈ Rk×k which is a function of

the point-wise distances given in D. For practical uses, linkage criteria are typically expressed through

a recursive update rule. Starting with L := D, this update rule specifies how the distances in L have to

be adapted when two clusters are merged. When two disjoint clusters I , J ⊂ {1, ..., n} are combined

into a new cluster I ∪ J , the corresponding two rows and two columns in L are collapsed and the new

entries—the distances of the new cluster to other clusters K ⊂ {1, ..., n}— are determined from the

distances between I , J and K:

(L)I∪J ,K = f
�

(L)I ,K , (L)J ,K , (L)I ,J
�

.

For the time-hierarchical clustering, we use linking according to Ward’s method [Jr.63] because it pro-

duces more equally sized clusters than average linking as used for streamline and contour variability

plots in Chapters 5+6. This linkage criterion seeks to minimize the sum of within-cluster variances,

and the corresponding update rule is:

(L)I∪J ,K =
(|I |+ |K |) · (L)I ,K + (|J |+ |K |) · (L)J ,K − |K | · (L)I ,J

|I |+ |J |+ |K | .

Note that the choice of linkage criterion is application dependent and has a strong influence on the

resulting clusterings. Hence, different criteria might be preferable in other cases (e.g., average, single

or even complete linking, which are described in more detail in Section 4.3.2).

Generation of the Time-hierarchy

To generate the required time-hierarchical clustering, we follow the idea of AHC and use a linkage

criterion to determine when clusters should be merged. The major difference is that now we are

considering multiple timesteps and that the distances between the observations are time-dependent,

i.e., there is a different distance matrix Dt ∈ Rn×n in every timestep.

We start by defining an inter-cluster distance threshold τ, which is used to decide when clusters

will be merged. Since different distance metrics and inputs can result in distance values at vastly
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λ= 0.05 λ= 0.10

λ= 0.25 λ= 1.00

Figure 7.5.: Effect of different thresholds τ= λ ·δ on the time-hierarchy of clusters for the scenario shown in
Fig. 7.10 (b). The horizontal axis corresponds to time, the gray region shows the window of interest (= [ta; tb])
over which the initial clustering is performed and the width of the colored bars corresponds to the cardinality
of the clusters.

different scales, we make this threshold depend on the initial clustering in our time-window of inter-

est. Given the corresponding distance matrix D[a;b] that was used to generate the initial clustering

with k clusters, we compute the corresponding linkage matrix L[a;b] ∈ Rk×k. Let δ be the smallest

non-zero entry of L[a;b]. Then, in the sense of AHC, δ is the minimum distance between the clusters

in the initial clustering, and we choose the inter-cluster distance threshold relative to δ as τ := λ ·δ
with λ ∈]0; 1]. The factor λ can be used to control how fast, or aggressive, our time-hierarchical

clustering merges clusters. Larger λ will cause clusters to be merged more aggressively, while smaller

λ will defer the merging of clusters to earlier timesteps.

Once τ has been selected, we iterate through the sequence of timesteps in reversed order, starting

at timestep a−1, and try to merge clusters as soon as their distance according to the linkage criterion

becomes smaller than τ. In every timestep t, similar to before, we use the current clustering with k

clusters and the current distance matrix Dt to compute the corresponding linkage matrix L t ∈ Rk×k.

If any non-zero entry in L t is smaller than τ, we merge the two corresponding clusters and update

L t (analogously to regular AHC). We repeat this procedure in timestep t until no more merges can

be performed with a distance smaller than τ, and then proceed to timestep t − 1. After processing

the first timestep, our time-hierarchical clustering is finished. Note that, in general, the resulting

hierarchy is not a binary tree because more than one merge can occur in one timestep, and that there

is no guarantee that all clusters are merged into a single cluster after processing the first timestep.

The number of clusters in the first timestep, however, can be influenced by changing λ. The effect of

different choices for λ on the time-hierarchy of clusters is illustrated in Fig. 7.5.
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(a) 48h (b) 60h (c) 72h

(d) 96h (e) 120h (f) 192h

Figure 7.6.: Spaghetti plots of an ensemble of 5600 m geopotential height contour lines at 500 hPa. Each plot
shows the lines of all 51 members of the ECMWF ENS forecast, colored by cluster membership. The forecast
from 00:00 UTC 15 October 2012, valid at the indicated lead times, is shown.

7.5. Space-time Visualization

Given the time-hierarchical clustering of iso-contours, the corresponding cluster tree has to be visual-

ized so that both aspects, the time evolution of single clusters and the splitting of clusters over time,

can be conveyed effectively. This is difficult to achieve, since it requires to show when and where vari-

ations occur that cause clusters to change. In principle, common techniques including juxtaposition

and animation of spaghetti plots of the contours in each timestep can be applied, further enhanced

by coloring the contours according to their cluster membership.

Fig. 7.6 shows juxtaposes, i.e., side-by-side placement in one view, of spaghetti plots of the 51

iso-contours in a weather forecast at six different time steps, colored according to the proposed time-

hierarchical clustering. One can see immediately that from this kind of visualization it is difficult to

grasp the major spatial shape and variation of the clusters, their spatial changes over time, and the

temporal split events. Animation, on the other hand, besides its known limitations, fails especially

when a sequence of static spaghetti plots is displayed. This is due to the large number of contour

lines that need to be memorized from image to image and the often rather chaotic appearance of the

plots.

In a first attempt to improve the visualization, one can replace the spaghetti plots in each timestep

by an abstract spatial cluster representation, for instance, via contour boxplots [WMK13], variability

plots, or any other suitable abstraction. As seen in Fig. 7.7, this helps to better convey the clusters’

shapes, variations, and splits. Yet it is still difficult to perceive the relationships between the structures

in timesteps which are not placed close to each other, a common problem of juxtaposition as pointed

out by Gleicher et al. [GAW∗11].

To overcome the limitations of juxtaposition and animation, we propose to visualize the time evo-

lution of clusters via new techniques that built upon the concept of space-time cubes [H7̈0, Kra03].

Space-time cubes define a 3D orthogonal coordinate system, where two dimensions refer to space and

140



7.5. SPACE-TIME VISUALIZATION

(a) 48h (b) 60h (c) 72h

(d) 96h (e) 120h (f) 192h

(g) 120h (h) 120h (i) 120h

Figure 7.7.: Analoguous to Fig. 7.6. (a-f) Contour variability plots (see Chapter 6). (g-i) Contour boxplots as
proposed by Whitaker et al. [WMK13]: (g) Contour boxplot computed from all 51 ensemble members, (h) from
a single cluster, and (i) one contour boxplot computed from each cluster (100% data depth bands omitted for
simplicity).

the third dimension refers to time. Spatio-temporal data points are displayed in this coordinate system

to reveal spatio-temporal patterns in the data. In an between-subjects experiment [KDA∗09] it was

demonstrated that users, when using space-time cubes, needed only half of the time that was required

when using alternative techniques, to answer complex questions requiring an overall understanding

of the spatio-temporal structure of the data.

7.5.1. Space-time Cluster Surfaces

Firstly, we propose the visualization of the temporal cluster evolution by connecting iso-contours

across time to form a space-time cluster surface. The approach has similarities to the Great Wall of

Space-Time by Tominski and Schulz [TS12], yet it does not extrude a piecewise linear base contour

along constant time trajectories, but forms a smooth surface from arbitrarily given iso-contours at

every timestep. To build the surface, we first compute in every timestep and for every cluster a

representative median contour (see Section 7.4). Other representatives, like the mean contour, are

possible, yet since a Gaussian distribution assumption is not always justified for the spread of contours

belonging to one cluster, we decided to use solely median contours for this purpose.

Instead of first extracting polygonal representations of the median contours and constructing the

cluster surfaces from them, we propose a different approach: For every cluster, we take the signed

distance fields of the median contours and stack them together consecutively with respect to time to

form a space-time distance volume. By drawing the level-0 sets in these volumes using volumetric
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(a) (b)

(c)

Figure 7.8.: Space-time cluster surfaces: (a) Single cluster median. (b) Same as (a) but with color coded
standard deviation. (c) Simultaneous visualization of all time-hierarchical clusters.

ray-casting and trilinear interpolation, temporal interpolation between contours is performed and a

smoothly varying cluster surface is rendered. A drawback of this approach is that it can result in an

inconsistent surface, for instance, when a contour splits into two disconnected contours from one

timestep to the next. However, if the time step of the numerical weather prediction output is small

enough for the scale of the considered atmospheric phenomenon, such inconsistencies are rare. As

an example, Fig. 7.8 (a) shows a space-time cluster surface for a single cluster evolving over time.

To also reveal the spread of the contours belonging to a cluster, the points of the space-time cluster

surfaces are colored in the following way: At every surface point, we compute the standard deviation

of the signed distance values of all contours, i.e., their distance fields, belonging to the cluster. The

standard deviation is then mapped to color, as shown in Fig. 7.8 (b). In the shown example, the

coloring shows clearly the increasing spatial spread of the cluster members with advancing time.

Also, the plot shows increased spread along the trough which is moving eastwards.

An apparent limitation of cluster surfaces are occlusions which are introduced especially when

a highly curved cluster surface consisting of multiple layers is visualized. It is clear that in such a

case it is not always possible to perceive from the surface the overall shape of the cluster. On the

other hand, this problem can at least partly be alleviated by rendering the surface on the GPU. Even

for high resolution fields, GPU volume ray-casting can achieve very high frame rates, enabling an

interactive navigation and a detailed exploration of the cluster surface from different perspectives. In

combination with clipping planes and by using transparency and shading effects to emphasize specific

features, a powerful visual encoding of a time-varying cluster of iso-contours is given.
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In principle, the entire cluster tree can be rendered in one single image containing all individual

cluster surfaces, via multi-parameter volume rendering, i.e., by testing at every sample point along

the rays against the stacked signed distance volumes of all clusters, and rendering simultaneously the

implicitly given cluster surface in each volume. The resulting visualization is shown in Fig. 7.8 (c),

and it immediately shows the expected problem of this kind of visualization: Since cluster surfaces

overlap and occlude each other, it is hardly possible to grasp the relevant spatial and temporal changes

in one single view. It can nevertheless be perceived clearly, how the clusters diverge from each other

over time. This is indicated by the fan-like appearance of the surfaces tree, indicating the fanning out

of the cluster medians with increasing time.

7.5.2. Stacked Time-cuts

To overcome the restriction of space-time cluster surfaces to only one single cluster, we propose an

alternative visualization which also builds upon space-time cubes. The major problem of cluster sur-

faces as proposed is that relevant geometric features can be occluded by other surface parts and spatial

reference is increasingly lost with advancing time, i.e., increasing distance of geometric features to the

base plane. To alleviate these problems, we first restrict the visualization of the cluster information

to a discrete set of timesteps, so-called time-cuts, by rendering these cuts as a set of slices stacked

on top of each other (see Figs. 7.10 (a+b)). The advantage of such a slice based visualization is that

it enables an almost un-occluded view on the clusters in each slice, at the same time exploiting the

humans’s perceptional capabilities to form a mental image of the information in-between. Similar

to space-time cluster surfaces, however, care needs to be taken to choose the time step between two

slices small enough for the scale of the considered phenomenon.

With space-time slices, however, it is still difficult to identify the spatial relationships between fea-

tures at different times, because no common points of orientation are given in the slices. Therefore,

we slightly modify and enhance the plot by a) visualizing in each slice a map showing the ground

over which the space-time cube is built, and b) letting the user place and move interactively so called

vertical drop lines at reference locations. In combination with rendering the cube’s edges, drawing sil-

houettes around the slices, and color coding cluster and ground information differently, a significantly

enhanced localization of features and their spatial relationships is obtained.

7.6. Results

To demonstrate the practical application of the proposed methods, we discuss two real-world weather

forecasting cases that occurred during an atmospheric research campaign (“T-NAWDEX-Falcon”, cf.

[SBG∗14]) in 2012 and analyze the corresponding time-hierarchical clusterings. The cases were also
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(a) (b)

Figure 7.9.: Context for the two real-world examples. (a) Geopotential height contour lines of the ECMWF
ensemble control forecast at 500 hPa. The forecast from 00:00 UTC 15 October 2012, valid at 12:00 UTC
19 October 2012, is shown. The 5600 m contour line is highlighted in red. The green box shows the selected
region of interest. (b) The same as (a) but at 925 hPa, showing the forecast from 00:00 UTC 17 October 2012,
valid at 00:00 UTC 21 October 2012. The 680 m contour line is highlighted in red.

previously used in Chapter 6 and in the work by Rautenhaus et al. [RKSW15]. Forecast data are ob-

tained from the ECMWF Ensemble Prediction System (ENS). The ensemble comprises an unperturbed

control run (i.e., started from the “best” initial conditions) and 50 perturbed members (e.g., [LP08]).

Our example region covers the North Atlantic and Europe and encompasses 101× 41× 62 grid points.

Data are available on vertical levels of constant pressure from the TIGGE archive [SKB∗15]. For the

present study, we use forecasts from 00:00 UTC 15 October 2012 and from 00:00 UTC 17 October

2012.

Visualization methods including contour variability plots, time-hierarchical cluster tree view and

stacked time-cuts have been implemented in the open-source ensemble visualization tool Met.3D

[RKSW15]. Fig. 7.1 shows a screenshot of the system in use. The user is able to interactively navigate

through time and within the displayed scenes in real-time. Cluster correspondence of the individual

ensemble members is precomputed. For the computation of the initial clustering, our implementation

uses the MATLAB implementation of AHC. The computation of SDFs via fast marching [Set99] and the

time-hierarchical clustering use a custom implementation. All results presented in this chapter were

generated on a standard desktop PC (Intel Xeon X5675 processor with 6 × 3.0 GHz, 8 GB RAM and

an NVIDIA Geforce GTX 680). The time required to compute a time-hierarchical clustering is dictated

by the computation of SDFs and takes about 1.5 s for both shown cases (the generation of the initial

clustering and the time-hierarchy only take about 30ms). Rendering times for the horizontal sections

in Met.3D are on the order of a few ms (cf. Table 2 in [RKSW15]).

Example 1: Trough

Our first example examines the temporal development of an upper-level low-pressure trough over

the North Atlantic and Europe. We assume the following scenario: On Monday, 15 October 2012,

the user (forecaster) is interested in the large-scale atmospheric development towards the end of the

week (cf. the scenario described in [SBG∗14]). The geopotential height field at 500 hPa is a common
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product to judge such developments (e.g., [Ahr08]). Fig. 7.9 (a) shows the forecast geopotential

height field of the control forecast, valid at 12:00 UTC 19 October 2012. A distinct trough approaches

Europe, extending from Ireland over Spain to Morocco (cf. Fig. 2 in [SBG∗14]). We select the 5600 m

contour as a representative line for the situation to judge the uncertainty in the ensemble (red line in

Fig. 7.9 (a)). To apply the time-hierarchical clustering algorithm, we define a region covering 30° W to

20° E and 30° N to 70° N (green box in Fig. 7.9 (a)) and a 24-hour time window starting at 12:00 UTC

19 October 2012 as the region of interest.

Fig. 7.6 shows spaghetti plots of a number of time steps of the forecast, colored by cluster mem-

bership. The plots up to a forecast lead time of 120 h clearly show the approximate development of

the 5600 m contour, at 120 h an increased uncertainty in the region of interest can be observed. At

longer lead times, the plot quickly becomes illegible. Also, as noted in Section 7.5, the spatial shape

of the clusters, their temporal development, and, in particular, the split events are hard to discern.

Our proposed alternative visualizations, the space-time cluster surfaces and the stacked time-cuts

with time-hierarchical clustering, are shown in Figs. 7.8+7.10 (a). If the user is interested in a par-

ticular cluster, Fig. 7.8 (a) shows the space-time cluster surface. The depiction is similar to a 2D

Hovmöller diagram [GDJ∗11] and at a glance provides a qualitative depiction of the trough’s east-

ward movement with time. However, in contrast to a 2D Hovmöller diagram, the 3D display frees the

color channel to display the corresponding cluster’s standard deviation (Fig. 7.8 (b)). As discussed

for the spaghetti plots, this depiction as well highlights that uncertainty first increases around the

trough.

The cluster tree (Fig. 7.10 (a)) provides a compact summary of the clustering computed from

the selected region of interest (highlighted in gray). In the selected time window, the algorithm

distinguishes three clusters of roughly similar size (with the purples cluster slightly smaller). In the

first 60 h of the forecast, the ensemble members are similar to each other (all in the orange cluster),

at 60 h and 66 h lead time, the members split into the final clusters. In the stacked time-cuts, the

temporal development of the clusters is immediately visible. A time step of 12 h has been chosen

between consecutive slices, small enough to capture the development of the considered large-scale

phenomenon. As a spatial reference, we have placed a vertical pole west of Portugal (the pole can be

interactively moved by the user). The visualization clearly shows how and when the forecast splits

into three scenarios that predict troughs of different strength in the region of interest (purple cluster

– strong trough; green cluster – weak trough; orange cluster – in between). Hence, the information

of interest (the possible scenarios for the temporal development of the trough) can very quickly be

obtained from a single image.
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(a) (b)

Figure 7.10.: Stacked time-cuts with variability plots. (a) Ensemble of 5600 m geopotential height contour
lines at an elevation of 500 hPa. The ECMWF ENS forecast from 00:00 UTC 15 October 2012, valid at 00:00 UTC
16 October 2012 (lowest slice, 24 h forecast lead time) to 12:00 UTC 21 October 2012 (uppermost slice, 168 h
forecast lead time), is shown. Slices are plotted at 12 h intervals. Note how the ensemble members cluster
into forecasts that predict a trough of varying strength. A vertical pole (red) provides a spatial reference for
the temporal development of the trough features. The inset shows the corresponding time-hierarchical cluster
tree (the temporal region of interest is highlighted in gray). Compare to Fig. 6.8. (b) Ensemble of 680 m
geopotential height contour lines at an elevation of 925 hPa. The ECMWF ENS forecast from 00:00 UTC
17 October 2012, valid at 00:00 UTC 18 October 2012 (lowest slice, 24 h forecast lead time) to 12:00 UTC
23 October 2012 (uppermost slice, 168 h forecast lead time), is shown. Slices are plotted at 12 h intervals.
Compare to Fig. 6.10 (b).
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Figure 7.11.: Two different views of the space-time cluster surface of the purple cluster in Fig. 7.10 (b), colored
by standard deviation of signed distance values.

Example 2: Low Pressure System Contours

Our second example focuses on the strong low-pressure system which is visible south of Greenland

in Fig. 7.9 (a) (former Hurricane Raphael; cf. [SBG∗14] and Fig. 6.10 (b)). Closer to the surface at

925 hPa and in the forecast initialized 48 h later (00:00 UTC 17 October 2012), the system can be

represented by the 680 m contour line. Fig. 7.9 (b) shows the control forecast valid at 00:00 UTC

20 October 2012, along with a spatial region of interest centered around the system (50° W to 10° W

and 30° N to 70° N). As the time window of interest, we define a 48-hour interval starting at 06:00 UTC

20 October 2012.

Fig. 7.1 shows a screenshot of our system during the analysis of the forecast case, Fig. 7.10 (b)

shows stacked time-cuts as in Fig. 7.10 (a). In this example, the clustering algorithm distinguishes

four forecast scenarios for the region of interest, this time with differing cluster sizes. In particular,

note that the green cluster contains only very few members, while the majority of members (i.e.,

the most likely scenario) is represented by the purple cluster. Again, the stacked time-cuts provide

a compact visual summary of the temporal development of the forecasts in a single image. We see

that the four clusters mainly differ in shape and orientation in the temporal region of interest, at later

time steps they are also shifted in space and differences become larger. The space-time cluster surface

of the purple cluster is shown in Fig. 7.11. In this view, the continuous time evolution of the cluster

median it is easier to see. In particular, the approach of a second depression towards the end of the

forecast period is highlighted. The red color, however, indicates the high associated uncertainty.

Characteristics of Time-hierarchical Clustering

To analyze characteristics of the proposed time-hierarchical clustering technique, we computed aver-

age inter-cluster and intra-cluster distances for each timestep t of both example cases. The average

inter-cluster distance is computed as the average of all entries in Dt which correspond to a distance

between members of two different clusters. The average intra-cluster distance for each cluster is
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Figure 7.12.: Average inter- and intra-cluster distances for the examples shown in (a) Fig. 7.10 (a) and (b)
Fig. 7.10 (b). Average inter-cluster distances can only be computed in timesteps with more than one cluster.

computed as the average of all non-zero entries in Dt which correspond to a distance between two

members of the respective cluster.

Fig. 7.12 shows the temporal evolution of both measures. As expected from the assumption of

increasing ensemble spread with time, the average inter-cluster distance increases as well. The only

exception can be observed after 54 h lead time in example 2, where the clusters slightly approach

each other before starting to diverge again.

The intra-cluster distances also increase with time over most parts of the forecasts, however, dis-

tances slightly decreasing with time can be observed as well. If both splits and merges were allowed

in our algorithm, decreasing distances (with time) could cause clusters to merge again. This could

happen, e.g., in Fig. 7.12 (a), where a “temporary” split might occur starting from 36 to 42 h lead time

and ending from 48 h to 54 h lead time. We note that since our algorithm moves backward in time,

the identified splits (in forward time direction) are always the last possible splits when compared to

the case that re-merging clusters are allowed. The algorithm could also be modified to always find

the first split with increasing time.

For our examples, we observe in all timesteps that the average inter-cluster distance is greater or

equal than (most of) the average intra-cluster distances. However, the strength of this characteristic

decreases with increasing time difference to the time window of interest.

Limitations

Underlying our approach is the assumption that there is a monotonic increase in the number of clusters

over time and that merge events do not occur. Thus, given the initial clustering regarding the selected

time window, the clusters which are derived via our hierarchical merging backwards in time cannot

always represent the contour distribution at earlier time steps equally well. The time-hierarchy rather

shows how the initial clusters develop prior to the selected time window. Because of this, misleading

results can be generated for ensembles not showing the specific diverging nature which we assume.
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In the future we plan to extend our approach with respect to this limitation, by considering split and

merge events like the ones discussed in the previous section, and by providing options to analyze the

stability of the cluster evolution over time.

7.7. Conclusion

In this chapter we have presented a new approach for visualizing the spatial and temporal evolution of

iso-contours in ensembles of 2D time-varying scalar fields. We have achieved this via a specific time-

hierarchical clustering of the initial set of contours, and the conversion of the contours per cluster into

an abstract representation showing the major trend and spread of the cluster. We have introduced

novel visualization approaches for analyzing the evolution of single clusters over time, via space-

time cluster surfaces, and the simultaneous depiction of all clusters in a spatio-temporal context, via

stacked time-cuts. In combination with additional geo-references, an intuitive understanding of the

evolution of the clusters over time is enabled.
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8
Conclusion and Future Work

In this thesis, we have presented new techniques for fluid simulation and ensemble visualization. In

this last chapter, we summarize our contributions and conclusions, and we present some directions

for future work.

Fluid Simulation In the first part of this thesis, we have introduced an efficient method for the

simulation of incompressible fluids. To the best of our knowledge, this is the first method to combine

a hexahedral finite element formulation on a spatially adaptive octree grid with a multigrid solver.

We have specifically considered the simulation of liquids with free surfaces, for which we have ex-

tended the basic finite element discretization to a second-order accurate treatment of the fluid/air

boundary using a Nitsche type method. The octree grid is adapted to the fluid’s (potentially evolving)

domain such that its boundary is always represented at the highest available resolution. Towards the

interior of the fluid, we use ever coarser cells to effectively make the number of simulation elements

proportional to the area of the fluid’s boundary. This results in huge memory savings compared to

non-adaptive methods, allowing us to simulate—on a single desktop computer—large liquid bodies

at extreme effective resolutions. Moreover, in contrast to other adaptive approaches such as unstruc-

tured grids, our particular combination of techniques allows us to realize the majority of computations

on the octree grid in much the same regular manner as on Cartesian grids. I.e., due to the finite ele-

ment discretization and the hexahedral grid structure, we can parallelize most steps through the use

of a cell based approach with analytically precomputed numerical stencils, and we can handle arbi-

trary configurations of hanging vertices at level transitions in the octree grid. Further, the hierarchical,

semi-regular structure of the octree grid and the algebraic construction of the coarse grid operators

allow us to generate a consistent multigrid hierarchy in a generic way. The resulting multigrid solver

exhibits excellent, near-optimal convergence rates even in the presence of thin walls and fragmented

fluid parts. This is also owed to the multigrid-friendly discretization of the pressure Poisson equation
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due to our specific choice of finite elements, and to our cell duplication strategy which we use for the

creation of the coarse levels of the multigrid hierarchy.

Altogether, our method is able to simulate large-scale fluid and liquid effects in complex domains

and pushes the boundaries of efficient numerical fluid simulations that are subject to memory con-

straints. Due to the linear time-complexity of multigrid, the time spent on solving the pressure Poisson

equation—the typical performance bottleneck—is reduced to a minimum. However, in order to make

conclusive statements about the performance of the method, a detailed comparison to other methods

is still missing. This will be interesting to do, since the octree significantly reduces the number of

simulation elements compared to, e.g., a Cartesian grid. On the other hand, the octree data structure

requires dedicated time for maintenance, adds indirections to memory accesses and reduces cache

coherency, which already indicates that the results of such a comparison will strongly depend on the

underlying scenario. For the purposes of visualization, we have already started to use our simulation

method as a tool for generating ensemble datasets of fluid flow (see, e.g., Fig. 1.1). In the future, this

could be a great help to investigate, in particular, the visualization of ensembles of unsteady flows,

which still remains a poorly researched area due to the complexity of the information contained in

the data. Lastly, a further next step will be to integrate flow visualization techniques directly into the

simulation, which will allow us to explore the possibilities of coupling simulation and visualization in

the context of ensemble simulations.

Ensemble Visualization In the second part of this thesis, we have introduced a new visual

metaphor—called variability plots—as an alternative to spaghetti plots in ensemble visualization.

Based on a simple, high-dimensional feature space representation of an input ensemble of lines, we

use principal component analysis, agglomerative hierarchical clustering and multivariate normal dis-

tributions to find a continuous statistical model for the line distribution. By transforming geometric

medians and confidence ellipses of individual clusters back to the original domain space, we generate

artificial median lines and confidence regions, which illustrate the spatial standard deviation of the

lines in a cluster. Together, the median lines and confidence regions of all clusters yield a variability

plot, which provides an abstract visualization of the major trends and outliers in the input ensemble

of lines.

We have demonstrated the application of this general principle to streamlines—as an example for

parameterized curves in general—as well as iso-contours. While the application to streamlines re-

quires an expensive random sampling and kernel density estimate to compute confidence regions

from confidence ellipses, we have shown that this transformation can be performed analytically

for iso-contours. Moreover, since we use signed distance functions for the initial representation of

iso-contours, we were able to derive a mathematical foundation for computing probabilities of co-

occurrence of iso-contours. We have used these probabilities to complement contour variability plots
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with a special color-coding, which, for the first time, offers a way of revealing global correlations

between occurrences of iso-contours at different locations in the domain.

In a third application to weather forecast ensembles, we have extended the contour clustering

of contour variability plots to provide consistent results over a sequence of timesteps in which the

uncertainty in the ensemble can be assumed to grow continuously. For this, we have developed a

time-hierarchical clustering, which first performs an initial clustering of the ensemble members with

respect to a given time window of interest, and then merges clusters in time-reversed order. The

resulting hierarchical sequence of clusterings can be used to reduce the complexity in visualizations

of individual timesteps in a temporally consistent way, and thus to create meaningful composite visu-

alizations of multiple timesteps. We have shown two examples for such composite visualizations by

creating space-time cluster surfaces and stacked contour variability plots.

In conclusion, our proposed variability plots provide an effective abstraction layer for spaghetti

plots, which reduces visual clutter independent of the number of ensemble members. As a major

contrast to existing alternative methods for spaghetti plots, we use clustering as a first step in order

to extract trends and outliers from the ensemble. It should be noted, however, that our clustering

could also be integrated into other approaches. Compared to contour and curve boxplots [WMK13,

MWK14], which use the notion of statistical data depth, we use the notion of standard deviation.

This is similar to the difference between error plots and boxplots in 1D, and does not favor one of

both approaches, but rather means that we have to choose depending on the concrete application at

hand. However, this characteristic has the consequence that the median lines and confidence regions

in variability plots are artificial, smooth shapes, whereas the median lines and the boundaries of

confidence regions in contour/curve boxplots are (parts of) the original input lines.

In the future, we plan to continue our work on variability plots in the following ways: Firstly,

it will be interesting to apply the concept of variability plots to other types of line and geometry

based features of ensembles, and to investigate whether existing realizations of variability plots can

be further improved. For instance, we have shown that three-dimensional variability plots of iso-

surfaces can be constructed in the same way as two-dimensional variability plots of iso-contours,

yet they suffer from heavy visual clutter and mutual occlusion because multiple transparent surfaces

have to be shown simultaneously. Secondly, we aim at improving the detection of outliers in the data.

So far, outliers are detected if they show up in a separate cluster of cardinality one, yet no specific

mechanism is used to explicitly separate them, e.g., in a preprocess. Lastly, in close collaboration with

meteorologists, we intend to perform a thorough comparison of variability plots to other existing

alternatives for spaghetti plots. This will not only help to identify the distinct advantages of the

different approaches, but may also help to bring abstract visualizations such as variability plots from

research into operational practice. There, as of today, simple summary statistics and spaghetti plots

are still the dominant means for visualizing the variability in ensemble simulations.
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