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Abstract
Falls are a major problem not only for older adults, but also for health care systems,
which have to spend enormous amounts of money in hospitalizations and long-term
rehabilitation as result of injurious falls. We aim to assess the risk of falling as easy,
accurate and inexpensive as possible to be able to identify those persons at high risk of
functional decline and trigger appropriate clinical interventions. A new method are functional assessments with inertial sensors like the actibelt® . We analyzed the predictive
value of the data recorded with this device in 171 community-dwelling female seniors
with a mean age of 68 years included in the EU-Project VPHOP.
Results showed that acceleration-based parameters provide an improvement in risk
prediction over classical features. We could prove 18 variables retrieved by the inertial
sensor to be valid or plausible. To identify variables with predictive power, we applied
the following feature selection and dimension reduction techniques: sparse Partial Least
Squares (sPLS), Elastic Nets (EN) and Principal Components Analysis (PCA). We found
that PCA is useless for this kind of data, whereas EN are most applicable according to
our results. From a range of different classification methods, Logistic Regression (LR)
and Support Vector Machines (SVM) showed the best performance. LR presented a
higher specificity in the classification of fallers/non-fallers with a True Positive Rate
(TPR), or rate of correctly classified fallers, equal to 0.30 and a True Negative Rate
(TNR), or rate of correctly classified non-fallers, equal to 0.92. The results of SVM were
more sensitive with TPR=0.60 and TNR=0.85. The latter results are more suitable
because the consequences of incorrectly classifying a non-faller are less harmful than
vice versa. The commonly used accuracy has been shown to be insufficient to describe
the performance of classifiers on datasets with strongly differing class sizes. Instead, we
suggest the use of Youden’s J or the F-score.
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1. Introduction
1.1. Motivation
Falls are common in the elderly, 32% of people of age 75 years or older fall every year [72].
Consequences of falls can be divided into three main groups. The first ones are physical
consequences for the person: 24% of falls involve serious injuries, 6% cause fractures
[72]. Some falls are even lethal [68], be it directly through injuries or indirectly through a
radical change to a passive bedridden lifestyle. Injuries due to falls are the leading cause
of death in that stage of life [56]. The second group comprises the psychological impact
of falls. Due to fear of falling and possibly decreased physical abilities following an injury,
elder people narrow their activities and can lose a certain degree of independence. This
way, a fall can push them into a cycle of deteriorating mobility, activity and quality of
life. The third group are economic consequences for the entire society. Only in the U.S.,
20 Billion $ had to be expended [68] for treating fallers in the year 2000.
Overall, falls are socially and economically too important to be ignored. The common
approach is trying to identify people at high risk of falling and to consequently initiate
countermeasures like physical training [58] to prevent people from falling. Other means
are reducing risk factors in their daily life, like inappropriate medication, unsafe footwear
[54] or obstacles in their homes [32]. To identify fallers, many different methods have
been proposed. Currently used traditional protocols like the Tinetti Balance Assessment
Tool [71] employ an expert to judge the performance of the patient. This is subjective
and suboptimal in terms of cost and time needed for the assessment. In addition, these
protocols have been shown to offer very limited distinction of fallers from non-fallers
[60]. A new, promising approach is the use of inertial sensors during those assessments
for analyzing the mobility of subjects.

1.2. Goals
We aim to predict the risk of falling based on the subject’s functional status assessed
through the performance of several standardized clinical functional tests recorded with a
waist-worn accelerometer. We do not have extrinsic variables like the quality of lighting
or loose cables in a person’s household to describe the probability that a dangerous
situation occurs. We also investigated the risk of falling in multiple fallers. Multiple
fallers are persons, who fell at least twice in the measured time period. The rationale
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-1

Retrospective Falls

0

Main Assessment

Prospective Falls

1

Data:
- Retrospective Falls
- Clinical Questionnaire
- Actibelt Protocol Tests
- Prospective Falls

Post Assessment

Time [years]

Figure 1.1.: Timeline of Data collection

behind this approach is that frequent falls are more likely to reflect impairments or
diseases [47], which could be easier detected by inertial sensors.
The available data for our prediction model was retrieved from the EU-Project VPHOP.
The process of data collection is depicted in figure 1.1. It contains, as shown, four main
groups of data. The first are retrospective falls, for which the patients were asked if
they fell at least once in the year before the main assessment. During this assessment, a
clinical questionnaire was answered and functional tests were conducted while wearing an
inertial sensor. The clinical questionnaire contains the second group, so-called intrinsic
variables about age, diseases and others. The third group are the protocol tests, which
give functional data. The fourth group, prospective fall data, is retrieved in the post
assessment, which took place one year after the main assessment. Test subjects were
asked, how often they fell during the last year. These prospective falls are our class
label, so we try to predict if a subject is a faller or non-faller in the year after the main
assessment.

1.3. Classification and Regression Models
We employ classification and regression methods for that risk prediction. Both kinds of
algorithms have the use of one or more predictor variables, typically concatenated into a
vector x, in common. They utilize these variables to predict the value of a dependent or
response variable y=f(x) using the previously computed model f(·). The main differences
are the scale and dimension of y: regression algorithms can handle multidimensional,
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ratio-scaled dependent variables. Scales are extensively explained in appendix A.2. For
now, we can think of ratio scaled variables as the real numbers. An example is predicting
a person’s ear circumference from his or her age.
In contrast to that, classification algorithms are thought to handle an one-dimensional,
nominal scaled dependent variable y, which is in this case also called ”class label”. Thus,
the response variable is not any real number, but taken from a set of values, which can
be compared for (in-)equality, but not for difference or ratio. One case of classification is
classifying cancerous cells by their DNA as one of the two classes ”malignant”or ”benign”,
called binary classification. This widespread kind of classification is the task we perform
in our investigations.
Regression algorithms can also be applied to classification problems. This is done by
assigning numbers to the class labels, for example 0 to benign cells and 1 to malignant
ones. Since the output of f(x) can be any real number that does not have to coincide
with a class label, the class label number closest to the real number resulting from
regression is chosen. Here, this can be done by a simple threshold t = 0.5. All results
above or equal to the threshold are classified as malignant, all below as benign.
Having introduced variables, which can also be called features or factors, we next need
to present samples. Samples are realizations of the variables and come in pairs (xi ,yi ),
i = 1, 2, ..., n. In other words, one of the n samples is a binding of the realizations
of the dependent variable y and the predictor variables x. So, a generic dataset with
n samples and p predictor variables is a matrix of size n x (p + 1), if the dependent
variable y is also stored in that matrix. Classifier or regression models are trained on
these samples, for which the dependent variable y is known. This is called supervised
learning. Subsequently, the models are used to predict the dependent variables or labels
of samples (x,?) with an unknown dependent variable. In contrast to supervised learning,
unsupervised learning has only samples (x,?) with unknown label y available and has
to create own labels based on the distribution of the samples in space. Typically, this
is only used for classification tasks. One example for unsupervised learning is k-means
[49].
The last thing to be defined here is class imbalance. This describes the scenario, when
the a-priori probabilities of the classes are not equal, in real-world datasets represented
by different amounts of class samples in each classes. An extreme example is fraud
detection (fraud/non-fraud), in which the class of frauds is diminutive compared to the
class of non-frauds. Problems like these belong to the most challenging in data mining
[80]. The datasets we deal with also show notable imbalance, which is why we carefully
analyze problems that stem from imbalance and present possible solutions in section 3.4.
Metrics for this kind of data are displayed in sections 2.2 and 5.5.1.
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1.4. Related Work in Falls Risk Prediction
In most research disciplines, there are papers which review the status quo of research.
This is also the case for falls risk assessment: Howcroft et al. [36] reviewed 40 papers
about falls risk assessment using inertial sensors. They compared variables, models and
results. Oliver et al. [53, 54] criticized falls risk prediction tools for hospital inpatients,
because their predictive value was found to be almost negligible. Perell et al. [56] gave
an overview over 21 articles, describing methods, variables and results. In comparison
to Howcroft, the article focuses more on the use of different class labels, in this context
called scales, for falls risk assessment. All three papers focus less on the algorithmic level
and are instead result-oriented. In section 6.6, we compare our results to other papers in
the field. To be able to do this, we analyze the previous publications here. We detected
algorithmic and methodological flaws in some assessment models presented in table 1.1
that we divided into two main categories: limitations in the data collection methodology
and limitations in statistical methods. We have marked obviously faulty methods in red
color in that table.
The first thing in data collection is the used class label, for which we use prospective
falls. Others like Giansanti and Gietzelt use the Tinetti or STRATIFY model, respectively.
Thus, both of them do not predict actual falls, but the respective scores. They achieve
good prediction performance because each test is similar to the traditional model. Their
efforts are similar to validity tests, comparable to what we do in section 2.3. Followup papers should investigate the predictive power for actual falls, because the Tinetti
score for example is regarded as golden standard in the field, but it is indeed far from
perfect fall prediction [60]. In their prospective study, Raı̂che et al. [60] performed falls
risk prediction using Tinetti’s test scores on 225 community-dwelling individuals and
achieved TPR=0.70 and TNR=0.52. Another possible class label, used by Caby, Greene
and Kojima are retrospective falls. This is close to correct, but not perfect. Previous
falls influence the performance of subjects during test protocols [69] either because the
patient is influenced by fear of falling or because a physical consequence indicates the
previous fall and will ease the classification of such. Such physical consequences can be
severe injuries, which cause a period of reduced activity leading to decreased performance
in test protocols. Fear of falling also leads to lower performance in functional assessments
[10]. In summary, it is presumably easier to classify retrospective falls than prospective
ones.
Another problem in data collection are the class sizes. We know that around 30%
of persons of 65 years or older fall every year [21, 39, 55], creating an imbalanced
dataset. Caby, König, Marschollek and Weiss use far more balanced datasets. Weiss
even uses more fallers than non-fallers, which is in particular interesting, since they use
only multiple fallers, who account for 9.3% of all subjects in the study of Lord et al. [48].
In Weiss’ paper they even use more multiple fallers than others. The authors included
a predefined amount of healthy non-fallers as ”control subjects” after having collected a
sample of fallers. These procedures bypass all problems stemming from imbalanced sets,
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Author/Method

Validation

TPR

TNR

Acc

Remarks

Caby et al.[9]

20-fold CV

1

1

1

only retrospective falls, 20
subjects, inpatients, edited
class labels

Doi et al. [19]

not specified

0.69

0.84

0.81

–

Giansanti et al. [27]

fixed split

0.98

0.97

0.97

Class
label:
Tinetti score

Greene et al. [29]

10-fold CV

0.77

0.76

0.77

only retrospective 5-year fall
history

Gietzelt et al. [28]

10-fold CV

0.89

0.91

0. 90

Class
label:
STRATIFY
score

König et al. [43]

not specified

0.74

0.76

0.75

–

Kojima et al. [42]

not specified

0.61

0.68

0.62

only retrospective falls

Marschollek et al. [50]

10-fold CV

0.58

0.96

0.80

hospital
tients

Weiss et al. [78]

not specified

0.91

0.83

0.88

41
subjects,
fallers
are
majority, multiple
fallers,
no
p-value
correction

inpa-

Table 1.1.: Best classification results of authors performing FRP with inertial sensors
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which enables better prediction performance. The drawback of such methods is that
the retrieved models do not reflect reality, which provides more non-fallers than fallers.
Greene et al. also have more fallers than non-fallers, but here the reason is that they
look at a 5-year falling history. This is a feasible procedure, but the authors trade off
prediction accuracy for temporal precision.
The final issue in data collection is manual intervention. One kind of manual intervention is the extensive exclusion of patients. Some authors like Weiss apply multiple
exclusion criteria like diseases and the type and the number of falls. Like the previously
presented balanced class sizes, this is thought to improve prediction, but narrows the
generality of the models. The other kind of intervention is for example present in Caby’s
article, in which the authors used the one-year history of falls, but they manually edited
10% of the class labels to fit an expert’s opinion. The effects of this can be severe, since
it does not only improve the results of classification, but also how the model is built.
Such a procedure can therefore extremely improve the results, in particular for so few
subjects. Caby et al. recruited 20 subjects for their assessments.
The second family of dangers is of mathematical nature. As can be seen in table
1.1, four authors do not state anything about their validation method, which lets us
assume that they used auto-validation. Auto-validation means using the same samples
for building a classification model and for testing it. We assume the use of that method
because it is the easiest way to use available data without spending thoughts about
the validation method. We checked if the software used by these four performs cross
validation by default. All these authors used MATLAB® in the 2008 to 2011 releases,
which does not include default cross-validation for the used classifiers. Thus, all signs
indicate the use of auto-validation. This method does not show overfitting and therefore
it can extremely overestimate the predictive power of a model. Overfitting is not that
severe for linear classifiers like logistic regression, used by Doi and König, since both have
a sufficient amount of samples compared to the their number of variables. Nevertheless,
auto-validation still overestimates the performance of the classifier.
The second main mathematical problem is missing p-value correction. When exploring
the usefulness of a set of variables, the family-wise error rate has to be taken into account
and countered by a suitable control method like Bonferroni correction. Neither Greene
nor Weiss apply this, which is why Greene et al. find 29 significant variables.
A last remark is that Howcroft et al. compare the performances of different authors
in their review. They make the careful assumption that intelligent computing methods
like neural networks or Bayesian classifiers may be better for falls risk prediction than
others [36]. We say that with so many methodological differences between the papers,
such a comparison is not permissible. There are just too many things that influence the
result, rendering the influence of the classification method insignificant.

12

1.5. Notation and Used Software

1.5. Notation and Used Software
In this paper, scalars are lower case roman (y), vectors are lower case bold roman (y) and
matrices are upper case bold roman (Y). All vectors are column vectors unless otherwise
specified. Random variables are depicted in sans serif fonts (y,y and Y). The used norm
is, if not specified otherwise, the euclidean norm. Reports of statistical significance are
given in the following form: r(167)=0.5 with p < 0.01. In this example, the correlation
value (r) with 167 degrees of freedom is equal to 0.5. The probability (p) of getting
the sample values, which led to the current correlation value, is smaller than 0.01 when
assuming uncorrelated variables. Thus, the Null-Hypothesis ”the correlation value is
equal to zero” can be discarded. For all computations, R 3.0.2 [59] was used.

1.6. Contributions
We identified three main problems on the datasets which hinder straightforward usage
of classification models. The first two are imbalanced class sizes and largely overlapping classes. To quantify the degree of overlapping, we improved the noise measure
introduced by Murphy et al. [52]. The third group of problems is caused by the curse
of dimensionality, which affects our high dimensional data. We developed an algorithm
which is able to overcome these pitfalls in the present datasets and produce useful falls
risk prediction. Class weights for k-nearest-neighbors and support vector machines and
balancing methods for logistic regression reduce the influence of imbalance, feature selectors like elastic nets allow us to deal with the curse of dimensionality.
Regarding the classification results, we found that accuracy is widely used in the falls
risk assessment field although it does not represent the actual prediction performance
when using datasets with imbalanced class sizes. Thus, accuracy should be replaced with
Youden’s J or the F1 -score. The best method uses support vector machines, performing
classification on features selected by elastic nets. This result is achieved with variables
based on data from inertial sensors. These features generally enable a better classification
than conventional variables, as also tested in this thesis. We could furthermore confirm
that the underlying problem is of generalized linear kind.
Finally, we conducted statistical analysis of the new variables. We proved effectively
twelve actibelt variables valid or plausible. Six of them can be called new, since they are
not directly related to any conventional test protocols.

1.7. Outline
The structure of this thesis is oriented by our algorithm for testing different feature
selection, balancing and classification methods on different datasets. The algorithm is
schematically depicted in figure 1.2 and shall be used to give an outline of this work.
At the top of the figure, one of our datasets, described in chapter 2, is put into the
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algorithm. In that chapter, we also present the test protocol for retrieving the data,
analyze class imbalance, class overlapping and the validity of new variables. The ratio of
the class sizes is 1:4.7 in favor of the non-fallers, the degree of overlapping, which can
also be called noise, is found to be very high on the set recorded by the inertial sensor.
18 of 54 variables are found to be valid or plausible. To analyze overlapping, we propose
an improved measure in section 2.2, the validity tests are done with standard measures
described in appendix A.2.
But back to the algorithm: in the preprocessing part of the algorithm, described
in chapter 3, missing entries of the dataset are filled in. Next, all variables except the
dependent are standardized. The last step of preprocessing is feature selection. This was
necessary due to the multitude of variables and shortage of subjects to avoid overfitting
and phenomena linked to the curse of dimensionality. Three methods for feature selection
are applied, presented in chapter 4: Principal Components Analysis, sparse Partial Least
Squares and Elastic Nets, from all of which Elastic Nets prove to be most appropriate
for our task and Principal Components Analysis the least. The model building phase,
described in chapter 5, starts after that. It contains k-fold cross validation, the balancing
method SMOTE and the learning of classification models. The user can choose from a
set of classifiers which are introduced in that chapter. Out of these classifiers, Support
Vector Machines with a linear kernel mostly surpass the performance of other algorithms
like k-Nearest Neighbors, Logistic Regression and others. The last part of this chapter
is the description of some metrics and challenges in classification.
After the model building and testing, the algorithm computes overall metrics like
accuracy, true positive rate et cetera to describe the result of the prediction. The
results are extensively presented and interpreted in chapter 6, in which we show that the
acceleration data is helpful for falls risk prediction and constitutes an improvement over
a conventional approach also investigated. We wanted to compare our results to similar
approaches, but found suboptimal methods in many papers. A thorough discussion is
given in section 1.4, the verdict of the comparison in the results section 6.6. In summary,
our method has a prediction performance that can at least compete with comparable
papers in the field, while overcoming some drawbacks.
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This chapter gives an overview of the current state of falls risk prediction and the data
we use for that task. The full dataset retrieved from the VPHOP project presented
in 1.1 was divided into two variable-wise partially overlapping sets, depicted in figure
2.1. Dataset A contains classical clinical features (intrinsic factors) like age, Body Mass
Index (BMI), illnesses and others plus simple functional parameters like how long the
person needed to walk 10 meters. All variables of this set are presented in table B.1.
Parameters like these are already widely used for falls risk prediction in different methods
like Tinetti’s model [71]. The other set, dataset B, contains the mentioned conventional
clinical features augmented with the gait data collected from an acceleration sensor
called actibelt® . The complete presentation of the variables of dataset B is given in
table B.2. In figure 2.1, the subjects are stored in the rows of the matrices, the samples
in the columns. The figure depicts that only for 171 of all participants, acceleration data
is given, while for all participants, simple functional and clinical data is available. Note
that this figure is not in scale.
Both datasets are presented thoroughly in the following sections, after the presentation
of the basics of state-of-the-art falls risk prediction. One of the main goals of this work
was to analyze if the new approach using the sensory data can deliver overall better
falls risk assessment in comparison to simple gait tests. We considered excluding test
subjects based on criteria like their alcohol consumption, certain diseases and more, as
for example König et al. did [43]. But we discarded that idea since we do not only
conduct ”Performance Oriented Mobility Assessment”(POMA), but want to do falls risk
prediction. Exclusion narrows the generality of our results, so we want to avoid it where
possible.
On both datasets, the rate of fallers is at a first look surprisingly low. Typically, around
one third of community-dwelling people of age 65 years or older will fall at least once
every year [21, 39, 55]. On the given clinical dataset A, only 17.44% (45 out of 277)
fell during the one-year test period, the reason for this is probably the relatively young
testing group, which had a mean age of 68.78 years at the beginning of the assessments,
with 61 persons being younger than 65 years. This also overrides the fact that both
datasets contain only women, who have a higher risk of falling [17]. The patients of
the combined dataset B make up a part of all patients from dataset A, as in B are only
women, who have not only answered the questions about clinical data, but have also
undergone the functional assessment tests. Out of all patients in this dataset, 17.54%
(30 out of 171) are fallers, at a mean age of 68.02 years, with 42 women being younger
than 65 years. These unbalanced classes led to difficulties with some classifiers, therefore
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B

A

Figure 2.1.: The entire dataset and the subsets A and B

we tried to restore balance using the synthetic minority over-sampling technique [11].
The results of this data-level algorithm were not as good as dealing with imbalance on
an algorithmic level, like kNN and SVM offer. This is presented in section 5 and will be
used for the prediction results presented in chapter 6.
Initially, the performance of classifiers on both sets was evaluated by splitting the
samples of both sets into fixed training and test set to conduct cross-validation. The
partitioning was given by an external trustee, the split size deviates considerably from
the usual 2:1 separation [79], which suggests 67% of the samples in the training set and
33% in the test set. Here the provided splitting gave ratios of approximately 1:1.9 for
set A and 1:1.7 for set B, in each case such that the testing set is the bigger subset.
We used the given split for prediction and found that it hindered meaningful prediction.
This was not only because of the small training set, but also because some tendencies in
training and test set are contradictory. For example the fallers in the training set were
younger than the non-fallers, which was reversed in the test set. So, we discarded the
given split and decided to use 10-fold cross validation, described in section 5.4 on both
sets.

2.1. Falls Risk Factors and Falls Risk Prediction
The research community in this field tries to make a falls risk prediction based on fall
risk factors, also called features or variables. These factors can be many different things
as the age of the patient [32], if the examined person suffers from a relevant disease
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like impaired vision [32], beyond that results from certain physiological tests or even
extrinsic factors [24] that describe the environment of the subjects daily life. From these
examples, we see that the variables can be categorical as well as continuous. They
can be classified into three main groups, depicted in figure 2.2. The first two groups,
intrinsic and functional variables, mainly describe the probability of recovering from a
stumble-like situation. Extrinsic factors should represent the probability that a stumble
or a loss balance happens. The general approach in this field is, as depicted by this
figure: use the presence of falls risk factors to predict the risk of falling. This can be
done in different ways, for example by a weighted addition of the factors, with the result
of that sum determining the final fall risk. The goal was to directly apply this approach
without any classifier model, using the odds ratios found in former research papers
as weights for the sum. But these weights were not comparable, as they descended
from strongly differing cohorts. These cohorts distinguished themselves for example
in the mean age, their gender, ethnicity and their living circumstances, which mainly
depended on dwelling in a community or in a retirement home or hospital. Because of
these differences, the weighted addition approach was discarded. Instead, we conducted
the following methods: we applied regression and classification methods, introduced in
chapter 5, to the datasets.

2.2. Set A: Clinical Data
This dataset contains 17 variables for every one of the 277 women. A list of the variables,
including their units, is given in Appendix B.1. These so-called features can be retrieved
by a questionnaire and a few practical tests. They are among others, according to the
American Geriatrics Society [1]: history of falls in the last year, age, depression, sleep
disturbances, the use of an assisitve device like a wheeled walker, arthritis and visual
deficits. Volpato et al. [76] suggest that the Body Mass Index (BMI) is also a relevant
factor, which is why we included BMI. Not all of the factors suggested by the AGS
could be used and are therefore not written down here and depicted in gray color in
figure 2.2. This is because they were just not included in the given dataset or did not
have a sufficient number of subjects who answered positively. The latter is the case
for rheumatoid arthritis [66], of which only two test subjects suffered and for the use
of sedatives, which is according to Tinetti et al. [72] a very strong predictor for falls
risk. Five women took sedatives, which is not enough to build a model using this factor.
Furthermore, in Tinetti’s study, 13 of 14 persons taking sedatives fell. On our dataset,
this was one out of five women, which indicates fall patterns differing from the ones in
Tinetti’s work. Hypertension was also found [25] to be an important risk factor, as
well as fear of falling [63]. The last clinical risk factor used here, pain in the ankle or
foot, was among others suggested by the WHO [73].
In addition, the AGS mentions gait and balance deficits as fall risk factors. These two
are in the given dataset represented by the time, a subject needs to walk 10 meters, if the

19

2. Datasets

Intrinsic
Factors
• Muscle Weakness

• Gait Deficit

• House Exterior

• Age

• Balance Deficit

• Floors

• BMI

• Mobility Deficit

• Living Alone

• History of Falls

• Assistive Devices

• Lighting

• Arthritis

• Level of Activity

• Furniture

Functional
Factors

Extrinsic
Factors

• Depression

• Stairways

• Sleep disturbance

• Kitchen

• Visual Deficits

• Bathroom

• Hypertension

• Carpets

• Rheumatoid
deficits

• Wires on Floor

• Fear of falling
• Foot pain
• Impaired activities
• Cognition deficits
• psychotropic
medication
Intrinsic Fall
Risk Score

Functional Fall
Risk Score

External Fall
Risk Score

Total Fall
Risk Score
Figure 2.2.: Factors for falls risk prediction
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subject can reach to an object over a certain distance, how difficult lifting and carrying
an object is, how easy a woman considers washing herself, bending forward and how
good the self-estimated balance is. Balance can take on ten levels, ”10”meaning perfect
balance, ”0” no balance at all. The previous four variables are ternary. Their three levels
represent the answers ”without difficulty”, ”with some difficulty” and ”unable or able only
with help”. From these variables, 14 are discrete, with the majority, nine factors, being
binary.
Statistics of the variables are given in table 2.1. Note that these are with exception
of the group size only actual variables, which are later used for classification. For nondichotomous variables, the mean and standard deviation are given in the unit previously
presented. In the case of dichotomous variables, the number of ”yes”-answers is depicted
next to the percentage of these answers in comparison to all answers to give better
insight. The last column comprises the statistics of entire dataset A, the first two data
columns split the dataset in fallers and non-fallers. Reaching, carrying, washing and
bending are for this table encoded as ”without difficulty” =
ˆ 0, ”with some difficulty” =
ˆ
5 and ”unable or able only with help” =
10.
It
can
be
clearly
seen
that
most
variables
ˆ
from this dataset tend to explain the dependent variable ”falls” in a comprehensible way.
Fallers are for example on average older and suffer more diseases. However, the difference
in mean values mostly is small compared to the standard deviation, which is a difficult
setting for classification.

Lack of the level of activity
Persons, who are physically very active have an increased danger of falling, especially
during those activities. Compared to that, inactive, but physically fit patients with a
moderate level of activity have a lower risk of falling. Very inactive persons have again a
higher risk because their fitness is degraded, what has negative effects on their postural
stability. Falls risk plotted against activity describes a U-shape [30] as in figure 2.3.
This is just an illustration of discovered facts approximating the true graph, which is not
exactly known. For example, it does not have to be symmetric. Furthermore, there are
no quantitative values defined for the axes yet. Our dataset does not include the level of
physical activity of any subject, which is why we omitted seven fallers, who obviously fell
while performing an activity that can be connected to a generally high level of activity,
for example skiing. We could not take their level of physical activity into account when
setting up the classification models, as these samples would act as outliers, because they
are very likely to have properties suggesting a low fall risk, but they fell nevertheless.
Thus, they would distort the risk prediction. After omitting these patients, the results
slightly improved.
We also thought of performing the complementary action: discarding subjects, who
are obviously in bad condition, but did not fall. But we do not have any justification to
exclude them apart from the data which we want to examine for predictive value. Thus,
this procedure would forestall our results, which is why we discarded it.
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Fallers

Non-Fallers

All

45 (16.25)

232 (83.75)

277 (100)

69.22 ± 5.51

68.70 ± 5.1

68.78 ± 5.18

18 (40)

84 (36.21)

102 (36.82)

24.20 ± 4.56

25.41 ± 3.57

25.22 ± 3.77

9 (20.0)

32 (13.79)

41 (14.80)

11 (24.44)

71 (30.60)

82 (29.60)

Arthritis (%)

1 (2.22)

8 (3.45)

9 (3.25)

Visual Deficits (%)

2 (4.44)

6 (2.59)

8 (2.89)

Hypertension (%)

19 (42.22)

39 (16.81)

58 (21.94)

Time 10 Meters (± SD)

9.93 ± 2.00

9.83 ± 2.44

9.84 ± 2.37

Balance (± SD)

6.73 ± 2.33

7.12 ± 2.25

7.06 ± 2.27

Fear of Falling (%)

24 (53.33)

90 (38.79)

114 (41.12)

Foot Pain (%)

14 (31.11)

53 (22.84)

67 (24.19)

2 (4.33)

10 (4.31)

12 (4.33)

Reaching (± SD)

1.11 ± 2.36

0.71 ± 1.81

0.78 ± 1.91

Carrying (± SD)

3.33 ± 3.54

2.61 ± 3.45

2.73 ± 3.47

Washing (± SD)

0.33 ± 1.26

0.19 ± 0.97

0.22 ± 1.02

Bending (± SD)

1.11 ± 2.10

0.78 ± 1.93

0.83 ± 1.96

Size of Group (%)
Age (± SD)
History of Falls (%)
BMI (± SD)
Depression (%)
Sleep Disturbance (%)

Assistive Devices (%)

Table 2.1.: Statistics of Dataset A

Fall risk
high
low
low

average

high

Physical
activity

Figure 2.3.: U-shaped graph for activity versus fall risk
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All other features are expected to have a linear or generalized linear dependency,
what should be easy to comprehend. For instance, fall risk increases with ascending
age, the number of related diseases or a higher amount of previous falls. Generalized
linear dependencies express a generalization of strict linear relations. In strict linear
dependencies, the dependent variable is a linear function of a for example normally
distributed predicting variables, therefore it has to be normally distributed. This is not
a condition for generalized linear models, in which the distribution of the dependent
variable may be any from the exponential family, for example the Bernoulli distribution.
Test of the FRAX-tool
We tested the FRAX-tool [22], which predicts hip fractures and general fractures, but
not falls themselves. The tool uses twelve variables, from which a few like the age are
the same features we will later use for the falls risk prediction. An expectation was
that the prediction would give valuable information, because fractures are very often
caused by falls, as 90% of hip fractures are a consequence of falls for elder women
[31]. But this relationship is not symmetric, only around 5% of falls cause a fracture
[39]. The percentage of falls resulting in a hip fracture ranges between 1% and 14%
[31]. Therefore, it should be feasible to use fracture risk as very specific, but not very
sensitive fall risk in this age group. The results had a very bad sensitivity and specificity,
therefore this idea was discarded. This was a first indication for the high noise on the
dataset. Noise means in this context largely overlapping distributions of the distinct
classes like in figure 2.4. But in seventeen dimensions, it is impossible to see directly if
the data is noisy. We investigated two methods to test the noise on the data, presented
in the following section.
Noise measurements
The first variant, suggested by Murphey et al.[52], is to measure the noise level on labeled
data. The noise can also be thought of as degree of overlap of the class distributions.
The distributions of two classes are overlapping, if there is an area, in which samples
from both classes lie. Quantifying the noise respectively degree of overlapping works as
follows: one takes all given samples and calculates pairwise distances. For every sample,
the class of the nearest neighbor is found out. If for most samples, this class coincides
with the class of the examined sample, an accurate classification should be possible.
If the number of samples, whose nearest neighbor belongs to the opposing class, is
high, classification is difficult and might produce high error rates. These findings are
represented by the ratio γ = M
N , where M is the number of samples with the nearest
neighbor from the opposing class and N the number of all samples in the set. A higher
ratio is equivalent to more noise on the data set. The highest noise of sets tested by
Murphey et al. was γ = 23.64%, which they described as a ”High” noise level. For the
reader’s visual comparison: the noise level of the kNN example data in figure 5.3 is
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γ = 15.00%. The noise level on the clinical data is 26.71%, which can be regarded as
very high, in particular when considering the imbalance of the data. Class imbalance
is explained in section 3.4. We remember that in set A, the majority class makes up
83.75% of all samples. For a sample of this class, it is very probable that the nearest
neighbor is of the same class, just because there are so many. The influence of this
aspect increases with further imbalanced sets. Imagine a set with 99% of the samples
in the majority class. This noise measure would give a seemingly good ratio of at worst
γ = 2%, in which case all samples of the minority class would lie closest to a sample of
the majority class. This small γ is misleading, because it does not reflect the actual,
extremely high noise level.
To counter this drawback, we suggest a weighted noise measure: let Nmin be the
number of samples in the minority class, Nmaj the number of samples in the majority
class. For the minority class, compute the amount Mmin of samples, which are closest
min
to a sample of the majority class, and from this the ratio γmin = M
Nmin . Calculate class
weight
wmin = 1 −

Nmin
,
Nmin + Nmaj

(2.1)

which compensates the lower a priori probability by assigning a high weight to the
minority class. Perform the analog procedure for the majority class. The overall, new
noise level is now given by the weighted sum of the ratios
η = γmin wmin + γmaj wmaj ∈ [0, 1],

(2.2)

which is easy to interpret: it represents the probability that a new sample, which
is drawn with from one of the classes equal probability, lies next to a sample of the
opposing class. It is a much better representation of the noise on the dataset for
imbalanced classes, but it works also fine on balanced datasets. This method can easily
be extended to datasets with multiple classes. Using this measure, the noise on data set
A is η = 78.41%. This result can be properly compared to the noise level of the kNN
example data from figure 5.3, which does not change compared to the standard measure
proposed by Murphey et al. [52], since the classes are of equal size, so γ = η = 15.00%.
And now, extra amount of noise in data set A compared to the kNN example data is
striking. This impression will be endorsed by the visualization at the end of this section.
A third alternative to the first two metrics is looking directly at the two ratios γmin and
γmaj , which tell the amount of noise or the difficulty of correct classification for the
distinct classes. This gives a more detailed view of the situation, but is not as short as
the other measures.
A potential drawback of this metric is: in particular the second variant does not have
to perfectly reflect the situation on the dataset. Imagine the majority class in a circle,
the minority class are four points spread around that circle, very close to the edge of the
circle. Classification is possible, while the proposed measure is >0.5, indicating a bad
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performance, which it probably is, because of the small margins surrounding the decision
border. In other words, the proposed metric predicts the accuracy of 1NN when choosing
a new sample with uniform probability from the classes, which is certainly an indicator,
but not a definite prediction for the final classification performance. To relate this metric
to other real-world data, we tested it on the seismic bumps dataset 1 , which contains
information about the seismic energy of bumps and distinguishes states as ’hazardous’
or ’non-hazardous’. The minority class of ’hazardous’ samples contributes for 6.1% of all
samples, an even more severe imbalance as on our datasets. The metrics are γ = 11.30%
and η = 82.27%, indicating that almost all samples of the minority class lie next to a
sample of the majority class, comparable to our results on the dataset. The performance
of classifiers applied to this set is as expected slightly lower than the performance of our
tests on our datasets, with Youden’s J of 0.38 on the seismic bumps data, achieved with
a classifier called q-ModLEM [64], and up to 0.51 on our data with a SVM classifier.
Youden’s J is explained in section 5.5.
Finally, we apply multidimensional scaling [45] (MDS), which represents noise visually. It projects the samples onto a low-dimensional space, while the distances between
the samples are approximated as good as possible. For good depiction, we project to
a two-dimensional space. In the result is depicted in figure 2.4, the ’blue cross’ class
is obviously the majority class. For the present dataset, these are non-fallers, the red
samples represent women who fell. The plot confirms the result from the noise measurement, with both classes having similar and largely overlapping distributions in the
two-dimensional space. It has to be considered, that this plot has to be interpreted
carefully, because it only approximates the true distances in the 17-dimensional space,
not representing them ideally. The sum of the first two eigenvalues of the dissimilarity
matrix accounts only for 48.62% of the cumulation of all eigenvalues, this ratio is called
the Mardia fit measure [20]. A higher value indicates a good representation of the actual
distances. A value equal to 100% would indicate perfect representation, in which case
the samples would lie in a two-dimensional subspace. Having such a comparably low
value, the algorithm has omitted more than half of the information during this projection. So despite having this plot which points towards non-separable classes, it could
be possible that the classes are good to separate in the full 17-dimensional space, which
we can’t illustrate on paper. But this conjecture can be precluded because of the result
of the first noise test, which confirms the intuition imposed by figure 2.4. T-stochastic
neighbor embedding [74], another visualization method, confirmed this but did not give
any new insight, which is why we will not pursue it any further.
Coupled with the imbalance between the two classes of fallers and non-fallers, a
meaningful classification becomes very difficult on this dataset.

1

https://archive.ics.uci.edu/ml/datasets/seismic-bumps - last visit: Jul 10, 2014
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Figure 2.4.: MDS map of dataset A

2.3. Set B: actibelt® Data
The competing dataset B consists of two parts. The first part comprises 12 clinical
variables from set A without the five simple functional variables time to walk 10 meters,
reaching to an object, lifting and carrying an object, the ease of washing themselves
and bending forward. And second the 54 variables retrieved by the actibelt® sensor in
11 functional tests, which replace the simple functional variables and are expected to give
more detailed information. Altogether, this makes 66 variables, which are depicted in
table B.2. They are available for 171 patients who have taken the functional assessment
tests. Obviously, these are far less than the 277 subjects from dataset A. One has to
keep in mind that having so few samples with so many variables hampers building a
proper prediction model [52], which we discuss in section 5.6.2.
The Device
The actibelt® is a small device to capture human motion, developed at the Sylvia
Lawry Centre for Multiple Sclerosis Research – The Human Motion Institute [14]. It
is installed into a belt buckle, and stores acceleration data while the patient completes
numerous functional tests. The advantage of this device in comparison to stopwatch
tests, clinicians judgments, standardized scales or sophisticated force plates is that it
unifies beneficial properties like very detailed and objective results, ease of use and
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Stopwatch
Subjective tests
Camera System
actibelt®
Force Plate

Time

Details

Objectivity

Cost

Training

◦

+

+

+

+

−
−

−

+

−

−

+

+

−

+

+

+

+

◦

+

−

+

+

−

◦

Table 2.2.: Comparison of fall risk assessment methods

inexpensiveness. A short overview of advantages and disadvantages of a selection of
methods is depicted in table 2.2. In this table, ”+” stands for ”good” or ”given”, ”◦” for
”medium” or ”average” and ”−” for ”bad” or ”not given”. The rows stand for different fall
risk assessment methodologies, the columns are their properties. Let us take a more
thorough look at table 2.2. The first column, ”Time” describes the time necessary to
complete all tests contained in an assessment method. Since clinicians’ time is precious,
the quicker the method is, the better. The next property, ”Details”, tells how detailed
the resulting data is. For example, the outcome of the 10 meter walk test obtained with
the stopwatch does only provide with information corresponding to the time needed to
complete the test, whereas the actibelt outcome may provide with information about gait
asymmetry as well. The different methods are also distinguished by their price. Methods
using stopwatches and simple scales printed on paper are the cheapest, the actibelt® sits
in the middle, topped by more complex devices like camera systems and force plates sold
for four-digit prices. Next up is ”Training”. It describes, how much training is needed for
a supervisor to conduct proper assessments. Less training is comprehensibly desirable.
Altogether, it is safe to say that the acceleration sensors , in particular single waistworn sensors, unify most advantageous behavior in comparison to the other assessment
methods.
The reason for attaching the device to the test subject’s belt near the navel is that at
this position, the inertial sensor approximates the body’s center of mass, according to
Howcroft et al. [36]. Acceleration data from this position gives a good representation of
the overall body movement. It is therefore the most common sensor location in inertial
sensor studies [36]. Nevertheless, other sensor sites like ankles, knees, elbows et cetera
have been studied [9].

Test Protocols
The conducted tests can be split up into three different kinds: walk tests (1-4), rise
tests (5,6) and stance tests (7 -11). The 11 tests for retrieving the actibelt® data are
in detail:

27

2. Datasets
1. 10 meter walk test: the patient walks 10 meters at self-selected speed.
2. Repetition of test 1.
3. Distracted 10 meter walk test: 10 meter walking at self-selected speed, while
counting backwards from 100 subtracting 7 and stating the numbers out aloud.
4. Tandem walk: walking along a 5 meter line at self-selected speed with arms folded
across chest. Tandem walk means walking with one foot leading another.
5. Timed up and go test: rising from a hard surfaced chair with arm and back
supports with 42 cm in seating height, walking three meters, turn around, walk
back and sit down again.
6. Chair rise test with arms folded across chest: again rising from a hard surfaced
chair with arm and back supports with 42 cm in seating height. This time no
walking, the test subject just stands up and sits down again five times, as fast as
possible.
7. Romberg stance test: for a maximum of 10 seconds, the patient remains as still
as possible with his/her feet together such that the ankles are touching. Patients
may move arms to control balance, with their eyes focusing on a point on the wall
at eye height. If the patient loses balance before the 10 seconds are over, the time
is recorded.
8. Semi-tandem stance: same protocol as test 7, but now the patient places the heel
of one foot alongside the big toe of the other foot before the test starts. The
patient may choose, which leg he or she puts in front.
9. Tandem stance: same protocol as test 7, with the only difference that the chosen
foot is directly in front of the other.
10. One-legged stance on right leg: same protocol as test 7, now the patient is standing
solely on the right leg.
11. One-legged stance on left leg: same protocol as test 7, now the patient is standing
solely on the left leg.
See the dissertation of Cristina Soaz [65] for more in-depth information about the
testing protocol.

Extracted Variables
While conducting the tests, acceleration values have been recorded in all three dimensions
with a frequency of 100 Hertz. In the following, the dimensions are given from the test
subjects’ point of view. X is the vertical dimension, Y is left and right of the patient
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and Z is forward/backward direction. From these values, different variables have been
computed [65], which are now introduced with units, if applicable. A full table of
variables of this dataset is given in appendix B.2. For the walk tests 1 to 3, these are:
• Number of steps: facilitates algorithms that can recognize steps from the acceleration data. After processing the raw data [65], the number of steps, which a
person needed to complete a test, is stored.
• Asymmetry in X-, Y- and Z-direction [%]: the pairwise cross correlation coefficients between the waveforms of two subsequent steps is computed. The average
of the coefficients between all steps is the final value. This can be interpreted as
the average consistency or similarity of the steps.
• Standard deviation of asymmetry: the previously calculated correlation coefficients form a distribution, from which the standard deviation is extracted.
• Mean speed [km/h]: the mean walking speed of a test subject.
• Duration [s]: time needed to complete the test. From initiation of movement
until the patient stops at the end line. Calculated by comparison of the body
acceleration with an activity threshold.
• Step length [m]: the post-processing code can calculate the step length by
dividing the distance by the number of steps.
• Cadence [steps/min]: the number of steps a test subject takes per minute,
which can easily be calculated from the number of steps divided by the duration
in minutes.
If interested in the exact formulas and discussion of the measurement process, the
reader is advised to look up [65]. For the tandem walk test 4, three variables for each
dimension are analyzed, summing up to nine variables for this test:
• Peak to peak difference in acceleration in X-, Y- and Z-direction [g]: these
variables represent the difference between the highest negative and positive acceleration in one of the three dimensions. The result is given relative to the
gravitational acceleration.
• Standard deviation of the acceleration in X-, Y- and Z-direction: the standard deviation of the distribution of all acceleration values over the test time.
• Balance Count in X-, Y- and Z-direction [%]: The percentage of time samples,
during which the acceleration is above a threshold, with a high value indicating
the test subject’s reaction to a loss of balance or clumsy movement.
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Figure 2.5.: Example data for a one-legged stance [65]
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When conducting the two rise tests 5 and 6, the only feature measured is the duration
in hundredths of a second. For the five stance tests 7 to 11, the acceleration in the
plane spanned by the left-right and backward-forward axes from the perspective of the
test subject is plotted and an ellipse containing 95% of the plotted points is created, as
exemplary depicted in figure 2.5. For this ellipse, the two parameters eccentricity and
area[m2 /s4 ] are computed. They are calculated according to formula A.1 for eccentricity,
respectively formula A.2 for area in appendix A.1, which are both the standard formulas
for calculating ellipse properties.
Both variables are comprehensible, as a larger eccentricity, a property of a stretched
ellipse, means sway in one direction, indicating worse balance skills or a balancing deficiency of the test subject. In contrast,
approximately
0.05
0.00
0.05
−0.05
0.00
0.05 equal sway in every direction
represents the normal noise of actors and sensors of a human body. A greater area is
eft−right acceleration [g]
acceleration
[g] with the falls risk factors hisequal to overall higher sway, whichleft−right
has been
associated
tory of falling and poor near visual acuity [46]. The units are as before ratios of the
One−legged, standing in left leggravitational acceleration.
As for dataset A, we want to give a short presentation of the statistics of chosen
variables in table 2.3. This time, we omit variables from the set that give no additional
information which is valuable for understanding to achieve a shorter representation. The
number in front of the last 13 variables in table 2.3 indicates the test number. For
variables with no description behind the variable name, the mean and standard deviation
are given. The mean and absolute values in both columns seem to depend on the
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condition ”Faller” or ”Non-Faller” only to a small amount, not always comprehensible.
We will find out if algorithms are able to extract useful information out of this data.

Validity and Plausibility of the actibelt® Data
Clinicians want to have a proof for the validity and plausibility of a new tool before
actively using it. To perform this proof for features retrieved from the actibelt® , we
test the relation of those acceleration-based variables to the simple functional data
from dataset A. By this, we show that the tests go in line about the basic results,
leaving the opportunity for more precise results of the new methodology open. If there
are significant correlations between analog variables from actibelt® and simple test,
the inertial data can be considered valid. Furthermore, we perform plausibility tests.
These demonstrate comprehensible connections between variables of the two sets. For
example, older subjects should clearly need more time to complete walk or rise tests as
the tests 1 to 6. To show these connections, we compute different correlation values.
Cohen et al. [13] defined the following thresholds for interpreting Pearson correlation
values: a correlation is strong, if the Pearson correlation coefficient r, defined in formula
A.5, is greater than 0.5, moderate if 0.5 ≤ r ≤ 0.3, small for 0.3 < r ≤ 0.1 and
insubstantial for r < 0.1. Point biserial correlation, which we use later in this section,
can also be interpreted in this way, as well as Kendall’s tau and phi correlation. Using
this segmentation, we define variables as valid if they correlate strongly with an almost
identical or analog variable. For the plausibility tests, at least a moderate correlation
is required. We chose to do this, because analog variables should contain very similar
data, leading to a high correlation value, while data related per plausibility does not have
to be so strongly related. We defined the lower threshold to cut off insignificant and
superfluous small correlations that do not give additional information. By employing .3
as lower threshold, a significance level of α = 0.05 is well approximated for 171 samples.
The different correlation coefficients are necessary because of the different scales of the
variables. The scales and correlation coefficients are explained in appendix A.2. We test
the significance of correlations with Bonferroni-corrected p-values on the significance
level α = 0.05, the correction factor is the number of hypotheses. P-value correction is
explained in A.3. Since we test each of the 54 actibelt® variables against one of the 17
variables from set A, we would set the correction factor to 54 · 17 = 918. In section 6.6,
we also test all variables from both sets for significant correlation to prospective falls,
leading to an additional 17 + 66 hypotheses, rendering the overall correction factor for
this thesis to 1001.
We start with the validity tests, in particular the time, a test subject needed to walk
10 meters, since this variable is present in both datasets. The time from the actibelt®
data is not directly measured via stopwatch, but automatically computed on basis of the
acceleration data, which is why it needs to be validated. Two ratio scaled variables are
correlated, therefore the Pearson correlation coefficient computation is applied. Using
the clinical test as ground truth, it can be said that this variable from the first test of
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Fallers

Non-Fallers

All

30 (17.54)

141 (82.46)

171 (100)

68.67 ± 4.70

67.89 ± 4.62

68.02 ± 4.63

14 (46.67)

60 (42.26)

74 (43.27)

24.84 ± 4.12

25.12 ± 3.64

25.07 ± 3.72

Depression (%)

6 (20.0)

21 (14.89)

27 (15.79)

Sleep Disturbance (%)

7 (23.33)

51 (36.17)

58 (33.92)

0 (0)

7 (4.96)

7 (4.09)

Visual Deficits (%)

2 (6.67)

4 (2.84)

6 (3.51)

Hypertension (%)

12 (40.0)

19 (13.48)

31 (18.13)

1: Number of Steps

16.79 ± 1.58

16.86 ± 2.36

16.85 ± 2.24

1: X-Asymmetry

15.98 ± 5.21

16.78 ± 6.72

16.64 ± 6.47

1: SD of X-Asymmetry

6.74 ± 2.59

7.44 ± 3.06

7.31 ± 2.99

1: Duration

9.04 ± 1.31

9.06 ± 2.13

9.06 ± 2.01

3: Number of Steps

18.67 ± 1.99

17.96 ± 2.96

18.08 ± 2.82

4: X-Peak to Peak

0.74 ± 0.37

0.79 ± 0.42

0.78 ± 0.41

4: SD of X-Acceleration

0.07 ± 0.02

0.07 ± 0.03

0.07 ± 0.03

4: X-Balance count

1.50 ± 0.62

1.37 ± 0.45

1.39 ± 0.48

5: Duration

10.58 ± 1.78

11.13 ± 3.03

11.03 ± 2.86

7: Eccentricity

0.65 ± 0.17

0.68 ± 0.16

0.68 ± 0.16

7: Area

0.04 ± 0.02

0.05 ± 0.04

0.04 ± 0.03

9: Eccentricity

0.78 ± 0.12

0.77 ± 0.14

0.77 ± 0.14

9: Area

0.42 ± 0.55

0.22 ± 0.26

0.25 ± 0.33

Size of Group (%)
Age
History of Falls (%)
BMI

Arthritis (%)

Table 2.3.: Some statistics of dataset B
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our test protocol is valid, because the correlation value r(170) = 0.86, with p < 0.001
after Bonferroni correction between the two is very large. This can as well be stated for
the number of steps in the first test, which correlates strongly with the 10 meter time
from the clinical data: r(170) = 0.75 with p < 0.001. It is also the case for the mean
speed (r(170) = −.79 with p < 0.001), the step length (r(170) = −.73 with p < 0.001)
and the step cadence (r(170) = −.64 with p < 0.001) of the first test. Negative signs
of r indicate a reciprocal relationship: for example, a subject who needs more time to
complete the test, will have a lower mean speed. The validity naturally holds true for the
second test, which is just a repetition of the first test. The next feature from the clinical
dataset for comparison is the nominal scaled self-estimated balance, for which only one
significant correlation value from the calculation of Kendall’s tau was found despite
having balance tests in the actibelt® test protocol, which should correlate strongly to
that. The variable is the area of stance test 7 with a Kendall’s tau of r(170) = −.25 with
p < 0.01. The negative correlation is comprehensible since a subject, that rates itself
highly balanced, should have a smaller area of sway in the balance tests. It surprises
that this is only weakly apparent for test 7 and no other balance test, which is for
us not enough to regard this variable as validated. The problem is not in the inertial
data, but in imprecise answers of the test subjects, who were obviously not able to
classify their balancing skills properly. The reason for that is most probably an ill-posed
question. The subjects should have been given descriptions of different balance levels,
not only rate themselves from 0 to 10 with descriptive references only for the minimum
and maximum value. To prove this statement, self-estimated balance was correlated to
some previously unused, but proven variables: while conducting the 11 tests according
to the protocol, times were also measured in the conventional way with a stopwatch. In
tests 5 and 6, these times were simply the timespan from start to end of a test, in the
stance tests 7 to 11, times were recorded, if the patient did not succeed to stand for 10
seconds and had to abort the test. These variables should be negatively correlated to
self-estimated balance, but they are not. Not a single significant Pearson correlation was
found, which proves the previous assertion. These probably valuable variables are not
used for prediction because they have only been recorded for 81 or approximately half of
the test subjects from dataset B. The final simple functional variables from the clinical
dataset are reaching, washing and bending. To relate these ternary, ordinary variables
correctly to the continuous variables computed from acceleration data, again Kendall’s
Tau is suitable. Using this, no significant correlations after Bonferroni correction have
been found on the significance level α < 0.05. The reason for this result is probably
again the defective judging of the test subjects. Overall, the variables of the 10 meter
walk tests 1 to 3 with exception of the asymmetry features have been proven valid.
Let us continue with plausibility tests, since we run out of functional variables. For
these tests, the remaining clinical data from set A is used. Starting with age, which can
be related using Pearson’s correlation, the following significant moderate correlations are
found: age and the number of steps in tests 1 and 2 correlate with r(170) = 0.31 and
r(170) = 0.34 with p < 0.001 respectively. Furthermore, the sway areas from the tests
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7 to 9 and 11 are moderately correlated to the womens’ ages. Their correlation values
range from r(170) = 0.33 to r(170) = 0.35, all of them with a significance p < 0.001.
Bonferroni correction was again applied to all p-values to adjust the family-wise error
rate. Test 10, which consists of standing on the right leg, does not correlate significantly
with age. The correlation between test 11, which is analog to test 10 but using the left
leg, and age is significant, thus we will use test 10 for prediction in table 6.3 as well.
Next, BMI correlates moderately r(170) = −.31 and significantly p < 0.05 to the step
length of test 2. The number of steps in test 2 is just not significantly correlated, both
relations are comprehensible and constitute a strong argument for the usefulness of these
variables of test 2. Other variables from dataset B, which correlate weakly to age are
already validated and therefore discarded in the plausibility check, like the number of
steps. The rest of the variables had an insignificant correlation, which is why they are
not mentioned here. The final variables from dataset A to test plausibility are history of
falls, disease variables and the use of an assistive device. These are binary on a nominal
scale, Pearson correlation does not apply to them. For relating nominal and continuous
scaled variables, point biserial correlation coefficient has been introduced, see appendix
A.2. Variable history of falls is assigned the value zero for a person, who didn’t fall within
the previous year and the value one for a person that fell at least once. It is negatively
correlated to the asymmetry in Y-direction in both the first and the second test. The
correlations are moderate with r(170) = −.30 with p < 0.01. Negative correlation makes
sense in this case, because the asymmetry values are the result of the auto-correlation
of the waveforms of two subsequent steps. A high value suggests very consistent steps
that do not differ in their pattern. This is the property of a healthy person, who has
a lower risk of falling and therefore has more probably not fallen before. In contrast,
if the auto-correlation between two steps is low, the person walks irregular and may
have a history of falling. The point biserial correlations of the history of falls with other
variables from dataset B are negligible. This is interesting, because the asymmetry in
X- and Z- direction is also not correlated significantly, leading to the statement that the
asymmetry in y-direction is the best dimension for finding previous falls. Remember that
this dimension is the ”left/right” direction from the perspective of the patient, which
renders this correlation even more comprehensible. This is because one would think
of unstable walkers mainly swaying to the sides, not up and down nor forward and
backwards, unless they suffer from a serious injury or disease at time of the assessment.
The next investigated variables are depression, sleep disturbance, hypertension, fear of
falling and pain in the ankle or foot. For all of them, no significant correlations could be
found. The only plausible and significant correlation is the balance count in Z-direction
of the tandem walk test 4. The correlation value r(170) = 0.35 with p < 0.001. There
are also no consistent correlations for visual deficits and the use of assistive devices.
In summary, gait variables like durations and mean speed have been proven valid,
furthermore the asymmetry in Y-direction and the sway areas for the stance tests is
shown to be plausible. No proof or deduction could be made for the other directions,
the standard deviation of the asymmetries or any variable of test 4 except the balance
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count in Z-direction. The eccentricity variables of the stance tests could not be validated
in contrast to the area variables, which were all validated except the area of test 10.
This does not mean that eccentricity is useless, these variables could give additional
information, which the conventional dataset A does not contain.
The final correlation tests that should be conducted are internal tests on dataset B
to determine dependencies within the dataset. Since these variables are all continuous,
Pearson correlation can be employed. We did not conduct these tests to not further increase the correction factor. For 54 pairwise tests, this would have been 54 · 53/2 = 1431
additional hypotheses, making some of the previous results insignificant. We conducted
tests on subsets and now give just hints instead of fixed statements. Variables like
mean speed, duration, number of steps, step length and step cadence in tests 1 to 3 are
partially not only statistically, but even analytically related. We suggest to use only analytically independent variables. Otherwise, variance-based dimension reduction methods
like PCA and PLS, introduced in chapter 4, are skewed2 because the contribution of the
common underlying factor of these variables is increased. The gait variables of tests 1
to 3 are our main point of criticism, we did not find any other problematic correlations
within the datasets. We solve this problem by applying one of the feature selection
methods from chapter 4 or alternatively using not all of the variables of tests 1 and 2.
For example we select only duration and number of steps, in which no analytical relation
is evident. The subset containing these variables among others is depicted in bold font
in table B.2.
Noise Measurements
As already done for dataset A, we want to conduct noise measurements also on dataset
B. Murphy’s ratio γ = 26.90% suggests that high noise is present on the dataset. This
dataset is, as can be seen in table 2.3, considerably imbalanced in terms of fallers and
non-fallers, so we also apply the weighted noise measure, which gives again a much
higher noise level η = 71.33%. In summary, both datasets are similarly noisy.
To visualize noise, MDS is applied a second time. The plot in figure 2.6 depicts the
situation, confirming the intuition of largely overlapping class distributions. The Mardia
fit measure is 33.36%.

2

http://stats.stackexchange.com/questions/50537/ - last visit: Aug 19, 2014
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Figure 2.6.: MDS map of dataset B
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3. Preprocessing
This chapter reviews methods which have to be applied prior to using classification
or feature selection methods on a dataset. With the exception of outlier control, all
methods presented in this chapter are used in the final implementation of our algorithm.

3.1. Filling in Missing Values
On both datasets, a few entries are missing due to errors in the data collection process.
These are one in set A (0.27 h of all entries) and 53 in set B (4.72 h). One could
just exclude the samples or variables with missing values, but we decided not to do that
because this would require either omitting a sample or a variable and since we already
have a shortage of samples on our dataset, we want to investigate as many variables as
possible. In order to do so, we decided to use low-rank matrix completion. The method
approximates the given, non-complete matrix with a low-rank matrix. Subsequently, it
replaces the empty cells of the original matrix with the corresponding cells from the
low-rank matrix. It assumes normally distributed variables. This is given for all missing
entries of set B, and for the missing value of set A. The influence of non-normally
distributed variables on the correctness of the result is assumed to be negligible.

3.2. Standardization Versus Normalization
Distance-based classifiers like k-nearest-neighbors and support vector machines from
chapter 5 need the input variables to be preprocessed when they have different units so
that the classifier does not erroneously place too much importance on a variable with
high variance, while the magnitude of the variance is just caused by the unit of the
measurement. For example, one variable which contains a distance measured in meters,
has a much higher variance than another variable, which contains the same distance,
but this time measured in kilometers. In numbers: the variance difference is factor 106 ,
rendering the second variable insignificant in the eyes of distance-based classifiers.
Furthermore, standardization is necessary for when applying principal components
analysis, presented in section 4.1. This is because first, PCA utilizes the directions of
maximum variance in the dataset. If one variable has a significantly higher variance
than the remaining, the first singular vector will point mainly in the direction of this
variable, whereas it is not known, how valuable the contribution of this feature is. This
argument is equivalent to the distance argument from the classifiers, since the same
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variable measured in a smaller metric has a higher variance. Therefore, to create a ”fair”
PCA, the variances of the variables are set to one or standardized to a reasonable extent.
Second, the mean of each feature has to be zero, because non-zero mean variables would
distort the singular value decomposition, which is part of PCA. The first and largest
singular value would be the euclidean distance from the origin to the overall mean, the
corresponding singular vector would point to this mean value. But the singular vectors
of PCA are thought to represent variance, so the mean is set to zero, such that there is
no singular vector representing it.
There are many different methods of standardizing a dataset, the most widely used
are normalization and standardization. Standardization sets the mean of every variable
to zero and the respective standard deviation to one. To conduct this, we transform
every feature xorig,i into
xstd,i ←

xorig,i − µi
,
σi

(3.1)

which readily is the standardized version. µi is the mean of xorig,i and σi the according
standard deviation. Note that the scalar µi is subtracted from vector xorig,i , which is in
this case a component-wise subtraction. The drawback of this method is that it assumes
a normal distribution of the variable, which is certainly not the case for the dichotomous
features. For normalization, a similar formula
xnorm,i ←

xorig,i − min(xorig,i )
max(xorig,i ) − min(xorig,i )

(3.2)

is used. Normalization projects the variables to [0,1]. We further apply a subsequent
mean-centering. The projection is done by applying formula 3.2, then mean-centering
by subtracting the mean from every variable. The drawback of normalization is that the
standard deviations are not equal after processing the data. This distorts the PCA, in
our case a difference among the variables with the highest and lowest standard deviation
of a factor over 10 after applying normalization to dataset B. The difference cannot be
tolerate, therefore, we used only standardization, accepting that we violate the normality
assumption for binary variables. We assume that this has no deteriorating consequences
for prediction.

3.3. Outliers
A further problem of normalization can be caused by outliers with extreme values in
certain variables. By extreme, we mean several powers of ten bigger or smaller than
the typical values of a feature. If normalization or standardization is applied, the data
without the outlier lies in a small area, decreasing the discriminative power of that
variable. One possibility of handling outliers is the use of winsorizing[61], which cuts all
values outside a for example 95% interval of all values to the borders of that interval.
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3.4. Handling the Class Imbalance and Overlapping
There are normalization methods which utilize the median instead of the mean. This
is again useful to suppress a distortion of the centering by heavy outliers. But using
the median for normalizing dichotomous variables is not feasible, because it will take
the value of either the smaller or the larger level. In summary, except the removal of
some outliers in subsection 2.2, no steps were taken to mitigate any influence of heavy
outliers, simply because there were none detected.

3.4. Handling the Class Imbalance and Overlapping
The classes of a dataset are unbalanced, if they comprise a different number of samples.
In a two-class problem, the class with more samples is called majority class, the smaller
class minority class. Building a model on such a set works fine as long as the classes are
clearly separated by the distributions of their samples. If the classes overlap, meaning
that there are areas containing a mixture of samples from both classes in which no proper
discrimination can be made, building good classification models becomes very difficult,
since models tend to classify everything as being part of the majority class. As seen in
chapter 2, the present datasets are unbalanced and contain strongly overlapping classes.
Kotsiantis et al. [44] reviewed different methods of dealing with this kind of dataset,
from which the most promising and therefore extensively discussed are presented here.
First, there are data level methods like under- and over-sampling. Under-sampling omits
samples of the majority class in an intelligent way, whereas oversampling introduces
new samples for the minority class, either by creating synthetic new samples as an
intelligent combination of existing samples from the smaller class or by cloning the
available samples.
There are also approaches on the algorithmic level including distinct class weights for
kNN and different class costs for SVM, both introduced in chapter 5.
Beyond that, a threshold-based method has been developed. Classifiers that compute
a score representing to which degree the sample belongs to a class, can take advantage
of this method. For example, a wrapper function would decide for the class with the
higher score. Using the threshold method, the wrapper function can be told to extend
the decision area in favor of the minority class. This can also be used for regression
methods.
One-class learning ignores one class, preferably the majority class because this class
already dominates the decision rules proposed by a non-suitable classifier. On the remaining class, for example outlier detection can be applied.
Cost-sensitive learning assigns a misclassification cost to every sample, optimizing for
the overall lowest cost. Introducing unconstrained cost gives the user lots of freedom to
fit the algorithm to the circumstances, for example assigning a high cost for misclassifying
a sample of the minority class.
We mainly investigate the sampling methods and algorithmic level schemes, since
this whole topic is not the central point of this thesis. As sampling method, we use
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SMOTE [11], only in connection with Logistic Regression. SMOTE performs under- and
oversampling simultaneously, we set the parameters to achieve a 2:1 class size ratio in
favor of the majority class. This ratio has been chosen because we want to mitigate the
class imbalance, but still have a good representation of the previous situation. We also
use algorithmic level schemes, which have proven to be much more useful, with kNN
and SVM and presented in the sections 5.2 and 5.3, respectively.
In our case, there is a much easier, non-mathematic way to counter class imbalance:
the prospective falls of our data are taken from a one-year time window, in which only
a minority of people fall. By simply expanding that time to five years like Greene et al.
[29], the numbers of samples in both classes converge: in their cohort of [29], 207 out
of 349 subjects are fallers. This obliterates class imbalance, increasing the accuracy of
classification at first sight over other falls risk prediction models. On the other hand, this
model gives a prediction like ”your probability to fall within the next five years is high”.
It is of course desirable to get a precise prediction that refers to a small timespan, which
is not the case here. Thus, Greene et al. [29] obtained a high predictive accuracy at the
cost of lowering the temporal accuracy of their classification. Other prediction models
have higher temporal accuracy, but lower predictive accuracy. An alternative way to get
to more balanced datasets would be using older people who fall more often, for example
older cohorts, but this narrows the generality of the model.
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4. Reducing the number of features
Having many features and few samples, as is the case for both of our datasets, is
problematic. Classification and regression algorithms implicitly estimate the underlying
distribution of the samples, for which many samples are necessary. The number of needed
samples increases exponentially with the number of dimensions. This is more thoroughly
explained in section 5.6.2, which addresses more problems coupled to many dimensions.
To avoid these, we reduce the number of features. Murphey et al. [52] suggested that
the target of reduction is to have 5, 10 or 30 times the number of samples as variables.
Previously, numbers like these were a rule of thumb. Motivated by Murphey et al. [52]
we use the same rule for the targeted number of features and compare their results to
ours in chapter 6.
We employed three different methods to get to a lower-dimensional dataset: Principal
Components Analysis, sparse Partial Least Squares and Elastic Nets.

4.1. Principal Component Analysis
Principal components analysis (PCA) looks at the space spanned by the variables
(columns) of a dataset X and tries to find a projection W to a subspace, in which
most of the information is kept. Information is from the perspective of PCA simply
variance. This already gives us the optimization goal
min ||X − XW||22 .
W

(4.1)

This expresses that we want to apply an orthogonal transform W to X, which projects
X into a subspace, but the difference between X and its projected version XW shall be
minimal. To solve this, we need to know a few things about singular value decomposition
(SVD). This method disassembles a matrix into the product of three matrices
X = UΣVT .
U and V contain orthogonal basis vectors of the image and the original space, called
left and right singular vectors. The diagonal matrix Σ contains the singular values of
the original matrix X in descending order. These nonnegative values represent variance,
that can be kept after a projection using corresponding singular vectors. Corresponding
means in this context at the same position. The upper left singular value corresponds to
the first singular vector and so on. From this insight, it follows that no further calculation
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is needed as the solution for optimization problem 4.1 already comes with the SVD. The
basis Vk are the k first columns of matrix V = (v1 , v2 , ..., vn ), which consists of all n
singular basis vectors. Using these vectors, which correspond to the k biggest singular
values, as projection to a subspace, solves minimization 4.1. Therefore, we define
W = Vk = (v1 , v2 , ..., vk ).
Finally, to retrieve the coordinates of the points for the new basis, the scores T, the
original points are multiplied with W
T = XW.
Now, we have a description of the structural part of X. But not all variance of a
full-rank X can be described using W and T if k < n, so the full equation for X is
X = TWT + E = Structure + Noise.
To get the matrices we need, we can utilize a better fitting algorithm than SVD, the
Nonlinear Iterative Partial Least Squares (NIPALS) Algorithm [26]. It is much faster than
SVD because not all singular vectors are calculated and afterwards partially omitted, but
the calculation can be stopped after a predefined number, which can be set using the
parameter k. The optimization goal is the same as SVD.

4.2. Partial Least Squares
PCA is a potentially problematic dimension reduction algorithm for regression and classification. It tries to find the maximum variance in the data set X without considering the
relations to one or more dependent variables Y. Therefore, it can happen that PCA extracts useless noise from such a matrix. Partial Least Squares (PLS) takes the predictive
value of the variance into account and finds the model that maximizes the correlation
between X and Y at a low rank approximation. Thus, every direction vector has to
maximize the covariance
T
T
ŵk = arg max wT
k X YY Xwk

s.t.

wk
T
wk wk =

1 and wT
k SXX wj = 0 for j = 1, ..., k − 1

(4.2)

between X and Y while being orthonormal to all previously computed direction vectors
in the SXX -space, as the constraint states. This can be done for an arbitrary k, as
long as it is smaller than the minimum rank of X or Y. This part fulfills the low
rank approximation, also called dimension reduction. The direction vectors wk will be
gathered in a matrix W, which will be discussed in formula 4.5. The central information
of this maximization target is to to find orthonormal directions which maximize the
correlation between X and Y.
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Perhaps the attentive reader noted that now, Y is a matrix and not a vector anymore.
So, PLS is more general, but can of course also be applied to dependent vectors, which
contain the class labels of a number of samples, instead of matrices. PLS employs the
following models in analogy to the PCA model for the predictor variables X and the
response variables Y:
X = TPT + E,

(4.3)

Y = UQT + F,

(4.4)

with the loadings-matrices P and Q and the scores T and U. E and F contain residuals
of the approximation, they are zero if all components are perfectly described. It is now
desired to create a connection between X and Y, this is done in the following manner:
given X and T, we calculate the matrix W that contains the previously mentioned
direction vectors wk by regression such that
T = XW

(4.5)

holds. Using ordinary least squares regression on Y and T, we obtain
Y = TQ + E,

(4.6)

which maximizes the covariance between U and T. This is the central part, which
explains how the inner relation between the matrices will be established. Inserting T by
using equation 4.5 into equation 4.6 gives
Y = TQ + E = X WQ +E = XB + E.
| {z }

(4.7)

=B

With B = WQ. So, having B, a simple prediction of Y given X is possible. It is
now interesting, how these basic thoughts are implemented. There are many different
algorithms to calculate the needed matrices, among them the NIPALS algorithm for
PLSR introduced by Geladi et al. [26]. In the author’s opinion, this is the most descriptive
algorithm and is presented in the scheme Algorithm 1.
Some lines of Algorithm 1 need too much commentation, such that it can not be
written directly next to the code, so the detailed description can be found in the following
lines.
The number k of for-loops is equal to the number of PLS vectors which shall be
computed. A higher k gives a better approximation, but higher computational demand
and less dimensionality reduction. In lines 4 to 9, alternating PLS regression on X and
Y is performed. Note that the inner relation of the two blocks is preserved by taking
the vector u from Y as eigenvector for the X-regression and the vector t from X as
eigenvector for the Y-regression. In particular, line 6 represents equation 4.5, the lines
7 - 9 embody the desired regression from equation 4.6. Convergence is checked via the
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Algorithm 1 Schematic NIPALS for PLSR
1: Standardization and Initialization of Variables
2: for k PLS vectors do
3:
while not converged do
4:
w ← XT u/(uT u)
5:
w ← w/||w||
6:
t ← Xw
7:
q ← YT t/(tT t)
8:
q ← q/||q||
9:
u ← Yq
10:
end while
11:
Calculation of remaining vectors, residual X and Y
12: end for

. user-definable k
. PLS on the X-block

. PLS on the Y-block

norm of vector t. We also see that the role of the direction vectors w is only implicit
for calculating t and u.
There are many algorithms to extract these matrices, but this is the algorithm that
can in the opinion of the author be best understood. There are more efficient algorithms,
especially for a one-variable y [2], that differ numerically from NIPALS. Another one is
for example SIMPLS created by de Jong et al. [16], which was used in our numerical
experiments.
To make the goal of PLS more comprehensible we want to show how using PLS on
both matrices differs from separately applying PCA to the matrices. The columns of X
in table 4.1 are height and distance to work for nine different persons. The table also
contains Y, which includes the weight and the shoe size of these persons. The credit for
the data and the basic idea of this example goes to the Quality & Technology group of
the Spectroscopy & Chemometrics section of the Faculty of Science from the University
of Copenhagen1 . It can clearly be seen and is understandable by intuition that both
columns in Y are dependent only of the first column of X.
PCA separately applied to these matrices gives the following first singular or loading
vectors: p for the X-data and q for the Y-data. They span one-dimensional subspaces
depicted as straight lines in both plots from figure 4.1. The loadings in the plots are not
normalized, but drawn in approximately the same length on paper to achieve a clearer
presentation.
In figure 4.2, the corresponding scores t = Xp and u = Yq are plotted against each
other. Keep in mind that the scores are just the projection of the raw data points
onto each in this case one-dimensional subspace, as stated in the two formulas of this
paragraph. It can clearly be seen that they do not correlate (rt,u = 0.078), so knowing X,
which includes knowing t, does not enable making a good prediction for u, equivalently
1

https://www.youtube.com/watch?v=AxmqUKYeD-U&list=PL4C8FE6F00CBBF34A – last visit: Sep 8,
2014
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Person
Alfons
Bart
Carly
Dennis
Emile
Franck
Gerd
Hilde
Ignatz

X
Time to work
45
30
90
45
30
0
15
105
45

Height
195
185
156
181
164
158
185
186
187

Y
Shoe size
44
43
36
45
40
38
44
45
43

Weight
95
73
63
80
70
55
89
78
91

Table 4.1.: Example Data
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Figure 4.1.: X - and Y - Data with the first principal vector respectively loading
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Figure 4.2.: PCA-scores t of X plotted against PCA-scores u of Y
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Figure 4.3.: X - and Y - Data with the first PLS-vector respectively loading

for Y. If now, PCR were performed, which means PCA with subsequent multiple linear
regression, the results would not be good.
A high correlation coefficient is desirable and this is the strength of PLS. Calculating
the loadings according to the PLS algorithm gives a strongly rotated p, see figure 4.3.
p does not point in the direction of the maximum variance in X, but much more in the
direction of the variable ”Height”. The correlation rt,u = 0.845, between t and u from
figure 4.4 is now maximal. Thus, a prediction of Y from a given X is quite precise.
Looking at the two different loading-vectors, first p of the X-data in figure 4.1, it
is obvious that the variable ”Time to work” (σ ≈ 34) has a much higher variance than
”Height” (σ ≈ 14), which persuades PCA to align its first loadings vector mostly in
direction of ”Time to work” to capture most of this useless information. PCA does not
take the predictive power of this variable, which is very low, into account. If one takes
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Figure 4.4.: PLS-scores t of X plotted against PLS-scores u of Y

a look at the loadings computed by PLS, depicted in the X-data plot in figure 4.3,
it becomes clear that the rotation of p now takes the ”Height”-variable because of its
strong predictive power much more into account. Therefore, PLS is much better suited
for exploratory data analysis in classification tasks, as we will see in chapter 6.

4.3. Sparse Partial Least Squares
We recall that classical PLS tries to maximize covariance between the matrices X and
Y, as stated in formula 4.2. This is not the only goal now, we want the direction vector
to be sparse, too [12]. Sparsity is a widespread concept by now. It means that as many
of the components of the direction vector as possible are going to be set to zero. To
achieve this, the maximization term for every direction vector w
max = wT XT YYT Xw s.t. wT w = 1, ||w||1 < t
w

(4.8)

is constrained by an `1 -penalization. Such a norm does not discourage sparsity, in
contrast to the `2 -norm2 . The maximization term is what we previously solved in section
4.2. By adjusting the parameter t, we are able to put either higher importance on the
maximum correlation, which is achieved by a high t, or we decrease t, such that more and
more entries of w become zero. The prediction can then be done in the transformed
space. Alternatively, variables belonging to the nonzero entries can then be used for
prediction with another classifier.

2

http://stats.stackexchange.com/questions/45643/why-l1-norm-for-sparse-models – last
visit: Sep 3, 2014
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4.4. Elastic Nets
LASSO [70] and Ridge Regression [33] try to find a regression model y = Xβ + η based
on generalized linear regression models, which are explained at the end of section 5.3.
This is done while putting constraints on the vector of regression coefficients β. LASSO
envisions a sparse β. By minimizing
min ||y − βX|| s.t. ||β||1 =
β

p
X

|βj | ≤ t

(4.9)

j=1

this property is obtained. The inequality on the right is called the penalty term.
By adjusting t, it is again possible to trade off sparsity for the regression error. A
small t promotes sparsity, a higher t allows for a more precise regression. LASSO has
shortcomings: the number of variables that can be found by this method, is at most
equal to the number of samples in the dataset. Furthermore, from a group of correlated
variables, only one representing that group can be chosen.
A method that can deal with more variables than samples is ridge regression with the
slightly modified minimization target
min ||y − βX|| s.t.
β

||β||22

=

p
X

|βj |2 ≤ t.

(4.10)

j=1

The problem of this is that the result is not sparse because of the `2 -norm. The
described problems of both algorithms are not present in Elastic Nets [82], which utilize
a convex combination of the lasso and the ridge penalty. The penalty of the naı̈ve
minimization
min ||y − βX|| s.t. (1 − α)||β||1 + α||β||22 ≤ t.
β

(4.11)

is a sum weighted by the user-adjustable parameter α ∈ [0, 1[. It allows to trade off
the influence of LASSO for the influence of Ridge Regression. There are extensions to
this optimization task, but we do not want to present them since it suffices to get a
basic understanding what the idea behind Elastic Nets (EN) is. For the same reason, we
do not present the LARS-EN [82] algorithm, which solves the minimization. The only
important thing is that the algorithm does not depend on strict linear regression, but can
be extended to generalized linear models. Since our dependent variable y (class label)
is binary, we used models of the binomial family. According to their authors, EN are
particularly useful for situations with few samples, even with less samples than features.
We have more samples than features, but especially on dataset B, having 171 samples
for 66 variables is by far not enough to enable proper classifier training, as we will see in
the results in chapter 6. The procedure we followed is providing the whole dataset and
a target number of features to EN and let them calculate β. Afterwards, we use only
the features belonging to nonzero entries in β for the classification task.
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Classification algorithms have been presented as an alternative approach to regression
methods to assess the risk of falling. In their review, Howcroft et al. [36] looked
at various studies on fall risk assessment in geriatric populations using inertial sensors
and found that in terms of sensitivity, specificity and accuracy, the best performance
was obtained with the use of classification algorithms. However, this result is strongly
affected by the different validation methods or the heterogeneous variables used among
the studies, as we saw in section 1.4.
One of the goals of this thesis is to investigate the performance of different classification algorithms when they are applied to the datasets A and B. The algorithms were
chosen with Goldberger’s statement about simple classifiers in mind: he says that for
example k-nearest-neighbors (kNN) is an ”extremely simple yet surprisingly effective”[38]
classifier. Therefore, kNN shall be one of the investigated classifiers. Another one is logistic regression, because it is widely used in the falls risk prediction field [29, 43, 50, 78].
Note that regression algorithms can also be used as classifiers, as described in section
1.3. Finally, because they are regarded as very powerful classifier, we also thoroughly
investigate support vector machines. This chapter furthermore presents the validation
method we use, k-fold cross-validation, measures for quantifying the performance of a
classifier and general challenges of classification.

5.1. Logistic Regression
Linear regression is thought to find a linear function y = f(x) for connecting the dependent
variable y with the predictor variable x. Both variables are thought to be ratio scaled,
explained in A.2. Linear regression can also deal with nominal scaled data, but there
are some flaws when using this algorithm on this kind of data, which will affect the
accuracy of classification. There are three main problems to this. First, when building a
regression model on a dataset with a categorical dependent variable y with the values 0
and 1, linear regression will likely compute values less than 0 or greater than 1 for some
sample of new data, which is theoretically not allowed, but can be countered easily by
simple thresholding as described in 1.3.
While this first point is only of theoretical nature, the second problem has practical
relevance: linear regression methods assume homoscedasticity. This means that the
variance of y, and therefore the variance of the error are approximately constant over
all values of the predicting variable x, which is definitely not the case for binary y.
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For example, let x be the height of persons and y their gender, y = 1 for a woman
and y = 0 for men. Men are on average taller than women, which is why for a small
x, the regression will surely predict a woman. The variance of a binary variable is
σ 2 = P(y = 0) · P(y = 1) = P(y = 0) · (1 − P(y = 0)). With one of the probabilities getting
close to 1, the other one vanishes, creating a very distinct result. Around the mean
height of all persons, the variance for x is maximum because the two probabilities are
almost equal. The variance then diminishes again for large x. The error variance behaves
analogous, so it is clearly heteroscedastic. This is a problem, because the regression error
depends on the current x-value, which may not be the case for a fair regression.
The third and most important problem is that linear regression assumes, as the name
says, linear dependencies between the variables. This is not the case for a mixture of
binary y and continuous variables x, as can be clearly seen in figure 5.1 and can lead
to severe errors in prediction. The situations in figure 5.1 show two-class problems.
The classes are defined by the dependent, dichotomous variable y ∈ {0, 1}, which stand
for blue and red class respectively. The variable x ∈ R predicts the class. Both variables acting as coordinates result in the colored samples in the 2D-Space. Applying
linear regression to the samples results in the green linear regression function, Logistic
Regression [35] (LR) in the black line. For now, we just use the result of logistic regression without knowing how it works. The horizontal, dashed line at y = 0.5 indicates
the decision boundary. For all values above or on that line, we decide for the red class,
everything below we decide that an investigated sample belongs to the blue class. Linear
and logistic regression are almost equivalent in the scenario in graph 5.1a, it does not
matter that linear regression assigns y-values larger than 1 and smaller than 0. Both
regression functions intersect the dashed line at almost the same point, thus having
nearly the same decision rule. The situation changes, when the samples of the classes
are not equivalently distributed anymore, as depicted in figure 5.1b. Equivalent means
with approximately the same number of samples and similar variance within the classes
in this context. This is not the case in the right graph, the red class is stretched over
a larger area of x-Values. This displaces the function of linear regression falsely to the
right, deciding for too big x-values up to 4 for the blue class. Logistic regression does
not have this flaw and still draws a correct decision function. Aside from that fact,
logistic regression just approximates the points correctly. To overcome these and other
problems arising from the strict assumptions of linear models, logistic regression can be
applied.
Model
Before we can start with the model for logistic regression itself, the odds ratio (OR)
has to be explained. Odds ratio is simply the ratio between the probabilities of two
complementary events. If we look again at the previous example with the probabilities
of picking a man or a woman, the odds ratio of picking a woman is
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Figure 5.1.: Regression curves of linear (green) and logistic (black) regression for two different
datasets

OR =

P(y = 1)
.
P(y = 0)

(5.1)

OR ∈ [0, ∞[ can be interpreted as follows: if the result is small, it is more likely to
pick a man instead of a woman. For OR = 1, the probabilities are equal, and for all

values above 1, the probability for picking a woman is higher than for picking a man. But
this relation is not symmetric. For example, if for a height h = 1.65m, the conditional
probability of picking a woman P(y = 1|h = 1.65m) = 0.75, leaving a probability of
P(y = 0|h = 1.65m) = 0.25 for randomly choosing a man. The corresponding odds ratio
equals 3, expressing that it is three times as likely to pick a woman as it is likely to pick a
man. This ratio is not symmetric, what can be seen by computing the same ratio for men,
which gives 1/3. To resolve this, the natural logarithm of the odds ratio is computed,
leaving a symmetric measure also called logit of the probability. For better readability,
we replace the general conditional probabilities P(y = 1|h) by P and P(y = 0|h) by 1 − P
the following calculations. The mathematical definition of the logit is
ln(OR) = logit(P) = ln(

P
1−P

).

(5.2)

It can now be seen, that this is symmetric, it results in roughly 1.1 for women and in
-1.1 if computed for men. For the logit, a linear regression
logit(P) = ln(

P
1−P

) = a + bx

(5.3)
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Figure 5.2.: A typical Logit-function for x ∈ [−6, 6]

with intercept a and slope b can be set up. In usual regression, maximum likelihood
estimation is employed. It is not possible to find a closed-form solution for logistic
regression. Instead, an iterative process, for example Newton’s method, must be used.
Solving formula 5.3 for P gives the logistic function for multidimensional predictive
variables
ea+bx
1
=
,
(5.4)
1 + ea+bx 1 + e−(a+bx)
in which b, containing the regression coefficients, has to be of the same dimension as
x. The formula is also a nice example of generalized linear models. The linear part is in
the exponent of e, the rest, including the fraction, is the generalization that achieves the
projection to the binomial family. In the scalar case with a = 0 and b = 1, the function
looks like depicted in figure 5.2. It can easily be proved that this function maps to ]0,1[,
no matter how it is parametrized. Intercept a allows shifting the entire graph to the left
or right, b defines the slope of the strongest ascending part. The class label y can be
retrieved by rounding P from formula 5.4: y = f(x) = round(P).
As we could see from the mathematical deduction, the final regression function does
not only fulfill the requirement of not exceeding [0,1], but also directly gives the conditional probability of a new sample x living in one of the classes. Furthermore, homoscedasticity and linearity are now given from the perspective of the linear part. It
works perfectly fine for categorical predictive variables x. There are ways to enable LR
to properly deal with imbalanced data not only on the data-, but also on the algorithmic
P=
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level. One example would be shifting the intercept a appropriately [40]. We desist from
that, because for comparability we want LR to achieve high specificity, which is done
best without any extra measures in favor of the minority class.

5.2. k Nearest Neighbors
The k-Nearest-Neighbors (kNN) algorithm [57] was implemented because of its simple
and comprehensible principle and the consequential easy interpretation. Some scientists
[34] suggest, that in the case of not knowing much about the available data, it is best
to employ unsophisticated classifiers, which kNN definitely is, because in general they
are not much worse than complex ones. The difference in accuracy is often only in the
low one-digit percentage range. The properties, advantages and disadvantages of this
classifier are discussed in more detail in section 5.2.5.

5.2.1. Classification Model
The general approach of classification is to find relations between features contained in
a sample vector x and its corresponding class y. When analyzing a new dataset, it is
typically divided into two sets. The training set is used for building the classifier model,
the test set for validating the model on new, uncorrelated data, as explained in 5.4.
For the classification, a model has to be set up, but in almost all real-world applications, no perfect classification can be achieved. We try to optimize a problem,
therefore a mathematical formulation is needed. The loss function is defined as the
mean squared error between the true class y of a sample and the model’s prediction
f (x): L(y, f (x)) = (y − f (x))2 . This error shall be minimized over all samples to have
an optimal prediction. We accomplish this by minimizing the mean prediction error
E[(y − f (x))2 ]. Applying Bayes’ Rule, the mean prediction error may be expressed as
ZZ


E (y − f (x))2 =
(y − f (x))2 Px,y (x, y)d xd y
ZZ
=
(y − f (x))2 Py|x (y|x)Px (x)d xd y
(5.5)

Z Z
=
(y − f (x))2 Py|x (y|x)d y Px (x)d x



= Ex Ey|x (y − f (x))2 |x .
To minimize the outer expectation value we make a point-wise minimization of the
inner, non-negative conditional expectation values. The solution that minimizes the
conditional expectation value
f (x) = arg min Ey|x (y − c)2 |x = x



c



(5.6)
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is given by


ŷ = c = f (x) = Ey|x y|x = x .

(5.7)

This means that the estimated class for a given sample x should be the mean of f (x)
conditioned on that x. In reality, this cannot be explicitly calculated, as the underlying
distributions of the variables are not available. But the ideal solution can be approximated
via two replacements:
• The expectation value is approximated by averaging over the found classes y = f (xi )
of the xi defined in the next item.
• The xi reflect the conditioning on the interest point x. To realize this, the xi are
the k nearest neighbors of x. This neighborhood is formally described through
Nk (x) = {xi }i=1,...,k .
Using these two relations, equation 5.7 can be written as:


X
1
ŷ(x) = int 
yi 
k

(5.8)

xi ∈Nk (x)

Which is nothing else than computing the average of the classes of the k neighbors
of x and rounding the result. The ’int(·)’ operator is responsible for the rounding and
means rounding to the closest integer value, which represents a class in this classification
case. This simple formula is only valid for two-class datasets. For more classes, a voting
scheme has to be applied, because averaging a sum would then give probably faulty
results if there is no linear dependency between the classes.
To enable kNN to deal with imbalanced classes, we use class weighted votes. This
means that if the ratio of the number of samples in two classes is 1:10, we can for
example use d1 to weigh the votes of the smaller class ten times as high as votes from
the bigger class, weighted with d2 to ensure a fair classification. Using these weights to
vote for the final class
ŷ(x) = max {

X
xi ∈Nk (x)
∧xi ∈Class 1

d1 ,

X

d2 },

(5.9)

xi ∈Nk (x)
∧xi ∈Class 2

if from the 20 nearest neighbors of a sample two are from the smaller class and 18
from the bigger one, the smaller class still wins, because the collected votes are 20:18
in favor of the small class.

5.2.2. Learning Algorithm
Learning a classifier will not get any simpler than for the kNN algorithm. It is for this
classifier just storing all labeled samples from the training set to have them available for
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Method
Euclidean
Manhattan

d(x, y) =
p

(x − y)T (x − y)
n
X

|xi − yi |

i=1

Maximum

max |xi − yi |
i

Table 5.1.: Different distance metrics

the distance calculations needed for the classification. The disadvantage of this is the
high memory demand. There is no other classification method known to the author that
does not reduce the information retrieved from the dataset at all when trying to extract
a model. Because of this, classifying a new sample is computationally expensive during
the classification phase, since it is necessary to calculate the distance to every given,
labeled sample.

5.2.3. Choice of the Distance Metric
The result depends on the choice of the distance measure, because the algorithm tries
to find the k nearest neighbors out of the set of labeled samples for every new, unknown
sample. Nearest means the points with the minimum distance to the examined sample.
There are many measures known, for example the euclidean, the Manhattan, or the
maximum distance, defined in Table 5.1.
In this thesis, all three distance metrics have been tested for the kNN classification
algorithm. The predictions using the Euclidean and the Manhattan distance have not
shown significant differences. The performance of classification utilizing the maximum
distance has shown to be low compared to the other two, therefore it has been discarded.
This is comprehensible, as the maximum norm ignores all features of a sample except the
feature which has the maximal distance to its match of the compared sample. This loss
of information is the reason for the bad classification, because clinical research suggests
that it is not the influence of one feature alone, which determines the fall risk, but the
presence or interaction of many [73]. Furthermore, the interpretation of the result using
the maximum norm would be much harder or impossible as the distinguishing feature can
be different for every pair of samples. Euclidean distance is more widespread compared
to Manhattan distance, so we chose it for the final investigations.
It is also possible to use these distances to calculate sample-specific vote weights. The
weight is the inverse of the distance, hence giving the closest point the vote the highest
weight, while more distant points become less important for the voting. We tested this
procedure, but it was not as successful as class weighted votes.
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5.2.4. The Parameter k
The effect of different k shall be demonstrated in the following. As stated before, the
only parameter k of this classifier defines the number of nearest neighbors, which shall
be used for choosing a class for a new sample. A small k will produce a complex decision
border, whereas a larger k produces a smoother border. figure 5.3 shows the graphic
result after applying kNN over two classes marked with blue and red color for different
k values. The red class is distributed according to a scaled normal distribution, the blue
class to a shifted and scaled normal distribution:
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Both classes consist of 50 random realizations, depicted by colored circles. The colored
background defines the areas, in which a new sample is classified as belonging to the
red or blue class. It can be clearly seen that for k = 1, the decision boundary, which
is the border between the two different background colors, is piecewise linear. This is
because it is always the perpendicular bisector between two points of opposing classes.
For k = 10, the boundary looks less complex than for one evaluated neighbor. For the
highest k = 50 depicted here, resulting in figure 5.3c, the estimated decision boundary
approximates the true decision boundary best, which must be elliptic in the case of two
overlapping Gaussian distributions with different covariances and means.
To tune k, it is worthwhile to spend some thoughts about the underlying distribution
of the samples. If, as in this case, a simple distribution can be assumed for each class,
it is advisable to choose a large k such that the decision boundary will reflect the true,
simple boundary as good as possible. Using a small k is incorrect for simple distributions
because it produces a too complex decision boundary. The complex boundary is a
problem, because there are areas, in which the classification will be wrong most of the
time. This phenomenon is called overfitting, and will be discussed in detail in section 5.6.
For more complex distributions, a small k should be used to avoid overgeneralization,
also discussed in 5.6. If no assumptions about the distributions can be made, k should
be found via cross-validation. This means testing the performance of the classifier on
two disjunct test sets for a range of k’s and choosing the parameter with the best result.
The quality of the result or performance of a classification or regression method is in this
work quantified by the correct classification rates of each class, the accuracy, Youden
Index and the F1 -score, defined in 5.5.1.

5.2.5. Comparison and Remarks
Despite being so simple and straightforward, kNN classification has some interesting
properties:
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Figure 5.3.: Examples for kNN classification areas on one dataset

• it supports piecewise linear decision boundaries [38], as shown in figure 5.3, which
is by far not possible with all classification/regression algorithms,
• having only one parameter shortens and simplifies the tuning phase compared to
other algorithms with more parameters,
• the effects of this parameter are easy to understand and therefore easy to interpret,
• it has asymptotically optimal performance in the Bayes sense [77]: the expected
quality of classification improves with the amount of training data,
• kNN does not assume any underlying distribution of the training data, which is why
it delivers reasonable to good results in most classification tasks. It has become
victim of its own generality and is in many papers the punching bag that loses in
terms of performance against a classifier, which is specialized for a certain task
and
• kNN can be modified to deal with unbalanced data by assigning weights to the
according classes [3]. We see in chapter 2 that the present dataset has the property
of imbalance, so this is particularly useful for us.

5.3. Support Vector Machines
The last classification method, which is investigated, are Support Vector Machines [67],
or in abbreviated form ”SVM”. The naming of this algorithm emerged as follows: the
support vectors are an essential part of the algorithm that has nothing to do with any
machinery, but falls under the category of machine learning. SVM’s are a potentially
powerful classifier, but the performance depends strongly on the correct choice of the
parameters.
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5.3.1. Classification Model
In terms of complexity, the SVM classifier pushes most effort to the learning phase and
demands little computational cost for classifying a new sample with a given model. In
analogy to this, the classification section will be much shorter than the learning section.
SVM models are theoretical hyperplanes in a space with many more dimensions than
the original feature space. Such a hyperplane is defined by a transformation function
Φ(·) which maps from a low- to a high-dimensional space and its orthonormal vector
w combined with an offset b from the origin in the lower dimensional space. The
hyperplane acts as decision border. The class y ∈ {−1, 1} of an examined sample x is
readily given by the result of
y = sgn(hΦ(w), Φ(x)i + b).

(5.10)

We call samples with label y = 1 positive, samples with label y = −1 negative class
samples. In equation 5.10, the sgn(·)-operator is the commonly known signum function.
In the unlikely case that the result is exactly zero, which means that the sample lies
on the hyperplane, the classification algorithm can be told to decide for the class with
higher a priori probability, for example. The Φ(·)-operator transforms the sample x to
the previously mentioned higher dimensional space which also contains the deciding
hyperplane. The rationale behind this transform is that even the most complicated
problems probably become linearly separable in a space with many dimensions [51]. Of
course, a transform to many dimensions is computationally expensive, which is why in
real-world SVM classifiers, the transform Φ(·) and the scalar product in this space will
be replaced by the much more effective kernel. This topic will be thoroughly treated in
the learning section, which also introduces how to find the optimal hyperplane.

5.3.2. Learning Algorithm
To provide a basic understanding of support vector machines, a dataset with linearly
separable data shall be shown first. In this case, no transform to a high-dimensional
space is necessary and we can develop the basic principle without being bothered by
any transformation. Imagine two classes lying in the two-dimensional space as depicted
in figure 5.4a, different lines, which are called hyperplanes, separating these groups can
be imagined. The criterion for the optimal hyperplane is that it has to maximize the
distance between itself and the closest point of each class. This distance is called the
margin. The understandable thought behind this is that by maximizing the margin, the
error probability when classifying a new sample is minimized. By intention, the reader
would probably have picked the green line instead of one of the black lines in graph
5.4a. It actually solves this maximization, as depicted in the right graph. The findings
in the two-dimensional space can be taken to the n-dimensional space without loss of
generality. The computation of that line shall now be derived.
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Figure 5.4.: Deduction of SVM Properties

Similar to the previous formula 5.10, we want the hyperplane to separate the two
given classes. Thus, its normal vector w has to fulfill equation 5.11 for all given samples
(xi ,yi ) of both classes.
yi = sgn(hw, xi i + b)

(5.11)

This can alternatively be written as
yi (wT xi − b) ≥ 1,

(5.12)

which expresses the same restriction as equation 5.11. The points closest to the
hyperplane are defining w and b, thus the hyperplane itself. These so-called support
vectors, which lie on the dotted lines in figure 5.4b are for further computations defined
to fulfill formula 5.12 with equality, as all points on the dotted lines, the margin bounds,
do. The equations valid on the margin bounds are pictured in figure 5.4b. Having this
defined, the goal is to maximize the distance between the bounds, which is found to
2
be ||w||
by simply subtracting both equations from figure 5.4b and dividing by ||w|| to
normalize w. When conducting this calculation, note that the x-values differ from each
other, since they are distinct samples. The distance
wT
2
(x1 − x2 ) =
||w||
||w||
| {z }

(5.13)

=1

is to be maximized, which is analog to minimizing ||w||2 . So, we already have the
final optimization problem
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arg min ||w||2

s.t.

b,w

yi (wT xi − b) ≥ 1,

(5.14)

which is solved by employing Lagrange multipliers. They shall not be presented here
since understanding them is not necessary for this thesis. But it is notable that the
resulting w is a linear combination of a few x-samples, the previously mentioned support
vectors. This model is not able to cope with outliers, which is a major problem, since
they are regularly present in real datasets. To enable this, slack variables ξi ≥ 0 are
included in the new optimization problem
arg min ||w||2 + C
b,w

n
X

ξi

s.t.

yi (wT xi − b) ≥ 1 − ξi .

(5.15)

i=1

They allow samples (xi ,yi ) to lie within the margin (0 ≤ ξi < 1) or even to be misclassified (1 < ξi ), as can be seen from the constraint of formula 5.15. The minimization
part is now extended by the sum of the slack variables, weighted by a parameter C,
named cost. It defines, how much a sample within the margin or a misclassified sample
should be penalized. It allows trading off the number of variables, which are allowed to
lie within the margin versus the size of the margin. A large margin containing potentially
many samples in it is obtained for a small cost C. The other extreme, a large cost, causes
a small margin, which contains a few samples or is even free of them. The whole slack
variable procedure is called ”soft margin” method, which is typically supported by SVM
implementations.
Until now, the method is not able to separate nonlinear class boundaries. It will be
able to do so by using the kernel trick. But before getting to that, we remember that
nonlinear problems become most probably linearly separable after transforming them to a
high-dimensional space via the theoretical operator Φ(·). The operator can be nonlinear.
But nobody wants to perform computations in this space, so the trick is to replace every
transformation followed by a dot product by kernels, such that these steps never have
to be explicitly computed. A kernel
κ(x1 , x2 ) = hΦ(x1 ), Φ(x2 )i

(5.16)

performs the transformation of two vectors to a higher dimensional space and a dot
product after the transformation. The explicit calculations of formula 5.16 are replaced
by a much simpler implicit calculation like the radial basis kernel
κ(x1 , x2 ) = exp(−γ||x1 − x2 ||2 ).

(5.17)

This only has to fulfill the three properties of an inner product: continuity, symmetry
and non-negativity. So, we can not exactly comprehend, to what transformation and
which inner product the kernel is equivalent, but kernels work nicely in many applications.
This ”black box” [4] behavior is the reason for a manifold of studies about kernels and
their parameterization. Two of the most popular kernels are the polynomial kernel
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d
κ(x1 , x2 ) = (γxT
1 x2 + c0 )

(5.18)

and the Radial basis kernel presented in equation 5.17. There are others, like the
sigmoid, multiquadratic, the wave kernel and many more. They were applied, but showed
only negligible performance difference, which is why we did not pursue them any further.
Both of the presented kernels have parameters which shall now be explained. The
parameters of polynomial kernels are the multiplicative factor γ, the additional constant
c0 and its degree d. The first two allow trading off the influence of higher-order versus
lower-order terms in the polynomial. A high value of γ in comparison to c0 gives the
high-order terms lots of influence and vice versa. This allows to adjust the complexity
of the decision boundary. The degree is the final variable needed for this, a higher value
of d creates higher-order polynomials and allows for more complex transformations and
decision boundaries, the polynomial kernel with d = 1 is called the linear kernel. γ is
the only parameter of the radial basis kernel, which is equivalent to the Gaussian kernel.
It can be interpreted as the area of influence of the training samples. A high γ-value
shrinks this area, drawing complex decision border and the other way around. For all
kernels holds: the higher the complexity of the decision boundary, the higher the danger
of overfitting, discussed in section 5.6.1. Kernels are inserted into the dual form of the
presented optimization criteria, which we do not show here since they are not necessary
for understanding.
SVM can now cope with outliers and nonlinear decision boundaries. We want to
make one more extension, so that it is able to handle unbalanced classes. To accomplish
this, class weights di , which are constant within a class, but differ between classes, are
introduced. In the new minimization problem
arg min ||w||2 + C
b,w

n
X

di ξi

s.t.

yi (wT xi − b) ≥ 1 − ξi ,

(5.19)

i=1

the cost for every sample is multiplied by a weight di , depending on the class of the
respective sample. A high weight will penalize a sample lying within the margin strongly.
Therefore, samples of the minority class are assigned high weights, while samples of the
majority class get a low weight. This avoids shifting the decision boundary too close to
the minority class, which would be equivalent to making too many decisions in favor of
the majority class.
Since SVM utilizes distances to distinguish samples, it is important to have a fair
scaling, also called standardization, between the predictive variables. Scaling is in this
thesis explained in section 3.2. We use the R interface [18] to LibSVM [37], which
includes appropriate scaling.
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5.3.3. Parameter choice
The parameter and kernel choice affect the performance of SVM stronger than in many
other classifiers. Results can range from complete uselessness to extremely good prediction on the same dataset for different parameters as we saw in our experiments.
Therefore, it is important to choose the parameters correctly. The black box-property
is again a problem, since it is virtually impossible to choose parameters out of intuition.
This is why the so-called grid search is widely employed. The method works as follows:
over a user-defined range of parameters, the classifier is trained and tested, for example
via the k-fold cross validation scheme presented in section 5.4. Then, the parameters
and kernel with the best performance are chosen. The grid search is often employed
multiple times in succession to save computational cost. In the first run, a broad range
of parameters is covered very coarsely. In the next step, the ranges are smaller and lie
typically around the previous best parameters, with a finer resolution and so on. This is
necessary to save time, since it increases exponentially with the number of parameters.
It gets quickly impossible to conduct a complete grid search for consumer computers
in a reasonable time. An example: we have four parameters (C, γ, c0 and d) for the
polynomial kernel and test the algorithm for only ten different values for each parameter
on a 10-fold cross-validation scheme. In this case, 104+1 different models would have
to be trained and tested, making the process computationally very costly. 100 training
phases on a nonparallel implementation need almost 1 minute to be performed on a
computer with an Intel® Core™ i5-3427U processor with 2.8 GHz. For this experiment,
30 variables of dataset B were used. Parallel implementation using all four threads of
the CPU decreased time consumption by factor 1/(2.2).
The last thing to be taken care of is the optimization goal: conventional grid searches,
like the integrated ”tune”-function from the R package e1071 [18], seek to minimize the
classification error, hence to maximize the accuracy, defined in subsection 5.5.1. But
this is not feasible for imbalanced datasets, as is also explained in subsection 5.5.1.
Instead, the Youden index from formula 5.24 or the F1 -score, which correctly reflect the
performance of a classifier on an imbalanced dataset, are to maximize. To be able to do
this, we implemented a custom grid search, which was an important step towards useful
SVM classifiers on our datasets.

5.3.4. Comparison and Remarks
Some of the noteworthy properties of SVM’s are:
• in contrast to kNN, the main computational cost of SVM is needed for setting up
the model. Once it is established, classification of new samples is done very fast
by simply inserting the predictive variables into the decision function.
• To find the best parameters, usually a grid search over a large range of parameter
combinations is performed, and the most promising values are picked.
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• SVM can only be applied directly to two-class problems. Nevertheless, SVM can
be used for multi-class problems by training for example binary classifiers, which
distinguish every class from the set of other classes or by training classifiers for all
pairs of classes and employ a voting of the results for the overall class.
• The model of SVM’s, which exert nonlinear kernels, are typically very hard or
impossible to interpret due to the black box characteristics [4] of such kernels.
This is the reason, why grid search is so widespread: if you don’t know anything,
try everything (in a sensible range) and use the best.

5.4. k-fold Cross Validation
The purpose of cross validation (CV) is to simulate unknown samples to a classifier
model. One example is fixed CV, presented in the beginning of chapter 2. It splits
the samples of the dataset into two subsets, one labeled as training subset, the other
as testing subset. Both sets are used according to their names. This can be done if
enough samples are available in the dataset. If samples are scarce, it is desirable to use
as many as possible of them for training, but also for testing. This is where k-fold CV
is well suited. It works as depicted in figure 5.5. In the first experiment, the first k/n
samples from the entire dataset are defined as testing subset, where n is the number of
all samples. The remaining data is the training set. Training and testing are done as
previously described, the results are stored. For the second experiment, the next k/n
samples are chosen as testing subset and so on. Of course, if the result of k/n is not an
integer, a rounding scheme has to be applied, such that every sample is used once in the
test set. By applying k-fold CV, every sample is used as training and testing sample and
the size of the training subset, which equals n − (n/k), is always relatively high. Kohavi
et al. [41] recommended k = 10 as best parameter on real-world datasets, which is also
what we used. For k=n, the validation method is called leave-one-out CV, in which the
testing subset consists of only one sample. This is not used because it is computationally
very expensive to build n models.
Other authors in the falls risk prediction field use stratification. It means defining the
cross validation subsets such that in all of them, the ratio of class sizes of the entire set
is well approximated. We think stratification is not necessary, since the large training
subset has most probably a ratio of class sizes similar to the whole set. The ratio does not
matter for the testing set, since this does not influence the model. Stratification would
be necessary for more extreme cases with smaller k or more severe class imbalances,
when it would be probable that the training subset is not a good representation of the
entire dataset.
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Experiment 1
Experiment 2
Experiment 3

...

...

Testing subset

Experiment k

Training subset

Total number of samples

Figure 5.5.: k-fold cross validation

Positive Classification Outcome
Negative Classification Outcome

Condition Positive

Condition Negative

True Positive

False Positive

Precision

False Negative

True Negative

Negative Predictive Value

Sensitivity

Specificity

Table 5.2.: Confusion Matrix

5.5. Measures for Prediction
To enable a proper scientific discussion about the dataset and the performance of the
classifiers, a few measures are needed. We want to define these in the following.

5.5.1. Classification Performance
To analyze the performance of classification and regression on a two-class problem, some
basic namings have to be assigned. In typical medical applications, patients suffering a
certain disease or responding to a medication are called positives, which is by unwritten
convention the more interesting class. On the present dataset, fallers are called positives, non-fallers are therefore called negatives. Table 5.2 shows the naming of correct
and incorrect classifications and a few metrics.
The most obvious performance-defining metric is the accuracy
P
P
True Positive + True Negative
P
A=
∈ [0, 1],
(5.20)
All Samples
computed via dividing all correct classifications (True’s) by the number of samples
classified. But for some problems, in particular unbalanced class sizes, this does not
suffice to describe the performance. Imagine an imbalanced set with 95% of the samples
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belonging to one class. The majority class is typically less interesting, for example in fraud
detection. The majority class of non-frauds is called negatives, the smaller class of frauds
being the positives. One ”classification”method would be to assign every new sample to
the majority class. This procedure would give an accuracy of 95%, which would indicate
a quite good classifier. But actually, this method does not produce any information, since
all samples are assigned to the same class. This example illustrates that the accuracy
does not describe the classifier performance well on imbalanced datasets, so we need to
look for other measures. Two further metrics are the sensitivity, also called true positive
rate (TPR)
P

P
True Positive
True Positive
P
TPR = P
= P
∈ [0, 1]
Condition Positive
True Positive + False Negative

(5.21)

and the true negative rate (TNR)
P
True Negative
True Negative
P
= P
∈ [0, 1] (5.22)
TNR = P
Condition Negative
True Negative + False Positive
P

also called specificity. The structure of the fractions intuitively explains the alternative
naming true positive (negative) ratio, because the result of the division equals the ratio
of correctly classified samples of all positives (negatives). The above presented overly
simple classifier has a sensitivity equal to zero, which reflects the worthlessness of the
method. Specificity can be interpreted as how meaningful the classification of a found
positive sample is. If a high specificity is achieved with a method, samples defined as
positives by the classifier can be quite confidently assumed to be true positives, which is
why TNR is analog to specificity. This is the case for the example. It has a true negative
rate of 100%, which is why every sample classified as positive, is most probably a true
positive. But it may not be overlooked that with the present classifier, this case will
never occur. In real-world classification problems, typically a trade-off between TPR and
TNR has to be made. An extremely sensitive classification method will not be specific
and vice versa. Which classifier is useful depends on the application, but it is imperative
not to let one of the two metrics become too low, rendering the other one meaningless,
as seen in the example.
We stated that the TNR captures the confidence of classifying a sample as positive.
While this is true, the influence of the TNR decreases with growing class imbalances.
On the the example dataset with class ratio 19:1, classifying all positives correctly while
classifying for example one quarter of the negatives faultily as positives largely affects the
value of the samples classified as positive, since less than one third of them is correct.
Such a relation is reflected by the precision
P
P
True Positive
True Positive
P
Prec = P
= P
∈ [0, 1].
Positive Outcome
True Positive + False Positive

(5.23)
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We now present two measures for combining previous metrics to quickly identify the
performance of a classifier. First, Youden’s J [81], also called the Youden Index
J = TPR + TNR − 1

∈ [−1, 1],

(5.24)

is introduced. Apparently, a classifier is only useful, if the absolute value of J significantly differs from 0, otherwise it can be replaced with random guessing or fixed class
assignment as in the previous example. Values clearly smaller than 0 indicate a probable
systematic error. This can be understood thinking of classifiers with J = −1, which
do prediction always exactly wrong, but have perfect predictive value after flipping the
classification results to the opposite class. The closer J approaches 1, the better the
used classification method is. On balanced datasets with classes of exact same size,
Youden’s J is equal to accuracy. The final metric, which is quite widespread, is the F1
- score
TPR · Prec
∈ [0, 1],
(5.25)
TPR + Prec
which is the harmonic mean between TPR and Precision. This intuitively makes sense,
since a useful classifier needs reasonable values in both of these metrics. A high TPR is
useless without precision and the other way round. An advantage of F1 over Youden’s
J is that it takes the relation of the class sizes into account by utilizing precision. There
are of course many more measures for the goodness of classification, but the presented
are adequate to describe the performance of the classifiers used on our data set.
To show differences and commonalities of accuracy, J and F1 , we depict all three
measures on classification results for TPR, TNR ∈ [0, 1]. The artificial results are from
an imbalanced set with a class ratio of 5:1, which is similar to our sets. Set A has 1:5.15,
set B 1:4.70. The results of all three metrics are shown in the graphs of figure 5.6. The
horizontal plane is spanned by TPR and TNR, the vertical direction is the respective
metric.
From figure 5.6a, it becomes clear that the accuracy is an insufficient metric. It gets
great values with TPR=0 if the TNR is high enough. On the other hand, the small
influence of the TPR is obvious on the front edge of the box. Here, at TPR=1 and
TNR=0, and the Accuracy equals 0.2. Youden’s J is a better representation. It is
important to note that it ranges from -1 to 1, in contrast to the other two metrics.
Remember that the area where a classifier is useless is close to J=0. In figure 5.6b, this
is around the straight line connecting the mid of the front edge with the mid of the back
edge of the box. Front meaning coming out of the drawing plane, back the opposite
direction. So, the classifier starts to the right of that line, where the points start to
become red, to deliver a useful prediction. This reflects the real circumstances well, with
one exception. With TPR=1 and a low TNR=0.5, the results are not precise, meaning
that the majority of the samples classified as positive are truly negative. This is not
completely captured by J = 0.75, which indicates useful results. This is done correctly
F1 = 2
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Figure 5.6.: Comparison of the performance metrics Accuracy, Youden’s J and F1 - score

by the F1 - score, which is bent down in this area in figure 5.6c. J still reasonably reflects
the actual performance of the classifier. Furthermore, none of our classification methods
gave results in this area (high TPR, low TNR), which is why we use the very easy to
interpret J most of the time. In summary, accuracy is equivalent to low overall error,
benefiting a high true rate in the majority class. Youden’s J does almost the opposite,
rewarding sensitive classifiers which also classify the majority class fairly well, F1 adds
precision to the interpretation. The subscript 1 in F1 is actually a weight for precision,
the general Fβ - score can assign an adjustable weight β to precision.

5.5.2. Regression Performance
To depict the performance of regression algorithms, it is common practice to draw
receiver operator characteristic curves. This is necessary because regression methods do
not readily compute the class of a sample, but a certain value, which is hopefully close to
the true class value. The user is still free to choose the threshold, which separates the two
classes. In a two-class problem, this means that all regressed values below this threshold
will be assigned to one class, all values above that threshold to the opposing class.
Shifting the value of the threshold towards one class will decrease the recognition rate of
this class and simultaneously increase the rate of the other class, trading off sensitivity
against specificity. There is no general rule how this threshold shall be chosen, which is
why the ROC plot is often used to visualize the situation.
As can be seen in figure 5.7, one axis represents sensitivity (TPR), the other is the
false positive rate (FPR), which is directly calculated from the specificity (TNR) as
FPR = 1 − TNR. The points of the blue and red graphs are pairs (FPR,TPR) for
thresholds, ranging from the smallest to the largest threshold value. The two graphs
originate from different regression methods, which can now be compared. The dotted
line is for orientation, further interpretation is given later in this paragraph. For the
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Figure 5.7.: Two receiver operator characteristic curves

following thoughts, the positive class is defined by the dependent variable y = 1, the
negative class y = 0. Let these two values also be the highest and lowest values computed
via regression. If the threshold equals the lowest value, everything is classified as being
a sample of the positive class. Therefore, TPR = 1 = FPR, this is the upper right point
in figure 5.7 for both regression methods. Increasing the threshold will certainly lower
the false positive rate, while lowering the true positive rate not so quickly for a useful
regression method. This is because there should be more samples of the negative class,
which have been assigned a value close to zero than samples of the positive class. In this
example, the graph runs above the dotted line, so that behavior is present. If the graph
was identical with the dotted line, the regression model would be useless. This is because
TPR and FPR would decrease the equally, which indicates that the regression values of
both classes are distributed identically or very similar. In any case, the graphs have to
be monotonically nondecreasing. Another insight is that a well performing classifier will
have a curve bent strongly to the upper left point, where TPR = 1 and FPR = 0. When
increasing the threshold up to the highest value, all samples will be classified as negative,
which gives zero for both the true positive as well as the false positive rate.
As a result of our investigations we can say that the method behind the blue graph
performs better than the regression algorithm responsible for the red graph. An objective
alternative to the visual interpretation is computing the area under the curve (AUC) by
integration. This gives an easily interpretable and comparable result and represents at
one glance how useful the regression method is. An AUC value close to 1 corresponds
to a curve which is close to the upper left corner and is therefore a good regression.
An AUC close 0.5 expresses that the curve is close to the dotted line in figure 5.7 and
therefore useless.
The graph can only be drawn for finitely many points, depending on the number of
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different results of the regression. This is why it is worthwhile to spend some time
thinking about the interpolation method. The correct interpolation is simply linear,
by connecting all neighboring points with straight lines. The reasoning behind this
procedure is the following: between to points with different true and false positive rates,
imagine the area for which these two values have not been calculated. It is now possible
to achieve any performance level on the line by flipping a weighted coin to decide between
the parameters at the two end points [15].
When looking for the best performance, as said, no general rule can be applied to
choose the threshold. One possibility, which is not always valid, is choosing the threshold
which maximizes the Youden Index. This is for example not valid in a medical scenario,
in which cells shall be classified as cancerous (positive) or healthy (negative). In this
case, the cost of misclassification is of high interest. There is not much cost in classifying
an healthy cell as cancerous by mistake, a follow-up test can clear the situation. But
assigning a truly cancerous cell incorrect has huge cost in form of an undetected and
therefore untreated cancer. In our application, the algorithms could be parametrized
such that they do not maximize the Youden Index, but are biased towards a higher
sensitivity (TPR) at the cost of a lower specificity (higher FPR).
Another equivalent method of depicting regression performance are precision-recall
curves [15]. They are in particular suited for the depiction of performance on extremely
imbalanced datasets, which is the kind of dataset we have for our methods. We discarded
the use of these curves, since they did not add value to the interpretation over ROC
curves. They would most probably do this for more severe imbalances, but not for our
sets with a moderate imbalance around 5:1 in favor of the non-fallers.

5.6. Challenges and difficulties with Classification
The process of building a classification model is often not straightforward, there are
many things that need to be taken care of to end up with a model which accurately
represents the decision boundaries based on true class distributions.

5.6.1. Under- and Overfitting
Under- and overfitting describe building too simple respectively too complex models to
describe a given dataset. Take the sample training data from figure 5.8. The black graph
in all three images is the decision boundary, where the result of the decision function is
zero and a change of sign occurs. The two dimensions present two predictive variables
x1 and x2 , the dependent variable y ∈ {−1, 1} can be imagined as a third dimension
orthogonal to the depicted dimensions. Note that this is just an illustrative example with
no claim of perfect mathematical correctness. Nevertheless, real decision boundaries are
approximated. The sign of the result of the decision function determines the estimated
class of a sample. The two classes are ’red circle’ and ’blue cross’. When fitting the
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Figure 5.8.: Different degrees of complexity for the decision boundary resulting in different
problems

black decision boundary such that the classification error on the training data is minimal,
different degrees of freedom have been given to the algorithm in form of the degree of
the polynomial for the decision function.
Figure 5.8a shows a linear decision boundary, which does not suffice to describe the
situation, because it is too simple and does not have enough parameters or degrees of
freedom. The errors on both the depicted training set and a test set of the same distribution but differing samples will be far from optimal. This scenario is called underfitting
or overgeneralization because details of the distribution have not been captured; the
model is too general.
In figure 5.8b, a good decision boundary is depicted. It is a function of degree two,
which delivers in this case high, but not perfect accuracy of classification on both the
training and the test set. This proper fit or modest generalization is the target of every
classification model.
The third graph in figure 5.8c is a result of giving the model building algorithm too
many degrees of freedom. The boundary perfectly separates the two classes of the
training set, introducing ’exceptions’ for the two outliers which lie between samples of
the opposing class, by bending the decision boundary around them. For example the
leftmost blue cross is in between red circles of the other class and can be considered
an outlier. In a test set based on the same probability distribution, there will be only
or predominantly actual red circles in this area with a high probability. These will be
erroneously classified as blue crosses because of the bent decision boundary. The analog
argumentation holds for the rightmost red circle. Hence, the classifier performance on
the test set will most probably not be as good as the performance on the training set.
This case has been given the names overfitting and undergeneralization. The names
reflect the fact that the model is too detailed to give a correct representation of the
actual, less complex circumstances and takes outliers, which should have been ignored,
into account when creating the decision boundary. Overfitting also impends if not enough
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samples have been gathered to represent the class distributions properly. The decision
boundary is then overly fitted to the special case of the few present samples. This is
part of the curse of dimensionality and will be further discussed in section 5.6.2. The
credit for the basic idea for this example goes to Andrew Ng, who developed it for his
course ”Machine Learning”1 .
Overall, the target is to seek a balance between training and test error to avoid
overgeneralization as well as overfitting. These basic thoughts about this example hold
for all classifiers and regression models. The degree of freedom, here represented by
the polynomial degree, differs from method to method. As already presented in section
5.2 about the kNN classifier, a small k draws a more complex decision boundary, hence
giving more degrees of freedom and a higher probability of overfitting. In support vector
machines, the cost of misclassification, equal to the second term in the minimization
problem in formula 5.19, mainly limits how general a model is allowed to be. For
regression, we only use linear or generalized linear models, so here is no overfitting in
terms of a complex function. In general, it is advisable to keep the model as simple as
possible while maintaining a reasonable accuracy of classification on the training set.
In most practical applications, the data has many more than two dimensions and is
more complex, which is why overfitting can not be recognized by taking a look at the
decision boundary. Therefore, we propose the following hints in identifying under- and
overfitting: underfitting is present, if the performance on both the training and the test
data is clearly worse than expected and there is no possible explanation from the data
itself for the results. Overfitting has taken place, if the results on the training set are
much better than the results after applying the model to the test set.

5.6.2. Curse of Dimensionality
The term ”curse of dimensionality” labels a manifold of non – intuitive phenomenons,
which happen on datasets with very many dimensions, which is equal to the number of
features/variables in the classification context. Some of these influence the results of
classification, which is why we want to examine them. One property of high-dimensional
data is that all samples tend to be equidistant in infinite dimensions, because all of them
lie in the tail of the distribution in probably at least one dimension. Mathematically, this
can be expressed as the normalized difference between the maximum and the minimum
distance between samples of a dataset. The value
lim

n→∞

dmax − dmin
=0
dmin

(5.26)

converges to zero as the number of dimensions n grows to infinity [7]. This leads
to less meaningful or even insignificant models when using distance-based classification
like kNN or PNN. The question is of course, from how many dimensions upward the
1

http://openclassroom.stanford.edu/MainFolder/CoursePage.php?course=MachineLearning
- last visit: Jun 10, 2014
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Figure 5.9.: Normalized difference between the maximal and minimal distance, depicted over a
range of dimensions

effect of this curse significantly influences the classification process. To approximate the
answer to this question, we plotted the normalized difference between the distances in a
range from 10 to 400 dimensions in figure 5.9. The data set contained 100 samples with
standard normally distributed components. It clearly behaves as expected, asymptotically
converging to zero. As stated in section 2.3, the highest-dimensional dataset B used
in our tests contains 66 variables. Figure 5.9 takes the value 1.04 at 66 dimensions,
which means that the highest distance is roughly twice as big as the minimum distance.
Therefore, we assume that distances are still meaningful, but have lost some of their
interpretability. The normalized maximum difference on standardized dataset B equals
5.67.
While the distances are not an immediate problem, there is a great danger of overfitting in high dimensional data. With a linearly ascending number of dimensions, the
number of samples should increase exponentially to get a decision rule that represents
the true situation. A dataset with 20 samples and 500 features is very likely to be linearly separable, but the rule introduced by this two-dimensional decision plane in 500
parameters is not general but highly specific, since there are so few training samples.
The available datasets, presented in section 2, have a very limited number of samples,
so this will be in the focus of our attention.
To avoid the curse of dimensionality, the dimension reduction technique called PCA,
and two feature selection methods, namely sPLS and EN are applied. All of them are
presented in chapter 4, and performance-wise analyzed in chapter 6.
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This chapter presents the results of classifiers applied to both datasets and a few statistical examinations. We chose to present the performance of the single classifiers in
terms of Youden’s J statistic, since it is most meaningful for our datasets and best interpretable. We omit dataset A in the individual analyses of the classifiers because we
show in section 6.5 that risk classification performance with this dataset is clearly inferior
to the performance achievable with dataset B. Results of risk prediction with dataset A
are depicted in table 6.2.
All of these results were obtained with k-fold cross-validation. We also used Adaptive
Boosting [23], Decision Trees [8], Naive Bayes [62] and logistic PLS [5] for prediction, but
the results were not better or definitely worse than with the presented classifiers. They
also did not offer any further interpretation, which is why we do not depict them here.
This chapter also includes a statistical analysis of chosen features and two alternative
approaches via multiple fallers and balanced datasets.

6.1. kNN
The first and simplest classifier is again kNN. Figure 6.1 shows the Youden’s J statistics
for different numbers of features, chosen by Elastic Nets (EN) in subfigure 6.1a and
Principal Component Analysis (PCA) in subfigure 6.1b. We do not depict kNN after
sPLS, since the results do not differ significantly from EN, which is the case for all three
classifiers. The figure depicts a boxplot for every number of chosen features, since the
results of feature selection methods are not completely constant, but quite consistent.
Boxplots are explained in section A.4. It has to be kept in mind that EN choose direct
features, while PCA performs a rotation. So, the resulting features after applying PCA
are a linear combination of the original variables, which makes it harder to interpret.
Furthermore, EN can sometimes not choose a certain number of features. For example,
if we take a look at graph 6.1a: the result for 12 to 15 features is in all four cases very
similar. The simple reason is that EN choose a subset 12 features, but the next highest
number of features that can be selected by EN is 16. To get a consistent and comparable
graph, we designed the algorithm such that for a target number of samples, if the exact
number is not available, it will look for the closest available number of variables below
that value. Thus, in graph 6.1a, the real number of features between the values 12 and
15 on the abscissa is always 12. As said, we chose this procedure for comparability, the
occurrences of this phenomenon are easy to identify on the graphs and do not hinder
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Figure 6.1.: Performance of 20-NN Classification on dataset B with 10-fold cross validation

interpretation. This is the case for all classifiers with EN as feature selection method, so
all these graphs have to be interpreted like that. A short analysis of the feature selection
will be given in section 6.6.
The results from figure 6.1 show that Elastic Nets are in comparison to PCA an excellent feature selection method, in particular if the goal is to get few features. kNN with
EN feature selection reaches for five selected features J = 0.43, representing TPR=0.6
and TNR=0.83. Note that the minority class of fallers is defined as positive, which
makes this relatively sensitive result useful. The high TPR is a consequence of the classspecific vote weights, which are set to the reciprocal of the number of samples within the
respective class. The result also shows the danger of using PCA without knowing the
usefulness of the variables. This means that PCA starts to choose features that are not
useful for prediction, the useful ones come in by chance when overall more dimensions
are chosen. But for many features, the curse of dimensionality, presented in section
5.6.2, begins to influence the results negatively.
If we use more than 30 variables, the predictive value of kNN applied after both
feature selection methods vanishes because of this curse. The curse has two effects:
first, distances which are the single discriminating property of samples in kNN, begin to
lose meaning. And second, compared to the number of features, we do not have enough
samples to properly represent the underlying distribution of the classes. With all these
effects, the best median performance of kNN after PCA is achieved on a six-dimensional
rotated subspace, resulting in TPR=0.50 and TNR=0.59, which give J=0.09.
Parameter k was chosen while keeping the assumption in mind that the classes follow
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Figure 6.2.: kNN performance for k ∈ {1, 2, ..., 50} on five features chosen by EN

simple distributions. This assumption can be rightfully made because in the clinical
field, it is well known that almost all dependencies between predictive features and the
dependent variable ”faller/nonfaller” are linear or generalized linear. This is also the
reason why correlation coefficients like the pearson correlation and feature selectors like
EN, which implicitly assume a linear relation, are feasible. The only variable not following
a linear dependency known to the author is the level of activity, presented in section 2.2,
which is not included in our data. Linearly separable datasets should follow a simple
distribution. Therefore, we expect better prediction performance for higher k-values, as
is introduced in section 5.2. Naturally, this does not apply for infinitely high values for
k, but only up to a certain, unknown maximum. For example, if k is bigger than the
number of samples in the dataset, the voting result will always be indefinite.
On five features from EN, which enables best prediction as can be seen in graph
6.1a, we tested k=1,2,...,50. The results are depicted in figure 6.2 and show that our
assumptions were correct. With a small k < 10, overfitting is evident as the cross
validated performance leaves room for improvement. The performance stays good for k
> 20, which is why we can rightfully assume linear or almost linear dependencies, so we
only have a slight case of underfitting in this area. In our search for the best parameter
on all feature subsets, we chose the k yielding the maximum J in this graph, so we
use k = 20 for the rest of the analyses. We now calculated k only for one setting, five
features chosen by EN. This does not have to be the optimal solution for all scenarios,
but we continue to use it to ensure comparability and avoid unnecessary effort.
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Figure 6.3.: Performance of classification via Logistic Regression on dataset B with 10-fold cross
validation

6.2. Logistic Regression
The advantage of Logistic Regression (LR) is the absence of tunable parameters except
the decision threshold needed when using a regression method for classification. But
this can be naturally set to 0.5, since the regressed values of LR express probabilities.
Designed like this, it is a maximum likelihood classifier. If the given problem is not
highly nonlinear, LR is going to show in which range the results should approximately
be. This is a good orientation, especially when using black box classifiers like SVM,
whose performance can vary widely by choosing different parameters.
The results in figure 6.3 again show the superiority of EN over PCA. For detailed
information about true positve rate, accuracy et cetera, see table 6.3. The two graphs
in figure 6.3 show that LR can deal better with an ascending number of features than
kNN, since the performance beyond 30 or in particular 40 features is remarkably better
and the prediction useful. Nevertheless, the benefit of feature selection is evident: the
highest median J=0.45 is gained for 12 features. An important difference to kNN is
that this value is differently composed by TPR=0.5 and TNR=0.95. The probability of
correctly classifying a faller is only 0.5, but because of the high specificity, the algorithm
is much more confident when classifying a person as faller. The high specificity also
shows that we did not enable class balancing for these simulations.
Since regression is performed, the results are not directly classes, but a range of
regression values, depicted as a grouped histogram of fallers and non-fallers in figure
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Figure 6.4.: Results of Logistic Regression on 12 features chosen by Elastic Nets

6.4a. It shows that non-fallers clearly get lower regression values on average, so this
regression makes sense. We also want to show a receiver-operator characteristic (ROC)
presented in section 5.5.2. Both graphs present the best result, which is for 12 features
from EN feature selection. The curve in graph 6.4b clearly shows the usefulness of the
prediction. The area under this curve is AUC=0.80, confirming the intuition. It would
now be possible to adjust the decision boundary for either higher specificity or sensitivity.
To provide a deeper understanding, we also depicted some threshold values right next
to the curve in figure 6.4b.

6.3. Support vector machines
The final classification method presented here are Support Vector Machines (SVM). The
results from figure 6.5 show once more the advantage of EN for feature selection. It is
interesting that SVM can handle many dimensions well, as can be seen in the plots for
feature numbers higher than 40. For more than 50 features, the majority of features is
included in prediction, so most of the information passes the feature selectors and the
performances using EN and PCA are approximately equal. Youden’s J does not decrease
as quickly as in the previous methods for many features. SVM also achieve the highest
J=0.56 of all our experiments on 36 variables chosen by EN.
To reach this result, we used a linear kernel with cost C = 10, which we obtained from
an extensive grid search. C seems to be high compared to typical values. Literature
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Figure 6.5.: Performance of Support Vector Machines on dataset B with 10-fold cross validation

suggests a default value C = 1 [18]. We have learned that with a high cost, the learning
algorithm tends to overfit its decision rule. This is not the case with the linear kernel,
since the decision boundary is forced to be linear. We also experimented with polynomial,
Gaussian and sigmoid kernel, without significant difference except the Gaussian kernel,
which could not give useful prediction. The linear kernel has the least parameters, only
the cost C, and matches our assumption about the linear relations between predictors
and the dependent variable.
For all kernels, we used custom weights for the two classes. Both classes got the
reciprocal of the number of samples within the respective class as weight [6]. This
weight is sensible, since the cost of the slack variables is multiplied by the class weights.
Remember the minimization target 5.19, in which a sample lying within the margin
meant an additive cost. Thus, the algorithm will avoid that a sample with a high weight
lies within the margin, but for a sample with low weight, this is not as grave. If the
samples of the minority class get a high cost and the samples of the majority class a low
cost, many samples of the majority class can lie within the margin, while most of the
samples of the minority class are outside the margin. This shifts the decision boundary
towards the majority class, in favor of the minority class. Therefore, we need to assign
a high weight to the minority class and a low weight to the majority class. Using the
reciprocal of the class size has shown to be a fair choice, with the resulting classifier
favoring none of the classes too much. This is reflected in the relation of TPR and TNR.
Both are for most tests close to each other, for example Youden’s J=0.51 for SVM on
30 features chosen by EN is based on TPR=0.73 and TNR=0.78.
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Logistic regression

SVM

20-NN

sPLS(5)

0.11

0.37

0.36 ± 0.017

sPLS(15)

0.12 ± 0.0075

0.42 ± 0.0041

0.29 ± 0.0035

sPLS(30)

0.21

0.29 ± 0.0170

0.15 ± 0.0016

EN(5)

0.20

0.36

0.35

EN(12)

0.45

0.42 ± 0.0036

0.28

EN,(30)

0.43 ± 0.0077

0.51 ± 0.021

0.17 ± 0.0022

PCA(5)

0.028 ± 0.0032

0.15 ± 0.023

0.038 ± 0.0035

PCA(15)

−0.030 ± 0.0023

−0.11 ± 0.0061

−0.12 ± 0.0071

PCA(30)

0.073 ± 0.0016

0.073 ± 0.031

0.046 ± 0.012

Table 6.1.: Youden’s J statistic for risk prediction on set B. For numerically unstable classifiers
and feature selectors, the standard deviation is also depicted.

6.4. Comparison of Feature Selectors via Youden’s J
Statistic
Table 6.1 depicts Youden’s J statistic for a selection of feature selectors and classifiers.
The used feature selectors are sPLS, EN and for comparison the dimension reduction
method PCA. The target numbers of features or dimensions in this set are 5,15 and
30, written in brackets right after the feature selection method. They have been chosen
to investigate different factors l that relate the number of training samples p and the
number of features n. In the formula p = ln, the number of samples p for training is fixed
to 154 for 10-fold cross validation on set B (154=int(171·0.9)). Factors l = 30 and l = 10
[75] are commonly used to have a proper representation of the true distribution by the
present dataset. Van Niel et al. [75] argue that far less samples, corresponding to a factor
l = 4 suffice to achieve 95% of the accuracy of the factor l = 30. To investigate that
and the influence of noise on those factors, we test factors l = {30, 10, 5}, corresponding
to feature numbers n = {5, 15, 30} for set B with fixed 154 samples. The examined
classifiers are LR, SVM and a kNN classifier with k = 20 (20-NN).
As in the previous plots, the results are not completely stable for all combinations
of feature selectors and classifiers, therefore we added the standard deviation in those
cases where it was not equal to zero. Since the standard deviations are very small, we
did not depict them in the tables 6.2 and 6.3 for clarity. We can again see that PCA
is not a feasible feature selection method, in case that it is unknown whether features
are useful or not. PCA just selects for maximum variance, not for maximum predictive
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value. This is what the other two feature selection methods can do. The other findings
are that SVM is the best classifier for our purpose and 20-NN is getting problems in
high dimensions, when distances become meaningless. Last but not least, we can not
confirm the assertion of van Niel et al. [75], since for small factors down to 5, the
classification performance is in many cases better than for a factor l = 30. But it has
to be kept in mind that when we decrease factors, we add variables. Therefore, we add
information, which should improve the prediction up to a certain boundary. Van Niel et
al. [75] decrease factors by taking away samples, decreasing the available information.
Therefore, the two experiments are not comparable. To conduct a comparable test, we
would have to take away samples to reduce the factor. But this is not a possibility on
our already limited dataset.

6.5. Conventional Metrics
Youden’s J statistic is not widely used, despite its perfect applicability and ease of
interpretation. The author is well aware of this fact and therefore, we created tables 6.2
and 6.3 with conventional metrics to enable comparability to other literature in the field.
To further improve clarity, we did not depict all classifier/feature selector combinations
in these tables, but a subset of representative ones. In the first three rows of each table,
we depicted the classifier performance without any feature selection, so the classifiers
had all features available. It is interesting to look at the first row of table 6.2, for
example. On first sight, it shows a quite good accuracy of 0.81. But on second sight,
it becomes clear that this predictor has almost no value, since it states in most of the
times that the person is a non-faller, as the true positive rate is close to zero. This
circumstance strongly influences the F1 score, but does not affect the accuracy too
strong since the overwhelming majority of samples are non-fallers. This example shows
the uselessness of the accuracy for imbalanced datasets. In fact, the two models with the
highest accuracies in table 6.2 are the most useless ones, both are similar to the useless
classifier from section 5.5.1. We keep reporting accuracy anyway to ensure comparability
to clinical literature, in which it is also often stated.
From the two tables, it can also be seen that set B allows for a much better falls
risk prediction than set A. This is especially evident when comparing the F1 -scores
of equivalent methods, for example SVM applied to five dimensions chosen by EN.
F1 = 0.35 on set A, which is the best result of all models on set A, while F1 = 0.45
on set B, which is a considerable difference. When using all 17 features of set A versus
30 features of set B, the difference gets even bigger with F1 = 0.22 versus F1 = 0.53.
The 30 chosen features are depicted in table B.5. This shows that the features which
are not most important also add value to the prediction on set B, which is not the case
on set A. Note that EN is not able to select 15 features on dataset B. The next lowest
number of features which EN can select is 12. Therefore we have depicted the result
on 12 variables chosen by EN in table 6.3. The 12 used variables are listed in table B.3.

80

6.6. Feature Analysis and Comparison to Other Authors
TPR

TNR

Accuracy

F1 score

17D, LR

0.044

0.96

0.81

0.071

17D, SVM

0.37

0.65

0.61

0.24

17D, 20-NN

0.24

0.73

0.65

0.18

EN(5), SVM

0.42

0.80

0.74

0.35

EN(15), SVM

0.38

0.64

0.60

0.23

PCA(5), SVM

0.40

0.65

0.61

0.25

sPLS(13), LR

0.044

0.97

0.82

0.072

sPLS(13), SVM

0.36

0.66

0.61

0.23

sPLS(13), 20-NN

0.31

0.75

0.68

0.24

Table 6.2.: Metrics for different feature selection methods, classifiers and number of features
on set A

One last remark about LR: we did not use any method to handle imbalance, which is
obvious from table 6.3, as the true positive rates in few dimensions, for example EN(5),
are low.

6.6. Feature Analysis and Comparison to Other Authors
In this section we are in investigating which features the best selection algorithm in our
case EN, chooses. The first five are depicted in table 6.4. Since some features are only
chosen together by EN, we ordered them by their correlation with the dependent variable,
the class label of prospective fallers or non-fallers. On set A, the single significant
variable is hypertension, with a phi correlation value r(276) = 0.23 with p < 0.05. The
significant variables on dataset B are Hypertension, the area of test 9 and the duration
needed for accomplishing test 6. The correlation values are r(170) = 0.26 with p < 0.05,
r(170) = 0.34 with p < 0.05 and r(170) = 0.26 with p < 0.05, respectively. All p-values
are again Bonferroni-corrected. It is remarkable, how few of the clinical variables from
set A play a significant role if related to prospective falls. This may also be caused by the
small cohort, other clinical studies partially have a couple of hundred or even thousands
of test subjects.
To show the usefulness of our data and algorithms, we compare the performance of our
methods depicted in the last three rows of table 6.3 to the results of other authors from
the field in table 1.1. We get those results using 13 variables from dataset B selected
by an expert on the field. The variables are depicted in table B.2 in bold letters. These
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TPR

TNR

Accuracy

F1 score

66D, LR

0.37

0.79

0.72

0.29

66D, SVM

0.50

0.82

0.77

0.40

66D, 20-NN

0.47

0.57

0.55

0.27

EN(5), LR

0.23

0.97

0.84

0.34

EN(5), SVM

0.53

0.82

0.77

0.45

EN(5), 20-NN

0.53

0.82

0.77

0.44

EN(12), LR

0.50

0.92

0.85

0.54

EN(12), SVM

0.67

0.79

0.77

0.50

EN(12), 20-NN

0.43

0.84

0.77

0.40

EN(30), LR

0.53

0.91

0.84

0.54

EN(30), SVM

0.73

0.78

0.77

0.53

EN(30), 20-NN

0.37

0.74

0.67

0.28

PCA(5), SVM

0.50

0.65

0.62

0.32

PCA(30), SVM

0.43

0.65

0.61

0.28

sPLS(30), LR

0.33

0.88

0.78

0.35

sPLS(30), SVM

0.53

0.74

0.70

0.39

sPLS(30), 20-NN

0.37

0.77

0.70

0.30

13-Set, LR

0.30

0.92

0.81

0.36

13-Set, SVM

0.60

0.81

0.77

0.48

13-Set, 20-NN

0.53

0.74

0.70

0.39

Table 6.3.: Metrics for different feature selection methods, classifiers and number of features
on set B
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Set A

Set B

1.

Hypertension

Hypertension

2.

Fear of Falling

Test 9 Area

3.

BMI

Test 6 Duration

4.

Foot Pain

Test 2: Standard Deviation of
Asymmetry in X-Direction

5.

Reaching

Test 4: Standard Deviation of
Acceleration in Y-Direction

Feature Number

Table 6.4.: Order of the first five features, as selected by Elastic Nets on the sets A and B.
Significant features are in bold letters.

variables are either proven valid in this thesis or well-known in clinical literature, the
set is called ”13-Set”. Note that many of the authors we compare to use in our opinion
questionable methods, as we discussed in section 1.4. On our dataset, two of these issues
are present: we excluded seven subjects because of the circumstances of their falls. This
is necessary because we do not have a variable about activity, which would enable us to
predict such falls for people with a high level of activity. Second, the generality of our
models is narrowed, because the dataset of EU-Project VPHOP contains only women.
The only authors who wrote papers which are roughly comparable to ours are Doi and
König. But they use auto-validation, overestimating the performance of their classifiers
to an unknown extent. Since their classification results are relatively close to ours, we
assume that our methods are at least able to compete with others from the field, while
being to our best knowledge statistically correct and as general as possible.
From an algorithmic perspective, it can clearly be seen in table 6.3 that with so
few variables, a method to counter imbalance is needed. For this test of LR, when
switching class balancing off, the method classifies almost all subjects as non-fallers.
For comparability, we do not change the decision threshold from the default 0.5. Both
SVM and kNN can deal with imbalanced classes in form of per-class defined cost or
weight. This explains the much better true positive rates. Another result is that the
performance of SVM on the 13 handpicked variables with J=0.41 is not much worse
than the best result of automatic feature selection by EN with J=0.51. Thus, both
methods confirm the usefulness of each other. When we apply EN to the handpicked
variables, the best result is retrieved for 6 variables and the SVM classifier. The features
are hypertension, balance count in Z-direction of tandem walk test 4, the durations of
the Timed-up-and-Go test 5 and the rise test 6 and the areas of tandem stance test 9
and one-legged stance test 11. The resulting TPR equals 0.6 and the TNR is 0.85, so
this is a slight improvement over all 13 variables since it has J=0.45.
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Our tests showed that methods like LR or SVM with a linear kernel perform almost
equal to or better than others like neural networks or Bayesian classifiers. Thus we can
not confirm the assumption of Howcroft et al. [36] presented in section 1.4. This is
understandable given the simple linear structure of the problem, shown in section 2.2.

6.7. Alternative Approaches
6.7.1. Multiple Fallers
Multiple fallers as class label shall also be investigated. As previously stated, they may
be easier to distinguish from once- and non-fallers [47]. Our results did not reflect this.
The resulting set B with changed class labels contains 8 multiple fallers and 163 onceor non-fallers. The best result is achieved by SVM on five features selected by EN:
TPR=0.38, TNR=0.89 with J=0.26.

6.7.2. Balanced Classes
For balanced classes, we investigate two methods: first, we apply SMOTE for simultaneous under- and oversampling. Second, we randomly subsample the majority class of
non-fallers to have a comparison to other authors, who performed similar approaches by
picking only a few non-fallers as control set.
SMOTE as balancing method on set B decreases the imbalance via under- and oversampling on the majority and minority class, respectively. The parameters are chosen
such that the class ratio on the training set after SMOTE is 2:1 in favor of the previous
majority class, the non-fallers. The LR classifier is trained on five features selected by
EN. Youden’s J improves from 0.20 to 0.31, while the F1 -score increases from 0.34 to
0.42. In particular, the TPR rises from 0.23 to 0.47 at cost of TNR (from 0.97 to
0.84). This clearly shows that we lost accuracy, which decreases from 0.84 to 0.78, but
improved the actual risk prediction.
The second approach is to randomly sub-sample the majority class of set B such that
both classes are of equal size. The results, tested with SVM after EN, did not differ
significantly from the whole set, which confirms the effectiveness of our methods to
counter imbalance. The best classification was achieved for 19 features depicted in table
B.4, the results are TPR=0.77, TNR=0.73 summing up to Youden’s J=0.5. Two results
distinguish this method from previously used: first, the true positive rate is slightly higher
than in the previous best result. This is a consequence of the smaller class of non-fallers.
Second, F1 = 0.75 exceeds the previous best by far. To understand this, we look into
the calculation of F1 in formula 5.25, for which sensitivity and precision are used. We
assume sensitivity as constant. Precision is high, if the results do not contain many false
positives, which is more likely the smaller the negative class gets. This class has been
drastically sub-sampled from 141 to 30 samples, so F1 has to increase.
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Our results can be split into three main groups: classification results, findings about the
datasets and results of feature selection. The main classification result is that support
vector machines (SVM) are on average the best method for classifying this kind of data,
according to Youden’s J and the F1 -score. Both metrics are superior over accuracy
for describing classification performance on our imbalanced dataset. Because of the
direct interpretation, we favor Youden’s J. SVM are to be preferred over LR because
of the higher sensitivity, even though they have a lower specificity. We incline to give
our preference to higher sensitivity because when a non-faller is misclassified by an
overly sensitive classifier, the consequences are not harmful. But when a potential faller
is misclassified as non-faller, he or she may not benefit from clinical interventions or
physical exercise programs that could help to reduce the risk of falling and eventually
inhibit injurious falls. Therefore, we accept a higher false positive rate, in favor of a high
sensitivity.
We also recommend algorithm-level methods like class weights for dealing with imbalanced datasets. Data-level methods like SMOTE can improve the results for classifiers
that do not include algorithmic methods for imbalanced data, but do not achieve the
performance of algorithm-level methods. We saw that the present problem fits a generalized linear model, because of the successful linear kernel in SVM and the linear logistic
regression (LR). This is an advantage because although nonlinear kernels of SVM allowed
for a minimal improvement in some scenarios, most of the time score much worse than
the linear kernel. Thus, we assume that the problem is linear on the variables we used,
which allows us to compare with many other authors reviewed by Howcroft et al. [36]
using linear methods. Although we did not identify features with a nonlinear dependency
apart from the level of activity, it may be possible that some exist.
The most important finding from the clinical point of view is that acceleration data
from an inertial sensor processed was shown to be useful to improve falls risk prediction
over conventional features. The obtained results were considerably accurate especially
taking the prevalent class overlapping, which was quantified and visualized, into account.
We found 18 variables of set B valid, but some of them like time and mean speed during
the 10 meter walk test are analytically dependent and therefore redundant, which leaves
effectively 9 variables.
During the tests with all variables, the curse of dimensionality was in the center of
attention. The k-nearest-neighbor (kNN) classifier becomes futile in high dimensions,
even more severe than SVM and LR. Therefore, we used feature selection to get from
useless prediction to good results and we found Elastic nets (EN) to be the best feature
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selection method investigated by us, with slightly better results than sparse partial least
squares (sPLS). These feature selection methods can only be applied because the problem
is of generalized linear kind, on highly non-linear problems, they would possibly choose
worthless features. We also found that principal components analysis (PCA) is not
feasible for dimension reduction when not knowing if features are useful for classification.
Because of this, we strongly advise against the use of PCA for dimension reduction in
exploratory data analysis in classification tasks.
In summary, classification problems hide many dangers like the incorrect validation
method, imbalanced data, overfitting and the curse of dimensionality. But once their
effects are correctly identified and interpreted, they can be handled to a greater or
lesser extent. Falls risk prediction is especially difficult on young community-dwelling
seniors who fall less often than institutionalized elderly, because among other reasons
this creates a more imbalanced dataset. The use of single inertial sensors for falls risk
prediction includes advantages like: it is portable, cost-efficient, does not need much
time and training for assessment, is objective and provides detailed continuous data of
the patient’s functional status. The results of our prediction are in the same range or
even better than others from the field, but note that comparison is only possible to a
limited extent due to largely differing cohorts and methods, as discussed in chapter 1.4.
In the authors opinion, many of the functional abilities of a subject are adequately
captured with the standard clinical functional tests, but to significantly improve falls
risk prediction, other features like personal long-term activity data in real-life conditions
and extrinsic risk factors should be included in the datasets. Personal features can for
example be the attentiveness, speed of learning and other detailed cognitive parameters,
while extrinsic features can be for example the quality of lighting or the condition of
stairways in the subject’s home [32]. Using functional variables together with personal
and extrinsic features may improve the falls risk prediction over approaches which only
take the functional status of patients into account. It is necessary because the true
positive rates of correctly implemented classifiers of different authors offer still much
room for improvement. This is also the case for our results, which of course need to
be investigated with more and varied data by independent research teams before being
applied in clinical practice.
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A. Definitions
A.1. Ellipse Properties
The two main axes describing an ellipse are called a and b for half of the longer respectively half of the shorter axis.
b

a

Knowing these, we can among others calculate the eccentricity e and the area A:
s
 2
b
e= 1−
(A.1)
a
A = πab

(A.2)

A.2. Scales and Correlation Coefficients
Variables can be defined on four different scales of measure, which shall be presented
here, together with four correlation coefficients which we used in this thesis.
The nominal scale contains least information. Two distinct values x and y on this
scale can only be compared for equality (x = y) and inequality (x 6= y), not if one of
them is bigger or how distant they are. The disease variables from dataset A are an
example for that scale. They simply express, if a person suffers from a disease or not,
without making the two values comparable in any further mathematical way.
More information is offered by the ordinal scale, which allows for a pairwise rank
comparison of values (x < y, x = y and x > y), but does not include distances between
the ranks. On the investigated datasets, self-estimated balance is of this scale, giving a
range of comparable ranks, while it is not known how close or distant the ranks are.
Distance or the degree of difference is introduced with the interval scale. On top of
the previous operations, it is now correct and allowed to compute the addition of and
the difference between values (+, −). The only piece of information which is missing, is
fixed zero point. It is placed arbitrarily in case of interval scaled data. We do not use
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this kind of data, an example are different temperature scales like degree Celsius and
degree Kelvin. Between 10 degrees Celsius and 20 degrees Celsius, the difference is 10
degrees, but it is not possible to put them into ratio, to say 20 degrees are ”twice as
hot”as 10 degrees, because regarding the same, transformed temperatures on the Kelvin
scale with a shifted zero, this statement would simply be wrong.
To enable ratio comparisons, the zero needs to be fixed, lifting the data to the highest
level of measurement, which is called the ratio scale. On this scale, all operations are
possible. Age and all functional variables from dataset B are of this scale.
In the validity and plausibility tests, dataset B is related to dataset A. So, correlation
coefficients between ratio scales on one side and nominal, ordinal and ratio scales on the
other side are to be computed. Furthermore, we compare binary variables in 6.6. For
these four pairs, four different correlation coefficients are applicable.
For correlating y ∈ {0, 1} from a binary nominal scale with x ∈ R from a ratio
scale, point biserial correlation has been introduced. In the beginning, the set is split in
two subsets S0 and S1 , such that the y-values within both subsets are constant. On the
subsets, the means M0 and M1 are calculated, the numbers of samples in the subsets are
called n0 and n1 , the number of all samples n. The last value needed for the calculation
of the point biserial correlation coefficient is the standard deviation over all x-samples
sx . These values are then combined
r
M1 − M0 n1 n0
rpb =
(A.3)
sx
n2
to compute the point biserial correlation coefficient rpb ∈ [−1, 1]. rpb = −1 is a
perfect negative correlation, expressing that a high y-value relates to lower x-values and
vice versa. With increasing rpb , this relation is mitigated, until there is no correlation
for rpb = 0. Eventually, rpb = 1 represents a perfect positive relation between the two
variables.
Next up is Kendall’s τ for analyzing the relation between an ordinal variable x ∈ R
and a y ∈ R from a ratio scale. The samples (xi , yi ) with i = 1, ..., n are then put in
ascending order, such that x1 ≤ x2 ≤ ... ≤ xn . Four subsets are created. The first set,
C, contains concordant pairs. For these, the condition ”xi < xj and yi < yj ” is fulfilled.
The opposing set, D, is made up of disconcordant samples fulfilling condition ”xi < xj
and yi > yj ”. The sets Tx and Ty are called bindings in x respectively y. Samples have
to comply with ”xi = xj and yi =
6 yj ”for set Tx and ”xi =
6 xj and yi = yj ”for set Ty . Using
the number of samples in these sets, Kendall’s τ ,
|C| − |D|
∈ [−1, 1],
(|C| + |D| + |Tx |)(|C| + |D| + |Ty |)

τ=p

(A.4)

can be computed. The interpretation of this correlation coefficient is analog to the
previous point biserial coefficient.
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A.3. P-Value Correction
The widely used Pearson correlation coefficient is for relating two ratio scaled variables
x and y. It is directly computed from the n samples and their variable means x̄ and ȳ.
The correlation coefficient
Pn
(xi − x̄)(yi − ȳ)
rxy = pPn i=1
∈ [−1, 1]
(A.5)
Pn
2
2
i=1 (xi − x̄)
i=1 (yi − ȳ)
is interpreted as the preceding two.
Finally, phi correlation coefficient is designed to quantify the relation between two
binary nominal variables x and y. To calculate it, a 2x2 contingency table has to be set
up:
y=0
A
C
A+C

x=0
x=1

y=1
B
D
B+D

A+B
C+D
N

From these values, the phi correlation coefficient
φ= √

AD − BC

(A + B)(C + D)(A + C)(B + D)

∈ [−1, 1]

(A.6)

can be computed. It is interpreted in the same way as previously presented correlation
values.

A.3. P-Value Correction
In the process of finding useful variables to explain a dependent y, we use a family of
variables and analyze the correlation between each of them and the dependent variable
y. To prove significance, for all of these correlations a Null-Hypothesis ”the correlation
value is equal to zero” is postulated. Then, using the t-distribution, the probability of
the present samples is calculated under the condition that the Null-Hypothesis holds. If
this probability or p-value is smaller than a predefined threshold α, we can reject the
Null-Hypothesis and assume that the variables are significantly correlated. If only one
pair of variables is investigated, one can stop here and use the result. This is not the
case for a family of variables. Imagine the case in which 100 completely random variables
are given, each are tested for correlation with a ’dependent’ variable. Without alphacorrection, we would get 5 seemingly significant correlations on α = 0.05 just by chance.
This is called the expected error. To cope with this situation, called family-wise error
rate (FWER), different controlling procedures have been introduced. These procedures
mainly compute a more stringent αnew as a new threshold for significance. We just want
to present Bonferroni correction
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α
,
(A.7)
m
where m is the number of hypotheses. This should be intuitively understandable,
because with m variables, the probability of finding a significant correlation by chance,
is m times the probability of finding a coincidental correlation for one examined variable.
Bonferroni correction adjusts the significance threshold correspondingly.
αnew =

A.4. Boxplots

10

A boxplot is used to get a quick understanding of the distribution and value range
of a variable. The boxplot of x = (9, 6, 7, 7, 3, 9, 10, 1, 8, 7, 9, 9, 8, 10, 5, 10, 10, 9, 10, 8)T
consisting of 20 samples is depicted in figure A.1. We explain the plot from the center:
the central line of the boxplot is the median, dividing the samples into two equally sized
sets. The upper and lower quartiles each contain 25% of the samples, such that the ”box”
contains 50% of the data. The height of the box is called interquartile range (IQR). The
end of a whisker is at most 1.5 times IQR away from the corresponding edge of the box.
The actual end is defined by the point farthest away from the median, which lies still
within maximum allowed whisker distance. Points further away than this are marked as
outliers by small circles.

upper Whisker

IQR

lower Quartile

lower Whisker

Outliers

0

2

4

6

8

upper Quartile
Median

Figure A.1.: Boxplot of 20 samples with integer values ∈ [1, 10]
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B.1. Dataset A
Variable

Unit

Scale

Reference

History of Falls

yes/no

nominal

AGS [1]

Age

years

ratio

AGS [1]

Depression

yes/no

nominal

AGS [1]

Sleep Disturbance

yes/no

nominal

AGS [1]

Assistive Devices

yes/no

nominal

AGS [1]

Arthritis

yes/no

nominal

AGS [1]

Visual Deficits

yes/no

nominal

AGS [1]

BMI

kg/m2

ratio

Hypertension

yes/no

nominal

Gangavati et al. [25]

Fear of Falling

yes/no

nominal

Scheffer et al. [63]

Foot Pain

yes/no

nominal

Todd et al. [73]

Time 10 Meters

seconds

ratio

AGS [1]

Balance

levels 1 - 10

ordinal

AGS [1]

Reaching

levels 1 - 3

ordinal

AGS [1]

Carrying

levels 1 - 3

ordinal

AGS [1]

Washing

levels 1 - 3

ordinal

AGS [1]

Bending

levels 1 - 3

ordinal

AGS [1]

Volpato et al. [76]

Table B.1.: Variables of Dataset A
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B.2. Dataset B
This time we give no unit or scale, since all of the 66 variables, which do not already
occur in table B.1, are continuous on a ratio scale. Units can be looked up in section
2.3. The bold variables are used in the final risk prediction in the last three rows of table
6.3.
History of Falls

Test 1: Step cadence

Test 3: Step cadence

Age

Test 2: Number of Steps

Test 4: Peak to Peak in X

Depression

Test 2: X-Asymmetry

Test 4: Peak to Peak in Y

Sleep Disturbance

Test 2: Y-Asymmetry

Test 4: Peak to Peak in Z

Assistive Devices

Test 2: Z-Asymmetry

Test 4: SD of X-Acceleration

Arthritis

Test 2: SD of X-Asymmetry

Test 4: SD of Y-Acceleration

Visual Deficits

Test 2: SD of Y-Asymmetry

Test 4: SD of Z-Acceleration

BMI

Test 2: SD of Z-Asymmetry

Test 4: Balance Count X

Hypertension

Test 2: Mean Speed

Test 4: Balance Count Y

Fear of Falling

Test 2: Duration

Test 4: Balance Count Z

Foot Pain

Test 2: Step Length

Test 5: Duration

Balance

Test 2: Step cadence

Test 6: Duration

Test 1: Number of Steps

Test 3: Number of Steps

Test 7: Eccentricity

Test 1: X-Asymmetry

Test 3: X-Asymmetry

Test 7: Area

Test 1: Y-Asymmetry

Test 3: Y-Asymmetry

Test 8: Eccentricity

Test 1: Z-Asymmetry

Test 3: Z-Asymmetry

Test 8: Area

Test 1: SD of X-Asymmetry

Test 3: SD of X-Asymmetry

Test 9: Eccentricity

Test 1: SD of Y-Asymmetry

Test 3: SD of Y-Asymmetry

Test 9: Area

Test 1: SD of Z-Asymmetry

Test 3: SD of Z-Asymmetry

Test 10: Eccentricity

Test 1: Mean Speed

Test 3: Mean Speed

Test 10: Area

Test 1: Duration

Test 3: Duration

Test 11: Eccentricity

Test 1: Step Length

Test 3: Step Length

Test 11: Area

Table B.2.: Variables of Dataset B
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B.3. Variables Chosen by Elastic Nets
This section provides variables from dataset B chosen by EN for the feature numbers
12, 19 and 30.
Visual Deficits

Hypertension

Foot Pain

Test 1: SD of Z-Asymmetry

Test 2: SD of X-asymmetry

Test 3: Z-Asymmetry

Test 4: SD of Y-Asymmetry

Test 5: Duration

Test 6: Duration

Test 8: Eccentricity

Test 9: Area

Test 11: Area

Table B.3.: 12 Variables of Dataset B, chosen by EN

Age

Visual Deficits

Hypertension

Foot Pain

Test 1: Number of Steps

Test 1: Z-Asymmetry

Test 1: Step Cadence

Test 2: X-Asymmetry

Test 2: SD of X-Asymmetry

Test 2: SD of Z-Asymmetry

Test 3: Number of Steps

Test 3: Mean Speed

Test 4: Peak to Peak in X

Test 4: Balance Count X

Test 6: Duration

Test 7: Area

Test 8: Area

Test 9: Area

Test 11: Area

Table B.4.: 19 Variables of sub-sampled Dataset B, chosen by EN
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B. Dataset Variables

Age

Sleep Disturbance

Arthritis

Visual Deficits

Hypertension

Fear of Falling

Foot Pain

Balance

BMI

Test 1: SD of Y-Asymmetry

Test 1: SD of Z-Asymmetry

Test 1: Step Cadence

Test 2: SD of X-Asymmetry

Test 2: Y-Asymmetry

Test 3: Number of Steps

Test 3: Z-Asymmetry

Test 3: Mean Speed

Test 4: SD of Y-Acceleration

Test 4: Balance Count X

Test 4: Balance Count Z

Test 5: Duration

Test 6: Duration

Test 7: Eccentricity

Test 7: Area

Test 8: Eccentricity

Test 8: Area

Test 9: Area

Test 10: Eccentricity

Test 10: Area

Test 11: Area

Table B.5.: 30 Variables of Dataset B, chosen by EN
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