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ABSTRACT

In this paper we present a flexible multimodal object track-
ing system. It is based on a particle filter which combines
the outputs of different measurement methods (also called
modes or cues) in a flexible manner. The modes for locat-
ing the desired object can be selected depending on the spe-
cific object which is to be tracked and the environment of
the object. By combining multiple modes we aim to add
the strengthes while at the same time to overcome the spe-
cific disadvantages of the different modes. Thus the robust-
ness of the tracking system will be increased and a suc-
cessful tracking will be possible in critical situations where
a system using only a single mode would fail. We have
used this approach for tracking persons in different envi-
ronments. The measurement modes which we have imple-
mented for this purpose are a pseudo 2-dimensional hidden
Markov model (P2DHMM), a color based skin finder, and a
motion detector. We describe the theory and the architecture
of this tracking system and finally depict some exemplary
results.

1. INTRODUCTION

The tracking of moving objects in video sequences is a ma-
jor problem in the area of visual surveillance and vision-
based man-machine-interfaces. We have proposed approach-
es where the main goal was the possibility to track persons
in front of moving backgrounds. For this we used a com-
bination of a pseudo 2-dimensional hidden Markov model
(P2DHMM) and a Kalman filter (see e. g. [1, 5]). This com-
bination delivered good results, and so the question arose
how this approach could further be improved with regard to
robustness and the possibility of handling occlusion effects.

Because it seems that each method for locating a de-
sired object has its specific advantages and disadvantages,
one could try to combine the advantages of different mea-
surement methods and at the same time to overcome their
special disadvantages. This leads to the idea of so-called
multimodal tracking methods, where several modes are ex-
ploited in order to increase the robustness of a tracking al-
gorithm under real-world conditions.

When developing multimodal tracking algorithms, ba-
sically two problems have to be solved: Firstly, the choice
and implementation of the different modes that are selected
in order to support the tracking process with an appropri-
ate measurement signal, and secondly, the successful com-
bination of the different modes using a selected paradigm.
The approaches that we investigated here are a combina-
tion of a P2DHMM with a skin finder or a motion detector
for person tracking. The motivation for this choice was to
sustain our proven P2DHMM system as one of the modes
in our new multimodal system. As second mode a color
based skin finder has been considered to be a good com-
plementary information source, since skin and face infor-
mation is not explicitly considered in the P2DHMM (which
operates on gray level images) and especially since this sec-
ond mode would be suitable to recover the tracking process
in case of occlusions of the lower body. As a third mode
a motion detector has been used, which robustly works on
image sequences with a constant background. The track-
ing modes are merged in a probabilistic way using a parti-
cle filter. A particle filter is based on a sequential random-
sampling framework and also known as Monte Carlo filter.
This type of filter has been found to be especially interesting
for multimodal fusion since it offers flexible methods for
a stochastic combination of the conditional measurement
probabilities which are generated by the different tracking
modes. We used a variant of this filter which is known as
condensation algorithm and which we will describe in the
following section.

2. PRINCIPLES OF THE CONDENSATION
ALGORITHM

The condensation algorithm shall be described only briefly
here. A more detailed description can be found in [2]. The
name is an artificial construction and stems from the condi-
tional density propagation which is an important aspect of
the algorithm. The purpose of this algorithm is to describe
the temporal propagation of conditional densities, which
can be decomposed into three temporal consecutive steps,
namely a deterministic drift, a stochastic diffusion and a re-
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active effect of a measurement. This is also done e. g. by a
Kalman filter, but the condensation algorithm has the advan-
tage that it is simpler from a mathematical point of view and
therefore allows an uncomplicated and flexible combination
of several measurement modes, as will be shown later.

In the following text we denote the state of the modelled
object at the discrete time k as xk = x(tk) and its history
as Xk = {x1,x2, . . . ,xk}. In an analogous manner a set of
image features is gathered in a measurement or observation
vector zk with the history Zk = {z1, z2, . . . , zk}. Using
these symbols and Bayes’ rule the tracking problem can be
formulated in terms of conditional probabilities:

p(xk|Zk) ∝ p(xk|Zk−1) · p(zk|xk) (1)

The condensation algorithm uses a set of samples of the
state vector to approximate its conditional probability den-
sity function p(xk|Zk). This sample set consists of N sam-

ples s
(n)
k , each weighted with the probability π

(n)
k which is

obtained from the measurement p(zk|xk = s
(n)
k ). Now the

conditional state density can be represented by the weighted
sample set (s

(n)
k , π

(n)
k , n = 1 . . .N).

For a description of how this sample set can be obtained
recursively from the previous sample set and for further de-
tails see e. g. [2].

3. COMPUTATION OF THE CONDITIONAL
PROBABILITIES

The conditional probabilities π
(n)
k have to be acquired by

a measurement within the current image of the tracking se-
quence. Our approach is currently able to utilize three meth-
ods for acquiring this measurement data, namely a P2D-
HMM, a skin finder, and a motion detector.

The problem is now to evaluate a measurement vec-
tor zk which results from one of the measurement modes
(delivering e. g. a bounding box) in such a way that we
can compute the conditional probability of this measure-
ment under the condition of a given sample, expressed as
p(zk|xk = s

(n)
k ). The relation between zk and xk is ex-

pressed by the measurement equation zk = H · xk + vk,

where H is the measurement matrix and vk is the measure-
ment noise. If vk is white noise, it is a reasonable assump-
tion that the variable zk is a stochastic process that can be
characterized by a Gaussian distribution where Hxk can be
considered as mean value of the process. In this case the
above mentioned Gaussian distribution can be interpreted
as the probability of the measurement vector zk under the
assumption that the sample s

(n)
k is the correct state vector,

resulting in

p(zk|xk = s
(n)
k ) ∝ exp(−

1

2
(zk−Hxk)T

C
−1(zk−Hxk)).

(2)

In this function C denotes the covariance matrix which has
to be chosen appropriately. The resulting probabilistic val-
ues are subsequently normalized so they will sum up to 1.

The state vector x (and each sample vector s) consists of
the components x = [xc, yc, vx, vy, w, h]

T
, where xc and

yc describe the center of a bounding box with the width w,
the height h and the velocity components vx and vy.

The functionality of this approach can be confirmed eas-
ily by the following assumptions: If the current measure-
ment vector zk is almost identical to Hxk, then measure-
ment and sample must be located very closely together (i. e.
zk confirms xk very well) and thus (2) will yield a very high
probability for this sample. It is therefore a suitable equa-
tion for the probabilistic interpretation of the output zk of
our various modes.

3.1. P2DHMM

The abbreviation P2DHMM stands for pseudo 2-dimension-
al hidden Markov model. We will describe this method
only very briefly here; for further details see e. g. [4, 1,
3]. The model which we used consists of 20 states which
are arranged in 4 superstates (modeling columns) with each
of them containing 5 normal states. The model has been
trained to several hundred images that each show just one
person surrounded by some arbitrary complex background.
After this training has been accomplished, an image con-
taining a person can be presented to the P2DHMM, and by
means of the Viterbi algorithm the most probable state se-
quence and assignment of states to image areas can be cal-
culated. In this way one obtains a segmentation of the image
into person and background blocks. From this segmentation
a bounding box (the smallest rectangle with horizontal and
vertical edges that contains all pixels classified as person)
and its center can be extracted.

Furthermore, the velocity of this bounding box can be
calculated as the difference of the position of the center of
the bounding box in the current frame and its position in
the previous frame. Because this value can be very volatile,
we smooth it by calculating a weighted mean value of the
current velocity (70 %) and the previous velocity (30 %).
Thus the result of the measurement of the P2DHMM will
be a measurement vector of the form

zP2D = [xc, yc, vx, vy, w, h]T , (3)

and the appropriate measurement matrix is a unity matrix.

3.2. Skin finder

As a second method for acquiring measurement data we use
a simple implementation of a skin finder. The intention here
was not to optimize this skin finder, but to demonstrate how
a second measurement can be integrated into our conden-
sation based tracking approach. As will be shown later,



this measurement can have a strong positive influence on
the tracking results, even if it is not always very accurate.

The skin finder is based on an approach using color his-
tograms and conditional probabilities as it is described e. g.
in [6]. The result of this measurement will be a two dimen-
sional vector which describes the center of gravity of the
skin colored pixels and has the form

zskin = [xcog,skin, ycog,skin]
T

. (4)

Because this point is expected to indicate the position of the
face of a person, it will be positioned higher than the cen-
ter of the bounding box of the whole person by an amount
which can be estimated to be approximately 30% of the
height of the bounding box. Therefore, for the measurement
matrix of the skin finder we use

Hskin =

[

1 0 0 0 0 0
0 1 0 0 0 −0.3

]

. (5)

3.3. Motion detector

As a third method for acquiring measurement data we use
a motion detector. Again here the intention was to demon-
strate how another measurement can be integrated into our
condensation based tracking approach and thus improve the
tracking results. The motion detector bases on a calculation
of differences d between pixels i(x, y) in the current image
and corresponding pixels in a reference image according to

dk(x, y) = ‖ik(x, y) − iref(x, y)‖ (6)

and a subsequent thresholding. For those pixels with a dif-
ference exceeding the threshold, a bounding box will be cal-
culated, and its parameters (center, width, height) are com-
bined in a motion measurement vector with the components

zm = [xcobb,m, ycobb,m, wbb,m, hbb,m]
T

. (7)

4. COMBINING MULTIPLE MODES

A very interesting aspect of the condensation algorithm is
the possibility to very flexibly integrate the data of several
measurements. As mentioned in the introduction, such a
combination can make it possible to overcome disadvan-
tages of a single method and to combine the strong points
of several methods.

The point where we merged our measurements into the
condensation algorithm is the calculation of the weights π

(n)
k

for the sample vectors s
(n)
k . Here one has many possibilities

to combine the probabilities p(zi|s
(n)
k ) which are generated

by the different measurement modes. The method that we
used here is to calculate a weighted product of those proba-
bilities according to the equation

π
(n)
k =

∏

i

p(zi|s
(n)
k )wi (8)

and a subsequent normalization to ensure that the sum will
be 1. Here the weights wi are chosen manually according to
the reliability of each measurement mode.

These modified sample weighting probabilities will have
a strong impact on the tracking result, which is now the re-
sult of a multimodal fusion of different information chan-
nels.

5. RESULTS

Some interesting results of our tracking algorithm are de-
picted in Fig. 1 and Fig. 2, where the bold white bounding
box indicates the expectation value of the samples.

In Fig. 1 a typical outdoor surveillance scenario with a
non moving background is depicted (data from PETS 2001).
For this sequence we used a combination of a P2DHMM
and a motion detector. In the upper row we can see a case
where the system with the P2DHMM mode alone loses the
track after a while (see the third frame in this row), whereas
in the lower row it can be seen that after integration of the
motion detector mode the system keeps the track. In the
last frame in the upper row a detailed result of the motion
detector with the detected motion area and its bounding box
can be seen. Also here, the use of the motion detector as
single measurement mode will fail because other moving
objects (see the passing car in the second frame) are severely
disturbing this measurement.

In Fig. 2 the tracking results on a difficult outdoor se-
quence with occlusion of the lower body of the person and
intensive camera operations are shown. For this sequence
we used a combination of a P2DHMM and a skin finder.
When using only the P2DHMM the tracking system failed,
because the P2DHMM was trained to fully visible persons,
while in this sequence the lower part of the person is oc-
cluded when the person walks behind a car. After adding the
skin finder however as an additional measurement mode (in-
dicated by a cross near the head of the person) it can be seen
that the system now is capable of tracking this sequence.

6. CONCLUSION

In this paper we presented an approach for a multimodal
tracking system based on a particle filter, a P2DHMM, a
skin finder, and a motion detector. The architecture of this
system has been described and implemented, and some ex-
emplary results have been shown. The major innovation
of our approach is the computation of conditional proba-
bilities from the measurement vectors and the probabilistic
mode fusion based on these values. Tests have shown that
the combination of several tracking modes is a suitable ap-
proach to increase the performance of a tracking system in
critical scenarios where a single mode alone fails.



Fig. 1. Tracking results on a realistic outdoor surveillance sequence. Upper row: Only P2DHMM. Lower row: P2DHMM
combined with the motion detector (indicated by an additional bounding box).

Fig. 2. Tracking results on a difficult outdoor sequence with occlusion of the lower body of the person and intensive camera
operations.
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